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Preface

The term knowledge is a common place for various concepts, ideas and practical
applications. Hence, so is knowledge discovery. Therefore, the first question a
work about knowledge discovery raises is: what is knowledge?

Inapt to provide a conclusive answer to this question we adjourn this
task in favor of emphasizing a specific grasp on knowledge: sets of valid
implications in domains. This again opens questions about what implications
can be, how to confine a domain and how to derive new implications. Those
questions then lead naturally to the field of logic. In this work we will employ
propositional Horn logic to represent knowledge in our narrow view.

A mathematically tempting approach to both these notions is formal con-
cept analysis. There, a specific correspondence between lattice structures and
Horn clauses in utilized in order to discover knowledge in binary relational
structures. In recent years, graphs, which are essentially binary relations,
are of great research interest. The amount of research papers in this field is
snowballing. Of particular interest are bipartite graphs. That is a graph such
that all edges intersect with all elements of a bipartition of the vertex set.

The presented work reflects the author’s interest in all these fields and
is the outcome of about three years of research as a PhD candidate at the
research unit Knowledge & Data Engineering in Kassel.

In contrast to many machine learning approaches is our goal here to
identify explicit knowledge in bipartite graph structures. For this we will
answer questions like: What kind of knowledge can bipartite graphs contain?
Which methods from formal concept analysis are applicable? How can those
be adapted to the new task of discovering knowledge in (possibly large)
bipartite graphs? How can social approaches be exploited for knowledge
discovery? What does the lattice structure corresponding to a bipartite graph
reveal about the vertices and their significance?
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1
Introduction

Since the 1970s knowledge based approaches are a crucial part of artificial
intelligence (AI) research. The emergence of this particular field is often
attributed to the “Knowledge revolution” [104], which was driven by the in-
crease of computer memory and the necessity of abstract models of knowledge
for AI software. Their ability to answer user queries based on knowledge,
which was beforehand learned and formalized, using deductive reasoning,
is in the age of “knowledge explosion” [96] more necessary than ever. By
knowledge explosion we address the observation that in the last two centuries
the amount of (scientific) knowledge has doubled every six to twelve years, in
contrast to a doubling every 100 years in the centuries before that [122].

The term knowledge is used very abstractly. A popular saying in data
science is: Everything is data! Is then everything knowledge? To avoid the
dilemma of answering this question we restrict the conception of knowledge in
this thesis to two aspects: valid implications and order structures on vertices
in bipartite graphs. Based on these notions natural questions arise: How can
one discover valid implications in (large) bipartite graphs and to what extent
does the distribution of data influence this? Under which aspects do orders
emerge and under which transformations on the data will they be preserved?
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1.1 Bipartite Graphs

The beginning of graph theory dates back to the 18th century and to the
famous “Seven Bridges of Königsberg” problem. Since then it was a growing
branch in mathematics. In recent years, the interest in graph structures
and applications of graph theory grew vastly. There are at least two factors
pressing this development. First, the dawn of online social networking services
like Facebook,1 Twitter

2 or Youtube
3 in the last 20 years. Besides being

explicitly modeled as mathematical graphs by design, they are easily obtained
or extracted, in contrast to offline social networks. For major providers of
social network services it is part of their business model to sell large chunks of
their graph data. However, it is doubtful if research results from data that was
obtained like this can be considered scientific [102]. Second, the availability of
sufficient analysis tools. A today’s laptop computer has enough computational
power to analyze network graphs with thousands of vertices. In addition
to that is there a rich set of libraries and software tools available for (social)
network analysis, e.g., networkx, gephi, igraph.

Graphs are commonly defined as a pair (V ,E) where V is called vertex set
and E is some relation on V , called edges. Often one does consider undirected,
simple edges, represented by E ⊆ {{x,y} | x ∈ V ,y ∈ V ,x ≠ y}. In addition to
that we have in the case of a bipartite graph the existence of a bipartition {U,W }
of V , i.e., a partition of cardinality two, such that every edge from E intersects
with every element of the partition. Hence, ∀e ∈ E : e∩U ≠ ∅∧ e∩W ≠ ∅.

Bipartite graphs, in particular, are frequent in real world data. Well known
examples are the bipartitions actors–movies, authors–articles, predators–prey,
diseases–genes, etc. Modern multipurpose data sources like wikidata4 or
linkeddata5 exhibit bipartite structures as well. It is an accepted fact that
bipartite graphs sustain interesting data. The common way for analyzing this
data is to apply measures and metrics to identify important vertices and edges.
However, works that grasp bipartite graphs, in particular social networks,
yielding implicational knowledge about their entities are rare.

1https://www.facebook.com
2https://twitter.com/
3https://youtube.com/
4https://www.wikidata.org
5http://linkeddata.org

https://www.facebook.com
https://twitter.com/
https://youtube.com/
https://www.wikidata.org
http://linkeddata.org
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1.2 Conceptual Knowledge

Prior work for explicitly extracting knowledge from bipartite graphs, i.e.,
extracting implications on vertices and order structures related to those, is
rare. However, there is work grounding on known procedures like association
rule mining to bipartite graphs [129]. All the more so, there is no general
notion of what can be considered knowledge from bipartite graphs.

A branch from mathematics that can be considered “tailor-made” for ana-
lyzing bipartite data structures for implicit knowledge is formal concept anal-
ysis as introduced by Wille [43, 127], in short called FCA. As a theory based
on order theory, in particular lattice theory as introduced by Birkhoff [19], it
is well suited for our goal of discovering order structures in bipartite data.

The most basic structure in FCA is a formal context, a triple (G,M,I) where
G is a set called objects, M is a set called attributes and I is a binary relation
between them, i.e., I ⊆ G ×M, called incidence. Formal contexts can be viewed
as data tables and are commonly visualized as such. Based on this (data)
structure we conduct the discovery of knowledge in bipartite graphs.

Formal contexts do not necessarily shape a bipartite structure. Although,
whenG∩M = ∅ they do correspond naturally to a bipartite graph. In particular,
let V = G ∪M and E = {{u,w} | u ∈ V ,w ∈ V , ((u,w) ∈ I ∨ (w,u) ∈ I)}. Formal
contexts with intersecting object and attribute sets can also be treated as
bipartite graphs by applying a disjoint union. However, this seems artificial
and would need a meaningful justification. Since this thesis is interested in
discovering knowledge in bipartite graphs, the opposite direction from graphs
to formal contexts is essential. Every bipartite graph (V ,E) with a bipartition
{U,W } corresponds in an obvious manner to exactly two formal contexts. The
set U can be interpreted either as object set or as attribute set. The same is
true for V . The incidence relation then is implied by E in both cases.

This enables us to discover knowledge in bipartite graphs using the meth-
ods from FCA. In particular, we may now compute and investigate the im-
plications between attributes or objects in a formal context corresponding to
a bipartite graph. Furthermore, we can explore the order relation between
subsets of objects or subsets of attributes. Most important for this is the
notion of a formal concept, i.e., a pair (A,B) where A ⊆ G, B ⊆ M such that
{m ∈M | ∀g ∈ A : (g,m) ∈ I} = B and {g ∈ G | ∀m ∈ B : (g,m) ∈ I} = A. All con-
cepts form an order theoretic lattice implying the term conceptual knowledge.
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1.3 Overcoming Computational Obstacles

Having set our principle approach for the knowledge discovery process we
first of all need to address a batch of known obstacles. Methods from formal
concept analysis are mathematically elegant and comprehensible but compu-
tationally insufficient for the magnitudes of contemporary graph data sets
and learning domains to be investigated.

For the most part of this thesis our concern here is the computation of
valid implications in some domain, which we regard as formal context. In
general it is not meaningful to compute the complete set of those since this
set is likely to grow exponentially with respect to the size of the incidence
relation. It is common to restrict the computation to a sound and complete
basis of implications from which all valid implications can be derived by
the natural inference via Armstrong rules [11]. Frequently used for this is
the canonical basis by Guigues and Duquenne [50] due to its minimal size.
However, computing a premise in this basis of implications is co-NP-complete,
i.e., the class of decision problems for which a polynomial time algorithm
exists that can verify a (polynomial-sized) counterexample. Furthermore, the
canonical basis might grow exponentially w.r.t. the incidence relation.

A simple approach in order to deal with very large graph data sets is to
sample randomly a small fraction of the graph and perform the computations
on that. The probability of missing meaningful or essential data points with
this approach is very high. Since sets of logical implications are sensitive
to minimal changes in the basis of data the outcome of this approach seems
random itself. More pragmatic and at the same time sophisticated approaches
try to compute the canonical basis through parallel computation [65]. This,
however, does not change the co-NP-complete character of the problem. Nev-
ertheless, it copes with the exponential size problem of canonical bases.

In this thesis we pursue two essentially different approaches for the prob-
lem of computing the canonical basis of valid implications. One is based on
the computational learning theory probably approximately correct learning, in
short PAC. This theory is based on the seminal work by Valiant [120]. The
goal here is to compute a good approximation of the canonical basis with high
probability. After proving the theoretical applicability of PAC methods in
FCA we also show via experiments their versatility for close approximations.

Often data sets are too large to be provided explicitly and are then im-



1.3. OVERCOMING COMPUTATIONAL OBSTACLES 5

plicitly given through a query interface to a domain expert, which could be
a human as well as a machine which is aware of all valid implications and
counterexamples in the learning domain. For those cases the famous attribute
exploration algorithm [42] was developed. We continue then our work on PAC
approaches by showing a strong approximation algorithm for implicit data
sets. Since explicit data can always be understood as a domain expert this
method will work for explicit data as well.

An essentially different approach to the just addressed PAC learning is di-
viding a domain such that we are able to implement a collaborative interactive
learning scheme. The idea is based as well on the attribute exploration algo-
rithm, having one crucial difference: instead of employing a domain expert
we make use of a consortium of partial domain experts which is able to cover
the domain. The abilities of such a consortium in a domain depend heavily on
the individual abilities. As stated in the last paragraph, those experts do not
necessarily have to be human and might be machines themselves.

Machine learning algorithms do often suppose that data is independent
identically distributed. Our PAC approach is no exception to this. However,
this assumptions is rarely the case in real world data sets [64]. To expand
our understanding of the influence of the distribution of data and knowledge
structures we investigate two aspects: null models and the novel notion for an
intrinsic dimension of the lattice of all concepts.

Null models of domains, here, randomly generated formal contexts, serve
as comparison to validate observed properties in real world data sets. To
this date the process of (efficiently) generating random formal contexts is
not well understood [21, 40]. When plotting the cardinality of the canonical
basis and the number of formal concepts in a Cartesian coordinate system one
may observe distinct patterns for all known random generators. We explain
for some of those patterns their origin and propose new methods to generate
better null models. Based on the main purpose of this work we also investigate
several thousands bipartite graphs and point out their structural biases.

A novel approach in order to understand data distribution in concept
lattices is the intrinsic dimension. Based on the groundbreaking work by
Pestov [93] we introduce a computational feasible dimension function based
on an axiomatic approach. The dimension function on a data set can be
understood in the realm of FCA informally as a measure for the ability of a
formal concept lattice to handle new data added to the data set, i.e., context.
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1.4 Order in Social Networks

One major application of research on bipartite graphs is done in the realm of
social networks. There, maximal cliques are a frequent research object. They
are, for example, one (of many) notions for communities in social networks.

The amount of research work in general in this field is unmanageable large.
Nonetheless, research concerning the order structure on the set of maximal
cliques induced by the concept order is not elaborated. Applying formal
concept analysis to investigate social networks is not a novelty per se. For
example, Wille investigated already in 1992 the implications of the famous
southern woman network [126] using formal concept analysis. Some other
previous works are for example [113], a matrix factorization approach, [33], a
user influence study using implications, [112], optimizing lattice visualiza-
tions for social networks and [99], a concrete analysis of a network. A recent
contribution to social network analysis via formal concept analysis is [82].
However, most works skip investigating the inherent order structure itself
and apply more sophisticated theories, other mathematical notions or richer
structures, like having a second incidence relation and attribute set.

A particular interesting question for the set of maximal cliques is the
study of vertex bijections preserving the clique structure of a bipartite social
network graph. Vertices that are not fixed points under some maximal clique
preserving bijection are called clone items in formal concept analysis and will
be investigated in this work. Another notion based on the clique structure
in this thesis is the proposal of a measure for the individuality of a social
(sub-)network. This enables us to compare, for example, two subsets of users
having the alike attributes in a bipartite social network. This approach then
can be extended to a conception of vertex (user) individuality, which is novel
in the realm of social network analysis in this explicit form.

1.5 Contributions and Structure of this Work

This thesis sets its emphases on two major aspects for discovering knowledge
in bipartite graph data, as introduced in the sections above. The first focuses
around the distribution of data and how one can still obtain implicational
knowledge with approximative methods. The second targets on understanding
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entities in social networks with respect to the closure system emerging from
the network structure. Therefore, this thesis is subdivided in two major and
two minor parts.

In Part I, called foundations, we will recollect mathematical notions from
graph theory as well as from formal concept analysis as necessary for this
thesis. The selection and presentation fits the requirements for the then
following parts and is comprehensive with respect to those.

Part II, called data distribution and probably correct approximation, con-
sists of four research contributions. We investigate in Chapter 4 why the
famous stegosaurus phenomenon emerged in randomly generated contexts
and which patterns real world bipartite graphs exhibit. Subsequently, we
present in Chapters 5 and 6 the possibility of employing probably approxi-
mately correct learning algorithms in the realm of formal concept analysis.
These methods are tested, among others, on 2835 bipartite subsets of a social
network graph from BibSonomy.6 Since both PAC methods base on the notion
of independent and identically distributed data, which is rare in real world
data, we investigate in the final Chapter 7 of this part the distribution of data
itself. By considering formal concepts as features we introduce a geometrically
motivated intrinsic dimension for formal concept lattices, which translates to
a intrinsic dimension of the bipartite graph data itself.

In Part III we pan our focus from implicational knowledge to knowledge
about networks and their entities emerging from the order structure of the
corresponding concept lattice. This part is spread over three chapters. We
show in Chapter 8 how the notion of clone items from formal concept analysis
can be applied to bipartite graphs and what generalizations are possible. After
that we introduce in Chapter 9 a novel notion for individuality of social
networks and their vertices. This part then ends with Chapter 10 where we
investigate the abilities of a social network of partial experts to explore the
implicational knowledge of a domain.

The final Part IV contains the conclusion and multiple outlooks for further
research questions and possible research objects summarized in one chapter.

6https://bibsonomy.org

https://bibsonomy.org
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Part I

Foundations





2
Bipartite Graphs

Graph theory has recently become very popular, in particular in, but not
limited to, the field of social network analysis. Hence, the amount of research
work is enormous. For example, the number of preprints on arXive1 contain-
ing the word graph in their title is 2683 for the year 2017. The reason for
this popularity, especially in applications, might be that the basic notions of
graph theory are easy to grasp and that graphs are a suitable model for various
tasks. However, diving deeper into the matter reveals that graph theory, as any
profound mathematical field, has a plenitude of sophisticated and interesting
mathematical and computational problems.

This chapter reflects common knowledge about graphs and their applica-
tion to social networks analysis, as used in this thesis. This recollection of well
known notions will emphasis bipartite graphs, but is under no circumstances
to be considered complete. We use in the following the common mathematical
notations from basic set theory. Although, we might want to clarify that we
denote by P (X) the power set of some set X. All mathematical notions beyond
that will be properly introduced.

1http://arxive.org

http://arxive.org
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2.1 Graphs

There are various possibilities and opinions on how to define the mathematical
structure of a graph, e.g., as a binary relation on a (vertex) set or as a pair of
maps on a set (of edges), etc. In addition to that does it depend on the applica-
tion which properties those relations or maps should have. For example: Is
the relation reflexive, irreflexive or neither? Is the relation symmetric?

In this thesis we will use a common definition for simple and undirected
graphs, which we will call from now on graphs. By abuse of notation we use(︁M

2
)︁

to denote the set of all subsets of cardinality two of some set M. More
formally: (︄

M
2

)︄
≔ {X ⊆M | |X | = 2}

In other literature this is often denoted by [M]2. Using this we may now define
formally what a graph shall be for the rest of this work.

Definition 2.1 (Graph)
Let V be set, called vertices, and E be a set, called edges. A graph is a 2-tuple,
or a pair, (V ,E) such that E ⊆

(︁V
2
)︁
. If E =

(︁V
2
)︁

we call the graph complete on V ,
denoted by KV .

We say that two vertices u,v ∈ V are connected in G = (V ,E) iff {u,v} ∈ E.

Example 2.2 (Graph)
Let G = (V ,E) be a graph with V = {a,b,c,d} and E = {{a,c}, {a,b}, {a,d}, {b,d}}.

Graphs can be visualized through a plenitude of different types of graph
diagrams. Such a diagram of a graph G = (V ,E) informally consists of dots (or
small circles) in a drawing plane representing the vertices. Two dots are con-
nected through a (not necessarily straight) line iff the vertices they represent
are connected. A visualization for Example 2.2 is shown in Figure 2.1. There
is a magnitude of other procedures to draw a graph [118], but we will stick to
this simple one in this thesis.

Often, especially when speaking about complete graphs, it is useful to
forget the particular vertex names (or labels) and just speak about edges over
a vertex set of n elements.
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a

b

c

d

Figure 2.1: Graph diagramm for Example 2.2.

Definition 2.3 (Isomorphic)
LetG = (V ,E) and S = (T ,F) be graphs. We sayG is isomorphic to S, denoted by
G ≅ F iff there is a bijection ϕ : V → T such that {u,w} ∈ E ⇐⇒ {ϕ(u),ϕ(w)} ∈
F for all u,w ∈ V .

The map ϕ is called an isomorphism of G and S. Recall from Definition 2.1
the notation KV for the complete graph on the vertex set V . Let |V | = n.
Using this we may now speak in particular about the complete graph on n
vertices, denoted by Kn, which is any representative of the isomorphism class
of complete graphs on a vertex set with cardinality n.

As for many algebraic structures, like groups or lattices, understanding
the (local) substructures enhances the understanding of the whole.

Definition 2.4 ((induced) Subgraph)
Let G = (V ,E) and S = (T ,F) be graphs. The graph S is called a subgraph of G,
denoted by S ≤ G, iff T ⊆ V and F ⊆ E. If F = E ∩

(︁T
2
)︁
, then S is called induced

subgraph of G, denoted by G[T ].

Subgraphs are especially interesting if they resemble a complete graph. We
formalize this notion in the following definition.

Definition 2.5 (Maximal Cliques)
Let G = (V ,E) be a graph and T ⊆ V . We say T is a clique in G if G[T ] is a
complete graph. If there is no Ť ⊆ V with T ⊆ Ť and |T | < |Ť | such that G[Ť ]
is complete we say T is a maximal clique in G.
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The number of vertices in the largest clique in a graph is often called clique
number of the graph. The notion of cliques will be revisited in Section 2.2.

Example 2.6 (Maximal Clique)
Revisiting Figure 2.1 we can identify multiple cliques is G. The sets {a,b},
{a,d}, and {b,d} are cliques, but not maximal cliques. The sets {a,c} and {a,b,d}
are also maximal.

We will close this section with the introduction of the idea of connectedness
and connected components. For this we first have to define paths in graphs.

Definition 2.7 (Path)
Let G = (V ,E) be a graph and let u,w ∈ V . A path from u to w of length n is a
sequence of vertices (vi)i∈{0,...,n} such that v0 = u, vn = w, all vi are distinct and
∀i ∈ {1, . . . ,n} we have {vi−1,vi} ∈ E.

In cases where the length of the path is not important we just say for two
vertices that there is a path connecting them. Also, for any two vertices there
is the length of a shortest path connecting them, called shortest path length.

Definition 2.8 (Connected Components)
Let G = (V ,E) be a graph. We say G is connected iff for all u,w ∈ V there is
a path connecting them. Let S = (T ,F) be subgraph of G. Then S is called
connected component of G iff for any two vertices in T there is a path connecting
them and they are not connected to V \ T , i.e., ∀u ∈ V \ T ,∀w ∈ T : {u,w} ∉ E.

2.2 Bipartite Graphs and Projections

For the following we may recall what a partition of a set is. Let M be a set, a
partition of M is a non-empty set Q ⊆ P (M) such that ∅ ∉Q,

⋃︁
Q∈QQ =M, and

∀X,Y ∈ Q : X ∩Y = ∅. The special case where |Q| = 2 is often called bipartition.
There are two possible ways to introduce bipartite graphs now. One is

by constructing such a graph using two disjoint sets and an edge relation
between them. The other is by building up on Definition 2.1 through finding
a bipartition of the vertex set, such that all edges intersect with all elements
of the partition.
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a

b

c

d

Figure 2.2: Bipartite graph from Example 2.10

Definition 2.9 (Bipartite Graph)
A graph G = (V ,E) is a bipartite graph iff there is a bipartition {U,W } of V ,
such that all edges from E intersect with all elements of the partition, i.e.,
∀e ∈ E : e∩U ≠ ∅∧ e∩V ≠ ∅.

Obviously this definition could easily be extended to define k-partite graphs
for some natural number k > 2. Yet, in this thesis we have no use for this
generalization.

Example 2.10 (Bipartite Graph)
Revisiting Example 2.2 we observe that G is not a bipartite graph. For our
example we may alter the edge set E by removing {a,b} and so construct a new
graph H = (V ,E \ {a,b}), as depicted in Figure 2.2, which is bipartite. The only
bipartition in the vertex set of this graph is {{a,b}, {c,d}}.

A natural question now is if the bipartite property is inherited by subgraphs.

Lemma 2.11 (Subgraph of Bipartite Graph)
Let G = (V ,E) be a bipartite graph with bipartition {U,W }. Then every sub-
graph S ≤ G is a bipartite graph.

Definition 2.9 is common and useful. However, since we often explicitly
extract bipartite graph structures from data to be analyzed we may state
informally: Any graphG = (U∪W,E) withU,W not empty sets andU∩W = ∅
such that E ⊆ {{u,w} | u ∈U,w ∈W } is bipartite.
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Figure 2.3: Complete bipartite Graph K4,3

Building up on Definition 2.9 we notice that a bipartition of the vertex set
of a graph is not necessarily unique. Yet, the fact that we can find only one
bipartition in Example 2.10 is not random.

Lemma 2.12 (Unique Bipartition)
Let G = (V ,E) be a bipartite graph with bipartition {U,W }. Then G is con-
nected if and only if the bipartition {U,W } is unique, i.e., there is no bipartition
{Ǔ ,W̌ } of V with {Ǔ ,W̌ } ≠ {U,W }.

As we saw in Definition 2.5, the notion of (maximal) clique depends on the
concept of a complete graph. Therefore a bipartite graph can have only cliques
with one or two vertices. Hence, we cannot use maximal cliques for bipartite
graphs without explaining what complete bipartite graphs are.

Definition 2.13 (Complete Bipartite Graph)
Let G = (V ,E) be a bipartite graph with bipartition {U,W }. Then G is a
complete bipartite graph if E = {{u,w} | u ∈U,w ∈W }. We denote the complete
bipartite graph on {U,W } this by KU,W or KW,U , analogously to Definition 2.1.
In case of the dealing with the isomorphism class we use Kn,m, where n = |U |
and m = |W |.

In Figure 2.3 we present K4,3. Based on the idea of complete bipartite graphs
we come to an essential definition of this thesis. It is strongly related to the no-
tion of a formal concept, which we will introduce in Section 3.1, Definition 3.6.
Yet, it should not considered to be the same thing.
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Definition 2.14 (Maximal Biclique)
Let G = (V ,E) be a bipartite graph with bipartition {U,W }. A set of sets {A,B}
with A ⊆ U,B ⊆ W is a biclique in G iff the induced subgraph G[A∪ B] is a
complete bipartite graph. We call {A,B} a maximal biclique in G iff there is no
pair {Â ⊆ U,B̂ ⊆W } with A ⊆ Â,B ⊆ B̂ such that {A,B} ≠ {Â, B̂} and {Â, B̂} is a
biclique in G.

Example 2.15 (Maximal Biclique)
We can identify in Example 2.10, as shown in Figure 2.2, two maximal bi-
cliques, {{a}, {c,d}} and {{a,b}, {d}}.

It is colloquial common to speak about a “maximal clique in a bipartite graph”
when in fact we speak about bicliques. This abuse of denomination is not
unnatural as the final lemma of this section insinuates.

Lemma 2.16 (Maximal Cliques in Bipartite Graphs)
Let G = (V ,E) be a bipartite graph with bipartition {U,W }. Then we have

{A,B} is a biclique in G ⇐⇒ A∪B is clique in H =
(︄
V ,E ∪

(︄
U
2

)︄
∪

(︄
W
2

)︄)︄
A common approach to analyze bipartite graphs is to consider only one ele-
ment of the vertex set partition. Recent works like [130, 131] provide substan-
tial evidence against doing this in real world data graphs, at least in particular
cases. New methods for analyzing bipartite graphs, like the ones introduced
in this thesis, focus on keeping the bipartite structure. Still, since we use
this kind of projection for comparison in some parts of this thesis we need to
introduce it formally.

Definition 2.17 (Bipartite Graph Projection)
Let G = (V ,E) be a bipartite graph with bipartition {U,W }. The bipartite graph
projection on U is the graph H = (U,EU ) with

EU ≔

{︄
{u1,u2} ∈

(︄
U
2

)︄
| ∃v ∈ V : {u1,v} ∈ E ∧ {u2,v} ∈ E

}︄
.

The projection on W is done analogously.
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2.3 Metrics and Measures in Graphs

A vast amount of “metrics”, “measures”, and other interesting numbers were
introduced for graphs in various research works. Especially for the analysis of
social networks through graphs. We used quotation marks in the last sentence
because often the used metrics and measures in graphs do not exhibit the
necessary mathematical properties. The most basic of all those is the following.

Definition 2.18 (Degree Sequence)
Let G = (V ,E) be a graph. A vertex v ∈ V has the vertex-degree (or node-degree)
dG(v) := |{e ∈ E | v ∈ e}|. The degree sequence of G is a sequence (dG(vi))i∈I of
length |V | such that dG(vi) ≥ dG(vi+1) for all i ∈ I .

There are various graph theoretical problems concerning the degree sequence.
Most famously the degree sequence problem which poses the question to find
all graphs to a given sequence of integers.

In social network analysis the distribution in the degree sequence is of
main interest. Some works like [16] suggest that social networks have a char-
acteristic degree distribution following a power law. Other authors like [29]
consider this a rare phenomenon.

The next two definitions are used frequently for characterizing social
network graphs, besides the degree sequence. The first is based on path
lengths.

Definition 2.19 (Average Shortest Path Length)
Let G = (V ,E) be a graph. The average shortest path length in G (ASP) is defined
by

ASP(G)≔
1

n · (n− 1)

∑︂
u,v∈V
v≠u

path(u,v),

where path(u,v) is the length of the shortest path from u to v in G.

It is most common to set the shortest path length for two vertices where
no path exists to ∞. A disconnected graph then cannot have a finite ASP.
However, this would mean that a single disconnected vertex dominates the
value for ASP. Hence, some researchers set the shortest path length for the
same case to 0. Obviously, this does imply other inclinations.
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Definition 2.20 (Average Local Clustering Coefficient)
Let G = (V ,E) be a graph. The average local clustering coefficient for G is defined
by

ALCC(G)≔
1
n
·
∑︂
v∈V

C(v),

where

C(v)≔
2 · |{{u,w} ∈ E | u,w ∈N (v)}|
|N (v)| · (|N (v)| − 1)

,

is the local clustering coefficient for v in G and N (v)≔ {u ∈ V | {v,u} ∈ E} is the
neighborhood of v in G.

Hence, the ALCC is the relative number of closed triangles and therefore
between 0 and 1.

In the case of bipartite graphs those measures need some adaption or
reinterpretation. Whereas ASP computes still useful, but essentially different,
numbers. The ALCC will always be zero in the bipartite case. The common
approach here would be to only consider the projections and apply ALCC
and ASP on them. A more sophisticated approach is to redefine ALCC for
bipartite graphs like in [71].

There is a plenitude of other measures not mentioned in this recollection
but commonly used, like nestedness, modularity, ecological indices. Such
measures were often introduced by a concrete motivation to solve a particular
problem, like detecting communities in a network etc. For the rest of this
work the here introduced measures will suffice.
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3
The Correspondence to Formal Concept

Analysis

This chapter recalls in short the major ideas and notions from formal concept
analysis (FCA) used in the realm of this work. For a more comprehensive and
detailed elaboration on these topics we refer the reader to [42, 43], on which
most of the following is based.

Formal concept analysis itself has various aspects. It is for one a modern
reinterpretation and extension of lattice theory and ordered sets, which were
introduced during the 1930s by Garrett Birkhoff and others. By transforming
(binary) relations to the algebraic structure of a (complete) lattice those rela-
tions are more accessible and can be understood more thoroughly. Another
aspect is its application in the field of data analysis.

The main focus of this thesis is on the conceptualizing of knowledge, in
particular, the notion of implications and implicational bases of bipartite
graphs. Therefore we show in the last section of this chapter the natural
correspondence between formal contexts, the basic data representation in
FCA, and bipartite graphs. This enables us to use notions from FCA in
discovering knowledge, like implicational bases, in bipartite graphs.
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3.1 Formal Contexts and Concept Lattices

The most basic structure in FCA are formal contexts as defined in Defini-
tion 3.1. For all practical purposes they can be understood as simple (binary)
data structures. From a mathematical viewpoint, however, they have a vast
degree of “freedom” by not having many restrictions, as one can see in the
following definition. This freedom allows us to investigate bipartite graphs as
formal contexts, as we will explain in Section 3.7.

Definition 3.1 (Formal Context)
A formal context is a triple (G,M,I) where G and M are sets and I ⊆ G ×M is a
binary relation between them. This triple is denoted by K = (G,M,I).
The elements of G are called objects, the elements of M are called attributes
and I is called the incidence of K.

It is common to read (g,m) ∈ I with g ∈ G and m ∈M as “object g has attribute
m”. Two formal contexts K1 = (G1,M1, I1), K2 = (G2,M2, I2) are equal if and
only if G1 = G2, M1 = M2 and I1 = I2. Obviously the roles object set and
attribute set are mainly interchangeable names and those sets are not necessary
disjoint. The latter fact will be discussed more thoroughly in Section 3.7. The
former matter gives raise to the notion of dual contexts. Given a formal
context K = (G,M,I) the dual context is defined by Kdual ≔ (M,G,I−1) where
(m,g) ∈ I−1 ⇐⇒ (g,m) ∈ I . Formal contexts are commonly visualized using
cross-tables like in Example 3.2. Every element of the incidence is marked by a
cross in the according line and column.

In formal concept analysis it is a common line of action to not use arti-
ficial relations for investigations. Building up on this and inspired by the
introductory example in [22] we provide the following example.

Example 3.2 (Formal Context from KTNG)
The following context constitutes of fictional characters taken from the televi-
sion show Star Trek: The Next Generation1 and a set of attributes we chose. We
chose series characters asG≔ {Picard, Data, S.Clemens, Q, Guinan} and prop-
erties asM ≔ {human, android, omnipotent, 19th-century, in-Nexus, Starfleet}.
The incidence relation then indicates the fact that a character from G has a

1https://www.imdb.com/title/tt0092455/
https://www.wikidata.org/wiki/Q16290

https://www.imdb.com/title/tt0092455/
https://www.wikidata.org/wiki/Q16290
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property from M. The context KTNG = (G,M,I) then is visualized in the
following cross-table.

KTNG human android almighty 19th-c. in-Nexus Starfleet
Picard × × ×
Data × ×
S.Clemens × ×
Q ×
Guinan × ×

A formal context can be seen as a comprehensive and compact description of
a, in the following to be defined, lattice structure.

Definition 3.3 (Contextual Derivation)
Let K = (G,M,I) be a formal context. The object derivation is a map

·′ : P (G)→P (M),A ↦→ A′

defined by
A′ := {m ∈M | ∀g ∈ A : (g,m) ∈ I}.

For A ⊆ G we read A′ as the set of common attributes of A. Likewise, the
attribute derivation is a map

·′ : P (M)→P (G),B ↦→ B′

defined by
B′ := {g ∈ G | ∀m ∈ B : (g,m) ∈ I}.

For B ⊆M we read B′ as the set of shared objects of B. In short we call A′ and
B′ the derivations of A and B in K, respectively.

Although we are using the same symbol ·′ for two different derivation op-
erators we may state that this does usually not lead to any ambiguity, since
it is clear if it is applied on a object or attribute set in general. This is in
particular true for this work. However, an actual ambiguity in this thesis
about the derivation operation can arise whenever multiple formal contexts,
like in Chapter 10, are in place. We then denote the correct incidence for the
derivation, for example J , by replacing ·′ with ·J . Furthermore, by abuse of
notation we write g ′ for some element g ∈ G and also simply write A′′ for the
expression (A′)′.
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Example 3.4 (Derivations in KTNG)
Let us consider in Example 3.2 and letA≔ {Picard}. We then get as derivations
A′ = {human, in-Nexus, Starfleet} and A′′ = {Picard}.

One may notice in Example 3.2 that applying the derivation operation again
on A′′ for any A ⊆ G does not lead to new sets. In fact, A′′′ = A′. The reason
for that can be found in the fact that the derivation operations constitute a
Galois connection, which some mathematicians consider as the most important
correspondence. Every Galois connection arises the question of how to char-
acterize the corresponding closure operators, i.e., extensive, monotone and
idempotent maps, see Section 3.2. Those operators here are:

·′′ : P (G)→P (G), A ↦→ A′′ (3.1)

·′′ : P (M)→P (M),B ↦→ B′′ (3.2)

Proposition 3.5 (Derivation Properties)
Let (G,M,I) be a context and A,C ⊆ G, B,D ⊆M. Then

1. A ⊆ C =⇒ C′ ⊆ A′

2. A ⊆ A′′

3. A′ = A′′′

4. A ⊇ B′⇔ B ⊆ A′⇔ A×B ⊆ I

5. B ⊆D =⇒ D ′ ⊆ B′

6. B ⊆ B′′

7. B′ = B′′′

A proof for this proposition can be found in [43]. Building up on those
properties we may now define the most basic definition which is eponymous
for formal concept analysis.

Definition 3.6 (Formal Concept)
Let K = (G,M,I) be a formal context. A pair (A,B) with A ⊆ G,B ⊆ M is a
formal concept of K iff

A′ = B and A = B′ .

The set A is called extent of the concept, the set B is called intent of the concept
and we denote by B(K) the set of all formal concepts of K.

The number of formal concepts of a formal context K = (G,M,I) with fixed
non-empty sets G and M depends heavily on the size of the incidence relation.
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An empty relation for example would imply the existence of exactly two
formal concepts, namely, (G,∅) and (∅,M). It is also possible to construct a
sequence of formal contexts (Kn) for which |B(Kn)| increases exponentially.
One possible sequence for this is Kn ≔ ([n], [n],≠) where [n]≔ {1, . . . ,n}. The
number of formal concepts of Kn then is |B(Kn)| = 2n.

Example 3.7 (Formal concepts of KTNG context)
The concepts of the formal context in Example 3.2 are as follows:

• ({Data, Q, Guinan, Picard, Samuel-Clemens}, {})
• ({Guinan, Picard, {in-Nexus})
• ({Guinan}, {in-Nexus, 19th-c.})
• ({Picard}, {in-Nexus, human, Starfleet})
• ({Guinan, Samuel-Clemens}, {19th-c.})
• ({Samuel-Clemens}, {19th-c., human})
• ({Picard, Samuel-Clemens}, {human})
• ({Data, Picard}, {Starfleet})
• ({Data}, {Starfleet, android})
• ({Q}, {almighty})
• ({}, {in-Nexus, 19th-c., human, Starfleet, android, almighty})

We can identify a partial order on the set B(K) in a natural way by using the
subset relation on the objects.

Definition 3.8 (Superconcept – Subconcept)
Let (A,B), (C,D) ∈ B(K) of some formal context K = (G,M,I). We denote by
(A,B) ≤ (C,D) that (A,B) is a subconcept of (C,D) defined by

(A,B) ≤ (C,D) :⇐⇒ A ⊆ C

We say equivalently that (C,D) is a superconcept of (A,B).

With Proposition 3.5 we may equivalently use the superset relation on the
attributes, hence, (A,B) ≤ (C,D) ⇐⇒ B ⊇D. The set of all concepts together
with the just introduced order relation motivates the following definition.
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Definition 3.9 (Concept Lattice)
Let K = (G,M,I) be a formal context. The set of formal concepts B(K) together
with the partial order ≤ on concepts is called concept lattice and is denoted by

B(K) = (B(K),≤).

The name concept lattice suggests that the partial order on B(K) constitutes a
lattice structure. To show that this name is well chosen is the task for the rest
of this section, which culminates in recalling the basic theorem of concept
analysis.

Definition 3.10 (Supremum and Infimum)
Let K = (G,M,I) be a formal context. For any two given formal concepts
(A,B), (C,D) ∈B(K) we define their greatest common subconcept by

(A,B)∧ (C,D)≔ (A∩C, (B∪D)′′) (3.3)

and their least common superconcept by

(A,B)∨ (C,D)≔ ((A∪C)′′ ,B∩D). (3.4)

In short we call Equation (3.4) the supremum and Equation (3.3) the infimum.

The denomination by supremum and infimum is not random. It is consistent
with the common usage of the terms in partially ordered sets (posets). For
example, recall that a supremum for X ⊆ P on some poset (P ,≤) is an element
b ∈ P such that b is an upper bound for X (i.e., ∀x ∈ X : x ≤ b) and that there is
no other upper bound c ∈ P \ {b} with c ≤ b. Equipped with this we may now
recollect the definition of a lattice.

Definition 3.11 (Lattice)
Let L = (L,≤) be an partial ordered set. We call L lattice iff each two-element
subset {a,b} ⊆ L has a supremum and an infimum in L.
If all subsets Q ⊆ L have a supremum and an infimum in the lattice L, then L
is called a complete lattice.

Obviously, if in a non-empty partial ordered set the supremum exists for any
two elements it follows that the supremum for any finite set exists. Hence, any
non-empty finite lattice is trivially complete. So in general the completeness
condition is only relevant for infinite lattices.
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Theorem 3.12 (Basic Theorem [43, Theorem 3, Part 1])
Let K = (G,M,I) be a formal context. The concept lattice B(K) = (B(K),≤) is a
complete lattice in which infimum and supremum are given by

inf
{︂
(Aj ,Bj ) | j ∈ J

}︂
=

(︂⋂︂
i∈J
Aj ,

(︂⋃︂
j∈J
Bj

)︂′′)︂
and

sup
{︂
(Aj ,Bj ) | j ∈ J

}︂
=

(︂(︂⋃︂
i∈J
Aj

)︂′′
,
⋂︂
j∈J
Bj

)︂
.

We omitted the second part of this theorem since this thesis will not make use
of it. However, we may note that every complete lattice can be represented
as a concept lattice for some formal context. In particular it is true that for a
complete lattice V we have V ≅B(V ,V ,≤), i.e., V is isomorphic to B(V ,V ,≤) .
Furthermore, since all practical applications in the realm of this thesis are on
finite data sets, completeness will never be of concern. Still, for theoretical
considerations like in Chapter 7 this property could turn out useful.

We close this section with two technical definitions, which we will employ
in computational tasks later in this thesis.

Definition 3.13 (Clarified Context)
A formal context K = (G,M,I) is clarified iff for all g,h ∈ G the fact that g ′ = h′

implies that g = h and for all m,n ∈M the fact that m′ = n′ implies that m = n.

Hence, a clarified context has no copies of columns or rows. Clarifying a
context does not change the structure of corresponding concept lattice.

Definition 3.14 (Reduced Context)
Let K = (G,M,I) be a clarified formal context. An attribute m ∈M is reducible
if there exists S ⊆M \ {m} such that m′ = S ′. If an attribute is not reducible it
is called irreducible. The notion is analogue for objects. A context where all
attributes and all objects are irreducible is called reduced context.

Lemma 3.15 (Reduced Context Concept Lattice)
Let K = (G,M,I) be a finite formal context and let Kr = (Gr ,Mr , I∩Gr×Mr ) with
Gr ⊆ G and Mr ⊆M being the irreducible objects and irreducible attributes,
respectively. Then

(B(K),≤) ≅ (B(Kr ),≤)
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Guinan Data

android
Picard

Samuel-Clemens

Q

almighty
in-Nexus

Starfleet
19th-c. human

Figure 3.1: Lattice for Example 3.2.

3.1.1 Line Diagrams

Small (concept) lattices can be best understood by drawing a line diagram.
Such a diagram is informally the diagram of a directed graph. The vertices are
the concepts and the edge relation for this graph reflects the lattice order. To
omit drawing arrow heads the vertical axis of the drawing plane is considered
as the direction in line diagrams. Hence, all formal concepts are drawn on
the plane with respect to the lattice order, i.e., a concept is always positioned
higher than all of its subconcepts. The concepts will be supplied with labels,
in particular, concepts representing (m′ ,m′′) will be labeled above with m and
concepts representing (g ′′ , g ′) will be labeled below with g. This abridged
labeling, in contrast of denoting a vertex with extent and intent, enhances the
readability greatly.

In Figure 3.1 we plotted a drawing of the line diagram emerging from Ex-
ample 3.2. For this we used conexp-clj,2 a very elaborated tool for formal
concept analysis. We can find again all the concepts mentioned in Exam-
ple 3.7 that belong to the formal context in Example 3.2. Following downward
and upward edges in the graph drawing we can identify sub- and supercon-
cepts. For example we observe ({Data, Picard}, {Starfleet}) is a superconcept

2https://github.com/exot/conexp-clj

https://github.com/exot/conexp-clj
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N3
m1 m2 m3

g1 ×
g2 ×
g3 ×

Ncd
3

m1 m2 m3

g1 × ×
g2 × ×
g3 × ×

Figure 3.2: Example scales: Nominal scale for three attributes, contranominal
scale for three attributes. We denoted objects by gi and attributes by mi for
readability reasons.

for ({Data}, {Starfleet, android}).

3.1.2 Scales

There are formal contexts that almost never resemble real world data, but
are useful for scaling non-binary data and investigating special cases. Such
contexts are called scales. The most important ones can be easily defined over
a finite set of natural numbers [n]≔ {m ∈ N |m ≤ n} with n ≥ 1 via
nominal scale, Nn ≔ ([n], [n],=),

contranominal scale, Ncd
n ≔ ([n], [n],≠),

ordinal scale, On ≔ ([n], [n],≤),

interordinal scale, In ≔ ([n], [n],≤) | ([n], [n],≤),
where (G,M1, I1) | (G,M2, I2) denotes the apposition of two contexts, which is
defined by (G,M1 ∪̇M2, I1 ∪̇ I2) using the ∪̇ operator for indicating the disjoint
union of two sets.

We show examples for the nominal scale and the contranominal scale
for n = 3 in Figure 3.2. In the following chapters we will often use real
world data sets that need to be scaled at first. Whenever this happens we
will indicate the kind of scaling. Most often the scaling will be nominal.
Also we already observed in Section 3.1 that the number of formal concepts
in the contranominal scale is 2n. This is in fact the maximum a concept
lattice for a formal context on |M | = n attributes can form. We will revisit the
contranominal scale and analyze it more thoroughly in Section 7.6.1.
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3.2 Closure Systems and Operators

We observed in Section 3.1 that the incidence relation gives raise to two closure
operators via the derivation operator. These closure operators, in turn, give
raise to closure system on the set of objects as well as on the set of attributes. In
fact, formal concept analysis can partially be understood as a study of closure
systems. Since many results and algorithms for knowledge acquisition in this
thesis rely on this closure system view we want to recall those mathematical
notions and their connection to FCA. In particular results in Chapters 6 and 10
which are based on the notion of attribute exploration, a procedure we recall
in Section 3.5, uses this view.

Definition 3.16 (Closure System)
Let M be a set. The set C ⊆ P (M) is a closure system on M iff:

C1 : M ∈ C

C2 : D ⊆ C =⇒
⋂︁
D ∈ C

So a closure system on some set contains the set itself (C1) and is closed under
intersection (C2). Therefore, for any family F ⊆ P (M) of M we can construct a
closure system C ⊆ P (M) which entails F by adding all necessary intersections
of sets of F . In Chapter 10 we rely on this principle.

Definition 3.17 (Closure Operator)
Let M be a set. The map ϕ : P (M)→P (M),B ↦→ ϕ(B) is a closure operator on
M iff for all X,Y ⊆M the following conditions are true:

CO1 (extensive) : X ⊆ ϕ(X)

CO2 (monotone) : X ⊆ Y =⇒ ϕ(X) ⊆ ϕ(Y )

CO3 (idempotent) : ϕ(ϕ(X)) = ϕ(X)

Given a closure operator ϕ on some setM we may construct the corresponding
closure system by

C≔ {ϕ(X) = X | X ∈ P (M)}.
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On the other hand, given a closure system C ⊆ P (M) we can specify the
corresponding closure operator by

ϕ : P (M)→P (M),X ↦→
⋂︂

X⊆C∈C
C

using property C2 of a closure system.
We already remarked that in FCA there are (at least) two important closure

operators Equations (3.1) and (3.2) in a formal context K = (G,M,I), one on the
object set and one on the attribute set. Hence, there are two closure systems
corresponding to those, which we denote by

G(K)≔ {A′′ | A ⊆ G} (3.5)

M(K)≔ {B′′ | B ⊆M}. (3.6)

We call G(K) the closure system of extents and M(K) the closure system of intents.

Example 3.18 (Closure system of intents for KTNG)
For the context in Example 3.2 the closure system of intents would be:

M(K) = {{}, {in-Nexus}, {in-Nexus, 19th-c.},
{in-Nexus, human, Starfleet}), {19th-c.}, {19th-c., human},
{human}, {Starfleet}, {Starfleet, android}, {Q}, {almighty},
{in-Nexus, 19th-c., human, Starfleet, android, almighty}}

A natural question that arises while investigating closure systems is: does the
set of all closure systems on a set M constitute a closure system itself? In fact
it does. The set {C ⊆ P (M) | C is a closure system on M} is a closure system on
P (M). We depicted this in Figure 3.3. This fact is the basis for an effective
algorithm that we present in Section 3.5.

Especially for tasks in knowledge discovery one may be interested in the
number of possible closure systems on a set M with |M | = n for computational
reasons. The answer is actually only known up to n = 7, for which it is
14 087 648 235 707 352 472, cf. [32].
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All closure systems on M

P (M)

{M}

Particular
closure system

Figure 3.3: Abstract visualization of the lattice of all closure systems on some
set M. Top element is the closure system P (M) and bottom {M}.

3.3 Algorithm

In this section we recall one of the the most important algorithms in formal
concept analysis, Next-Closure. The goal here is not to be comprehensive
or explanatory, but to provide all necessary notions such that the following
chapters can rely on a complete foundation. The algorithm uses a linear order
on the subsets of M induced by some linear order on M, often called lectic
order. This name is used to avoid the ambiguous notion of lexicographic order.

Definition 3.19 (Lectic Order)
Let M be some finite set, ≤ a linear order relation on M and let X,Y ⊆M. The
set X is lectically smaller than Y , denoted by X < Y iff

∃m ∈ Y \X : X ∩ {n ∈M | n ≤m,n ≠m} = Y ∩ {n ∈M | n ≤m,n ≠m}.

In other words, if the smallest element in which X and Y differ belongs to Y
then X is lectically smaller then Y . The idea now is to compute all closed sets
via the Next-Closure algorithm, as presented in Algorithm 1, following the
lectic order. To do this we need a starting point, which is the closure of the
empty set, also called First-Closure.
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Algorithm 1 (Next-Closure as presented in [42, Alg 3])

INPUT: closure operator ·′′ on finite linearly ordered set M and subset B ⊆M
OUTPUT: lectically next closed set after B, if it exists, ⊥, else

0 for all m ∈M in reverse order do
1 if m ∈ B then
2 B≔ B \ {m}
3 else
4 D ≔ (B∪ {m})′′
5 if D \B contains no element <m then
6 return D
7 return ⊥

There are several other algorithms for computing closed sets having differ-
ent properties, advantages and disadvantages. For example there are Close-
by-One like algorithms [66], Godin [48], Nourine [84], and Titanic [117]. An
interesting, but not recent, comparison can be found in [69]. However, in the
next section we introduce notion of implications in formal contexts for which
most of the other algorithms are ineffective, in contrast to Next-Closure.

3.4 Implications

As mentioned in Chapter 1 and the beginning of this chapter, for the most
part of this thesis we consider knowledge discovery in bipartite graphs as
finding implications in the corresponding formal context. More formally, our
goal is discovering the attribute logic, or object logic, of data structures which
are representable as formal contexts. Chapters 8 and 9, where we mainly
investigate the lattice structure reflecting an other aspect of knowledge, are
an exception to this.

Definition 3.20 (Valid (attribute) Implications in Formal Contexts)
Let K = (G,M,I) be a formal concept. An attribute implication in M is a pair of
subsets of M, i.e., f := (X,Y ) ∈ P (M)×P (M), denoted by X→ Y .
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The set X is called the premise of f , Y is called the conclusion of f , and the
set of all implications in M is denoted by Imp(M).
An implication f ∈ Imp(M) is valid (holds) in K, denoted by K |= f if and only
if A′ ⊆ B′. For L ⊆ Imp(M) we write K |= L iff ∀f ∈ L : K |= f .
We call the set of all valid attribute implications in K (attribute) implicational
theory of K, denoted by Th(K).

Due to the duality of formal contexts, as mentioned in Section 3.1, all notions
about the attribute set can be translated to the object set as well.

There are various characterizations for the validity of implications. For
example, the validity of an implication X→ Y in K can be characterized by
∀g ∈ G : X ⊆ g ′ =⇒ Y ⊆ g ′. We will use in the following chapters some of
those as definitions for practical purposes. For example in Section 5.3.1 we
may rather speak about sets closed under implication to express the validity of
some implication. Furthermore, in Chapter 10 we use a pure attribute closure
system view on implications to simplify the notation for the local goal in this
chapter. Therefore, we may recall or state this or another definition in the
following work. However, whenever implications are used in the following
chapters their definitions are consistent with Definition 3.20.

Example 3.21 (Valid Implications in KTNG)
Some implications valid in KTNG from Example 3.2 would be:

• {android} → {Starfleet}

• {in-Nexus, Starfleet} → {human}

However, for example, the implication {Starfleet} → {android} would not be
valid, since the “object” Picard is a counterexample.

In Chapter 5 we rely on multiple notions building up from the just made
definition for valid implications. One obstacle when working with the theory
of a formal context is its size. Some implications in such a theory may imply
another from that same theory. By formalizing this notion of an implication
following a set of implications we can find subsets of theories from which all
other valid implications follow. To do this we need to introduce the idea of a
(logical) model.
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Definition 3.22 (Models)
Let K = (G,M,I) be a formal context. A subset B ⊆M respects an implication
X→ Y with X,Y ⊆M if

X ⊈ B or Y ⊆ B

We then say B is a model of the implication X → Y , denoted by B |= X → Y .
For L a set of implications we say B is a model for L, denoted by B |= L if B is
a model for every implication in L. We denote by

ModL≔ {B ⊆M | B |= L}

the set of all models for L

The set ModL gives raise to an interesting closure system.

Proposition 3.23 (Closure System of Models, cf. [42, Prop 14])
Let K = (G,M,I) be a formal context and L a set of implications in M. Then

• ModL is a closure system on M,

• the map X ↦→ L(X) with

L(X) =
⋂︂
{Y | X ⊆ Y ⊆M,Y ∈ModL}

is a closure operator, and

• if L is the set of all valid implications in K then ModL is the system of
all concept intents, i.e., ModL = M(K).

We can now formalize the notion of implications following semantically.

Definition 3.24 (Implicational Theory)
Let K = (G,M,I) be a formal context and L be a set of implications in M. An
implication X→ Y in M follows (semantically) from L, denoted by L |= X→ Y ,
if all B ⊆M with B ∈ModL are a model for X→ Y .

A set of implications L is a theory (or, closed) if every implication X→ Y
that follows from L is contained in L.

Now the goal is to find a proper subset of the theory of a formal context which
is correct and complete.



36 CHAPTER 3. FORMAL CONCEPT ANALYSIS

Definition 3.25 (Basis)
Let K = (G,M,I) be a formal context. A set of implications L ⊆ Imp(M) is
called

• complete with respect to K iff every implication that holds in K follows
from L,

• sound with respect to K iff each implication in L hold in K,

• nonredundant iff no implication in L follows from a subset in L.

We call L basis with respect to the theory of K iff L is sound and complete
(with respect to K).

Of course the properties defined in Definition 3.25 can be used in general
with respect to any other set of implications J ⊆ Imp(M). The properties then
are not with respect to some formal context but to J .

There are various bases used in FCA. One of them stands out due to its
minimal size. It is based on the notion of pseudo-intent, an interesting but
slightly misleading neologism by one of the authors of [43].

Definition 3.26 (Pseudo-intent [42, Definiton 12])
Let K = (G,M,I) be a formal context. A set P ⊆M is a pseudo-intent of K iff

• P ∉M(K), i.e., P is not a concept intent in K, and

• if Q ⊊ P is a pseudo-intent, then Q′′ ⊆ P .

So in fact, a pseudo-intent is never a concept intent and both are subsets of M.
Hence, a formal context exhibiting many concept intents cannot haven many
pseudo-intents. In particular, the formal context of the contranominal scale,
as introduced in Section 3.1.2, has no pseudo-intents due to the fact that every
subset of M is a concept intent.

Theorem 3.27 (Canonical Basis (Guigues and Duquenne) [42, Theorem 7])
Let K = (G,M,I) be a formal context with M finite and let X ↦→ X ′′ be the
closure operator according to K. The set of implications, called canonical basis
of K,

Can(K)≔ {P → P ′′ | P is pseudo-intent}

is sound, complete (with respect to K), and nonredundant.
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For practical reasons one does often use a slightly different version of this basis
to reduce redundancies in the presentation of the implications themselves.

Can(K)≔ {P → P ′′ \ P | P is pseudo-intent}

The canonical basis has many useful properties, the most import is being
a basis of minimal size [50]. For that reason it is often used in computational
applications. Still, the size of the canonical basis for a formal context (G,M,I)
can still be exponential [67] compared to the size of M. Also, computing the
canonical basis is not easy in general. For example, recognizing pseudo-intents
is a co-NP-complete problem [15]. We will cope with this computational
infeasibility in Chapters 5 and 6.

3.4.1 Association Rules

Association Rules are closely related to the just introduced implications. They
emerged from the analysis of database transactions for strong rules [95], which
are essentially implications in the sense of Definition 3.20. Based on this the
authors of [4] introduced the notion of association rules to perform market
basket analysis. Those rules are not necessarily valid implication in the
domain but the number of counterexamples disproving an implication is low
compared to the number of all transactions (objects).

We restrict in the following definition of association rules the transaction to
non-repeating lists, i.e., we can consider them as sets of transaction (objects).

Definition 3.28 (Association Rule)
Let T = {t1, . . . , tm} be a finite set of transactions with transactions ti ⊆ J where
J = {j1, . . . , jn} is called itemset. An assocation rule on J then is an element
(X,Y ) ∈ P (J)×P (J), denoted by X→ Y , such that X ∩Y = ∅ and

∀t ∈ T : X ⊆ t⇒ Y ⊆ t.

We denote by R the set of all association rules for T , and by XT some subset
S ⊆ T such that ∀t ∈ S : X ⊆ t.

This definition is close to the characterization of implications by objects. The
main difference is that the premise X is always excluded in the conclusion Y ,
which does not embody any semantics but a shorter representation.
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To make assessments about the importance of association rules as well as
about their correctness, in the case they are not valid, we now introduce the
two most important measures for association rule discovery.

Definition 3.29 (Support and Confidence)
Given a set of Transaction T over an itemset J and an association rule X→ Y .
The support of X→ Y is defined by

supp(X→ Y )≔
{t ∈ T | X ∪Y ⊆ t}

|T |
(3.7)

and the confidence of X→ Y is defined by

conf(X→ Y )≔
supp(X→ Y )
supp(X→ X)

(3.8)

In practice one is interested to compute the set of association rules with
respect to some beforehand fixed minimal value for support (minsupp) and
confidence (minconf). There are several association rule mining approaches
and related algorithms with apriori [5] being the best known. Although we
use association rules in Section 7.8.1 it is not necessary to recall how they
can be computed because we use them as-is. All that is necessary to know
is the deterministic character of the set of association rules for a given set of
transactions and parameters minsupp and minconf.

Example 3.30 (Association Rule in KTNG)
Let us informal consider the objects from KTNG like a set of transaction T
over the attribute set M. The association rule f ≔ {Starfleet} → {human}
is obviously not valid in T . However, conf(f ) = 1/2 since there are two
transactions (object closures) entailing the premise, but only one entails the
conclusion.

The notion of support and confidence of implications are not exclusive to the
realm of association rules. There are various works in formal concept analysis,
in particular [22], about learning implications with high confidence.

This ends the recollection of association rules and we come back to a well
known procedure to compute the canonical basis of an implicit given domain
in the next section.
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3.5 Exploration

In Chapters 6 and 10 we investigate various alterations of a well known and el-
egant procedure from formal concepts analysis, called attribute exploration, in
short exploration. As for all the notions above the dual, i.e., object exploration,
can analogously be defined.

Attribute exploration is an instance of an general strategy to explore the
knowledge of an (unknown) domain using queries to a domain expert. In the
case of formal concept analysis this unknown domain is represented by an
(unknown) formal context (G,M,I). Unknown here means that only the set
of attributes is known, hence attribute exploration. The domain expert is an
expert on the set of attributes M. The queries consist of validity questions
concerning implications in M. The expert in this setting can either accept an
implication, i.e., confirming that this implication is valid in the domain, or has
to provide a counterexample. The following description of this algorithm is
gathered from [42], a recent compendium on conceptual exploration methods.

The attribute exploration procedure for a contextual domain needs the
following things. First, a signature that specifies the logical language to be
used during exploration. In this setting we use propositional logic over the
set of attributes M. Using this signature we make use of the set of possible
implications Imp(M), each either valid or not valid in the domain. The al-
gorithm itself uses a so called exploration knowledge base (L,E), with L being
the set of the already accepted implications and E the set of already collected
counterexamples.

The algorithm now makes use of a query engine which draws an implication
f from Imp(M) that cannot be deduced from L and that cannot be refuted by
already provided counterexamples in E. The query engine uses for this the
well known Next-Closure algorithm to find the lectically smallest set B ⊆M
such that

B = L(B) ≠ B′′ ,

where the derivation is done with respect to E. This implication is presented
to the domain expert, who either can accept this implication, which adds f
to L, or refute f by providing a counterexample E ⊆M, which adds E to E.
This can be very well visualized in the abstract visualization of the lattice
of all closure systems, see Figure 3.4. We depicted there the (trivial) closure
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All closure systems on M

P (M)

{M}

Closure System
corresponding
to L

Closure System
corresponding
to E

Figure 3.4: Abstract lattice diagramm of the closure system of all closure
systems on set M with sublattice according to some exploration base (E ,L).

system at the bottom, which just contains the set M itself. This closure system
corresponds to the (empty) set of accepted counterexamples of the exploration
base. In contrast does the top element, the power set of M, correspond to the
(empty) set of already accepted implications L of the exploration base. Those
two span an interval of closure systems in which by adding counterexamples
to E we obtain a new closure system above M for E, whereas by accepting an
implication we reach a new closure system below P (M) for L. One may now
consider the attribute exploration procedure abstractly as an convergence of
E and L to each other. The extremal cases would be accepting all possible
implication, which would lead to converging to {M}, or rejecting all possible
implication, which would mean converging to P (M).

Example 3.31 (Exploration Step in KTNG)
One may apply the exploration procedure to KTNG from Example 3.2. We
would obtain for example the following question:

{android} → {Starfleet, android}

This implication is in the domain of the television series not valid (i.e., invalid).
Hence, it must be refuted by a counterexample, which could be the object
“Lore” having the attribute “android”.
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The elegance of the algorithm itself lies not in inquiring arbitrary implications,
which would always be possible and always be infeasible, but in computing
the next best question such that the whole implication process needs a minimal
number of steps. The return value of the attribute exploration algorithm is
the canonical basis of all valid implications from the domain. Hence, since
the canonical basis can be exponentially large we may need exponential many
steps in the exploration process.

The crucial part here is that the domain expert has to be an expert for
the whole domain, i.e., an expert for the whole attribute set M. Otherwise,
the expert would not be able to provide complete counterexamples, i.e., the
provided counterexamples are possibly missing attributes from M, or even
“understand” the query. To deal with this impractical limitation algorithms
for attribute exploration with partial (counter-)examples were introduced. We
refer the reader to [42, Algorithm 21]. This algorithm is able to accept partial
counterexamples from a domain expert. However, in order to reject wrong
implications the expert must still be able to provide counterexamples on the
attributes necessary.

In Chapter 10 we investigate the possibilities of using a consortium of par-
tial experts instead of one domain expert. We model how such a consortium
may decide as one expert, what limitations may occur, what extension are
possible and how to compute its abilities.

3.6 Interesting Measures

A concept lattice, even for a relatively small formal context, may be to large
to be visualized in a meaningful matter. In order to still identify interest-
ing formal concepts a plenitude of measures was introduced. The authors
of [68] give a good overview for this and how some of those measures are con-
nected. Among those are, for example, the support of a concept, the concept
robustness and the stability of a formal concept.

In Section 9.5 we use two of those measures. They were previously inves-
tigated in [62] for their ability to identify interesting formal concepts in a
concept lattice. The first, concept probability, does focus on the distribution
of attributes over the objects and how likely it is that a particular concept
emerged, based on those distributions.
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Definition 3.32 (Concept Probability)
Let K≔ (G,M,I) a formal context and (A,B) ∈ B(K). With pB ≔

∏︁
m∈Bpm the

concept probability of (A,B) is defined by

p(B = B′′)≔
n∑︂
k=0

p(|B′ | = k,B = B′′)

=
n∑︂
k=0

⎡⎢⎢⎢⎢⎢⎢⎣
(︄
n
k

)︄
pkB(1− pB)n−k

∏︂
m∈M\B

(1− pkm)

⎤⎥⎥⎥⎥⎥⎥⎦
The second, separation index, measures the connectedness of extent and the
intent of a concept to objects and attributes that are not part of the concept.

Definition 3.33 (Separation Index of a Concept)
Let K≔ (G,M,I) a formal context and (A,B) ∈ B(K). The separation index of
(A,B) is defined by:

s(A,B)≔
|A||B|∑︁

g∈A |g ′ |+
∑︁
m∈B |m′ | − |A||B|

If neither attributes nor objects of (A,B) are not shared with any other object
or attribute, respectively, the separation index for this concept equals to one.

3.7 Bipartite Graphs and Formal Contexts

For the goal of this thesis, the knowledge discovery in bipartite graphs via
formal concept analysis, we need a correspondence from bipartite graphs to
formal contexts. This translation is in fact simple as long as the graph in ques-
tion is connected, due to the uniqueness of the bipartition (cf. Lemma 2.12).

Remark 3.34 (Bipartite Graph to Context Translation)
Let G = (V ,E) be a connected bipartite graph with bipartition {U,W }. Then
there are exactly two formal contexts KU = (U,W ,IUW ) and KW = (W,U,IWU ).
The incidence relation IUW then would be the set {(u,w) ∈U ×W | {u,w} ∈ E},
analogously for IWU .
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If the vertex set is not connected we may obtain multiple formal contexts
where subsets of the vertex set change their role of being attributes or objects.
Hence, the translation in this case is ambiguous. This, however, is not a
problem in cases where the bipartition of the vertex set is provided beforehand
based on semantically properties or by construction. Since we deal in this
thesis with the latter case we omit investigating the problem for ambiguity.
Using the translation from Remark 3.34 it is clear that a maximal biclique in a
bipartite graph corresponds to a concept in the corresponding formal context.

Lemma 3.35 (Bipartite Graph Concept)
Let G = (V ,E) be a bipartite graph with bipartition {U,W } and a maximal
clique {A ⊆ U,B ⊆W }. Then (A,B) is a formal concept of KU and (B,A) is a
formal concept of KW ,

The converse direction of the correspondence, i.e., translating a formal context
into a bipartite graph, is also not completely straight forward.

Remark 3.36 (Context to Bipartite Graph Translation)
Let K = (G,M,I) be a formal context and G∩M = ∅. Then there exists unique
bipartite graph HK = (V ,E) that corresponds to K with vertex set V = G∪M
and edge set E = {{u,w} | u ∈ V ,w ∈ V , ((u,w) ∈ I ∨ (w,u) ∈ I)}.

By applying this translation on a formal context where G ∩M ≠ ∅, the con-
structed graph does not necessarily have to be bipartite. For example, consider
([n], [n],≤ ∪ ≥) translating to a graph in the above manner. This would lead to
a graph with only n vertices and all possible edges, hence, Kn, which is not a
bipartite graph. Nevertheless, we recognize a strong correspondence between
formal contexts and bipartite graphs.

3.8 Social Network Analysis and Formal Contexts

A plenitude of mathematical graph-properties have been reinterpreted as
properties of social networks, a popular example being the interpretation
of maximal cliques in social networks as communities. However, despite a
comparably vast body of research, characterizing all relevant aspects of social
networks in terms of mathematical properties of their relational representa-
tions has not been achieved to a satisfactory degree. In particular, graphs exist
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userA userB userC userD

cabaret ballet opera

Figure 3.5: Small motivational example, called the music interest social network.

on which existing measures cannot differentiate further, but which intuitively
represent qualitatively different social networks. At this point in this thesis it
is a well known fact that maximal (bi-)cliques in a bipartite social network
graph correspond to formal concepts in formal concept analysis. More for-
mally, for any formal context K emerging from a bipartite graph, every formal
concept of K corresponds to a maximal bi-clique in this graph and vice versa.
Therefore, one may transfer the order structure from formal concepts to a nat-
ural order on the maximal (bi-)cliques. Hence, as we prospected in Chapter 1,
we can resort to a vast amount of research about formal concepts.

Indeed, modeling bipartite social networks as formal contexts is straight-
forward using Remark 3.34: consider a social network and identify within
this network semantically two sets U and A. We think of the set U as the set
of users of the network and of the set A as the set of (relevant)attributes of the
users in U . Note, however, that this interpretation of U as a set of users and
A as a set of attributes is only one among many possible ones, and there is
no restriction on the type of elements contained in these sets. After having
identified the sets U and A, a formal context representing a social network is
of the form (U,A,I) where (u,a) ∈ I for u ∈U , a ∈ A only if user u has attribute
a. This representation is also closely linked to considering bi-modal social net-
works, i.e., social networks that give rise to a bipartite graph. A small example
of a social network is given by the bipartite graph depicted in Figure 3.5,
which was extracted from a real world graph data set investigated in [12]. We
call it music interest social network. It represents participants (users) of social
music happening and their particular choices for music events during that. A
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userC, userAopera userB

cabaret userDballet

Figure 3.6: Formal concept lattice for Kmisn.

formal context representing this network, using Remark 3.34, is:

Kmisn cabaret ballet opera
userA × ×
userB × ×
userC × ×
userD ×

We show the corresponding concept lattice in Figure 3.6. From this lattice
diagram we can read immediately multiple facts. We see that userA and
userC form a clique with opera and cabaret being the attributes. Also, userB
attended at every event userD attended. Finally, nobody attended to all events.

The particular choices of the user set U and the attribute set A are model-
ing decisions, and finding these sets may not at all be straightforward. For the
set U one usually collects all real users of the framework, but other choices –
depending on the particular application in mind – are possible. The set A of
attributes can contain usual social network features such as likes, posts, gender,
etc., but can also contain rather “unnatural” features such as other users or
sets of users for some predicate between the users. In this case, one could
define, say, that some user u “has” some other user v as a feature if and only if
they are linked in the original social network.
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Part II

Data Distribution and Probably
Correct Approximation





4
Randomness and Null Models

Null models are frequently used to test hypotheses about effects and measures
in data, in particular graph data. The common approach is to randomly
generate a null model data set for a given data set, such that the null model
exhibits some of the same structural features as the original. The task then
is to show that the original data set is still distinct to this null model with
respect to some target feature. This is notably done in the definition of small
world networks, a specific kind of social network. In those, for example, is the
average shortest path length very small, as it is in its null model. However,
the null model has a distinctly different average local clustering coefficient.
Another need for null models and random bipartite graphs is to test and
evaluate algorithms. Examples for this are in the field of FCA the computation
time for computing (large) concept lattices or canonical bases.

Nevertheless, randomly generating bipartite graph data, or formal con-
texts, is not well understood in general till this day. One particular problem
in this research was a question concerning a pattern between the number
of concepts and the number of pseudo intents which could not be answered
satisfyingly, until 2016. The results in this chapter were obtained in a research
collaboration with Daniel Borchmann and are published in [26].
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4.1 Introduction

The study of properties of lattices in terms of corresponding formal contexts
is still one of the main lines of research in FCA. This research fosters research
on finding efficient algorithms for extracting small bases of implications of a
given formal context. One of those bases, called the canonical base, stands out
as base of minimal size for which an explicit construction is known. With a
formal context explained as in Section 3.1 the canonical base L(K) is the set of
implications defined by

L(K) := {P → P ′′ | P is pseudo intent of K},

where pseudo intents of K are subsets of M such that P ≠ P ′′ and for all pseudo
intentsQ ⊊ P it is true thatQ′′ ⊆ P , as introduced in Section 3.4. This recursive
definition of pseudo intents makes theoretical investigations of the canonical
base rather difficult. We remind the reader about the fact that Babin and
Kuznetsov [15] showed that recognizing pseudo-intents is co-NP-complete.

Although there are bases whose computation may be more worthwhile
in practice, the canonical base is still of major interest for both research and
applications. In 2011, Bazhanov and Obiedkov [17] made a performance
comparison of the known algorithms to compute canonical bases. For this
they used seven distinct real world contexts. More recently is a parallel
approach by Borchmann and Kriegel [65]. To evaluate their algorithm they
used random contexts as well as real-world contexts.

It emerges that evaluating the performance of algorithms for computing
the set of formal concepts as well as computing the canonical basis heavily
depends on the choice of the available data sets. Because obtaining large
collections of real-world data sets may be a challenging endeavor, one does
often resolve to use artificially-generated “random contexts” instead. However,
a thorough theory of randomly generated formal contexts is missing, and even
experimental studies are hard to find. This is where this chapter tries to step
in. In particular, it aims to shed some light on a phenomenon we shall call
the Stegosaurus-phenomenon, a surprising empirically observed correlation
between the number of pseudo intents and the number of formal concepts of
formal contexts. We shall show that the phenomenon depends strongly on the
method used for generating random contexts.
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Figure 4.1: Experimentally observed correlation between the number of in-
tents and pseudo-intents of randomly generated formal contexts on twelve
attributes (left), plot of all formal contexts on five attributes (right).

Finally, we compare our approaches for randomly generating formal con-
texts with two graph data sets constructed from real world data, namely from
BibSonomy and form the Internet Movie Database. Not surprisingly, the cor-
relation between the number of intents and pseudo-intents in these data sets
differs considerably to those observed in the randomly generated contexts.

4.2 The “Stegosaurus” Phenomenon and Related Work

The original observation of a correlation between the number of intents and
pseudo-intents first appeared in [21]. This work was originally not concerned
with investigating this relationship, but with representing closure operators
on sets by means of formal contexts of minimal size. However, during the
experiments on the efficiency of this approach, a correlation between the num-
ber of intents and the number of pseudo-intents of randomly generated formal
contexts was discovered. The original phenomenon is shown in Figure 4.1
and has subsequently been called the Stegosaurus (because, with some fantasy,
the shape of Figure 4.1 resembles the one of this well-known dinosaur).

Further investigations were conducted in a talk at the Formal Concept
Analysis Workshop in 2011. There not only the experimental setup was
discussed in more detail, but also questions were raised that are connected
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to the experiment. Most importantly, it was asked whether the phenomenon
really exists, or whether it was just a programming error or an artifact of the
experimental setup. Indeed, using a reimplementation,1 the second author
was later able to independently verify the outcome of the experiment.

Another question raised in this investigation was whether the way the
formal contexts were generated has an impact on the outcome of the experi-
ment. The problem here is that although in the original experiment the formal
contexts were generated in a uniformly random manner, the underlying clo-
sure systems were not. This is because closure systems can have multiple
representations by means of formal contexts, and the number of those con-
textual representations may differ widely between different closure systems.
Therefore, uniformly choosing a formal context does not mean to choose a
closure system in a uniform way.

A first attempt to remove the shortcomings of the way random formal
contexts are generated was conducted by Ganter [40]. In this work an approach
was investigated to correctly generate closure systems on a finite set with a
uniform random distribution. However, while the proposed algorithm was
conceptually simple, it turned out that it is not useful for our experiment.
Indeed, it has been shown that the proposed algorithm is only practical for
closure systems on sets of up to 7 elements, whereas the original experiment
needs a size of at least 9 or 10 to exhibit the characteristic pattern of Figure 4.1.
This is also the reason why an earlier computation of all reduced formal
contexts on five attributes, shown in Figure 4.1, was not helpful to investigate
the phenomenon.

4.3 Experimental Approaches

The purpose of this section is to present different experimental approaches to
enhance our understanding of the Stegosaurus phenomenon. For this purpose,
we shall first recall the original experiment that first exhibited the Stegosaurus.
After this, we shall discuss an alternative approach of randomly generating
formal contexts that fixes the number of attributes per object. Then we shall
consider another method proposed [100]. Finally, we compare our findings

1https://github.com/tomhanika/fcatran

https://github.com/tomhanika/fcatran
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Figure 4.2: Experimentally observed correlation: Between the number of
intents and pseudo-intents (left) and the distribution of the number of contexts
having a given number of pseudo intents (right), for 1000 randomly generated
formal contexts with ten attributes

against experiments on real world data. All computations presented in this
section were conducted using conexp-clj2.

4.3.1 Original Experiment

The original experiment that first unveiled the Stegosaurus-phenomenon ran-
domly generated formal contexts as follows. For a given number of attributes
N and some p ∈ [0,1], first the number of objects is randomly chosen between
1 and 2N . Then for each pair (g,m) of an object g and an attribute m, a biased
coin with probability p was used to determine whether g has attribute m.

Applying this algorithm to generate 1000 formal contexts with N = 10
leads to the pictures in Figure 4.2. The result does not change qualitatively by
repetition. The provided generating algorithm seems biased towards creating
contexts that lie on some idiosyncratic curve. This curve exhibits multiple
spikes (in the given picture at least 4 can be identified) and a general skew
to the left. Contexts beneath that curve are hit infrequently, above that curve
even less. The behavior at the right end of the plot is expected, since when
almost every subset of M is an intent, the number of pseudo intents must

2https://github.com/exot/conexp-clj

https://github.com/exot/conexp-clj
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be low: the number of pseudo-intents of a formal context K = (G,M,I) is at
most 2|M | minus the number of intents of K. On the other hand, the behavior
in the rest of the picture is not as easily explained and still eludes proper
understanding.

We also plotted a histogram in Figure 4.2 which contains a bin for every
occurring number of pseudo intents. By the height of the erected rectangle
above each bin we can observe the frequency of appearance of a formal
context with that particular number of pseudo intents. The distribution
shown in Figure 4.2 has an expected spike at zero: while generating a random
formal context with a high probability of crosses, the chances of hitting the
ten object-vectors spanning a contranominal-scale context is high. Apart from
that, there is an cumulation of contexts for approximately 40 and 70 pseudo
intents. For some reason the algorithm favors context with those pseudo
intent numbers. This could also mean that the same context is generated for
multiple times. These unexpected results lead to many more questions to
generate a deeper understanding of the connection between the number of
formal concepts and pseudo intents.

One of these questions is what happens if a lot of contexts are generated
that way. To address this question, we created five million random contexts
using the introduced method. This led to the result shown in Figure 4.3. In
contrast to Figure 4.2 we see a filled picture. Almost all combinations below
the characteristic curve have been realized by at least one context. Only a
small seam of not realized combinations is left at the bottom. At a second
glance we observe that the whole characteristic curve seems shifted up by
approximately ten to twenty pseudo intents. Even more interestingly, a fifth
spike can be imagined at about 800 concepts. Furthermore, even in this figure
there are still some random context hoovering even above the spikes. This
leads to the conjecture that there are contexts with even larger canonical basiss
that cannot be computed feasibly by the applied method.

In Figure 4.3 we also plotted the according histogram like we did in Fig-
ure 4.2. The distribution of contexts is of course shifted up since more contexts
are generated. But it still resembles the one in Figure 4.2. In particular, for
contexts with about 50 pseudo-intents, a plateau can be observed.

Another question is how far the number of attributes we have chosen
for our experiments has an influence on the shape of the Stegosaurus. Since
in the first discovery of the Stegosaurus was made with a context that has
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Figure 4.3: Experimentally observed correlation: Between the number of in-
tents and pseudo-intents (left) and the distribution of the number of contexts
having a given number of pseudo intents (right), for five million randomly gen-
erated formal contexts with ten attributes, using experiment in Section 4.3.1.

eleven attributes, the question about the influence of N on the phenomenon
is natural. To investigate this question, we computed, still using the same
method, several formal contexts with up to seventeen attributes. As can be
see in Figure 4.4, the characteristic Stegosaurus curve is present in all of them.
However, we also can see an increase in spikes. Therefore, we conjecture that
the occurrence of the Stegosaurus phenomenon seems independent from the
value of N .

4.3.2 Increasing the number of pseudo-intents

As described in the previous section, in the original experimental setup the
number of pseudo-intents of randomly generated formal contexts increases
with the number of iterations. A natural question is whether we can find
an upper bound on the number of pseudo-intents a formal context can have
given that the number of intents is fixed. For this purpose, we investigate an
alternative approach of generating formal contexts that is described in this
section. Let us say that a formal context K = (G,M,I) has fixed row-density if
the number of attributes for each object g ∈ G is the same. In other words, for
all g,h ∈ G we have |g ′ | = |h′ |. It is clear how to obtain such formal contexts: let
k,n ∈ N with 0 ≤ k < n. Let M = {1, . . . ,n} and choose G ⊆

(︁M
k

)︁
. Then the formal
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Figure 4.4: The influence of increasing m for the original experiment.

context (G,M,I), where (S, i) ∈ I if and only if i ∈ S, has fixed row-density.
Let us call a formal context K with fixed row-density object maximal if K is
object clarified and no new object can be added to K such that the formal
context is still object clarified and has fixed row-density. In other words, K
is object maximal with fixed row-density if and only if K is isomorphic to
Kn,k := (

(︁M
k

)︁
,M,∋), where M = {1, . . . ,n}.

Formal contexts with fixed row-density have been used by Kuznetsov in
his performance comparison of concept lattice generating algorithms [69].
The following observation had already been hinted at (so we suppose) in [39],
when it was claimed that constructing formal contexts with as much as

(︁ |M |
⌊|M |/2⌋

)︁
pseudo-intents is easy.

Proposition 4.1
Let k < n− 1. The number of pseudo intents of Kn,k is

(︁ n
k+1

)︁
.

Proof. Let M = {1, . . . ,n}. For all P ⊆M with |P | = k + 1 we see that P ⊊ P ′′ =M.
For all proper subsets Q ⊊ P it is clear that Q is an intent of Kn,k , as it can be
represented as an intersection of subsets of M of size k. Therefore, the subsets
of M of cardinality k + 1 are in fact pseudo-intents of Kn,k , and there are

(︁ n
k+1

)︁
many of them. Because each k + 1-elemental subset P ⊆M satisfies P ′′ = M,
we also have that there are no other pseudo-intents in Kn,k .

In fact, for any attribute set M, object maximal formal contexts with fixed
row-density are the contexts with the largest canonical basis we discovered in
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our experiments so far. The results of applying this algorithm for N = 10 for
various k can be seen in Figures 4.5 and 4.6. We observe the highest peak in the
plot for k = 4, as Proposition 4.1 implies. For k = 1 we notice the ten possible
formal contexts are plotted in between one to ten concepts, as expected, with
up to 45 pseudo intents. In contrast to that, we find the ten possible contexts
in the k = 9 case stringed along the axis for contexts with one pseudo intent,
as expected for contexts resembling a contra-nominal scale.

An overlay of all those plots is shown in Figure 4.7, together with an overlay
for N = 11 which, despite the thin and high spikes, both are reminiscent
of Figure 4.2.We observe multiple sharp spikes, seven in the case of N = 10
and eight in the case of N = 11. The top of each spike is the object maximal
formal context with fixed row-density for the corresponding k. For every k
we observe a hump in the graph before the spike starts. The reasons for that
hump as well as for the dale afterwards are unclear. We show an overlay of all
those in Figure 4.8.

The curiosity about the Stegosaurus-phenomenon increases even more
after overlaying Figure 4.7 with Figure 4.3. In contrast to the observation so
far, now some spikes seem to “grow” out of dales in the original Stegosaurus
plot. In particular, the question if the upper bound in the original Stegosaurus
plot states some inherent correlation between the number of pseudo intents
and the number of intents can be safely negated at this point.

4.3.3 SCGaz-Contexts

In 2013, Rimsa et al. [100] contributed a synthetic formal context generator
named SCGaz3. The goal for this generator was to create random object
irreducable formal contexts with a chosen density that have no full or empty
rows and columns. The authors employ four different algorithms for each
phase of the generation process, i.e., reaching minimum density, regular filling,
coping with problems near the maximum density, and brute force. Since the
interactions of these algorithms is rather involved and not possible to describe
in short, we refer the reader to [100].

When this tool is invoked with a fixed number of attributes, a number (or
an interval) of objects must be provided, as well as a density. In cases when

3https://github.com/rimsa/SCGaz

https://github.com/rimsa/SCGaz
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Figure 4.5: 100,000 random fixed row-density contexts for |M | = 10, plotted
for k = 1 (upper left) up to k = 4 (down right).

the provided density does not fit with the other parameters, the density is
interchanged with 0.5. For example, the request to generate a context with 32
objects, 5 attributes and density 0.9 is impossible, since there is only one object
clarified context with those parameters, an object maximal formal context
with fixed row-density, which has a density of 0.5.

This particularity in the usage of SCGaz made it tiring to generate a large
number of random formal contexts, since a correct density had to be pre-
calculated. We did so and generated a set of 3.5 Million contexts for a set of
ten attributes, varying number of objects, and three different densities per
object-attribute-number combination. The result is shown in Figure 4.9.

The first thing to observe is again a spike structure. However, the previ-
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Figure 4.6: 100,000 random fixed row-density contexts for |M | = 10, plotted
for k = 5 (upper left) up to k = 8 (down right).

ously observed skew as in Figure 4.2 is gone, and the upper bound of the plot
is significantly higher than in Figure 4.2. Furthermore, there seems to be a
unnatural gap in the plot. This missing piece is an artifact of our parameter
generation for invoking SCGaz, in particular the density bound calculations.
We verified this by generating a small number of contexts using random den-
sities which led to contexts resembling the same behavior as in Figure 4.9,
but without the missing piece. However, in favor of the more filled plot we
decided to include Figure 4.9 instead of the smaller sample.

Comparing the results from SCGaz with the one obtained in Section 4.3.2,
we observe that some spikes stemming from context with fixed row-density
emerge from dales in the SCGaz plot and others adapt closely to the SCGaz
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Figure 4.7: 100,000 random fixed row-density context for m = 10 (left) and
m = 11 (right) for various k (best looked at in color).

spikes. Nevertheless, all spikes we have seen in Section 4.3.2 outnumber the
ones from SCGaz by the number of pseudo intents.

4.3.4 Real-World Contexts

The purpose of this section is to compare our observations about artificially
generated formal contexts with results from experiments based on real-world
data sets. The actual experiment is the same as before: we compute for a
collection of formal contexts the number of intents and pseudo-intents and
plot the result. However, in contrast to our previous experiments, we do
not generate the formal contexts using a designated procedure, but use some
readily available data sets for this.

The first data sets stems from the BibSonomy project.4 BibSonomy is a
social publication sharing system that allows a user to tag publications with
arbitrary tags. Using the publicly available anonymized data sets [18] of
BibSonomy,5 we created 2835 contexts as follows. For every user u we defined
a set of attributes Mu consisting of the twelve most frequently used tags of
the user. The set of objects per user is the set of all the publications stored
in BibSonomy. The incidence relation then is the obvious relation between
publications and their tags.

4https://bibsonomy.org
5https://www.kde.cs.uni-kassel.de/bibsonomy/dumps/

https://bibsonomy.org
https://www.kde.cs.uni-kassel.de/bibsonomy/dumps/
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Figure 4.8: Overlay of Figure 4.3 with Figure 4.7.

The results are depicted in Figure 4.10. Note that even if the cardinality
of the attribute set is twelve, the plot is shown only for up to 1024 intents,
because no contexts with more than 1024 intents are contained in the data set.
The majority of the contexts seem to lie near a linear function of the number
of concepts. Hence, it looks like the left part of the Stegosaurus phenomenon.
Even a first spike can be accounted for with about 60 pseudo intents.

The distribution of contexts, however, behaves very differently. Of course,
the first spike for contexts with no pseudo-intents is missing, as the contra-
nominal scale is not common in real world data. Furthermore, we can find
that there is no wide dale in the graph, like it is observed in Figure 4.2.

Our second real world data set is extracted form the Internet Movie
Database.6 We created 57582 formal contexts as follows. For every actor
(context) we took the set of his movies (objects) and the related votes. Every
movie can be rated from one to ten, and the ten bins of votes were considered
as attributes. Every rate-bin that has at least 10% of the total amount of votes
was considered as being present for an object. The resulting graphs are shown
in Figure 4.11. We observe a quite different behavior to that of the classical
Stegosaurus as well as to that of the BibSonomy case. These contexts fill the
area for infrequent contexts of the experiment in Section 4.3.1. Their canbases
are mostly below 50 pseudo-intents and the number of concepts goes up to
400 for a majority, and contexts around 1000 concepts are hit three times.

6https://www.imdb.com

https://www.imdb.com
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Figure 4.9: 3.5 Million random contexts generated by SCGaz, using ten at-
tributes and varying density and number of objecst (left) and the same overlain
by Figure 4.7 (right).

Figure 4.10: 2835 contexts created using the public BibSonomy data set.



4.3. EXPERIMENTAL APPROACHES 63

Figure 4.11: Formal contexts created using the Internet Movie Database.

4.3.5 Discussion of the Experiments

Throughout our experiments, we observed that the Stegosaurus phenomenon
seems to be more associated with the actual algorithm of constructing the
formal contexts than with any unknown correlation between the number of
pseudo intents and the number of formal concepts. Also, the upper bound
which was suggested by the phenomenon appears vacuous for a deeper under-
standing of the correlation in question.

In particular, the experiments on formal contexts with fixed row-density
nourished our understanding what actually can be the reason for the original
phenomenon. Since the algorithm in Section 4.3.1 uses a constant probability
for generating crosses, the row density in a context does not vary much.
Indeed, with N attributes and a cross probability of p, the expected number of
attributes per object is pN . Hence, in most cases, the algorithm generates an
“approximation” of a context with fixed row-density. If one imagines Figure 4.7
without the spikes, the result resembles a lot the one of Figure 4.2.

At this point we cannot explain the result of the SCGaz context generator
with respect to our experimental setup. However, in Figure 4.9 we see in the
overlay plot that the dales are artificial since spikes are running right through
them.

The final investigation using real world graph data sets leads to the ques-
tion if all discussed random context generators miss the point of creating
contexts that behave like real world data, making them unsuitable for real-
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world benchmarking. For the BibSonomy data set one could still argue that
Figure 4.10 resembles the very left part of Figure 4.2 and Figure 4.9. However,
in the case of the IMDB data set, strange capping of the number of pseudo-
intents can be observed that does not appear in any of our approaches of
randomly generating formal contexts.

4.4 Conclusion

At his first discovery, the Stegosaurus phenomenon raised a lot of questions.
Is it a programming error, is it a systematic error, is it a hint to enhance
the understanding of canonical bases? At this point, we feel confident to
state that it is “just” a systematic bias in generating the contexts. Therefore,
benchmarking FCA-algorithms using random contexts created by the original
algorithm seems unreasonable.

The SCGaz generator can be tuned to generate more diverse samples.
However, this tuning needs some effort and there is still some unaccounted
bias. In any way, the question what a truly “random context” is and how it
can be sampled (efficiently) remains open.

Recalling the results of the real world data sets, one can conclude that the
idea of randomly generating test data for algorithms needs some reconsid-
eration. Like simple random generated graphs in general do not resemble a
social network graph, randomly generated contexts might not reproduce real
world contexts. In the case of randomly generating social network graphs, the
method of preferential attachment led to better results [125]. Hence, random
context generators trying to sample formal contexts with the characteristics of
some class of real world contexts would be an improvement in the realm of
random contexts.

Still, new algorithmic ideas need to be tested. Some new promising method
for randomly generating formal contexts is based on the Dirichlet distribution
and will be investigated in a later work by the author. Furthermore, a set
of specialized random context generators, as proposed by Kuznetsov [69],
producing contexts of a particular class would also be an improvement. On
the other hand, a (gold) standard set of formal contexts to test against should
be compiled as well.



5
Probably Approximately Correct

Implication Bases

As mentioned in Chapter 1, discovering sets of valid implications in a bipartite
graph data set, specifically the canonical base, is one of the aspects of knowl-
edge we want to investigate in this thesis. In theory, it would suffice to exploit
the correspondence in Section 3.7 and compute the implications afterwards
using well-known algorithms from formal concept analysis. However, the fact
that real world graph data sets may consist of thousands (or even millions) of
vertices renders this approach infeasible due to its computational complexity,
as shortly addressed in Section 3.4. Hence, we need to resort to a more feasible
problem. For this we present in this chapter the ideas and results from [27],
an approach for computing an approximation of the canonical base. These
ideas originate from a fruitful and still ongoing research cooperation with
Daniel Borchmann and Sergei Obiedkov. Based on the results in this chapter
we present as well an approach for implicit data in Chapter 6.
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5.1 Introduction

From a practical point of view, computing implication bases of formal con-
texts is a challenging task, as we addressed in Section 3.4. The reason for
this is twofold: on the one hand, an implicational base of a formal context
can be of exponential size [67] (see also an earlier work [59] for the same
result presented in different terms), and thus just writing out the result can
take a long time. On the other hand, even in cases where implication bases
can be small, efficient methods to compute them are unknown in general,
and running times may thus still be very high. This is particularly true for
computing the canonical basis, for which only very few algorithms [41, 86]
are known, and, in addition to the canonical basis, they compute the entire
concept lattice.

Approaches for this problem are to parallelize existing algorithms [65], or
restrict attention to implication bases that are more amenable to algorithmic
treatment, such as proper premises [105] or D-bases [2]. The latter usually
comes with the downside that the number of implications is larger than
necessary. A further, rather pragmatic approach is to consider implications
as strong association rules and employ highly optimized association rule
miners, but then the number of resulting implications increases even more.
Nevertheless, the applicability of those methods is limited by the size of an
investigated date set.

To overcome this limitation we investigate novel approaches to compute
the implication bases for large data sets. For this we want to introduce an
approach, which is conceptually different from those previously mentioned:
instead of computing exact bases that can be astronomically large and hard to
compute, we propose to compute approximately correct bases that, being easier
to obtain, capture essential parts of the implication theory of the given data
sets. To facilitate algorithmic amenability, it turns out to be a favorable idea
to compute bases that are approximately correct with high probability. Such
bases are called probably approximately correct bases (PAC bases), and they can
be computed in polynomial time.

PAC bases make it possible to relax the rather strong conditions of com-
puting an exact representation of the implicational knowledge of a data set.
However, this gained freedom comes at the price of the uncertainty that ap-
proximations always bring: is the result suitable for the intended applications?
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Of course, the answer to this question depends deeply on the application in
mind and cannot be given in general. On the other hand, some general aspects
of the usability of PAC bases can be investigated, and it is the purpose of this
work to provide first evidence that such bases can indeed be useful. More
precisely, we want to show that despite the probabilistic nature of these bases,
the results they provide are indeed not significantly different from the actual
bases (in a certain sense that we shall make clear later), and that the returned
implication sets can contain meaningful implications. To this end, we investi-
gate PAC bases on both artificial and real-world data sets and discuss their
relationship with their exact counterparts. The idea of considering PAC bases
is not new [59], but has somehow not received much attention as a different,
and maybe tantamount, approach to extract implicational knowledge from for-
mal contexts. Moreover, PAC bases also allow interesting connections between
formal concept analysis and query learning [7] (as we shall see), a connection
that, with respect to attribute exploration, awaits further investigation.

5.2 Related Work

Approximately learning concepts with high probability has first been intro-
duced in the seminal work by Valiant [120]. From this starting point, probably
approximately correct learning has come a long way and has been applied in
a variety of use cases. Work that is particularly relevant for our concerns is
by Kautz, Kearns, and Selman on Horn approximation of empirical data [59].
In there a first algorithm for computing probably approximately correct im-
plication bases for a given data set has been proposed [59, Theorem 15]. This
algorithm has the benefit that all closed sets of the actual implication theory
will be among the ones of the computed theory, but the latter may possibly
contain more. However, the algorithm requires direct access to the actual data,
which therefore must be given explicitly.

Approximately correct bases have also been considered before in the realm
of formal concept analysis, although not much. The dissertation by Babin [14]
contains results about approximate bases and some first experimental evalu-
ations. His notion of approximation is somewhat stronger than the one we
employ in this work: Babin defines a set of implicationsH to be an approxima-
tion of a given set L if the closure operators of L and H coincide on most sets.
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In our work, H is an approximation of L if and only if the number of models
in which H and L differ is small. Details will follow in the next section. The
approach of considering implications with high confidence in addition to exact
implications can also be seen as a variant of approximate bases [22].

5.3 Probably Approximately Correct Bases via Query
Learning

Before introducing approximately correct and probably approximately correct
bases in Section 5.4, we give a brief (and dense) recall of Section 3.4 in Sec-
tion 5.3.1 of the relevant definitions and terminology from formal concept
analysis used in this chapter. We then demonstrate in Section 5.5 how prob-
ably approximately correct bases can be computed using ideas and notions
from query learning.

5.3.1 Bases of Implications

In this section we recall shortly some of the notions from for implications, as
introduced in Section 3.4. As stated in Definition 3.20, an implication over
a set (of attribute) M is an expression X→ Y where X,Y ⊆M. The set of all
implications over M is denoted by Imp(M). Furthermore, a set A ⊆M is closed
under X→ Y if X ⊈ A or Y ⊆ A. In this case, A is also called a model of X→ Y
and X→ Y is said to respect A. The set A is closed under a set of implications
L if A is closed under every implication in L. The set of all sets closed under
L, the models of L, is denoted by Mod(L).

An implication X → Y is valid in K if {g}′ is closed under X → Y for all
g ∈ G (which is equivalent to Definition 3.20). A set L of implications is sound
for K if every implication in L is valid in K.

An implication X→ Y ∈ Imp(M) follows from L ⊆ Imp(M), written as L |=
(X→ Y ), if every model of L is a model of X→ Y . Equivalently, L |= (X→ Y )
if and only if Y ⊆ L(X), where L(X) is the ⊆-smallest superset of X closed
under L. A set L ⊆ Imp(M) is complete for K if every implication valid in K
follows from L. A set L is an exact implication basis (or simply basis) of K if L
is sound and complete for K. Alternatively, L is a basis of K if the models of L
are the intents of K.
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A basis L of K is called irredundant if no strict subset of L is a basis of K.
It is called minimal if there is no basis L̂ of K with strictly fewer implications.
Every minimal basis is clearly irredundant, but the converse is not true in gen-
eral. For a context K = (G,M,I) with M finite one minimal basis can be given
explicitly as the canonical basis Can(K) = {P → P ′′ | P pseudo-intent of K} [50].
Recall that a pseudo-intent of K is a set P ⊆ M such that P ≠ P ′′ and each
pseudo-intent Q ⊊ P satisfies Q′′ ⊆ P .

5.4 Probably Approximately Correct Implication Bases

Exact implication bases provide a convenient way to represent the theory of
a formal context in a compact way. However, the computation of such bases
is difficult, and currently known algorithms impose an enormous additional
overhead on the already high running times.

On the other hand, real-world data sets are usually noisy, i.e., contain
errors and inaccuracies, and computing their exact bases is futile from the
very beginning. It is often sufficient to compute an approximation of the exact
implication basis. The only thing one has to make sure is that such bases have
a controllable error lest they be unusable.

Therefore, we consider approximately correct implication bases of K, hoping
that such approximations still capture essential parts of the theory of K,
while being easier to compute. Clearly, the precise notion of approximation
determines the usefulness of this approach. In this work, we want to take the
stance that a set H of implications is an approximately correct basis of K if the
closed sets ofH are “most often” closed in K and vice versa. This is formalized
in the following definition.

Definition 5.1
Let M be a finite set and let K = (G,M,I) be a formal context.

A setH⊆ Imp(M) is called an approximately correct basis of K with inaccu-
racy ε > 0 if

dist(H,K)≔
|Mod(H)△ Int(K)|

2|M |
< ε.

We call dist(H,K) the Horn-distance between H and K, where Int(K) := M(K)
for the rest of this chapter.
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The notion of Horn-distance can easily be extended to sets of implications:
the Horn-distance between L ⊆ Imp(M) and H⊆ Imp(M) is defined as in the
definition above, replacing Int(K) by Mod(L). Note that with this definition,
dist(L,K) = dist(L,H) for every exact implication basis H of K. On the other
hand, every set L can be represented as a basis of a formal context K, and, in
this case, dist(H,L) = dist(H,K) for all H⊆ Imp(M).

For practical purposes, it may be enough to be able to compute approxi-
mately correct bases with high probability. This eases algorithmic treatment
from a theoretical perspective, in the sense that it is possible to find algorithms
that run in polynomial time.

Definition 5.2
LetM be a finite set and let K = (G,M,I) be a formal context. Let Ω = (W,E ,Pr)
be a probability space. A random variable H : Ω → P (Imp(M)) is called a
probably approximately correct basis (PAC basis) of K with inaccuracy ε > 0 and
uncertainty δ > 0 if Pr(dist(H,K) > ε) < δ.

5.5 How to Compute PAC Bases

We shall make use of query learning to compute probably approximately
correct bases for formal contexts. The principal goal of query learning is to
find explicit representation of concepts under the restriction of only having
access to certain kinds of oracles. The particular case we are interested in
is to learn conjunctive normal forms of Horn formulas from membership
and equivalence oracles. Since conjunctive normal forms of Horn formulas
correspond to sets of unit implications, this use-case allows learning sets of
implications from oracles. Indeed, the restriction to unit implications can be
dropped, as we shall see shortly.

Let L ⊆ Imp(M) be a set of implications. A membership oracle for L is a
function f : P (M)→ {⊤,⊥} such that f (X) =⊤ for X ⊆M if and only if X is a
model of L. An equivalence oracle for the set of implications L is a function
g : P (Imp(M))→ {⊤}∪P (M) such that g(H) =⊤ if and only if H is equivalent
to L, i.e., Mod(H) = Mod(L). Otherwise, X ≔ g(H) is a counterexample for
the equivalence of H and L, i.e., X ∈ Mod(H) △Mod(L). We shall call X a
positive counterexample if X ∈Mod(L) \Mod(H), and a negative counterexample
if X ∈Mod(H) \Mod(L).
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Algorithm 2 (HORN1, adapted to FCA terminology)

0 define horn1(M,member?,equivalent?)
1 H := ∅
2 while C := equivalent?(H) is a counterexample do
3 if some A→ B ∈ H does not respect C then
4 replace all implications A→ B ∈ H
5 not respecting C by A→ B∩C
6 else
7 find first A→ B ∈ H such that
8 C ∩A ≠ A and member?(C ∩A) returns false
9 if A→ B exists then

10 replace A→ B by C ∩A→ B
11 else
12 add C→M to H
13 end
14 end
15 end
16 return H
17 end

To learn sets of implications through membership and equivalence oracles,
we shall use the well-known HORN1 algorithm [8]. Pseudocode describing
this algorithm is given in Algorithm 2, where we have adapted the algorithm
to use FCA terminology.

The principal way the HORN1 algorithm works is the following: keeping a
working hypothesis H, the algorithm repeatedly queries the equivalence oracle
about whether H is equivalent to the sought basis L. If this is the case, the
algorithm stops. Otherwise, it receives a counterexample C from the oracle,
and depending on whether C is a positive or a negative counterexample, it
adapts the hypothesis accordingly. In the case C is a positive counterexample,
all implications in H not respecting C are modified by removing attributes
not in C from their conclusions. Otherwise, C is a negative counterexample,
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andHmust be adapted so that C is not a model ofH anymore. This is done by
searching for an implication (A→ B) ∈ H such that C ∩A ≠ A is not a model
of L, employing the membership query. If such an implication is found, it is
replaced by C ∩A→ B∪ (A \C). Otherwise, the implication C→M is simply
added to H.

With this algorithm, it is possible to learn implicational theories from
equivalence and membership oracles alone. Indeed, the resulting set H of
implications is always the canonical basis equivalent to L [9]. Moreover, the
algorithm always runs in polynomial time in |M | and the size of the sought
implication basis [8, Theorem 2].

We now want to describe an adaption of the HORN1 algorithm that allows
to compute PAC bases in polynomial time in size of M, the output L, as well
as 1/ε and 1/δ. For this we modify the original algorithm of Algorithm 2 as
follows: given a set H of implications, instead of checking exactly whetherH
is equivalent to the sought implicational theory L, we employ the strategy of
sampling [7] to simulate the equivalence oracle. More precisely, we sample
for a certain number of iterations subsets X of M and check whether X is
a model of H and not of L or vice versa. In other words, we ask whether
X is an element of Mod(H) △Mod(L). Intuitively, given enough iterations,
the sampling version of the equivalence oracle should be close to the actual
equivalence oracle, and the modified algorithm should return a basis that is
close to the sought one.

Pseudocode implementing the previous elaboration is given in Algorithm 3,
and it requires some further explanation. The algorithm computing a PAC ba-
sis of an implication theory given by access to a membership oracle is called
pac−basis. This function is implemented in terms of horn1, which, as ex-
plained before, receives as equivalence oracle a sampling algorithm that
uses the membership oracle to decide whether a randomly sampled sub-
set is a counterexample. This sampling equivalence oracle is returned by
approx−equivalent?, and manages an internal counter i keeping track of the
number of invocations of the returned equivalence oracle. Every time this
oracle is called, the counter is incremented and thus influences the number ℓi
of samples the oracle draws. Theorem 5.3 shows a way to chose ℓi such that
pac−basis computes a PAC basis.
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Algorithm 3 (Computing PAC bases)

0 define approx−equivalent?(member?,ε,δ)
1 i := 0 ;; number of equivalence queries
2

3 return function(H) begin
4 i := i + 1
5 for ℓi times do
6 choose X ⊆M
7 if (member?(X) and X ∉Mod(H)) or
8 (not member?(X) and X ∈Mod(H)) then
9 return X

10 end
11 end
12 return true
13 end
14 end
15

16 define pac−basis(M,member?,ε,δ)
17 return horn1(M,member?,approx−equivalent?(member?,ε,δ))
18 end

Theorem 5.3
Let 0 < ε ≤ 1 and 0 < δ ≤ 1. Set

ℓi ≔
⌈︃1
ε
·
(︃
i + log2

1
δ

)︃⌉︃
.

Denote with H the random variable representing the outcome of the call to
pac−basis with arguments M and the membership oracle for L. Then H is a
PAC basis for L, i.e., Pr(dist(H,L) > ε) < δ, where Pr denotes the probability
distribution over all possible runs of pac−basis with the given arguments.
Moreover, pac−basis finishes in time polynomial in |M |, |L|, 1/ε, and 1/δ.
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Proof. We know that the runtime of pac−basis is bounded by a polynomial
in the given parameters, provided we count the invocations of the oracles as
single steps. Moreover, the numbers ℓi are polynomial in |M |, |L|, 1/ε, and
1/δ (since i is polynomial in |M | and |L|), and thus pac−basis always runs in
polynomial time.

The algorithm HORN1 requires a number of counterexamples polynomial
in |M | and |L|. Suppose that this number is at most k. We want to ensure that
in ith call to the sampling equivalence oracle, the probability δi of failing to
find a counterexample (if one exists) is at most δ/2i . Then the probability
of failing to find a counterexample in any of at most k calls to the sampling
equivalence oracle is at most

δ
2

+
(︃
1− δ

2

)︃
·
(︄
δ
4

+
(︃
1− δ

4

)︃(︄δ
8

+
(︃
1− δ

8

)︃
·
(︄
. . .

)︄)︄)︄
≤ δ

2
+
δ
4

+ . . .+
δ

2k
< δ.

Assume that in some step i of the algorithm, the currently computed
hypothesis Ĥ satisfies

dist(Ĥ,L) =
|ModĤ △ModL|

2|M |
> ε. (5.1)

Then choosing X ∈ModĤ △ModL succeeds with probability at least ε, and
the probability of failing to find a counterexample in ℓi iterations is at most
(1− ε)ℓi . We want to choose ℓi such that (1− ε)ℓi < δi . We obtain

log1−ε δi =
log2 δi

log2(1− ε)
=

log2(1/δi)
− log2(1− ε)

≤
log2(1/δi)

ε
,

because − log2(1 − ε) > ε. Thus, choosing any ℓi satisfying ℓi >
1
ε log2

1
δi

is
sufficient for our algorithm to be approximately correct. In particular, we can
set

ℓi ≔

⌈︄
1
ε

log2
1
δi

⌉︄
=

⌈︄
1
ε

log2
2i

δ

⌉︄
=

⌈︃1
ε

(︃
i + log2

1
δ

)︃⌉︃
,

as claimed. This finishes the proof.

The preceding argumentation relies on the fact that we choose subsets X ⊆M
uniformly at random. However, it is conceivable that, for certain applications,
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computing PAC bases for uniformly sampled subsets X ⊆ M might be too
much of a restriction, in particular, when certain combinations of attributes
are more likely than others. In this case, PAC bases are sought with respect to
some arbitrary distribution of X ⊆M.

It turns out that such a generalization of Theorem 5.3 can easily be ob-
tained. For this, we observe that the only place where uniform sampling is
needed is in Equation (5.1) and the subsequent argument that choosing a
counterexample X ∈Mod(Ĥ)△Mod(L) succeeds with probability at least ε.

To generalize this to an arbitrary distribution, let X be a random variable
with values in P (M), and denote the corresponding probability distribution
with Pr1. Then Equation (5.1) can be generalized to

Pr1(X ∈Mod(Ĥ)△Mod(L)) > ε.

Under this condition, choosing a counterexample in Mod(Ĥ)△Mod(L) still
succeeds with probability at least ε, and the rest of the proof goes through.
More precisely, we obtain the following result.

Theorem 5.4
Let M be a finite set, L ⊆ Imp(M). Denote with X a random variable taking
subsets of M as values, and let Pr1 be the corresponding probability distribu-
tion. Further denote with H the random variable representing the results of
pac−basis when called with arguments M, ε > 0, δ > 0, a membership oracle
for M, and where the sampling equivalence oracle uses the random variable
X to draw counterexamples. If Pr2 denotes the corresponding probability
distribution for H, then

Pr2

(︃
Pr1

(︂
X ∈Mod(H)△Mod(L)

)︂
> ε

)︃
< δ.

Moreover, the runtime of pac−basis is bounded by a polynomial in the sizes
of M, L and the values 1/ε, 1/δ.

5.6 Usability

We have seen that PAC bases can be computed fast, but the question remains
whether they are a useful representation of the implicational knowledge
embedded in a given data set, in particular bipartite graph. To approach this
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question, we now want to provide a first assessment of the usability in terms
of quality and quantity of the approximated implications.

To this end, we conduct several experiments on artificial and real-world
data sets. In Section 5.6.1, we measure the approximation quality provided
by PAC bases. Furthermore, in Section 5.7 we examine a particular context
and argue that PAC bases also provide a meaningful approximation of the
corresponding canonical basis.

5.6.1 Practical Quality of Approximation

In theory, PAC bases provide good approximation of exact bases with high
probability. But how do they behave with respect to practical situations? To
give first impressions for the answer to this question, we shall use formal
contexts to implement membership oracles: the oracle returns ⊤ for a set X if
and only if X is an intent of the used data set.

We have chosen three different collections of data sets for our experiments.
First, we shall examine how the pac−basis algorithm performs on real-world
formal contexts. For this we utilize a data set based on a public data dump of
the BibSonomy1 platform, as described in [26].

Our second experiment is conducted on a subclass of artificial formal
contexts. As it was shown in [26], it is so far unknown how to generate formal
contexts uniformly at random. Hence, we use the “usual way” of creating
artificial formal contexts, with all warnings in place: for a given number of
attributes and density, choose randomly a valid number of objects and use a
biased coin to draw the crosses. The last experiment is focused on repetition
stability: we calculate PAC bases of a fixed formal context multiple times and
examine the standard deviation of the results.

The comparison will utilize three different measures. For every context
in consideration, we shall compute the Horn-distance between the canonical
basis and the approximating bases returned by pac−basis. Furthermore, we
shall also make use of the usual precision and recall measures, defined as
follows.

1“he blue social bookmark and publication sharing system”:https://www.bibsonomy.org

https://www.bibsonomy.org
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Definition 5.5
Let M be a finite set and let K = (G,M,I) be a formal context. Then the
precision and recall of H, respectively, are defined as

prec(K,H)≔
|{(A→ B) ∈ H | Can(K) |= (A→ B)}|

|H|
,

recall(K,H)≔
|{(A→ B) ∈ Can(K) | H |= (A→ B)}|

|Can(K)|
.

In other words, precision is measuring the fraction of valid implications in the
approximating basisH, and recall is measuring the fraction of valid implica-
tions in the canonical basis that follow semantically from the approximating
basis H. Since we compute precision and recall for multiple contexts in the
experiments, we consider the macro average of those measures, i.e., the mean
of the values of these measure on the given contexts.

5.6.2 BibSonomy Contexts

This data set consists of a collection of 2835 formal contexts, each having ex-
actly 12 attributes. It was created utilizing a data-dump from the BibSonomy
platform, and a detailed description of how this had been done can be found
in [26]. Those contexts have a varying number of objects and their canonical
bases have sizes between one and 189.

Let us first fix the inaccuracy ε and vary the uncertainty δ in order to
investigate the influence of the latter. The mean value and the standard
deviation over all 2835 formal contexts of the Horn-distance between the
canonical basis and a PAC basis is shown in Figure 5.1. A first observation
is that for all chosen values of ε, an increase of δ only yields a small change
of the mean value, in most cases an increase as well. The standard deviation
is, in almost all cases, also increasing. The results for the macro average of
precision and recall are shown in Figures 5.3 and 5.4. Again, only a small
impact on the final outcome when varying δ could be observed. We therefore
omitted to show these in favor of the following plots.

Dually, let us now fix the uncertainty δ and vary the inaccuracy ε. The
Horn-distances between the canonical basis and a computed PAC basis for
this experiment are shown in Figure 5.2.
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Figure 5.1: Horn-distances between the contexts from the BibSonomy data set
and corresponding PAC bases for fixed ε and varying δ.

First, we see that increasing ε always leads to a considerable increase in
the Horn-distance, signaling that the PAC basis deviates more and more from
the canonical basis. However, it is important to note that the mean values
are always below ε, most times even significantly. Also, the increase for the
Horn-distance while increasing ε is significantly smaller than one. That is
to say, the required inaccuracy bound is never realized, and especially for
larger values of ε the deviation of the computed PAC basis from the exact
implicational theory is less than the algorithm would allow to. We observe a
similar behavior for precision and recall. For small values of ε, both precision
and recall are very high, i.e., close to one, and subsequently seem to follow an
exponential decay.
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Figure 5.2: Horn-distance between the contexts from the BibSonomy data and
corresponding PAC bases for fixed δ and varying ε.

5.6.3 Artificial contexts

We now want to discuss the results of a computation analogous to the previous
one, but with artificially generated formal contexts. For these formal contexts,
the size of the attribute set is fixed at ten, and the number of objects and
the density are chosen uniformly at random. We do this with all warnings
in place with respect to the observations in Chapter 4. The original data set
consists of 4500 formal contexts, but we omit all that have a canonical basis
with fewer than ten implications, to eliminate the high impact a single false
implication in bases of small cardinality would have. This restriction resulted
in 3939 used formal contexts. A selection of the experimental results is shown
in Figure 5.5. We limit the presentation to precision and recall only, since the
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Figure 5.3: Measured precision for fixed δ and varying ε for the BibSonomy
data set.

previous experiments indicate that investigating Horn-distance again does
not yield any new insights. For ε = 0.01 and δ − 1 = 0.01, the precision as well
as the recall is almost exactly one (0.999), with a standard deviation of almost
zero (0.003). When increasing ε, the mean values deteriorate analogously to
the previous experiment, but the standard deviation increases significantly
more.

5.6.4 Stability

In our final experiment, we want to consider the impact of the randomness of
the pac−basis algorithm when computing bases of fixed formal contexts. To
this end, we shall consider particular formal contexts K and repeatedly com-
pute probably approximately correct implication bases of K. For these bases,
we again compute recall and precision as we did in the previous experiments.

We shall consider three different artificial formal contexts with eight, nine,
and ten attributes, and canonical bases of size 31, 40, and 70, respectively.
In Figure 5.6, we show the precision and recall values for these contexts
when calculating PAC bases 100 times. In general, the standard-deviation of
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Figure 5.4: Measured recall for fixed ε and varying δ (above) and fixed δ and
varying ε (below).

precision and recall for small values of ε are low. Increasing this parameter
leads to an exponential decay of precision and recall, as expected, and the
standard-deviation increases as well. We expect that both the decay of the
mean value as well as the increase in standard deviation are less distinct for
formal contexts with large canonical bases.

5.6.5 Discussion

Altogether the experiments show promising results. However, there are some
peculiarities to be discussed. The impact of δ for Horn-distance in the case
of the BibSonomy data set was considerably low. At this point, it is not clear
whether this is due to the nature of the chosen contexts or to the fact that
the algorithm is less constrained by δ. The results presented in Figure 5.3
show that neither precision nor recall are impacted by varying δ as well.
All in all, for the formal contexts of the BibSonomy data set, the algorithm
delivered solid results in terms of inaccuracy and uncertainty, in particular
when considering precision and recall, see Figure 5.3. Both measures indicate
that the PAC bases perform astonishingly well, even for high values of ε.
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Figure 5.5: Measured recall for fixed ε and varying δ (above) and fixed δ and
varying ε (below) for 3939 randomly generated formal contexts with exactly
ten attributes.

For the experiment of the artificial contexts, the standard deviation in-
creases significantly more than in the BibSonomy experiment. The source for
this could not be determined in this work and needs further investigation.
The overall inferior results for the artificial contexts, in comparison to the
results for the BibSonomy data set, may be credited to the fact that many of
the artificial contexts had a small canonical basis between 10 and 30. For
those, a small amount of false or missing implications had a great impact on
precision and recall. Nevertheless, the promising results for small values of ε
back the usability of the PAC basis generating algorithm.

5.7 A Small Case-Study

Let us consider a classical example, namely the Star-Alliance context [116],
consisting of the members of the Star Alliance airline alliance prior to 2002,
together with the regions of the world they fly to. The formal context KSA
is given in Figure 5.7; it consists of 13 airlines and 9 regions, and Can(KSA)
consists of 13 implications.
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Figure 5.6: For fixed δ and varying ε, measured precision (above) and recall
(below) stability for 100 runs on the same formal context with eight (left),
nine (middle), and ten (right) attributes.

In the following, we shall investigate PAC bases of KSA and compare them
to Can(KSA). Note that due to the probabilistic nature of this undertaking, it
is hard to give certain results, as the outcomes of pac−basis can be different on
different invocations, as seen in Section 5.6.4. It is nevertheless illuminating
to see what results are possible for certain values of the parameters ε and δ.
In particular, we shall see that implications returned by pac−basis are still
meaningful, even if they are not valid in KSA.

As a first case, let us consider comparably small values of inaccuracy and
uncertainty, namely ε = 0.1 and a δ = 0.1. For those values we obtained a basis
H0.1,0.1, as shown in Appendix A.1, that differs from Can(KSA) only in the
implication

Africa,Asia Pacific,Europe,United States,Canada→Middle East

being replaced by

Africa,Latin America,Asia Pacific,Mexico,Europe,United States,Canada→⊥
(5.2)
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Air Canada × × × × × × × ×
Air New Zealand × × ×
All Nippon Airways × × ×
Ansett Australia ×
The Austrian Airlines Group × × × × × ×
British Midlands ×
Lufthansa × × × × × × × ×
Mexicana × × × × ×
Scandinavian Airlines × × × × ×
Singapore Airlines × × × × × ×
Thai Airways International × × × × ×
United Airlines × × × × × × ×
VARIG × × × × × ×

Figure 5.7: Star-Alliance Context KSA

Indeed, for the second implication to be refuted by the algorithm, the only
counterexample in KSA would have been Lufthansa, which does not fly to the
Caribbean. However, in our particular run of pac−basis that producedH0.1,0.1,
this counterexample had not been considered, resulting in the implication
from Equation (5.2) to remain in the final basis. Thus, while H0.1,0.1 does
not coincide with Can(KSA), the only implication in which they differ (5.2)
still only has one counterexample in KSA. Therefore, the basis H0.1,0.1 can be
considered as a good approximation of Can(KSA).

As in the previous section, it turns out that increasing the parameter δ
to values larger than 0.1 does not change much of resulting basis. This is to
be expected, since δ is a bound on the probability that the basis returned by
pac−basis is not of inaccuracy ε. Indeed, even for as large a value as δ = 0.8,
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the resulting basis we obtained in our run of pac−basis was exactly Can(KSA).
Nevertheless, care must be exercised when increasing δ, as this increases the
chance that pac−basis returns a basis that is far off from the actual canonical
basis – if not in this run, then maybe in a latter one.

Conversely to this, and in accordance to the results of the previous section,
increasing ε, and thus decreasing the bound on the inaccuracy, does indeed
have a notable impact on the resulting basis. For example, for ε = 0.5 and
δ = 0.1, our run of pac−basis returned the basis

(Caribbean→⊥), (Asia Pacific,Mexico→⊥), (Asia Pacific,Europe→⊥),

(Middle East→⊥), (Latin America→Mexico,United States,Canada).

While this basis enjoys a small Horn-distance to Can(KSA) of around 0.11, it
can hardly be considered usable, as it ignores a great deal of objects in KSA.
Changing the uncertainty parameter δ to smaller or larger values again did
not change much of the appearance of the bases.

To summarize, for our example context KSA, we have seen that low values
of ε often yield bases that are very close to the canonical basis of KSA, both
intuitively and in terms of Horn-distance to the canonical basis of KSA. How-
ever, the larger the values of ε get, the less useful bases returned by pac−basis
appear to be. On the other hand, varying the value for the uncertainty param-
eter δ within certain reasonable bounds does not seem to influence the results
of pac−basis very much.

5.8 Conclusion

The goal of this work is to give first evidence that probably approximately
correct implication bases are a practical substitute for their exact counter-
parts, possessing advantageous algorithmic properties. To this end, we have
argued both quantitatively and qualitatively that PAC bases are indeed close
approximations of the canonical basis of both artificially generated as well as
real-world data sets. Moreover, the fact that PAC bases can be computed in
output-polynomial time alleviates the usual long running times of algorithms
computing implication bases, and renders the applicability on larger data sets
possible.
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To push forward the usability of PAC bases, more studies are necessary.
Further investigating the quality of those bases on real-world data sets is only
one concern. An aspect not considered in this work is the actual running time
necessary to compute PAC bases, compared to the one for the canonical basis,
say. To make such a comparison meaningful, a careful implementation of
the pac−basis algorithm needs to be devised, taking into account aspects of
algorithmic design that are beyond the scope of this work.

We also have not considered relationships between PAC bases and exist-
ing ideas for extracting implicational knowledge from data. An interesting
research direction could be to investigate whether there exists any connection
between implications from PAC bases and implications with high support and
high confidence as used in data mining [4]. One could conjecture that there is
a deeper connection between these notions, in the sense that implications in
PAC bases with high support could also be likely to enjoy a high confidence in
the underlying data set. It is also not too far fetched to imagine a notion of
PAC bases that incorporates support and confidence right from the beginning.

The classical algorithm to compute the canonical basis of a formal context
can easily be extended to the algorithm of attribute exploration, as introduced
in Section 3.5. This algorithm, akin to query learning, aims at finding an
exact representation of an implication theory that is only accessible through
a domain expert. As the algorithm for computing the canonical basis can
be extended to attribute exploration, the next logical step is to investigate
how to extend the pac−basis algorithm to a form of probably approximately
correct attribute exploration, as we will in Chapter 6. Such an algorithm,
while not being entirely exact, would be highly sufficient for the inherently
erroneous process of learning knowledge from human experts, while possibly
being much faster. On top of that, existing work in query learning handling
non-omniscient, erroneous, or even malicious oracles could be extended to
attribute exploration so that it could deal with erroneous or malicious domain
experts. In this way, attribute exploration could be made much more robust
for learning tasks in the world wide web.



6
PAC Learning of Horn Envelopes from

Queries

This chapter is based on the submitted work “Probably approximately correct
learning of Horn envelopes from queries” [28], which is under review at the
time of writing this thesis. Its research question is a natural follow up to the
results in Chapter 5, employing the idea of attribute exploration as presented
in Section 3.5. We utilize in this chapter the representation of implications
through Horn formulas as used by Kautz [59]. In contrast to the algorithm in
PAC implication bases does PAC exploration allow the application to implicit
data sets, e.g., in form of an human domain expert. Nevertheless, the results
are neither limited to human domain experts nor to implicit data. Besides
building up on the ideas from Chapter 5 we introduce in addition the notion
of strong approximation. The algorithm based on this requires a substantial
smaller amount of queries.

The obvious application of this method in the realm of this thesis would
be learning the implicational knowledge from an implied given network, e.g.,
an online social network with a rate limited access. One may also leverage on
this method for completing incomplete network data.
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6.1 Introduction

The learnability of concepts from oracle queries has received significant at-
tention in learning theory. The most common types of oracles investigated in
the literature are membership and equivalence oracles, and for these types of
oracles various results have been obtained showing learnability in polynomial
time. One of the most prominent examples is the fact that Horn formulas
can be learnt in polynomial time with access to membership and equivalence
oracles [8].

In the realm of FCA [43], a different learning method has been established
almost simultaneously with the standard query learning setting: the attribute
exploration algorithm, as introduced in Section 3.5. This algorithm aims at
learning a Horn representation, also called a Horn envelope, of the knowledge
of a domain expert. A Horn envelope of a theory is a Horn formula whose set of
models includes all the models of the theory and is as specific as possible [60].
Here, a domain expert is an oracle that is able to answer questions of the form
“Does A imply B in your domain?”, where A and B are conjunctions of atomic
propositions. If A→ B is indeed true, the expert confirms this implication.
Otherwise, the expert gives a counterexample, i.e., a model C of the domain
containing A but not B.

A large number of variants of the classical attribute exploration algorithm
have been investigated, and a wide range of applications have been proposed
and examined [42]. In particular, it turned out that the notion of a domain
expert is well suited for practical applications. However, in the worst case,
attribute exploration requires exponential time in the number of propositional
variables and the size of the resulting Horn formula. This is because it enu-
merates all the models of the domain as a byproduct, and their number may
be exponential in the size of the Horn formula. On the other hand, an exact
computation of the Horn envelope of real world domains is rarely useful in
practice, as special cases or outliers may lead to artificial Horn formulas.

The problem of exponentially many queries does not exist in the case
of using membership and equivalence queries [8], but in this algorithm the
queries are asked with respect to the Horn envelope rather than with respect
to the actual domain we want to explore. Therefore, in our setting, this
algorithm is applicable only to Horn domains (for which the Horn envelope
is the same as the domain theory). But even in this case, equivalence queries
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may be hard to answer because they require an oracle to provide a negative
counterexample, a description of something that does not exist in the domain.

In this work we want to bring together the best of both approaches: we
want to devise a learning algorithm that requires only polynomial time in the
size of the output and issues only polynomially many queries to a domain
expert. To this end, we propose a probably approximately correct (PAC) version
of attribute exploration that computes an approximation of the Horn envelope
of the domain theory using queries about the validity of Horn formulas, just as
in classical attribute exploration. We investigate two notions of approximation
of Horn envelopes: one is based on the agreement of a large fraction of models,
akin to the one used by [59]. A second, novel, and stronger notion called ε-
strong Horn approximation is based on the requirement of the involved closure
operators to coincide on a large fraction of subsets. This new approach will be
evaluated on random as well as real world data sets.

6.2 Preliminaries

A Horn clause over a set of propositional variables Φ is a disjunction of vari-
ables from Φ and their negations (i.e., literals) containing at most one un-
negated variable (positive literal). The negated variables form the body of the
Horn clause, whereas the unnegated variable is called the head of the clause.
A definite Horn clause contains exactly one positive literal. A Horn sentence or
Horn formula is a conjunction of Horn clauses. A Horn sentence consisting of
definite Horn clauses with the same body can equivalently be represented by
an implication p1∧ . . .∧pn→ q1∧ . . .∧qm, where pi ,qi ∈ Φ . If one of the clauses
sharing the body is not definite, i.e., if it contains no positive literal, the cor-
responding sentence can be represented by an implication p1 ∧ . . .∧ pn→⊥,
where ⊥ ∉ Φ is the propositional constant falsum.

We will predominantly use set notation for representing Horn clauses
and sentences. In particular, we will use notation A→ B, where A,B ⊆ Φ , to
represent the implication ⋀︂

p∈B
((
⋀︂
q∈A

q)→ p).

Here, A will be referred to as the premise and B as the conclusion of the
implication A → B. Abusing notation, we identify ⊥ with the set Φ ∪ {⊥},
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which implies, e.g., that A ⊆ ⊥ and, consequently, A∩⊥ = A for any A ⊆ Φ . A
Horn sentence H will be regarded as a set of implications, and |H| will stand
for the number of implications in H.

A variable assignment V is a function that maps every propositional variable
in Φ to 1 (true) or 0 (false). Again, we will often identify a variable assignment
with the set of variables that it maps to 1. An assignment V is a model of a
Horn clause h (notation V |= h) if h evaluates to 1 under the assignment V
(with the standard semantics of logical connectives). V is a model of a Horn
sentence H (notation: V |=H) if it is a model of every clause it contains. As
a special case, it is easy to see that V is a model of an implication A→ B if
A⊈ V or B ⊆ V . We denote by ModH the set of all models of H.

Two Horn sentences are equivalent if they have exactly the same sets of
models. A Horn sentence H1 entails a Horn sentence H2 if every model of
H1 is a model of H2 (notation: H1 |= H2). It is well-known that the set of
models of a Horn sentence is closed under intersection. This makes it possible
to define H(V ) as the unique minimal model of H in which 1 is assigned to
all variables in V and as Φ ∪ {⊥} if no model containing V exists. It is not
difficult to see that H(·) is the closure operator (i.e., it is monotone, extensive,
and idempotent) corresponding to the closure system of models of H. Of
course, H(V ) = V precisely for the models of H; we will sometimes refer to
these models as sets closed with respect to H(·). Obviously, if H1 is equivalent
to H2, then H1(V ) =H2(V ) for all V ⊆ Φ .

Furthermore, a set of variable assignments is a set of models of a Horn
sentence if and only if it is closed under intersection. We will denote the
closure of a set V of variable assignments under intersection by V̂. We call a
Horn sentence H a Horn envelope for a set of assignments V if V̂ is precisely
the set of models of H; note that, in this case, V̂ = {V ⊆ Φ | V =H(V )}.

A set of variable assignments may have several equivalent envelopes. Of
special interest, are envelopes that are minimal in the number of implications.
One particular minimal envelope is known from formal concept analysis [43]
under the name of the Duquenne–Guigues or canonical basis of implications
[50], which we define next. A variable assignment V is called pseudo-closed
with respect to a closure operator H(·) if

1. V ≠H(V );

2. H(W ) ⊊ V for every pseudo-closed W ⊊ V .
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Note that, according to this definition, every variable assignment minimal
among those that are not closed is pseudo-closed.

The Duquenne–Guigues basis or canonical basis of a Horn sentence H is the
following Horn sentence:⋀︂

{P →H(P ) | P is pseudo-closed with respect to H(·)}. (6.1)

If H is a Horn envelope of V, we also say that (6.1) is the Duquenne–Guigues
basis of V.

The problem of learning Horn envelopes frequently occurs in various
settings, in particular, in data analysis, where Horn sentences are often used
to summarize interdependencies between attributes in data. In this context,
the data is given by a set V of variable assignments and the task is to find its
Horn enveloipe, i.e., a basis of implications valid in the data. However, the
size of the Horn envelope Ĥ of V can be exponential in the size of V [59]. From
the computational perspective, one could hope for an algorithm that runs
in polynomial total time [58], that is, an algorithm polynomial in the size of
input and output, i.e., in |Φ |, |V|, and |Ĥ|, but no such algorithm is known yet.
For this reason, it may be useful to compute Horn envelopes approximately.

Let Ĥ be a Horn envelope of V, i.e., ModĤ = V̂. We call a Horn sentence H
an ε-Horn approximation of V if

|ModH△ModĤ|
2|Φ |

≤ ε, (6.2)

where A △ B is the symmetric difference between sets A and B. This is the
notion of approximation used in [59], where a probabilistic algorithm to
compute such an approximation from a set of models in total polynomial
time is presented. However, this notion of approximation may be too weak
for practical purposes: achieving an ε-Horn approximation of V is very easy
if V̂ is small relative to 2|Φ |, which is often the case. Since many real-world
datasets are sparse, the size of V̂ is often exponetially smaller than 2|Φ |. Then
setting H = {∅→⊥} results in ModH = ∅, and the error

|ModH△ModĤ|
2|Φ |

=
|ModĤ|

2|Φ |

is exponentially small.
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Therefore, we will also use a stronger notion of approximation introduced
in [14]. We call H an ε-strong Horn approximation of V if

|{V ⊆ Φ | H(V ) ≠ Ĥ(V )}|
2|Φ |

≤ ε,

where Ĥ is a Horn envelope of V. It is easy to see that an ε-strong Horn
approximation of V is always an ε-Horn approximation of V, but the reverse
is not true.

6.3 Learning Horn Sentences with Equivalence and Mem-
bership Queries

In this paper, we consider the problem of learning Horn approximations
via queries. In the query learning framework, rather than learning from a
training dataset, the learning algorithm has access to an oracle (or an expert),
which it can address with certain predefined types of questions [7]. Probably,
the most typical are equivalence and membership queries. In a membership
query, the learner asks whether a certain instance is an example of the concept
being learned. For the problem of learning Horn sentences, the membership
query allows the learning algorithm to find out whether a particular variable
assignment is a model of the target Horn sentence. An equivalence query is
parameterized with a hypothesis describing the concept being learned. If the
hypothesis matches the concept, the answer is positive and learning may be
terminated. Otherwise, the oracle must provide a counterexample covered by
the hypothesis, but not by the target concept (negative counterexample), or vice
versa (positive counterexample). In our case, the target concept and hypotheses
are Horn sentences and a counterexample is a variable assignment satisfying
exactly one of these two sentences.

An algorithm for learning Horn sentences with equivalence and mem-
bership queries is described in [8], where it is proved that it requires time
polynomial in the number of variables, n, and the number of clauses, m, of the
target Horn sentence; O(mn) equivalence queries and O(m2n) membership
queries are made in the process. In the version of the algorithm we present
here, the algorithm maintains a hypothesis H consisting of implications of
the form A→ B, where A ⊆ B ⊆ Φ ∪⊥. The algorithm starts with the empty
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Algorithm 4 (Horn1(equivalence(·),member(·)))

Input: An equivalence and a membership oracles for a Horn sentence H∗.
Output: The Duquenne–Guigues basis of H∗ (represented as a set of implica-

tions).
1: H := ∅
2: while equivalent(H) returns a counterexample X do
3: if X |=H then {negative counterexample}
4: f ound := false
5: for all A→ B ∈ H do
6: C := A∩X
7: if A ≠ C and not member(C) then
8: H :=H\ {A→ B}
9: H :=H∪ {C→ B}

10: f ound := true
11: exit for
12: if not f ound then
13: H :=H∪ {X→⊥}
14: else {positive counterexample}
15: for all A→ B ∈ H such that X ̸|= A→ B do
16: H :=H\ {A→ B}
17: H :=H∪ {A→ B∩X} {If B =⊥, assume that B = Φ ∪ {⊥}}

hypothesis, which is compatible with every possible assignment, and proceeds
until a positive answer is obtained from the equivalence query. If a negative
example X is received instead, the algorithm uses membership queries to
find an implication A→ B in the current hypothesis H such that A∩X ≠ A
is not a model of the target Horn sentence. If such an implication is found,
the implication A→ B is replaced by A∩X→ B, which ensures that X is no
longer a model of H. When a positive counterexample X is obtained from
an equivalence query, every implication A→ B of which X is not a model
is replaced by A → B ∩ X (recall that we identify ⊥ with Φ ∪⊥). We give
pseudocode in Algorithm 4 and refer the reader to [8] for further details.
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[9] show that Algorithm 4 always produces the Duquenne–Guigues basis
of the target Horn sentence no matter what examples are received from the
equivalence queries.

However, this algorithm has limitations in terms of applications we have
in mind. In what situations query-based learning can be useful? One scenario
is when there is not enough data about the domain under consideration, but
there are domain experts willing to share their knowledge about the domain.
We can use queries to extract information from them. Another scenario is
when there is a huge amount of data, more than can be handled by standard
algorithms for mining dependencies, and this data is organized in a distributed
database or is spread over the Internet; however, there are mechanisms for
efficiently querying the data. Query-based learning may also be useful if we
work with a mathematical domain, one with an infinite number of objects,
and there are procedures that can automatically prove theorems about the
domain or generate counterexamples from this domain to our hypotheses;
such procedures can be used as oracles, and we only need to ask them the
right questions.

Unfortunately, it is not easy to use Algorithm 4 to learn valid implications
in such situations. One problem is that the algorithm needs negative coun-
terexamples. These counterexamples are not part of the domain, they are
propositional combinations that never occur. It is unreasonable to expect from
a human expert to be able to easily produce such combinations. A computer
program can search a database or the Internet for a positive counterexample
to a hypothesis, but it is more difficult to find something that does not exist.
It may not always be easy to construct a mathematical object that violates a
certain conjecture, but it seems much more difficult to construct a description
of a non-existing object that satisfies the conjecture.

There is a more fundamental problem with applying Algorithm 4 in our
setting: the oracles in Algorithm 4 must answer queries relative to the Horn
formula being learnt. In our case, we work with an arbitrary domain and
want to compute its Horn envelope; we assume that the oracle answers queries
relative to the domain and not to its Horn envelope. If our domain is not
Horn, i.e., its set of models V is not closed under intersection, then the set V̂ of
models of its Horn envelope is different from V. Therefore, we will not receive
a positive answer to an equivalence query even if we compute the envelope
precisely; instead, we will obtain a negative counterexample from V̂ \ V. A
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similar problem occurs with membership queries: to be able to use Algorithm
4, we need the oracle to answer membership queries relative to V̂, rather than
to V.

6.4 Learning Horn Envelopes of Arbitrary Domains

A solution is offered by formal concept analysis in the form of a procedure
called attribute exploration [43], as introduced in Section 3.5. Instead of
membership and equivalence queries, it uses what we will call implication
queries, i.e., queries of the form “Is V |= A → B true?” for A,B ⊆ Φ . The
oracle, or domain expert, answers positively in case the entailment holds or
provides a positive counterexample X ∈ V such that X ̸|= A→ B. In terms of
[7], implication queries are a special case of superset queries: asking whether
V |= A→ B amounts to asking whether the set of models of A→ B is a superset
of V.

6.4.1 Simulating Membership Queries

Let Ĥ be a Horn envelope of a set V ⊆ 2Φ . For computing Ĥ, we need the
membership query be answered relative to V̂. Such a query can be simulated
by several implication queries relative to V. One well-known (see, e.g., [10])
method to do this is presented in Theorem 6.1.

Theorem 6.1
Let Φ be a set of variables, A⊊ Φ , and V ⊆ 2Φ be an arbitrary set of variable
assignments. Then A ∈ V̂ if and only if V |= A→ {a} for no a ∈ Φ \A.

Proof. If V |= A→ {a} for some a ∈ Φ \A, then every assignment from V that
includes A as a subset must contain a. But then, since a ∉ A, the set A is not in
V and it cannot be an intersection of assignments from V; i.e., A ∉ V̂.

Conversely, if V |= A→ {a} for no a ∈ Φ \A, then, for every a ∈ Φ \A, there
is B ∈ V such that A ⊆ B, but a ∉ B. Hence, A is the intersection of all B ∈ V
such that A ⊆ B; i.e., A ∈ V̂.

Theorem 6.1 makes it possible to check membership in V̂ using at most |Φ |
implication queries for every proper subset of Φ . To check if A ∈ V̂ for A = Φ ,
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Algorithm 5 (IsMember(A, is_valid(·)))

Input: A set A ⊆ Φ and an implication oracle is_valid(·) for some V ⊆ 2Φ .
Output: true if A ∈ V̂ and false otherwise.

1: if is_valid(A→⊥) then
2: return false
3: for all a ∈ Φ \A do
4: if is_valid(A→ {a}) then
5: return false
6: return true

one query A→⊥ is sufficient. Of course, a positive answer to such a query
means that A ∉ V̂ for any subset A of Φ . This reasoning leads to Algorithm 5.

Note that, in this simulation, we do not use counterexamples provided
by the implication oracle. We will call implication queries that do not return
counterexamples restricted. Thus, a membership query relative to V̂ can be
simulated by a linear (in |Φ |) number of restricted implication queries relative
to V.

6.4.2 Simulating Equivalence Queries

We replace every equivalence query by sampling a number of variable as-
signments and checking whether any of them is a positive or negative coun-
terexample. This technique, proposed in [7], makes it possible to obtain a
polynomial-time PAC algorithm from a polynomial-time exact learning al-
gorithm that uses equivalence queries. A similar strategy is used in [59] to
obtain a PAC algorithm computing an ε-Horn approximation of an explicitly
given set of models. In our case, the difference is that we use this technique to
transform an exact algorithm for learning a Horn theory with the membership
oracle w.r.t. this theory into an algorithm for learning the Horn envelope of
an arbitrary theory with the implication oracle w.r.t. this arbitrary theory.

In our algorithm, we sample
⌈︃

1
ε ·

(︂
i+ln 1

δ

)︂⌉︃
variable assignments to simulate

the ith equivalence query asked by the algorithm. For each generated assign-
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Algorithm 6 (IsApproximatelyEquivalent(H, is_valid(·), ε, δ, i))

Input: A Horn formula H over a set of propositional variables Φ , an im-
plication oracle is_valid(·) for some V ⊆ 2Φ , 0 < ε ≤ 1, 0 < δ ≤ 1, and
i ∈ N.

Output: A counterexample to H relative to V̂ if found; true, otherwise.

1: for j := 1 to
⌈︃

1
ε ·

(︂
i + ln 1

δ

)︂⌉︃
do

2: generate X ⊆M uniformly at random
3: if (X |=H) ≢ IsMember(X,is_valid(·)) then
4: return X
5: return true

ment X, we check if X satisfies our hypothesis H and, using Algorithm 5, if
X ∈ V̂. If the answers to these questions are different, then X is a counterex-
ample to H. If none of the generated assignments is a counterexample, the
algorithm concludes that H is an ε-approximation of V. We present the sam-
pling procedure in Algorithm 6 and the procedure that computes an ε-Horn
approximation in Algorithm 7.

Theorem 6.2
Let V ⊆ 2Φ be an arbitrary set of variable assignments and Ĥ be its Horn
envelope. Given a (restricted) implication oracle for V, 0 < ε ≤ 1, and 0 < δ ≤ 1
as input, Algorithm 7 computes an implication set H that, with probability
at least 1− δ, is an ε-Horn approximation of V. This algorithm runs in time
polynomial in |Φ |, |Ĥ|, 1/ε, and 1/δ.

Proof. As shown in [8], Algorithm 4 requires a number of counterexamples
polynomial in |Φ | and |Ĥ| no matter what counterexamples it receives. Suppose
that this number is at most k. Since the only difference between Algorithm
4 and Algorithm 7 is how queries get answered, the upper bound k on the
number of counterexamples will work for Algorithm 7, too. We will make
sure that the probability δi of failing to find a counterexample for the ith
equivalence query using Algorithm 6 is at most δ/2i . Then the probability of
failing to find a counterexample for any of at most k equivalence queries is
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Algorithm 7 (HornApproximation(is_valid(·), ε, δ))
Input: Implication oracle is_valid(·) for some V ⊆ 2Φ , 0 < ε ≤ 1, and 0 < δ ≤ 1.
Output: A set of implications H that, with probability at least 1 − δ, is an

ε-Horn approximation of V.
1: H := ∅
2: i := 1
3: while IsApproximatelyEquivalent(H, is_valid(·), ε, δ, i) returns coun-

terexample X do
4: if X |=H then {negative counterexample}
5: f ound := false
6: for all A→ B ∈ H do
7: C := A∩X
8: if A ≠ C and not IsMember(C) then
9: H :=H\ {A→ B}

10: H :=H∪ {C→ B}
11: f ound := true
12: exit for
13: if not f ound then
14: H :=H∪ {X→⊥}
15: else {positive counterexample}
16: for all A→ B ∈ H such that X ̸|= A→ B do
17: H :=H\ {A→ B}
18: H :=H∪ {A→ B∩X} {If B =⊥, assume that B = Φ ∪ {⊥}}
19: i := i + 1
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bounded above by

δ
2

+
(︃
1− δ

2

)︃⎛⎜⎜⎜⎜⎝δ4 +
(︃
1− δ

4

)︃⎛⎜⎜⎜⎜⎝δ8 +
(︃
1− δ

8

)︃⎛⎜⎜⎜⎜⎝ . . .⎛⎜⎜⎜⎜⎝ δ

2k−1
+
(︃
1− δ

2k−1

)︃ δ
2k

⎞⎟⎟⎟⎟⎠ . . .⎞⎟⎟⎟⎟⎠⎞⎟⎟⎟⎟⎠⎞⎟⎟⎟⎟⎠ ≤
≤ δ

2
+
δ
4

+
δ
8

+ . . .+
δ

2k
< δ.

Let us assume that, at some point of the algorithm,

|ModH△ModĤ|
2|Φ |

> ε.

If this is not the case, then H is already an ε-approximation of V, and it
is safe to terminate the algorithm. Under this assumption, if we choose X
randomly, we have X ∈ ModH△ModĤ with probability of at least ε. We
check if this is the case with Algorithm 5. If X ∈ModH△ModĤ, we use it as
a counterexample to the equivalence query and proceed as in Algorithm 4.
Otherwise, we generate another X. We make at most l attempts at generating
X; if we do not obtain a counterexample, we output H and terminate.

The probability that we fail to find a counterexample in l trials is smaller
than δi if

l >
1
ε
· ln 1

δi
. (6.3)

Indeed, the probability of failure is less than (1− ε)l . For this to be less than
δi , we need

l > log1−ε δi =
lnδi

ln(1− ε)
=

ln(1/δi)
− ln(1− ε)

.

Since − ln(1 − ε) > ε, it suffices to choose any l satisfying (6.3) to make the
probability of failure less than δi . In particular, we can set

l =

⎡⎢⎢⎢⎢⎢⎢⎢1
ε
· ln 1

δi

⎤⎥⎥⎥⎥⎥⎥⎥ =

⎡⎢⎢⎢⎢⎢⎢⎢1
ε
· ln 2i

δ

⎤⎥⎥⎥⎥⎥⎥⎥ ≤
⎡⎢⎢⎢⎢⎢⎢⎢1
ε
·
(︃
i + ln

1
δ

)︃⎤⎥⎥⎥⎥⎥⎥⎥ ≤
⎡⎢⎢⎢⎢⎢⎢⎢1
ε
·
(︃
poly(|Φ |, |Ĥ|) + ln

1
δ

)︃⎤⎥⎥⎥⎥⎥⎥⎥.
To sum up, Algorithm 4 runs in time polynomial in |Φ | and the number of

implications in the target Horn senetence Ĥ. We simulate this algorithm, but
replace each equivalence query by a number of attempts polynomial in |Φ |,
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|Ĥ|, 1/ε, and 1/δ at generating a counterexample to the current hypothesis H.
Each such attempt requires time poly(Φ , |Ĥ|), in particular, since the algorithm
guarantees that |H| ≤ |Ĥ|. Therefore, our simulation runs in time polynomial
in |Φ |, |Ĥ|, 1/ε, and 1/δ and, as argued above, produces an ε-approximation of
V with probability at least 1− δ.

We are well aware that this result, in another form, is known from literature
[8]. However, we included this result on the one hand to show that it also holds
with the new form of implication oracle, and on the other hand to include all
details in order to present an comprehensive exposition.

6.4.3 Strong Approximations

The algorithm we have just presented can be modified to compute ε-strong
Horn approximations. We only need to modify the way counterexamples are
generated by the IsApproximatelyEquivalent procedure.

If
|{V ⊆ Φ | H(V ) ≠ Ĥ(V )}|

2|Φ |
> ε, (6.4)

then, by generating X uniformly at random, we obtain X such that H(X) ≠
Ĥ(X) with probability at least ε. Suppose that we have generated such an
X. The problem is that this X is not necessarily a counterexample in the
sense required by the algorithm, because it may happen that it belongs nei-
ther to ModH nor to V̂. It turns out that we can use X to manufacture a
counterexample in time polynomial in |Φ |.

Theorem 6.3
Let Ĥ be the Horn envelope of V ⊆ 2Φ and H be a Horn formula over Φ . Then
H(X) = Ĥ(X) if and only if H(X) ∈ V̂∪ {⊥} and V |= X→H(X).

Proof. Suppose that H(X) = Ĥ(X) ≠ ⊥. Then Ĥ(X) ∈ V̂ and V |= X → Ĥ(X),
and we also have H(X) ∈ V̂ and V |= X→H(X). If, on the other hand, H(X) =
Ĥ(X) =⊥, then X is a subset of no model in V and V |= X→⊥.

Conversely, if V |= X →H(X), then H(X) ⊆ Ĥ(X); and, if H(X) ∈ V̂, then
Ĥ(X), the minimal superset of X from V̂, must be a subset of H(X), i.e.,
Ĥ(X) ⊆H(X). The latter must also hold if H(X) =⊥.
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Algorithm 8 (IsStronglyApproximatelyEquivalent(H, is_valid(·), ε, δ, i))
Input: A Horn formula H over a set of propositional variables Φ , an im-

plication oracle is_valid(·) for some V ⊆ 2Φ , 0 < ε ≤ 1, 0 < δ ≤ 1, and
i ∈ N.

Output: A counterexample to H with respect to V̂ if found; true, otherwise.

1: for j := 1 to
⌈︃

1
ε ·

(︂
i + ln 1

δ

)︂⌉︃
do

2: generate X ⊆M uniformly at random
3: Y :=H(X)
4: if is_valid(X→ Y ) returns a counterexample C then
5: return C {C is a positive counterexample}
6: if not IsMember(Y , is_valid(·)) then
7: return Y {Y is a negative counterexample}
8: return true

To obtain a counterexample from a randomly generated X, we first compute
H(X) and query the oracle to verify the implication X→H(X). If the implica-
tion is invalid, the oracle will return a positive counterexample C. Otherwise,
we check if H(X) ∈ V̂ using the IsMember procedure. If the outcome is neg-
ative, then H(X) is a negative counterexample; else, from Theorem 6.3, we
know thatH(X) = Ĥ(X), and we generate another X unless we have reached
the maximum number of iterations, cf. Algorithm 8. Thus, given (6.4), the
probability of finding a counterexample at one iteration is greater than ε, and
the reasoning from Section 6.4.2 leads to the following theorem.

Theorem 6.4
Let V ⊆ 2Φ be an arbitrary set of variable assignments and Ĥ be its Horn
envelope. Given an implication oracle for V, 0 < ε ≤ 1, and 0 < δ ≤ 1 as
input and using Algorithm 8 as the IsApproximatelyEquivalent procedure,
Algorithm 7 computes an implication set H that, with probability at least
1 − δ, is an ε-strong Horn approximation of V. This algorithm runs in time
polynomial in |Φ |, |Ĥ|, 1/ε, and 1/δ.

Summing this subsection up, strong approximation copes with the prob-
lem of having generated a set that may not be a counterexample and how to
use this to obtain a valid counterexample in an efficient way.
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6.4.4 Variations and Optimizations

The algorithm can be modified so that its current hypothesis H is always
such that V |= H. To ensure this, we need to take some care when adding
implications in lines 10 and 14 of Algorithm 7. For example, instead of
adding implication X→⊥, we should check via an implication query whether
it is valid, and, if not, add instead implication X → Ĥ(X) by computing
Ĥ(X), again, using implication queries. One way to do this is to query about
the validity of implications of the form X → {a} for a ∈ Φ \ X: those a for
which the answer is positive belong to Ĥ(X). With this modification, our
sampling procedure that replaces the equivalence oracle will return only
negative counterexamples, and thus the part of Algorithm 7 dealing with
positive counterexamples can be eliminated.

To reduce the number of queries, we can cache counterexamples returned
by the oracle. All these counterexamples are models from V, and thus they
can be used to falsify some implications without resorting to the oracle: if
an implication A→ B has a counterexample among the models obtained so
far, a query about its validity is not necessary. Since the total number of
queries submitted by the algorithm is polynomial in all the quantities we care
about, so is the number of counterexamples received from the oracle, and,
consequently, the memory and time overhead incurred by this modification is
also polynomial.

Similarly, we can cache the implications confirmed by the oracle and use
them to verify the validity of some implications. It is also worth exploring
whether integrating such confirmed implications into the current hypothesis
may be useful.

6.5 Experimental Evaluation

In this section we discuss approaches to experimentally evaluate the proposed
PAC algorithms. To this end, we shall investigate the results of different
runs of Algorithm 7 and measure the quality of the resulting approximations.
To easily obtain domain experts for our experiments, we make use of the
following approach. Starting from a data set V, we obtain a domain expert
for V by confirming A → B if V |= A → B. Otherwise, the expert returns a
counterexample to A→ B based on the dataset. To measure the quality of the
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resulting approximation, we introduce in Section 6.5.1 an approach based on
precision and recall. Finally, we present the results of of our experiments on
data sets from Section 6.5.2 in Section 6.5.2.

6.5.1 Precision and Recall

The implications returned by an application of Algorithm 7 can easily be
checked for correctness by asking the domain expert. However, this simple
approach does not help much for measuring how much of the sought impli-
cational knowledge has been extracted by the algorithm. For this, one could
ask how many implications from the canonical basis (say) follow from the
extracted implications. Indeed, something along these lines has been done
by [27], but this has the drawback of being tied to the canonical basis, and not
to the underlying set of models.

Here we use an alternative definition that is not tied to a particular im-
plication basis. To measure the correctness of the extracted implications, i.e.,
the precision, we count how often these implications infer correct knowledge
from a given variable assignment. Conversely, to measure how much of the
possible valid implications have been extracted, i.e., the recall, we count how
many of the valid implications are inferred by the extracted implications. We
formalize this idea in the following definition.

Definition 6.5
Let Φ be a finite set, let V be a set of variable assignments over Φ , Ĥ be its
Horn envelope, and H be a set of implications. Then the precision and recall of
H with respect to V are defined by

precV(H)≔
|{A ⊆ Φ | V |= A→H(A)}|

2|Φ |
,

recallV(H)≔
|{A ⊆ Φ | H |= A→ Ĥ(A)}|

2|Φ |
.

Computing the exact values of precision and recall for sufficiently large sets
Φ is of course not feasible, and for our experimental evaluation it is also not
necessary. Indeed, instead of the exact value, a good approximation of the
value is enough. To obtain such approximations, we sample a certain number
of subsets A ⊆ Φ and count how often the corresponding condition is true.
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More precisely, to obtain a good approximation of precV(H) and recallV(H),
we randomly choose a subset T ⊆ 2Φ and compute

prec≈
V

(H)≔
|{A ∈ T | V |= A→H(A)}|

|T |
,

recall≈V(H)≔
|{A ∈ T | H |= A→ Ĥ(A)}|

|T |
,

An immediate question is what size the sample set T needs to have for
the approximation to be a good one. Utilizing Hoeffding’s inequality [54], we
obtain for fixed 0 < η,t that

Pr(precV(H)−prec≈
V

(H) ≥ t) < η,
Pr(recallV(H)− recall≈V(H) ≥ t) < η

for
n ≥ 1

2t2
· ln 1

η
.

For our experiments, we chose for η = 0.001 and for t = 0.01, resulting in
n ≈ 35,000 samples.

6.5.2 Data Sets

We utilized various data sets with various properties. All used data sets were
obtained from the UCI Machine Learning Repository [73]. For comparison
reasons, we also considered randomly generated data sets that were of the
same size and density as the ones we use from the UCI Machine Learning
Repository.

Zoo Data Set (ZD) Obtained form [73] and contributed by Richard Forsyth,
a data set consisting of 101 animals and seventeen attributes, fifteen Boolean
and two numerical. For example (has) feathers, (is)airborne, or (has a)backbone.
The two remaining attributes (number of) legs and type were replaced by legs
= 0, legs = 2, legs = 4, legs = 5, legs = 6, legs = 8, type = 1, . . . , type = 6. The
Boolean were nominal scaled as well as the numerical values. Hence, having a
property and not having a property are two different attributes. This results
in an attribute set with 43 elements. The models of this data set are then the
combinations of attributes occurring in it.
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Breast Cancer Data Set (BC) This data set was originally obtained from the
University of Wisconsin Hospitals, Madison from Dr. William H. Wolberg [77].
This data set consists of 699 named instances, each representing a clinical
case described by nine numeric attributes such as Uniformity of Cell Size, Bare
Nuclei, and Marginal Adhesion. Each of these attributes can have a value
between one and ten, and these attributes were turned into Boolean attributes
as for the ZD data set. Finally, one attribute classifies a clinical case as
malignant or benign. The models of this data set are again the combinations
of attributes occurring in it.

Random Data Set (RD) For both the Zoo data set and the Breast Cancer data
set, we generated ten random data sets, all with the same number of attributes,
instances, as well as incidence probability. These data sets have been obtained
by randomly choosing whether an instance possesses an attribute, with the
same probability as for the original data sets. Note that while the process
places incidences uniformly at random, the Horn envelopes of the resulting
set of models does not have to be distributed uniformly, as discussed by [26].

Experimental Results

For the various data sets described above, we conducted two types of experi-
ments. Firstly, we ran Algorithm 7 for various choices of ε and δ and computed
the precision, recall, fraction of valid implications, as well as the number of
computed implications. The purpose of these experiments is to investigate
the quality of the approximation returned by the algorithm. Secondly, we
repeated the algorithm a certain number of times and investigated the dis-
tribution of precision, recall, fraction of correct implications, as well as the
number of implications. The purpose here is to see how much the results
can vary between runs of the algorithm. Since our implementation is not yet
optimized, we refrain from providing specific running times. However, we
shall give rough estimates whenever possible.

Single Runs of HornApproximation We begin our discussion with the re-
sults for the zoo data set. We run Algorithm 7 varying ε from {0.01,0.1,0.5}
and δ from {0.1,09}, three times each. We observed different outcomes for dif-
ferent parameter combinations, as shown in Table 6.1. Among the computed
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implications were several combining different attributes, like

{airborne,breathes,venomous} → {eggs, type=6, leg=6,hair}.

A complete list of implications for one run is shown in at the end of this section.
The precision was always one, and was therefore not included in Table 6.1. The
recall is very volatile in our experiments. Varying the ε parameter has a big
impact on the size of the resulting set of implications: the smaller ε, the more
implications are found. The increase of the number of learned implications
when ε is decreased is expected, since with more samples more queries to the
oracles can be stated. Indeed, choosing ε = 1/100,1/1000,1/10000 resulted in
bases of sizes 24, 38, and 95, respectively. Note that the Duquenne-Guigues
basis of ZD has 141 implications. On the other hand, more queries do not
necessarily lead to more implications, as shown by the results in Table 6.1. We
also counted the number of queries to the expert, which were 59852, 1016796,
and 53455186, for the three values of ε respectively.

The high values of recall and precision for smaller sets of implications
should be taken into account carefully. The implications for small values of ε
degrade to such with premises of size one, which are not that useful anyway.
Finally, as already observed by [27], the influence of δ is small or negligible, as
suggested by the number of randomly sampled counterexamples used when
simulating equivalence queries.

The BC data set has six times as many attributes as the Zoo data set. The
Duquenne–Guigues basis of implications consists of 10739 implications. In
contrast to the Zoo data set, an inferior recall for higher values of ε can be
observed. However, the precision as well as the fraction of correctly computed
implications does not seem to be correlated to ε.

Finally, for each random data set we applied our algorithm and we cal-
culated the average value as well as the standard deviation of the size of the
set of implications, the fraction of correctly computed implications, and the
recall. As parameters for the algorithm we used ε = 0.1 and δ = 0.1. For the
zoo data set we obtained around 23.1 ± 3.8 implications, with a fraction of
0.84± 0.12 correctly computed, and recall around 0.90± 0.05. For the breast
cancer data set we obtained 24± 1.3 implications, 0.94± 0.04 of which where
correct, and a recall of 0.97± 0.01.

The size of the set of implications dropped for the Breast Cancer data set
significantly, from about 30 to approximately 24. On the contrary, we see an
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Table 6.1: Results for Zoo (ZD) and Breast Cancer (BC) experiments for all
parameter combinations and all three runs. SR = Recall, DP = Fraction of
Correctly Computed Implications, BS= Size of implicational set.

Name SR1 DP1 BS1 SR2 DP2 BS1 SR3 DP3 BS3

ZD(0.01,0.1) 0.91 0.75 24 0.89 0.87 23 0.88 0.96 26
ZD(0.01,0.9) 0.08 0.71 24 0.90 0.92 28 0.81 0.74 26
ZD(0.1,0.1) 0.09 1.00 17 0.24 0.79 14 0.00 0.75 14
ZD(0.1,0.9) 0.19 0.73 11 0.75 0.73 11 0.49 0.73 15
ZD(0.5,0.1) 0.07 1.00 10 0.37 1.00 11 0.00 1.00 11
ZD(0.5,0.9) 0.73 0.89 9 0.54 0.78 9 0.73 1.00 11

BC(0.01,0.1) 1.00 0.95 39 0.99 0.97 38 1.00 0.96 50
BC(0.01,0.9) 1.00 0.95 41 1.00 0.94 47 1.00 0.98 44
BC(0.1,0.1) 0.99 0.97 31 0.93 0.96 26 0.98 0.93 29
BC(0.1,0.9) 0.88 0.94 33 0.97 0.90 29 0.99 0.97 35
BC(0.1,0.9) 0.84 1.00 22 0.88 1.00 24 0.67 1.00 21
BC(0.5,0.9) 0.75 1.00 25 0.91 1.00 24 0.79 0.93 28

increase from around 15 to 24 in the Zoo data set. For both data sets we can
observe that the fraction of correctly computed implications is about the same
in the random data set and the Zoo and Breast Cancer data set, respectively.
However, the recall in the BC case stays the same whereas in the Zoo case
the recall for the random data set is considerable larger than for the original
data set. The standard deviation for both measures is considerably small. We
conjecture that the drop in the number of implications obtained for Breast
Cancer data set might be attributed to the random generation process: while
generating the random data sets we did not take into account that multiple
values of a numeric attribute should still exclude each other. Since Breast
Cancer data set contains many numeric attributes, this effect could be large.

Repeated Runs of HornApproximation How reliable is the computation
for a particular set of parameters? Since the results in previous section re-
vealed a high volatility, especially for the recall measure, we want to check
how reliable the results of the algorithm are in terms of reproducibility.
For this, we applied the algorithm 1000 times to the Zoo data set using
ε ∈ {0.01,0.1,0.5,0.9} with δ = 0.1. The results are shown in Figure 6.1.
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Figure 6.1: Stability experiment for ZD. Results with ε ∈ {0.01,0.1,0.5,0.9} for
size of implication set (left), dataset precision (middle), and recall (right).

For the mean of the size of the set of implications as well as for the mean
of the recall measure we observe an inverse proportionality for increasing
ε. For the recall measure the standard deviation is high in general and also
increases for bigger values of ε. In contrast, the fraction of correctly computed
implications remains stable for all considered ε with only a small increase in
the standard deviation.

All plots indicate that the implications obtained by the algorithm are
reliable to a certain degree with respect to multiple runs of the algorithm.
The observed inverse proportionality can be explained by the number of
samples drawn for a fixed ε being inverse proportional, cf. Algorithm 6.
The high standard deviation for the recall measure could illustrate that for
larger values of ε, it is more likely that frequently applicable implications are
missing. However, for ε = 0.1 we obtained on average a recall of 80%, which
is comparably high.
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• {leg=5} → {eggs,predator, type=7,aquatic}
• {tail,aquatic} → {backbone}
• {hair} → {breathes}
• {type=1} → {milk,backbone,breathes}
• {type=3} → {backbone, tail}
• {airborne} → {breathes}
• {type=2} → {eggs, feathers,catsize, leg=2,backbone, tail,breathes} [F]
• {type=4} → {eggs, toothed,fins, leg=0,backbone, tail,aquatic}
• {milk} → {type=1,backbone,breathes}
• {leg=6} → {eggs, type=6,airborne,breathes,hair,venomous} [F]
• {domestic,catsize} → {milk,predator, toothed, type=1,backbone,breathes,hair} [F]
• {tail, type=7} → {predator, leg=8,breathes,venomous}
• {leg=0,breathes,hair} → {milk,predator, toothed,catsize,fins, type=1,backbone,aquatic}
• {toothed} → {backbone}
• {type=5} → {leg=4,eggs, toothed,backbone,breathes,aquatic}
• {eggs,catsize,backbone} → {tail,breathes} [F]
• {leg=2} → {backbone,breathes}
• {leg=8} → {predator, tail, type=7,breathes,venomous} [F]
• {leg=4,breathes} → {backbone}
• {fins,backbone} → {toothed,aquatic}
• {feathers,breathes} → {type=2,eggs,catsize, leg=2,backbone, tail} [F]
• {type=6,backbone} → ⊥
• {leg=4, leg=2,backbone,breathes} → ⊥
• {leg=0,backbone,breathes} → {predator, toothed}

Figure 6.2: Result for a particular run of PAC attribute exploration on the
ZOO data set with ε = 0.01 and δ = 0.1. False implications are marked at the
end by “[F]”.

Example Results Zoo Data In Figure 6.2 we show the set of implications
obtained by applying the PAC attribute exploration algorithm on the Zoo data
set using ε = 0.01 and δ = 0.1. Overall, there were 24 implications, 18 of which
were valid in the Zoo data set. In this case, the approximated precision and
recall were 1.00 and 0.92.

6.6 Conclusion

In this chapter we have shown that Horn envelopes of arbitrary domains are
PAC-learnable via implication queries, for which the oracle must confirm that
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an implication A→ B is valid in the domain or provide a counterexample to
it. We have considered two notions of approximation of Horn envelopes, one
much stronger than the other one, and provided algorithms to compute both.

There are various possible next steps. One aspect is to optimize the algo-
rithm through more effective usage of implications that the oracle confirms
and counterexamples it provides. Another interesting modification of the
algorithm would be to change the sampling distribution in order to reduce the
number of queries or to better adapt to a domain while preserving the PAC
property. Beyond that, one may think about adapting the algorithm to learn
implications that admit a certain small faction of counterexamples (i.e., high-
confident association rules). Other possible settings include learning from
error-prone experts or from multiple experts with partial or even conflicting
views on the domain, as presented in Chapter 10.

An important potential application of the algorithms presented here is
completing description logic knowledge bases. This has been done with
standard attribute exploration [13]; we plan to consider a similar application
for its PAC versions proposed in this paper.

Finally, one may think about a time-constraint exploration version suitable
for situations when the system has only a limited amount of time to learn
implicational knowledge.



7
Intrinsic Dimension of Concept Lattices

Coming from the idea of PAC learnable sets of implications we observed in
our experiments some interesting behavior. Data sets with large attribute sets
– compared to the number of objects and number of formal concepts – seem to
be less approachable with PAC methods. A reason for that could be that PAC
methods depend on the assumption that samples in a data set are independent
and identically distributed, which is almost never the case for real world data.
Hence, this chapter shall investigate the distribution of data in a domain. In
particular we want to consider the distribution of data in high dimensional
(attribute) space through methods from geometric analysis. So far there is
no approach to incorporate the geometry of data into the sampling methods
of PAC learning. Building the necessary fundamentals for this approach is
the goal of the following work on the intrinsic dimension of concept lattices,
which is based on seminal work by Pestov [93]. It is also closely related to
a phenomenon called dimension curse, as we will explain. This dimension
function is informally a measure to what extent the available data in a context
is able to exhibit meaningful knowledge about the whole domain and to cope
with new data. The following is based on an ongoing work with Friedrich
Martin Schneider and Gerd Stumme, see [51, 52].
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7.1 Introduction

Geometric analysis in general is a very capable theory to understand the
influence of the high dimensionality of the input data in machine learning
(ML) and knowledge discovery (KD) methods. We present an approach such
that we can assess how far the application of a specific KD/ML-algorithm to a
concrete data set is prone to the curse of dimensionality, i.e., a mathematical
phenomenon that can be observed in high dimension data. To this end we
extend V. Pestov’s axiomatic approach to the instrinsic dimension of data
sets [92–94], based on the seminal work by M. Gromov on concentration phe-
nomena [49, Chapter 31

2 .H], and provide an adaptable and computationally
feasible model for studying observable geometric invariants associated to
features that are natural to both the data and the learning procedure. In detail,
we investigate data represented by formal contexts and give first theoretical as
well as experimental insights into the intrinsic dimension of a concept lattice.
Because of the correspondence between formal concepts and maximal cliques
in graphs, as discussed in Section 3.7, applications to social network analysis
are at hand.

7.2 Preliminaries

Before stating our approach to geometric data structures, we briefly recollect
some bits of terminology and notation. Let X be a topological space. Recall
that X is said to be Polish if X is separable and there exists a complete metric
generating the topology of X. Furthermore, as usual, a set F ⊆ RX will be
called (pointwise) equicontinuous if, for any x ∈ X and ε > 0, there exists a
neighborhood U of x in X such that diamf (U ) ≤ ε for all f ∈ F. Given two
measurable spaces S and T , the push-forward measure f∗(µ) of a measure µ on S
with respect to a measurable map f : S→ T is the measure f∗(µ) on T defined
by f∗(µ)(B) := µ(f −1(B)) for every measurable B ⊆ T . For a measure µ on a
measurable space S and a measurable T ⊆ S, the measure µ↾T on the induced
measure space T is given by (µ↾T )(B) := µ(B) for every measurable B ⊆ T . We
denote by νS the normalized counting measure on a finite non-empty set S,
i.e., νS(B) := |B|/ |S | for B ⊆ S.
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7.3 Geometric Data Structures and Concentration

In this section, we propose a mathematical model for geometric data struc-
tures (Definition 7.1), which is accessible to methods of geometric analysis.
Subsequently, we introduce a pseudo-metric on the collection of all geometric
data structures (Definition 7.4), a variant of Gromov’s observable distance [49,
Chapter 31

2 .H], which was proposed as a tool for analyzing high-dimensional
data by Pestov [92, 93].

Definition 7.1 (geometric data structure)
A geometric data structure, or short data structure, is a triple D = (X,µ,F)
consisting of a Polish space X together with a Borel probability measure µ
on X and an equicontinuous set F of real-valued functions on X, where the
elements of F will be referred to as the features ofD. We callDtriv := ({∅},ν{∅},R)
the trivial geometric data structure. Given a data structure D = (X,µ,F), we let

ˆ︁D :=
(︂
X,µ,F ∪

{︂
f ∈ RX

⃓⃓⃓
f constant

}︂)︂
.

We will call two geometric data structures Di = (Xi ,µi ,Fi) (i ∈ {0,1}) isomorphic
and write D0 ≅D1 if there exists a homeomorphism ϕ : sptµ0→ sptµ1 such
that ϕ∗

(︂
µ0↾sptµ0

)︂
= µ1↾sptµ1

and (F1|sptµ1
) ◦ϕ = F0|sptµ0

.

Remark 7.2
Every metric measure space, in short mm-space, X = (X,d,µ) gives rise to the
geometric data structures

X• ≔ (X,Lip1(X,d),µ), X◦ ≔ (X, {x ↦→ d(x,y) | y ∈ X},µ).

In the following we may speak for short about data structures. Since any
separable metric space has cardinality less than or equal to 2ℵ0 , the collection
of all isomorphism classes of data structures constitutes a set, which we denote
by D. Before introducing the above-mentioned distance function on D, let us
provide some necessary prerequisites.

It is a well-known fact that every Borel probability measure µ on a Polish
space X admits a parametrization, i.e., a Borel map ϕ : I → X with µ = ϕ∗(λ)
for the Lebesgue measure λ on I := [0,1) (see, e.g., [109, Lemma 4.2]). With
regard to data structures, we note the following observation.
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Lemma 7.3
LetD = (X,µ,F) be a data structure and letϕ,ψ : I → X be any two parametriza-
tions of µ. Then, for every ε > 0, there exist Borel isomorphisms g,h : I → I
with g∗(λ) = h∗(λ) = λ and supf ∈F ∥(f ◦ϕ ◦ g)− (f ◦ψ ◦ h)∥∞ ≤ ε.

Proof. Let ε > 0. Since F is equicontinuous and X is second-countable, we find
a sequence of pairwise disjoint Borel subsets Bn ⊆ X (n ≥ 1) such that

• supn≥1 supf ∈F diamf (Bn) ≤ ε,

•
∑︁∞
n=1µ(Bn) = 1,

• µ(Bn) > 0 for all n ≥ 1.

Let b0 := 0. For each n ≥ 1, let an := µ(Bn) = λ(ϕ−1(Bn)) = λ(ψ−1(Bn)) and
bn :=

∑︁n
j=1 aj . According to [61, (17.41)], for each n ≥ 1 there exists a Borel

isomorphism gn : [bn−1,bn) → ϕ−1(Bn) such that (gn)∗(λ↾[bn−1,bn)) = λ↾ϕ−1(Bn).
The map g : I → I defined by g |[bn−1,bn) = gn for all n ≥ 1 is a Borel isomorphism
with g∗(λ) = λ and g([bn−1,bn)) = ϕ−1(Bn) for each n ≥ 1. Similarly, we find a
Borel isomorphism h : I → I with h∗(λ) = λ and h([bn−1,bn)) = ψ−1(Bn) for all
n ≥ 1. It remains to show that supf ∈F ∥(f ◦ϕ ◦g)− (f ◦ψ ◦h)∥∞ ≤ ε. Indeed, for
every t ∈ I , there is n ≥ 1 with t ∈ [bn−1,bn), whence {ϕ(g(t)),ψ(h(t))} ⊆ Bn and
therefore supf ∈F |f (ϕ(g(t)))− f (ψ(h(t)))| ≤ ε.

Given a pseudo-metric space (X,d), the Hausdorff distance between two subsets
A,B ⊆ X is defined as

dH(A,B) := inf{ε > 0 | A ⊆ Bd(B,ε), B ⊆ Bd(A,ε)},

where Bd(C,ε) := {x ∈ X | ∃y ∈ C : d(x,y) < ε} for any C ⊆ X, ε > 0. For
a probability measure µ on a measurable space S, we define the pseudo-
metric meµ on the set of all measurable real-valued functions on S by

meµ(f ,g) := inf{ε ≥ 0 | µ({s ∈ S | |f (s)− g(s)| > ε}) ≤ ε}.

Everything is prepared to introduce the following adaptation of Gromov’s
observable distance [49, Chapter 31

2 .H] to our setup of data structures.
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Definition 7.4 (observable distance)
We define the observable distance between two data structures D0 = (X0,µ0,F0)
and D1 = (X1,µ1,F1) to be

dconc(D0,D1) := inf{(meλ)H(F0 ◦ϕ0,F1 ◦ϕ1) | ∀i ∈ {0,1} : ϕi param. for µi}.

Note that dconc is symmetric, ranges in [0,1] (as meλ does), and assigns the
value 0 to identical pairs. Moreover, it is easy to see that dconc is invariant
under isomorphisms of data structures, i.e., dconc(D0,D1) = dconc(D ′0,D

′
1) for

any two pairs of isomorphic data structures Di ≅ D ′i (i ∈ {0,1}). Henceforth,
we will identify dconc with the induced function on D2. This map is a pseudo-
metric, thanks to the following fact.

Proposition 7.5
For any three data structures Di = (Xi ,µi ,Fi) (i ∈ {0,1,2}),

dconc(D0,D2) ≤ dconc(D0,D1) + dconc(D1,D2).

Proof. We need to prove that dconc(D0,D2) ≤ dconc(D0,D1) + dconc(D1,D2) + ε
for all ε > 0. To this end, let ε > 0 and pick parametrizations ϕ0 for µ0, ϕ1 and
ϕ′1 for µ1, and ϕ2 for µ2 such that (meλ)H(F0 ◦ϕ0,F1 ◦ϕ1) < dconc(D0,D1) + ε

3
and (meλ)H(F1 ◦ϕ′1,F2 ◦ϕ2) < dconc(D1,D2) + ε

3 . Thanks to Lemma 7.3, there
exist Borel isomorphisms g,h : I → I with g∗(λ) = h∗(λ) = λ and

supf ∈F1
∥(f ◦ϕ1 ◦ g)− (f ◦ϕ′1 ◦ h)∥∞ ≤ ε

3 .

Evidently, ϕ0 ◦ g is a parametrization for µ0, while ϕ2 ◦ h is a parametrization
for µ2. In turn,

dconc(D0,D2) ≤ (meλ)H(F0 ◦ϕ0 ◦ g,F2 ◦ϕ2 ◦ h)

≤ (meλ)H(F0 ◦ϕ0 ◦ g,F1 ◦ϕ1 ◦ g)

+ (meλ)H(F1 ◦ϕ1 ◦ g,F1 ◦ϕ′1 ◦ h)

+ (meλ)H(F1 ◦ϕ′1 ◦ h,F2 ◦ϕ2 ◦ h)

≤
(︂
dconc(D0,D1) + ε

3

)︂
+ ε

3 +
(︂
dconc(D1,D2) + ε

3

)︂
≤ dconc(D0,D1) + dconc(D1,D2) + ε.

The pseudo-metric dconc induces a topology on D, the concentration topology.
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Definition 7.6 (concentration of data)
A sequence of data structures (Dn)n∈N is said to concentrate to a data structure
D if

limn→∞dconc(Dn,D) = 0.

The concentration topology is a conceptual extension of measure concentration
phenomena, described by the Lévy property.

Definition 7.7
A sequence of data structures Dn = (Xn,µn,Fn) (n ∈ N) is said to have the Lévy
property or to be a Lévy family, resp., if

supf ∈Fn infc∈Rmeµn(f , c) −→ 0 (n→∞).

Let us point out the connection between the Lévy property and the observable
distance of data structures.
Proposition 7.8
For every data structure D = (X,µ,F),

dconc

(︂ˆ︁D,Dtriv

)︂
= supf ∈F infc∈Rmeµ(f , c)

In particular, a sequence of data structures (Dn)n∈N has the Lévy property if
and only if

(︂ˆ︁Dn)︂n∈N concentrates to the trivial data structure.

7.4 Observable diameters of data

In this section, we adapt the concept of observable diameters [49, Chapter 31
2 ]

to our data structure setup and study its behavior with respect to the concen-
tration topology. This is a necessary preparatory step towards the results of
Section 7.5.

Definition 7.9 (observable diameter)
Let α ≥ 0. The α-partial diameter of a Borel probability measure ν on R is
defined as

PartDiam(ν,1−α) := inf{diam(B) | B ⊆ R Borel, ν(B) ≥ 1−α} ∈ [0,∞].

We define the α-observable diameter of a data structure D = (X,µ,F) to be

ObsDiam(D;−α) := sup{PartDiam(f∗(µ),1−α) | f ∈ F} ∈ [0,∞].
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Observable diameters are invariant under isomorphisms of data structures,
that is, ObsDiam(D0;−α) = ObsDiam(D1;−α) for any pair of isomorphic data
structures D0 ≅D1 and α ≥ 0. Furthermore, we have the following continuity
with respect to the pseudo-metric dconc.

Lemma 7.10
Consider any two data structures Di = (Xi ,µi ,Fi) (i ∈ {0,1}) and let δ :=
dconc(D0,D1). For all τ > δ and α > 0,

ObsDiam(D1;−(α + τ)) ≤ ObsDiam(D0;−α) + 2τ.

Proof. Let α > 0. It suffices check that

∀κ > 1: ObsDiam(D1;−(α + τ)) ≤ (ObsDiam(D0;−α) + 2τ) ·κ.

Let κ > 1. Choose two parametrizations, ϕ0 for µ0 and ϕ1 for µ1, such that
(meλ)H(F0 ◦ϕ0,F1 ◦ϕ1) < τ . Let f1 ∈ F1. Then there exists some f0 ∈ F0 such
that meλ(f0 ◦ϕ0, f1 ◦ϕ1) < τ . Fix any Borel subset B ⊆ R with

diam(B) ≤ ObsDiam(D0;−α) ·κ

and (f0)∗(µ0)(B) ≥ 1−α. For the open subset C := BdR(B,τκ) ⊆ R,

(f1)∗(µ1)(C) = (f1 ◦ϕ1)∗(λ)(C) = λ((f1 ◦ϕ1)−1(C))

≥ λ((f0 ◦ϕ0)−1(B))− τ = (f0 ◦ϕ0)∗(λ)(B)− τ = (f0)∗(µ0)(B)− τ
≥ 1−α − τ = 1− (α + τ)

and diam(C) ≤ diam(B) + 2τκ ≤ (ObsDiam(D0;−α) + 2τ)κ, which proves that
PartDiam((f1)∗(µ1),1− (α + τ)) ≤ (ObsDiam(D0;−α) + 2τ)κ.

In Proposition 7.12 below, we introduce a quantity for data structures, which
is well defined due to the following fact.

Remark 7.11
Given an arbitrary data structure D, the function

[0,∞) −→ [0,∞], α ↦−→ ObsDiam(D;−α)

is antitone, thus Borel measurable.
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Proposition 7.12
The map ∆ : D→ [0,1] defined by

∆(D) :=
∫︂ 1

0
ObsDiam(D;−α)∧ 1dα (D ∈ D)

is Lipschitz with respect to dconc.

Proof. Let δ := dconc(D0,D1) for data structures Di = (Xi ,µi ,Fi) (i ∈ {0,1}).
Without loss of generality, we assume that δ < 1. For every τ ∈ (δ,1),

∆(D1) ≤ τ +
∫︂ 1

τ
ObsDiam(D1;−α)∧ 1dα

= τ +
∫︂ 1−τ

0
ObsDiam(D1;−(α + τ))∧ 1dα

≤ 3τ +
∫︂ 1−τ

0
ObsDiam(D0;−α)∧ 1dα ≤ 3τ +∆(D0)

due to Lemma 7.10. Hence, ∆(D1) ≤ ∆(D0) + 3δ. Thanks to symmetry, it
follows that |∆(D0)−∆(D1)| ≤ 3δ, i.e., ∆ is 3-Lipschitz with respect to dconc.

Observable diameters reflect the Lévy property in a natural manner.

Proposition 7.13
Let Dn = (Xn,µn,Fn) (n ∈ N) be a sequence of data structures. Then the follow-
ing are equivalent.

(1) (Dn)n∈N has the Lévy property.

(2) limn→∞ObsDiam(Dn;−α) = 0 for every α > 0.

(3) limn→∞∆(Dn) = 0.

Proof. (1)=⇒(2). Let α > 0. To see that limn→∞ObsDiam(Dn;−α) = 0, consider
any ε > 0. By assumption, there exists m ∈ N such that

∀n ∈ N≥m : supf ∈Fn infc∈Rmeµn(f , c) < min
{︂
ε
4 ,α

}︂
.
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We argue that ObsDiam(Dn;−α) ≤ ε for all n ∈ N with n ≥ m. Let n ∈ N≥m.
For every f ∈ Fn, there exists c ∈ R such that meµn(f , c) < min

{︂
ε
4 ,α

}︂
, whence

f∗(µn)(B) = µn(f −1(B)) ≥ 1 − α for the Borel subset B := BdR
(︂
c, ε2

)︂
⊆ R, which

has diam(B) ≤ ε. Therefore, PartDiam(f∗(µn),1−α) ≤ ε for all f ∈ Fn, that is,
ObsDiam(Dn;−α) ≤ ε.

(2)=⇒(1). Let ε > 0. Thanks to our hypothesis, there exists m ∈ N such that
ObsDiam(Dn;−ε) ≤ ε for all n ∈ N≥m. We will show that

∀n ∈ N≥m : supf ∈Fn infc∈Rmeµn(f , c) ≤ ε.

Let n ∈ N≥m. For any f ∈ Fn and δ > 0, we find a (necessarily non-empty)
Borel subset B ⊆ R with f∗(µn)(B) ≥ 1− ε and diam(B) ≤ ε+ δ, and observe that
meµn(f , c) ≤ ε+ δ for any c ∈ B. Thus, supf ∈Fn infc∈Rmeµn(f , c) ≤ ε.

(2)=⇒(3). This follows from Lebesgue’s dominated convergence theorem.
(3)=⇒(2). By Remark 7.11, we have ∆(D) ≥ (α ∧ 1) · (ObsDiam(D;−α)∧ 1)

for any data structure D and any α ≥ 0. Consequently, if limn→∞∆(Dn) = 0,
then limn→∞ObsDiam(Dn;−α) = 0 for every α > 0, as desired.

7.5 Intrinsic dimension

Below we propose an axiomatic approach to intrinsic dimension of data struc-
tures (Definition 7.14), a modification of Pestov’s ideas [93] suited for our
concept of data structures. As argued in [92, 93], it is desirable for a reason-
able notion of intrinsic dimension to agree with our geometric intuition in the
way that the value assigned to the Euclidean n-sphere Sn, viewed as a data
structure, would be in the order of n. To turn this idea into an axiom, let us
fix some additional notation. For an integer n ≥ 1, we consider the data struc-
ture Dn := (Sn,ξn,Lip1(Sn)) where ξn is the unique rotation invariant Borel
probability measure on Sn and Lip1(Sn) the set of all real-valued 1-Lipschitz
functions on Sn.

Definition 7.14
A mapping ∂ : D → [0,∞] is called a dimension function if it satisfies the
following conditions:

(1) Axiom of concentration:
A sequence (Dn)n∈N ∈ DN has the Lévy property iff limn→∞∂(Dn) =∞.
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(2) Axiom of continuity:
If a sequence (Dn)n∈N ∈ DN concentrates to some geometric data struc-
ture D ∈ D, then ∂(Dn)→ ∂(D) as n→∞.

(3) Axiom of data antitonicity:
If D = (X,µ,F) is a geometric data structure and B is a closed subset of X
with µ(B) > 0, then ∂(D) ≤ ∂(B,µ↾B,F|B).

(4) Axiom of feature antitonicity:
If D0 = (X,µ,F0) and D1 = (X,µ,F1) are geometric data structures with
F0 ⊆ F1, then ∂(D0) ≥ ∂(D1).

(5) Axiom of negligibility of constant features:
∂(D) = ∂

(︂ˆ︁D)︂
for all D ∈ D.

(6) Axiom of normalization:
∂((Sn)•) ∈Θ(n).1

Remark 7.15
Let ∂ : D → [0,∞] be a dimension function and let D ∈ D. Then ∂(D) =∞ if
and only if D ≅Dtriv. This is due to Proposition 7.8.

Proposition 7.16
The map ∂∆ : D→ [1,∞] defined by

∂∆(D) :=
1

∆(D)2 (D ∈ D) (7.1)

is a dimension function.

Proof. Note that ∂∆ is well defined on D, since ∆ is invariant under isomor-
phisms of data structures, i.e., ∆(D0) = ∆(D1) for any pair of isomorphic
data structures D0 ≅ D1. Moreover, ∂∆ satisfies the axiom of concentration
by Proposition 7.13 and the axiom of continuity by Proposition 7.12. Also,
it is easy to see that, for every α ≥ 0 and data structures D = (X,µ,F) and

1Given two functions f ,g : N→ R, we say that f and g asymptotically have the same order of
magnitude and write f (n) ∈Θ(g(n)) if there exist N ∈ N and C > c > 0 such that c|f (n)| ≤ |g(n)| ≤
C|f (n)| for all n ≥N .
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D ′ = (X,µ,F′) with F ⊆ F′, we have ObsDiam(D;−α) ≤ ObsDiam(D ′;−α) as
well as ObsDiam(D;−α) = ObsDiam

(︂ˆ︁D;−α
)︂
, which readily implies that ∂∆

satisfies the axioms of antitonicity and negligibility of constant features. It
remains prove that ∂∆ satisfies the axiom of normalization. For this purpose,
let us consider the standard Gaussian measure on R, i.e., the Borel probability
measure γ given by

γ(B)≔ 1√
2π

∫︂ ∞
0
χB(t)exp

(︂
− t22

)︂
dt (B ⊆ R Borel).

According to [110, Corollary 8.5.7] and [109, Proposition 2.19],
√
n ·ObsDiam((Sn)•;−α) −→ PartDiam(γ,1−α) (n −→ ∞) (7.2)

for every α ∈ (0,1). Applying Lebesgue’s dominated convergence theorem, we
conclude that

limsup
n→∞

√
n ·∆((Sn)•) ≤ limsup

n→∞

∫︂ 1

0

√
n ·ObsDiam((Sn)•;−α)dα

≤
∫︂ 1

0
PartDiam(γ,1−α)dα < ∞,

which entails that ∆((Sn)•) ∈O
(︃
n−

1
2

)︃
. On the other hand, picking any α0 ∈ (0,1)

such that
∫︁ 1
α0

PartDiam(γ,1 − α)dα > 0, we infer from Equation (7.2) and
Remark 7.11 that

∃n0 ∈ N ∀n ∈ N≥n0
∀α ∈ [α0,1) : ObsDiam((Sn)•;−α) < 1.

Combining this with Equation (7.2) and Lebesgue’s dominated convergence
theorem, we deduce that

liminf
n→∞

√
n ·∆((Sn)•) ≥ liminf

n→∞

√
n

∫︂ 1

α0

ObsDiam((Sn)•;−α)∧ 1dα

= liminf
n→∞

∫︂ 1

α0

√
n ·ObsDiam((Sn)•;−α)dα

=
∫︂ 1

α0

PartDiam(γ,1−α)dα > 0,

which shows that n−
1
2 ∈O((Sn)•). Thus, ∂∆((Sn)•) ∈Θ(n) as desired.
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Remark 7.17
According to [109, Proof of Lemma 2.33], ObsDiam((Sn)•) = ObsDiam((Sn)◦)
for all α ∈ (0,1) and n ∈ N≥1. Hence, ∆((Sn)•) = ∆((Sn)◦) and thus it is true that
∂∆((Sn)•) = ∂∆((Sn)◦) for every n ∈ N≥1.

We continue by showing that the dimension function introduced in Propo-
sition 7.16 is compatible with the order of direct powers of metric mea-
sure spaces. For any n ∈ N≥1 and an mm-space X = (X,d,µ), we define
X n ≔ (Xn,dn,µ⊗n) where

dn(x,y)≔ 1
n

n∑︂
i=1

d(xi , yi) (x,y ∈ Xn).

Proposition 7.18
Let X be a fully supported mm-space with 0 < diam(X ) ≤ 1. Then

∆((X n)•), ∆((X n)◦) ∈ Θ

(︃
n−

1
2

)︃
.

Proof. Combining [91, Theorem 1.1] with [109, Proposition 2.19], we see that

ObsDiam((X n)•;−α) ≤ 4
√︂

2log 2
α ·n

− 1
2

for all n ∈ N and α ∈ (0,1). Since

K := 4
√

2
∫︂ 1

0

√︂
log 2

α dα = 4
√

2

⎛⎜⎜⎜⎜⎝2
∫︂ ∞
√

log2
exp(−t2)dt +

√︁
log2

⎞⎟⎟⎟⎟⎠ ∈ (0,∞),

thus ∆((X n)◦) ≤ ∆((X n)•) ≤ Kn−
1
2 for all n ∈ N. So, ∆((X n)•),∆((X n)◦) ∈

O
(︃
n−

1
2

)︃
. Conversely, the argument in [91, Proof of Theorem 1.3], together

with [109, Proposition 2.19], asserts the existence of a positive real number
V (X ) such that

liminf
n→∞

√
n ·ObsDiam((X n)◦;−α) ≥

√︁
V (X ) ·PartDiam(ν,1−α)

for all α ∈ (0,1), where ν is the Borel probability measure on R given by

ν(B) :=
√︂

2
π

∫︂ ∞
0
χB(t)exp

(︂
− t22

)︂
dt (B ⊆ R Borel).
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Thus, thanks to Fatou’s lemma and the fact that diam(X ) ≤ 1,

liminf
n→∞

√
n ·∆((X n)◦) ≥ liminf

n→∞

∫︂ 1/2

0

√
n ·ObsDiam((X n)◦;−α)dα

≥
∫︂ 1/2

0
liminf
n→∞

√
n ·ObsDiam((X n)◦;−α)dα

≥
√︁
V (X )

∫︂ 1/2

0
PartDiam(ν,1−α)dα

≥
√︁
V (X ) ·PartDiam

(︂
ν, 1

2

)︂
∈ (0,∞),

which readily implies that n−
1
2 ∈O(∆((X n)◦)), and therefore n−

1
2 ∈O(∆((X n)•)).

It follows that ∆((X n)•),∆((X n)◦) ∈Θ
(︃
n−

1
2

)︃
.

The following is an immediate consequence of Proposition 7.18.

Proposition 7.19
Let X be a fully supported mm-space with 0 < diam(X ) ≤ 1. Then

∂∆((X n)•), ∂∆((X n)◦) ∈ Θ(n).

7.6 Intrinsic Dimension Of Concept Lattices

In order to assign an intrinsic dimension to a concept lattice, we need to
transform a formal context into a data structure accordant to Definition 7.1.
The crucial step here is a meaningful choice for the set of features, which
should reflect both the distribution of data as well as the variables essential for
the utilized ML procedure, or investigated KD process, respectively. Holding
on to this idea, we propose the following construction.

Definition 7.20
We define the data structure associated to a formal context K = (G,M,I) to be
D(K) := (M,νM ,F(K)) with the feature set

F(K) := {νG(A) ·1B | (A,B) ∈B(K)}.

Let us unravel Definition 7.9 for data structures arising from formal contexts.
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Proposition 7.21
Let K = (G,M,I) be a finite formal context and let α ≥ 0. For every (A,B) ∈
B(K),

PartDiam((νG(A) ·1B)∗(νM ),1−α) =

⎧⎪⎪⎨⎪⎪⎩νG(A) if α < νM(B) < 1−α,
0 otherwise.

In particular,

ObsDiam(D(K);−α) = sup{νG(A) | (A,B) ∈B(K), α < νM(B) < 1−α}.

Note that in the special case of an empty context the observable diameter of
the associated data structure is zero, in accordance with Definition 7.9.

7.6.1 Intrinsic dimension of scales.

There are various formal contexts used for scaling non-binary attributes into
binary ones, as explained in Section 3.1.2. Those contexts do usually not
reflect real world data themselves. However, investigating them increases the
first grasp for the intrinsic dimension of concept lattices.

We recall from Section 3.1.2 the most common scales are the nominal scale,
Knom
n := ([n], [n],=), and the contranominal scale, Kcon

n := ([n], [n],≠), where
[n]≔ {m ∈ N | m ≤ n} for a natural number n ≥ 1. For n = 3, they are shown
in Figure 3.2. The intrinsic dimension for those contexts can be computed
as follows. For the contranominal scale, a straightforward application of the
trapezoidal rule reveals that

∆(D(Kcon
n )) =

∫︂ 1/2

0
ObsDiam(D(Kcon

n );−α)d(α)

= 1
n

⎛⎜⎜⎜⎜⎜⎝1
2
n−1
n +

k/2−1∑︂
k=1

n−k
n

⎞⎟⎟⎟⎟⎟⎠
Hence,

lim
n→∞

∂∆(D(Kcon
n )) = lim

n→∞
1

1
n2

(︃
1
2
n−1
n +

∑︁k/2−1
k=1

n−k
n

)︃2

=
1

(3
8 )2

=
64
9
.
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To this particular limit we may not attribute any deeper meaning. We
observe it is a small number (especially in contrast to the results for real
world data sets in Section 7.7), but one could use this number later on for
normalization purposes. However, the fact that this number exists and is
small can be interpreted in the following way. Since any possible attribute
combinations in this domain, i.e, possible object, is a concept intent there is
at least one feature in the set of all features that is applicable. Furthermore,
on average there are plenty of features for a random attribute combination.
On may compare this to a classification problem in machine learning. The
contranominal scale context is able to “classify” any attribute combination to
a formal concept, hence a feature.

In contrast to this are the results for the nominal scale. We can compute the
limit in a similar manner and we see that ∂∆(D(Knom

n )) = n4, which diverges
to∞ as n→∞. In this case, we observe that our intrinsic dimension reflects
the curse of dimension appropriately as the number of attribute increases.

7.7 Experimental examples

We computed the intrinsic dimension for various real world data sets in order
to provide a first conception of how variable the values of ∂∆(D(K)) are for
different kinds of real world data. For brevity we reuse data sets investigated
in [23, 34]. We refer the reader to Section 8.4.1 on page 139 and to Section 6.5.2
on page 104 for an elaborated description.

All but one of the data sets are scaled versions of downloads from the UCI
Machine Learning Repository [73]. In short we will consider the Zoo data
set (zoo)describing 101 animals by fifteen attributes. The Breast Cancer data
set (cancer)representing 699 clinical cases of cell classification. The Southern
Woman data set (southern), a (offline) social network consisting of fourteen
woman attending eighteen different events. The Brunson Club Membership
Network data set (brunson), another (offline) social network describing the
affiliations of a set of 25 corporate executive officers to a set of 40 social
organizations. The Facebook-like Forum Network data set (fblike), a (online)
social network from an online community linking 377 users to 522 topics. A
data set from an annual cultural event organized in the city of Munich in 2013,
the so-called Lange Nacht der Musik, a (online/offline) social network linking
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Figure 7.1: ObsDiam for various real world data sets.

79 users to 188 events. And, finally the well-known Mushroom data set, a
collection of 8124 described by 119 attributes. Additionally we consider for
all those data sets, with exception for the mushroom, a randomized version.
Those are indicated by the suffix r.

We conducted our experiments straightforward utilizing Proposition 7.21.
This was done using again conexp-clj2. The intermediate results for ObsDiam
can be seen in Figure 7.1 and the final result for ∂∆(D(K)) is denoted in Ta-
ble 7.1.

7.7.1 Evaluation:

All curves in Figures 7.1 and 7.2 show a different behavior resulting in different
values for ∂∆(D). The overall descending monotonicity is expected, however,
the average as well as the local slopes are quite distinguished. The general
trend that less dense contexts receive a higher intrinsic dimension is also
expected taking the results for the empty context into account as well as the
overall motivation of the curse of dimension. Considering the random data
sets in Table 7.1 we obeserve that neither the density nor the number of formal

2https://github.com/exot/conexp-clj

https://github.com/exot/conexp-clj
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Figure 7.2: ObsDiam for randomized versions of the data sets presented
in Figure 7.1

concepts (features) is an indicator for the intrinsic dimension. This fosters
the belief that introduced intrinsic dimension is independent of the usual
descriptive properties.

7.8 Applications to Association Rules

We extended our approach from [52] to the computation of association rules
in [51]. The curse of dimensionality in the realm of association rules is twofold.
Firstly, we have the well known exponential increase in computational com-
plexity with increasing item set size. Since association rules are not necessary
valid implications in the sense of Definition 3.20, this computational com-
plexity is even worse. Secondly, there is a related curse concerned with the
distribution of (spare) data itself in high dimension. The former problem
is often coped with by projection, i.e., feature selection, whereas the best
known strategy for the latter is avoidance. This work package summarizes
the first attempt to provide a computationally feasible method for measuring
the extent of dimension curse present in a data set with respect application of
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Table 7.1: Intrinsic dimension for various data sets and their randomized
counterparts.

Name # Objects # Attributes Density # Concepts I-dim

zoo 101 28 0.30 379 52.44

zoor 101 28 0.30 3339 1564.40

cancer 699 92 0.10 9862 614.35

cancerr 699 92 0.10 23151 417718.62

southern 18 14 0.35 65 54.93

southernr 18 14 0.37 120 167.01

aplnm 79 188 0.06 1096 11667.14

aplnmr 79 188 0.06 762 185324.01

club 25 15 0.25 62 118.15

clubr 25 15 0.25 85 334.62

fblike 377 522 0.01 2973 2.69E6

fbliker 377 522 0.01 1265 5.73E7

mushroom 8124 119 0.19 238710 263.49

association rules.

7.8.1 Intrinsic Dimension of Association Rules

Distance functions, as often used in machine learning procedures, are a nat-
ural candidate for feature functions. Hence, we might not need to motivate
the applicability of the intrinsic dimension for those. However, the idea of
dimension function in geometric data structures is able to cope with any
kind of proper feature function set. Therefore we decided for an exemplary
application in association rule mining.

In Section 3.4.1 we introduced formally the notion of association rules. A
possible adaption of those to geometric data structures in order to compute
the observable diameters, could be done as follows:

To convert this data into a geometrical data structure like introduced
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Figure 7.3: The intrinsic dimension for multiple data sets, supports and
confidence.

in Definition 7.1 we take the following approach: For T , the set of transactions,
we let D(T ) ≔ (T ,νT ,F(T )) with F(T ) ≔ {νJ (Y ) · 1XT | (X,Y ) ∈ R}. Hence,
we consider the transactions as data points and the feature functions are
mappings from those data points to the support of a head of a rule, i.e., the
relative amount of items covered by this particular rule. Using this setup the
PartDiam(νJ (Y ) ·1XT ,1−α) = νJ (Y ) if α < νT (XT ) < 1−α and 0 otherwise, for
all rules (X,Y ) ∈ R. Hence, this yields ObsDiam(D,−α) = sup{νJ (Y ) | (X,Y ) ∈
R,α < νT (XT ) < 1−α}.
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7.8.2 Experiments

We plotted in Figure 7.3 multiple example calculations for well known asso-
ciation rule minining data sets, i.e., accident [45], mushroom and chess [73].
From the left to right to bottom plot the confidence of the computed as-
sociation rules, as defined in Definition 3.29, increases from 70 to 90. In
every plot we increased the support of the set of computed association rules
( Definition 3.29) from 70 to 90.

We observe an increase in the intrinsic dimension with the increase of rule
support. This is expected due to the antitone character of our feature sets. In
more detail, by increasing the support of the set of computed association rules
we obtain always a (proper) subset of rules, hence, features. According to the
axiomatic design of our dimension function in Definition 7.14 this must lead
to a worse dimension. However, the slope differs among the different data sets
and confidence values, revealing the ability of the particular feature sets to
cover more or less data.

7.9 Conclusion

In this work we introduced a new method of how to utilize observable geo-
metric invariants for measuring the intrinsic dimension of a geometric data
structure. Depending on the particular set of features – which reflect the
concrete KD or ML procedure in question – this notion of dimension is com-
putationally feasible in contrast to the original approach by Pestov. From
this we derived a dimension function for the geometric data structure related
to concept lattices. For thirteen different concept lattices we observed that
the intrinsic dimension of the concept lattice does in fact reflect aspects of
measure concentration, as predicted from theory. The same is true for three
investigated association rule problems. These results evoke various next to
be investigated research questions. Which insights does this provide for the
proneness of the various problem classes in machine learning and knowledge
discovery? What does it mean for a bipartite graph to have a high intrinsic di-
mension? Which features are natural to the algorithm at hand, e.g., clustering
algorithms? What result is to be expected when exchanging the observable
diameter to one of the other geometric invariants proposed by Gromov?
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8
Clones in Graphs

The identification of (structural) similar entities in graph data sets is a particu-
larly relevant task in social network analysis: it provides insights into entities
of the data (e.g., in members of social networks); it allows grouping entities
and even reducing data sets by removing redundant (structurally equivalent)
elements (e.g., users in social networks).

For bipartite graph data sets, a notion of structural similarity that suggests
itself is that of clone items, known from the realm of formal concept analysis.
There, clone items are entities from either the object set or attribute set that
are completely interchangeable within the closure system induced by the
incidence relation on these sets. In bipartite social networks this resembles to
vertex interchanges that preserve the set of maximal cliques.

The results of this chapter can be summarized to this: We extend the un-
derstanding of clone items through proving various statements, which enable
us then to efficiently compute clone items in a data set, and we introduce a
more general notion of clone items which can be more applicable to real world
data sets and their structures.

The presented results emerged from an ongoing collaboration with Stephan
Doerfel and Gerd Stumme and were published in [34].
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8.1 Introduction

In this work, we follow up on a long-standing open problem of FCA, col-
lected at ICFCA 2006,1 regarding the meaning of clone items in real world
data sets. The notion of clones was initially proposed2 in “Clone items: a
pre-processing information for knowledge discovery” by R. Medina and L.
Nourine. Subsequently, a plethora of desirable properties for clone items has
been shown, such as, “hidden combinatorics” [44] that allow factorizations of
data structures containing clones and computational properties investigations
like [80].

Following the observation that two data sets were free of clones whereas
the mushroom data set had only few, [75] introduced nearly clones relying
rather on statistical than on structural properties. However, despite these
previous efforts, the question – are clone items frequent in natural graph data
sets – in particular in social network data – has not yet been approached.

The contributions of this work are threefold: First, we provide a prove for
the characterization of clone items on the level of formal contexts that allows
us to easily compute clone items in large data sets. Second, we investigate a
diverse variety of public realworld data sets coming from different domains
and exhibiting different properties. In particular we will consider eight bi-
partite graphs and three unipartite. We show that clones are not common
in these data sets and conclude that in their present form, clones are not
as useful as one would have hoped, regarding the efforts made in previous
literature. Third, to resolve this dilemma, we point out a more general notion
of clones. For this we fall back to permutations on the set of attributes in a
formal context, providing a natural extension of the clone property. These
higher order clones are able to identify more complicated “clone structures”
and should be the next step in the investigation of relational data structures.

8.2 Clones

Besides the original definition of what clone items are there will be some
graduations useful to social networks. We start with the common definition.

1http://www.upriss.org.uk/fca/problems06.pdf
2This work is noted to be submitted (e. g, in [44]), but has never been published.

http://www.upriss.org.uk/fca/problems06.pdf
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Given a formal context K = (G,M,I) and two items a,b ∈M, we say a is clone
to b in M(K) if ∀X ∈M(K) : ϕa,b(X) ∈M(K), with:

ϕa,b(X)≔

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
X \ {a} ∪ {b} if a ∈ X ∧ b ∉ X
X \ {b} ∪ {a} if a ∉ X ∧ b ∈ X
X else

We may denote this property by a ∼K b and whenever the context is
distinctive a ∼ b. It is obvious that ∼ is a reflexive and symmetric relation on
M ×M. Actually, it is also transitive, which can be shown easily, hence ∼ is
an equivalence relation. Since every a ∈M is a clone to itself we say an a is a
proper clone iff there is a b ∈M \ {a} such that a ∼ b. In a not-clarified formal
context there might be some m,n ∈M,m ≠ n such that m′ = n′. Those elements
are proper clones. However, this is obvious and not revealing any hidden
structure besides the fact that two identical copies are present. Therefore we
call a proper clone a ∈M trivial iff there is a b ∈M \ {a} with a′ = b′.

A this point one may ask if it is hard to construct a formal context having
a significant number of clones. Actually, this is very easy as the following
example discloses.

Example 8.1
We revisit the nominal scales, i.e., ({1, . . . ,n}, {1, . . . ,n},=) and the contra-nominal-
scales ({1, . . . ,n}, {1, . . . ,n},≠), as exemplary depicted in Figure 3.2. In those
formal contexts is every attribute element a non-trivial clone. Furthermore,
the union of two formal contexts, i.e., K1 ≔ (G1,M1, I1) and K≔ (G2,M2, I2)
becomes K1 ∪K2 ≔ (G1 ∪G2,M1 ∪M2, I1 ∪ I2), preserves the clones from K1
and K2.

All the above can be defined similarly for elements ofG using the dual-context,
i.e., the context where objects and attributes are interchanged. We therefore
omit the explicit definitions and continue assuming the necessary definitions
are made. However, we may provide some wording to differentiate between
clones in M(K) and clones in G(K) for some formal context K = (G,M,I).
When necessary we call the former attribute clone and the latter object clone.
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8.3 Observations

In this section, we derive some crucial properties of clones as well as a char-
acterization of the clone property on the level of the context table. These
theoretical results allow a fast computation of clones and help understanding
the nature of clones in data. The first shows that for attributes with a ∼ b the
object sets a′ and b′ are incomparable.

Lemma 8.2 (Clones are incomparable)
Let K = (G,M,I) be a formal context and a,b ∈M. If a ∼ b, then from a′ ⊆ b′
follows a′ = b′.

Proof. Using a′ ⊆ b′ we show b′ ⊆ a′. We examine the mapping

ϕab(b
′′) =

{︄
b′′ if a ∈ b′′

b′′ \ {b} ∪ {a} if a ∉ b′′ .

We show that the second case is invalid. From a ∼ b and ϕab(b′′) being a closure
we deduce a′′ ⊆ b′′ \ {b} ∪ {a}. Since a′ ⊆ b′, we have b′′ ⊆ a′′ and together we
yield b ∈ b′′ ⊆ a′′ ⊆ b′′ \ {b} ∪ {a} contradicting the case. Hence, only the first
case can exist, meaning a ∈ b′′, thus obviously b′ ⊆ a′.

The next results indicates, that reducible elements of a formal context (see Def-
inition 3.14) can be ignored in the search for clones.

Lemma 8.3 (Clone irreducability)
Let K = (G,M,I) be a clarified formal context (see Definition 3.13) and at-
tributes a,b ∈M : a ≠ b with a ∼ b. Then a is irreducible in K.

Proof. Assume a is reducible, i.e., there exists a set of attributes N ⊆M with
a ∉N and

⋂︁
n∈N n

′ = a′. As K is clarified, we have a′ ≠ b′, thus from Lemma 8.2
follows b ∉ a′′. Therefore ϕa,b(a′′) = a′′ \{a}∪{b}. From the reducibility assump-
tion follows

∀n ∈N : n′ ⊇ a′ =⇒ n ∈ a′′
n≠a
=⇒ n ∈ a′′ \ {a} ∪ {b} = ϕa,b(a′′).

Thus,
a′ =

⋂︂
n∈N

n′ ⊇ ϕa,b(a′′)′
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, which means a′′ ⊆ ϕa,b(a′′) = a′′ \ {a} ∪ {b}. Clearly, this means a = b contra-
dicting the proof’s assumption.

While clarifying a context removes the non-trivial clones, additionally reduc-
ing that context does not change the clone relationship any further. Therefore,
for finding non-trivial clones it suffices considering reduced contexts. Next,
we describe for such contexts how clones can be identified directly from the
context’s table. [44] already found it is sufficient to check join-irreducible
intents to check the clone property. The respective result there (Proposition 1)
is formulated for the dual version of formal contexts, i.e., where G and M are
interchanged.

Also, for the proof the authors of [44] refer to a manuscript that had been
submitted (at the time) but appears to have never been published. For the
sake of completeness, we present a variation of their result in the common
notion of a formal context and present a proof. Here, we already use the fact
that in a reduced context, the join irreducible concepts are exactly the object
concepts.

Theorem 8.4
Let K = (G,M,I) be a reduced formal context and a,b ∈ M with a ≠ b. The
following are equivalent:

1. a ∼ b

2. For each object g ∈ G, there is an object h ∈ G such that ϕa,b(g ′) = h′.

Proof. First we show, 1. =⇒ 2. For a,b ∈ g ′ or a,b ∉ g ′, the claim is obvious
(using h≔ g). Without loss of generality, we can assume a ∈ g ′ and b ∉ g ′, thus
ϕa,b(g ′) = g ′ \ {a} ∪ {b}.

As ϕa,b(g ′) is an intent, there exists a set of objects H ⊆ G with

H ′ = ϕa,b(g
′) = g ′ \ {a} ∪ {b}.

We can partition H into Ha ≔ {h ∈H | a ∈ h′} and into Hā ≔ {h ∈H | a ∉ h′}.
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As clearly a ∉ ϕa,b(g ′), Hā cannot be empty. We yield:

g ′ \ {a} ∪ {b} =
⋂︂
h∈Ha

h′ ∩
⋂︂
h∈Hā

h′

Hā ≠ ∅,b ∉ g ′ =⇒ g ′ \ {a} =
⋂︂
h∈Ha

h′ ∩
⋂︂
h∈Hā

(h′ \ {b})

a ∈ g ′ =⇒ g ′ =
⋂︂
h∈Ha

h′ ∩
⋂︂
h∈Hā

(h′ \ {b} ∪ {a})

b ∈ ϕa,b(g ′) =H ′ =⇒ g ′ =
⋂︂
h∈Ha

h′ ∩
⋂︂
h∈Hā

ϕa,b(h
′)

As g is irreducible, we either have an object h ∈ Ha with g ′ = h′ or an object
h ∈Hā with g ′ = ϕa,b(h′). Clearly, the former cannot be true, as b ∈ h′ for h ∈H
and b ∉ g ′. From the latter follows ϕa,b(g ′) = h′.

Next, we show 2. =⇒ 1 : Let N ⊆M be an intent of K, i.e., there is a set of
objects H ⊆ G such that N = H ′. We show that ϕa,b(N ) is an intent. This is
trivial for the cases a,b ∈N and a,b ∉N . Without loss of generality, we assume
a ∈N and b ∉N . Then

ϕa,b(N ) = ϕa,b(H
′) =H ′ \ {a} ∪ {b} =

⋂︂
h∈Hb

(h′ \ {a} ∪ {b})∩
⋂︂
h∈Hb̄

(h′ \ {a} ∪ {b})

with Hb and Hb̄ defined as Ha and Hā. For h ∈Hb it holds h′ \ {a}∪ {b} = h′ \ {a}.
As Hb̄ ≠ ∅ (a.p., b ∉N =H ′) we yield

ϕa,b(N ) =
⋂︂
h∈Hb

h′ ∩
⋂︂
h∈Hb̄

(h′ \ {a} ∪ {b}) .

Since a ∈H ′, for h ∈Hb̄: h′ \ {a}∪ {b} = ϕa,b(h′), which by 2. is g ′ for some g ∈ G.
Thus ϕa,b(N ) is the intersection of intents and therefore itself an intent.

The theorem characterizes clones on the context level: Two attributes a and
b are clones if for each object g ∈ G whose row contains only one of the two
attributes, there is another object h ∈ G such that its row contains only the
other of the two attributes, while the remaining parts of the rows are identical,
i.e., g ′ \ {a} = h′ \ {b}.
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Alice Bob Eve Oscar Peggy

Swimming Hiking Biking Rafting Jogging

Figure 8.1: Example of a social network graph exhibting various clones itmes.
Edges connect a person with his or her activity. Equivalence classes for
attribute clones are {Swimming,Hiking}, {Biking, Rafting, Jogging}.

8.4 Clones in Social Networks

In the following, we identify any given graph with the formal context coun-
terpart K = (U,W ,I), as explained in Section 3.7. Transferring the definitions
from Section 8.2, we obtain what clones in graphs, in particular in social
networks, are. For the special case of social networks we may call object clones
user clones and attribute clones are either some property clone, in the bipartite
case, or also user clones, in the single-mode case.

Example 8.5 (Social Network)
In Figure 8.1 we show a small artificial example of a possible social network.
Represented as context as described in Section 3.7 we get with

M = {Swimming, Hiking, Biking, Rafting, Jogging}

the closure system

M(K) = {{S}, {H}, {B}, {R}, {J}, {B,R}}, {B,J}, {R,J}}.

The associated clone classes are denoted in Figure 8.1.

8.4.1 Data set description

Almost all of the following data sets can be obtained from the UCI Machine
Learning Repository [73]. We consider nine social network graphs and two
non social network data sets:
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zoo: A data set consisting of 101 animals and seventeen attributes, fifteen
Boolean and two numerical. For more details, see Section 6.5.2 on page 104.

cancer: A data set on breast cancer diagnosis [77] consisting of 699 instances
and ten numerical attributes, which were nominal scaled. For more
details, see Section 6.5.2 on page 104.

facebooklike: Obtained and found via [88]. This data set emerged form an
online community of students from the University of California, Irvine.
In a forum 337 users were communicating via 522 topics.

southern: This classical small world social network consists of fourteen
woman attending eighteen different events, well investigated in [123].

club: A network consisting of 25 corporate executive officers and fifteen social
clubs in which they are involved in [31].

movies: A set of 39 composers of Hollywood film music were related to 62
producers [35].

aplnm: Social network linking 79 participants from the Lange Nacht der Musik
of 2013, to 188 events they participated in, in depth investigated in [23].

jazz: Collaboration network of jazz musicians obtained from [47].

dolphin: In this data set nodes are bottlenose dolphins of a community living
off Doubtful Sound, a fjord in New Zealand. An edge between two
dolphins indicates a frequent contact [74].

hightech: Some social network from [101] within the parameters of a social
network but with no further insights provided.

wiki: This data set contains all the Wikipedia voting data [72, 101] start-
ing from 2001 until 2008. Nodes represent voters and to be voted on
Wikipedia users, which we partitioned.

For comparison, we also investigate randomized versions of all those data
sets, generated using a coin draw process. This may imply that the resulting
formal contexts are prone to the stegosaurus phenomenon. However, no
unbiased method for generating formal context for a given number of objects,
attributes, and density is known [26].



8.5. DISCUSSION 141

8.4.2 Computation

Computing the attribute (object) clones for a given formal context (G,M,I)
would imply to know the associated attribute (object) closure system. However,
computing those is computational infeasible for contexts of a particular size
or greater. To cope with this barrier we utilize Lemma 8.3 and Theorem 8.4.
Hence, instead of checking all elements of a closure system we only need to
check the irreducibles. Therefore we checked brute force all combinations
of attributes (objects) for every given data set by checking the according
irreducibles.

In particular we computed for every data set the number of trivial and
non-trivial object clones, and attribute clones. The results are shown in Sec-
tion 8.4.2. In addition we also computed the number of trivial and non-trivial
clones for the object/attribute-projections for every formal context. However,
besides creating more trivial clones no further insights could be grasped from
this, see Section 8.5. Also, the experiment on randomly generated formal
contexts had not different outcome. Therefore we omitted presenting the
particular results for the latter two.

8.5 Discussion

The most obvious result for all data sets alike is that non-trivial clones are
very infrequent. Omitting the wiki data set only two data sets have clones at
all, in particular a very small number of object clones compared to the size
of the network. We investigated the exception by the wiki data set further
and discovered a large nominal scale as subcontext responsible for the vast
amount of clones. Since the wiki data set is the result of a collection of
voting processes this would represent single votes. For trivial clones we have
diverse observations. Some networks like facebooklike have a significant
amount of trivial clones. Others of comparable size, however, do not, like jazz.
Since those clones do not reveal any hidden structure but the fact that copies
of users or properties are present in the network, we consider these clones
uninteresting.

For the object and attribute projections we obtain almost the same results.
Almost no non-trivial clones are present. Though, the number of trivial clones
has increased in almost all the networks. This could be another revelation that
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Table 8.1: Properties of the considered (social) networks and data sets and
results for clone experiment. With tG we denote trivial clones whereas clones
denote non-trivial clones.

Name |U | |M | density # GC # MC # tG # tM

zoo 101 43 0.390 0 0 42 2
zoo-r 101 43 0.385 0 0 0 0

cancer 699 92 0.110 0 0 236 0
cancer-r 699 92 0.106 0 0 0 0

facebooklike 377 522 0.014 7 0 24 83
facebooklike-r 377 522 0.014 0 0 0 0

southern 18 14 0.352 0 0 1 1
southern-r 18 14 0.309 0 0 0 0

aplnm 79 188 0.061 0 0 1 21
aplnm-r 79 188 0.056 0 0 0 0

club 25 15 0.250 0 0 0 0
club-r 25 15 0.261 0 0 0 0

movies 62 39 0.079 0 0 1 0
movies-r 62 39 0.074 0 0 5 0

jazz 198 198 0.068 7 7 0 0
jazz-r 198 198 0.068 0 0 0 0

dolphins 62 62 0.082 0 0 2 2
dolphins-r 62 62 0.058 0 0 4 3

hightech 33 33 0.148 0 0 1 1
hightech-r 33 33 0.149 0 0 0 0

wiki 764 605 0.006 234 234 73 30
wiki-r 764 605 0.006 0 0 21 2
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simple one-mode projections are insufficient for analyzing bipartite networks.

All in all, the notion of non-trivial clones seems insufficient for the investi-
gation of social networks. This is not surprising while recalling the theoretical
results from Section 8.3. The structural conditions for obtaining a clone are to
strong. However, it strikes the question if there is a generalization which is
softening those conditions while preserving enough structure.

8.6 Generalized Clones

The results from the previous section motivate finding a more general clone
notion for formal contexts. In [44] the authors provided an interesting gener-
alization of clones in a formal context. They proposed P -Clones, i.e., clones
with respect to the family of pseudo intents, and A-Clones, i.e., clones in a
particular kind of atomized context. Both approaches are based on using some
kind of modified family of sets. Another course of action was taken in [75],
in which the author used a measure of “cloneniness” based on the number of
incorrect mapped sets. We take a different approach, using the original set of
closures – the intents – based on the following observation.

Remark 8.6 (Clone permutation)
Every pair (a,b) of elements a,b ∈ M with a ∼ b for a given formal context
(G,M,I) gives raise to a permutation σ :M→M,m ↦→ σ (m), such that σ (a) = b,
σ (b) = a, and σ (m) = m for m ∈ M \ {a,b}. We denote such permutations as
clone permutations.

Since for every a ∈M we have a ∼ a, the set of clone permutations S for a given
formal context (G,M,I) contains the identity. For any two elements a,b ∈M
with a ∼ b we can represent the assocation clone permutation σ by σ ≔ (ab)
using the reduced cycle notation. From this we note that the set of all pairs of
proper clones corresponds to a particular subset of permutations on M where
every permutation σ contains exactly one two-cycle. This gives rise to two
possible generalizations. Both associated computational problems require
sophisticated to be developed algorithms to be computed.
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Table 8.2: Properties of the projected (social) networks and data sets. V
denotes the set of vertices. The suffix πG represents a projection on G whereas
πM denotes a projection on M.

Name |V | edge density # clone-pairs # trivial clones

zoo:πG 101 1 0 100
zoo:πM 43 0.782 0 2

cancer:πG 699 0.860 0 296
cancer:πM 92 0.660 0 0

facebooklike:πG 377 0.015 7 25
facebooklike:πM 522 0.114 6 87

southern:πG 18 0.913 0 13
southern:πM 14 0.744 0 11

aplnm:πG 79 0.442 0 1
aplnm:πM 188 0.390 0 21

club:πG 25 0.870 2 16
club:πM 15 0.653 0 0

movies:πG 62 0.288 0 1
movies:πM 39 0.313 0 0

jazz:πG 198 0.680 0 27
jazz:πM 198 0.680 0 27

dolphins:πG 62 0.312 0 2
dolphins:πM 62 0.312 0 2

hightech:πG 33 0.592 0 1
hightech:πM 33 0.592 0 1

wiki:πG 764 0.056 255 96
wiki:πM 605 0.040 232 43
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a b

ac bd
abcd

a b c da

ab ac bd cd

abcd

a b c d e

deab ac bd ce

abcde

Figure 8.2: Example for clone-free closure system on four attributes (left,
middle) and on five attributes (right).

Multiple two-cycles

We motivate this approach using the lattice for a closure system on a set
M = {a,b,c,d} represented in Figure 8.2 (left). In this closure system there are
no proper clones. However, we can find a permutation σ that preserves the
closure system. For example, the permutation σ = (ab)(cd), which is a permuta-
tion of two disjoint cycles of length two. This permutation is not representable
by exactly one cycle of length two. Hence, we propose permutations repre-
sentable as products of cycles of length two as one generalization of clones.
Yet, this immediately gives raise to the idea of higher order permutations.

Higher Order

Again, we want to motivate this generalization by providing an example.
In Figure 8.2 (middle), we show the lattice for a closure system M = {a,b,c,d}.
This closure system is free of (proper) clones. However, we find a permutation
σ = (ab)(cd) in the above described manner. In addition we find a permutation
of order four, i.e., σ4 = id, preserving the closure system, e. g., σ = (acbd).
In the same figure on the right we observe a permutation of order five, i.e.,
σ = (acedb), answering the natural question for a permutation with odd order.

8.7 Conclusion

While starting the investigation the authors of this work were confident to
discover clones in graph data sets, at least for graphs of a particular minimal
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size. In order to cope with the computational complexity of closure systems
we utilized results from [44] and expressed them in terms of statements about
formal contexts. However, our investigation did reveal the absence of clones in
real world graph like data. The only significant observation was the emergence
of trivial clones while projecting bipartite social networks to one set of nodes.

This setback, though, led us to discover two more general notions of clones,
which can cope with more structural requirements. Investigating those more
thoroughly should be the next step in clone related research. To this end, we
finish our work with the following three open questions. Question 1: To which
graph theoretical notion could the idea of clone permutation correspond to?
Question 2: Does the set of all valid clone permutations on a closure set always
form a group and if no, why not? Question 3: If yes, can this group provide
new insights into the structure of closure systems or of social networks?



9
Individuality in social networks

Social networks form an integral part of human societies, and their study has
been at the core of social science for more than 80 years. It is only recently that
mathematical methods have entered the stage, mainly because social networks
are now made more explicit than ever due to the availability of social media.
This has allowed classical mathematical instruments from graph theory and
elsewhere to be applied to social networks — with astonishing results.

We will continue to exploit the correspondence between (bipartite) social
network graphs and formal contexts to present a novel measure in social
network analysis. In contrast to many projection based approaches is our
notion in this chapter based on the structure of the related concept lattice of
the bipartite structure. To the best of our knowledge does the presented work
represent the first attempt to provide a mathematical model for the abstract
idea of individuality in bipartite social networks. To validate this and to learn
about the applicability in the field of sociology we presented our results at the
interdisciplinary conference SUNBELT [24] gaining positive response.

The theories and results in this chapter were created in collaboration with
Daniel Borchmann and were published in [23].
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9.1 Introduction

One of the first breakthroughs in understanding social networks by means
of properties of their graph representations is due to the seminal work by
Watts and Strogatz [125]. Here the authors introduce the notion of small world
networks, encompassing the two simple graph properties of average shortest
path length and average local clustering coefficient. Based on these properties, a
graph is said to be a small world network if the average shortest path length
is small and if the average local clustering coefficient is large but fragile for
random distortion. The second seminal result in that direction is the work
by Barabási and Albert [16], where social networks are characterized as graphs
whose degree distribution follows a low-degree power-law distribution. It turns
out that, surprisingly, both small world networks and power-law distributions
describe social networks to a large degree.

In the wake of the results around small world networks, a plenitude
of graph-related properties have been reinterpreted as properties of social
networks, a popular example being the interpretation of cliques in social
networks as social groups. However, despite a comparably vast body of
research, characterizing all relevant aspects of social networks in terms of
mathematical properties of their graph representation has not been achieved
to a satisfactory degree. In particular, graphs exist on which existing measures
cannot differentiate further, but which intuitively represent qualitatively
different social networks.

In this work we want to consider another facet of bipartite social networks,
which, as far as we can see, has not been investigated in the literature. This
facet is individuality in social networks, and by this we intuitively mean the
number of unique groups of users a social network has. Note that despite
the fact that individuality is concerned with individual users of a network,
the measure of individuality we want to investigate in this work is a property
of the whole network. It should thus not be confused with notions such as
centrality or betweeness, which apply only to individual vertices instead.

To define the uniqueness of a group of users, we consider the uniqueness of
its milieu in the given bipartite social network. This intuition of individuality
strongly depends on the actual definition of “milieu”, a notion that has been
discussed in the social sciences before. However, we shall define and employ
in this work an interpretation of this word that is different from the one
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usually used [123].
In a classical representation of social networks as bipartite graphs, two

users are linked by an edge if and only if they share some property relevant
to the network. Then the notion of a milieu of a particular user could just be
represented as the neighborhood of this user in this graph. The representation
of bipartite social networks as formal contexts allows us the investigation of
data sets comprising of objects with certain attributes. Using formal contexts,
we shall represent a social network as a collection of users with certain prop-
erties, where the actual choice of the properties is a matter of modeling. In
this way, we can represent various aspects of a social network in a uniform
manner.

The main goal of this work is to illustrate that our new notions of indi-
viduality are both natural and meaningful. To this end, we shall examine
these measures on various real-world data sets, providing evidence that our
definitions are reasonable. Even more, we shall show that networks that are
similar in terms of their small world character can vary widely when it comes
to individuality, suggesting that our new notion expresses properties of social
networks that are not covered by the standard notions.

9.2 Related Work

Lattice theory itself has already been applied to social network analysis, in
particular to understanding the clique distribution (among others) in social
networks, for example in [36]. In this work concept lattices were used to
analyze the relations between cliques.

Cliques indeed will play a major role in our considerations, and, as already
mentioned, cliques have been investigated in the realm of social network
analysis before. For example, the clique distribution of social networks was
investigated in [128], where the focus was on empirically studying the con-
nection between the power-law distribution of network nodes and the density
of cliques. The authors showed to what extent the clique size distribution
can be used to estimate the clique density in a social network. In [46] the
authors proposed a method to efficiently estimate the distribution of clique
sizes from a probability sample of network nodes. However, both works con-
sidered uni-modal social networks only. Previous work that also considered
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clique distributions in bi-modal networks is [111], where it is shown that
medium sized cliques are more common in real world networks than triangles.
However, here only cliques in the projected graph where considered, and not
in the original bipartite graph.

To the best of our knowledge, individuality in social networks as we
consider it in this article has not been studied before as a property of social
networks. The only relevant prior work is from the second author [12], on
which this article greatly expands.

9.3 Models of Individuality in Social Networks

We have motivated our notion of individuality by the uniqueness of user
milieus. Clearly, this motivation strongly depends on the particular interpre-
tation of the word “milieu”, and it is the purpose of this section to provide
a formal definition for it. Indeed, modeling a social network by a formal
context suggests an immediate definition that is both simple and, as we find,
convincing.

Let K = (U,A,I) be a formal context representing a social network. Then
for each user u ∈U we define the milieu of u simply as the set {u}′ of attributes
common to u. Moreover, if V ⊆U is a set of users, then the milieu of V is the
set of attributes common to all users in V , i.e., V ′. Using this definition of
user milieus, we want to measure the individuality of a social network K by
the amount of milieus that occur in K. Indeed, we shall be a bit more careful
here, and propose a notion of k-group individuality as a measure to quantify
the number of milieus that occur in K as the milieu of groups of size k, in the
sense of how many of the milieus occurring in our social network K define
groups of size exactly k, compared to the number of all groups of size k. Then,
the more individuality a social network contains, the more individual groups
of a certain size can be defined through their milieu. Conversely, if a social
network is quite homogeneous, then defining certain subgroups of individuals
by their milieu is improbable.

This approach can naturally be rephrased in terms of formal concept
analysis: measuring individuality in K for user groups of size k is the question
of how many subsets V ⊆U with |V | = k can be expressed in terms of V = B′

for some B ⊆ A. In other words, we ask for the number of extents of size k in K
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and use this number to measure the k-group individuality in K. The following
definition captures this idea.

Definition 9.1
Let K = (U,A,I) be a formal context. Define the set Extk(K) as the set of
extents of K of size k, i.e.,

Extk(K)≔ {V ⊆U | V = V ′′ , |V | = k}.

Then the k-group individuality gik(K) of K is

gik(K)≔
|Extk(K)|

min{
(︁|U |
k

)︁
,2|A|}

. (9.1)

Note that we also normalize by the factor min{
(︁|U |
k

)︁
,2|A|}, because this is the

maximal number of k-groups definable by their milieu, and thus allows compa-
rability between individuality of different networks. The used normalization
is not optimal, as for k larger than 1 the value of gik(K) rapidly decreases.
However, so far the authors are not aware of other normalization approaches.

On a side note, one may also consider the dual measure taking the intents
of size k, which would help to measure and describe the individuality of a
social network from the attribute point of view.

In terms of measuring the individuality in a social network, the value
gi1(K) is of particular interest, as this is the percentage of users in this network
uniquely determinable by their milieu. In this case, we shall also talk about
the user individuality ui(K)≔ gi1(K) of a social network K.

Recalling our example from Figure 3.5 on Page 44, we first compute the
extent sets. As we see in Figure 3.6, the concept lattice consists of four
elements (apart from the top and bottom ones), and consequently there are
four different extents. Indeed we obtain

Ext1 = {{userB}},
Ext2 = {{userB,userD}, {userA,userC}},
Ext3 = {{userA,userB,userC}}.

Therefore, gi1(Kmisn) = 1
4 , since only one user has a unique interest that is not

covered by another user. We also obtain gi2(Kmisn) = 1
3 , demonstrating that in
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this network the individuality of “pairs” of users is higher than for individual
users. Finally, gi3(Kmisn) = 1

4 , showing that there is only one group of size
three.

The network would be changed considerably if userC would have liked
ballet instead of cabaret. In this context, which we want to call misn’, there
would be three extents of size one and therefore gi1(Kmisn’) = 3

4 . Additionally,
the number of extents of size two would be four, resulting in gi2(Kmisn’) = 2

3 .
In short, by not being a copy of the interest of userA, userC can shift the
individuality of the network massively by one interest change.

A remark on computing k-group individuality is in order. Using methods
from formal concept analysis, the overall computational effort can be reduced
to compute only extents of size at most k. More precisely, the algorithm of Next-
Closure [43] is able to enumerate closed sets of arbitrary closure operators in
a particular order. Exploiting the fact that ·′′ is a closure operator allows us to
compute all extents of K with only polynomial overhead. Furthermore, Next-
Closure can be extended to compute only extents of size at most k, further
reducing the overall computation costs. A drawback is that Next-Closure
cannot be extended to only compute extents of size k, a disadvantage that is
not of profound severity, since k-group individuality is usually computed for
values k = 1,2, . . . , ℓ up to some limit ℓ ∈ N.

Note that group individuality also allows detecting the presence of large
homogeneous groups, i.e., groups of users with the same milieu. Clearly, such
a group of size k exists if and only if gik(K) > 0. In other words, the set

gid(K)≔ {k ∈ N | gik(K) > 0}

can be seen as a quantity for the individuality distribution in the social network
represented by K.

Finally, another aspect of group individuality that we want to consider in
this work is the question of how much information is necessary to define the
milieu of a group of size k. In terms of our modeling of social networks as
formal contexts, we reformulate the question to ask how many attributes are
necessary on average to define a unique group of size k that is itself identifiable
through its unique milieu. This gives rise to the following definition.

Definition 9.2
Let K be a formal context and let k ∈ gid(K). Define the k-group average milieu
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size amsk(K) of K as

amsk(K)≔
1

|Extk(K)|
·

∑︂
V ∈Extk(K)

|V ′ |

For k ∉ gid(K) the value of amsk(K) is not defined. It may be set to 0 in those
cases if this permits further calculations.

Average milieu size can be naturally linked to robustness of group individ-
uality: to deprive a group of k users of being definable in terms of their milieu,
on average amsk(K) attributes have to be removed from the social network.
Consequently, if there are more than amsk(K) attributes removed from the
network, substantial changes in the k-group individuality should be expected.
Verifying this intuition is not within the scope of this work, and is left for
future work.

9.4 Experimental results

To illustrate our definitions of measuring individuality in social networks,
we shall investigate seven different real-world social networks, introduced in
Section 9.4.1. We shall see in Section 9.4.1 that all these social networks are
indeed small world networks. In Sections 9.4.2, 9.4.3, and 9.4.4, we examine
group individuality, group individuality distribution, and average milieu size
of these networks. Finally, we discuss our findings in Section 9.4.5.

9.4.1 Data and Modelling

In the following we provide short descriptions of the used data sets. The
graph properties of all mentioned graphs are summarized in Table 9.1.

Club Membership Network (CM) [31]

This data set consists of a bipartite graph describing the affiliations of a set of
corporate executive officers to a set of social organizations. This graph consists
of 65 vertices representing 40 persons (UCM) and 25 organizations (VCM), as
well as 95 edges connecting them. In the following we shall denote this graph
by GCM = (UCM ∪VCM,ECM).
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Table 9.1: Investigated (bi-)partite graphs and their properties

Graph Vertices in U Vertices in V Edges Edge-density

GCM 40 25 95 0.095
GFB 899 522 7089 0.015
GALNM 111 134 480 0.032
GPLNM 607 209 5361 0.042
GAPLNM 79 188 903 0.061
GNB 1495 367 1746 0.003
GSW 18 14 89 0.35

Facebook-like Forum Network (FB) [88]

This data set was created by using data from an online community of students
from the University of California, Irvine. By using a forum and posting
messages to various topics, the students and the topics constitute a bipartite
social network. This network consists of a set of 899 users (UFB) and a set of
522 topics (VFB) as well as 7089 edges relating a topic to a user. We shall refer
to the resulting graph as GFB = (UFB ∪VFB,EFB).

Lange Nacht der Musik (LNM) [107]

This data set stems from an annual cultural event organized in the city of Mu-
nich in 2013, the so-called Lange Nacht der Musik (Long Night of Music). The
corresponding network consists of two bipartite graphs and their intersection.
All three of them make use of the same set of vertices, consisting of 1159 users
(ULNM) and 212 distinct performances (VLNM).

The first graph records for some users their attendance to performances.
We refer to this attendance graph by GALNM = (VALNM∪UALNM,EALNM), where
VALNM ⊆ VLNM and VALNM ⊆ VLNM.

The second graph represents the preferences of some users for where to
go during the event. We call this graph the preference graph and refer to it
in the following as GPLNM = (VPLNM ∪UPLNM,EPLNM), where VPLNM ⊆ VLNM,
and VPLNM ⊆ VLNM.

Finally, by intersecting the vertex sets of GALNM and GPLNM and restrict-
ing EALNM accordingly, we obtain a new graph GAPLNM that is the graph of
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performance attendances where the preferences of the users were known
beforehand.

Norwegian Board Members (NB) [108]

This data set was compiled to investigate interlocking directorates among
384 public limited companies in Norway. This network consists of 367 compa-
nies (VNB), the set of their 1,495 directors (UNB), 1746 edges connecting them
(ENB). We shall refer to this bipartite graph by GNB = (UNB ∪VNB,ENB).

Southern Women (SW) [123]

A systematic collection observing the social activities of 18 individual women
(USW) over a nine-month period. In this time they attended 14 events (VSW).
We shall refer to this graph data set by GSW = (USW,VSW,ESW).

Small World Network Properties

Some graphs arising from social networks empirically satisfy the small world
network property (SWP), i.e., they expose specific characteristics in terms of
local clustering and global separation [20, 124, 125]. With exception of the
LNM and NB networks, it is well known that all the networks mentioned in
the previous section satisfy SWP to a certain extent. It is the purpose of this
section to remind the reader of what those specific characteristics are and
what particular values they exhibit on the corresponding networks.

In dealing with networks based on bipartite graphs, so called bi-modal net-
works, it is common to employ projections to obtain so-called uni-model social
networks that allow arbitrary links between vertices. While this approach
may result in unforeseeable difficulties [130, 131], we shall nevertheless em-
ploy it in our work. The main reason for this is comparability: the methods
from [125] only apply to uni-modal networks, and projections were used to
turn bi-modal networks into uni-modal ones.

Given a bipartite network G = (U ∪V ,E), we obtain the projection GU =
(U,EU ) of G as defined in Definition 2.17: whenever two users u1,u2 ∈ U
share a common neighbor in G, i.e., {u1,v}, {u2,v} ∈ E for some v ∈ V , then an
edge in the projected network GU will connect them, i.e., {u1,u2} ∈ E. Then
GU is an undirected graph that corresponds to an uni-modal social network.
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Since many observations of network properties are inherited from the
network’s degree distribution [63], it is common to validate the SWP of given
networks against a so-called null model: to confidently claim that a graph
indeed represents a small world social network, the values for average local
clustering and social separation in the null model should not be larger than
in the original network. In particular the average local clustering coefficient
should be significantly lower in the null model. Here a null model for a uni-
modal projection of the bipartite social network is represented by a graph
that possesses an identical vertex degree distribution but otherwise consists
of random connections between the vertices only. To obtain such a null model,
we employ the algorithm from [81], which shuffles the edges of the original
projection of the bipartite social network while preserving the degree of every
vertex. In order to obtain a valid null model, i. e., independent from the edges
of the input graph, we shuffle for at least 100 times the number of edges in
the input graph [79].

Average shortest path

In this section we utilize the notion of average shortest path length as in-
troduced in Definition 2.19. A social network possessing the small world
property must exhibit an average shortest path length (ASP) that is low com-
pared to the size of the network. For example, the follower graph of twitter
has an average path length of about 4.17 [83], the internet router network has
a value of 9.51 [121], and the southern women data set has a value of 1.09 [37].

The results we obtained in our experiment are listed in Table 9.2. All
mentioned bipartite networks exhibit a low average shortest path length
in their projected graphs. The numbers vary from 2.01 for the attendance
network of LNM to 1.09 in the Southern Women data set. Moreover, in
almost all cases the corresponding null model features about the same average
shortest path length, as expected for small world social networks, with the only
exception being the Norwegian Board Membership graph. For this network
the value increases by about 15%. The exceptionality of NB among all data
sets will prevail in the later measures.
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Table 9.2: Average shortest path lengths (ASP) and average local clustering
coefficients (ALCC), alongside the values in a corresponding null model (NM)

Graph # Edges density ASP ASP:NM ALCC ALCC:NM

GCM 259 0.86 1.14 1.14 0.93 0.92
GFB 123231 0.30 1.70 1.70 0.69 0.62
GALNM 1145 0.19 2.01 1.93 0.52 0.31
GPLNM 78415 0.42 1.63 1.63 0.74 0.70
GAPLNM 586 0.20 1.58 1.58 0.71 0.64
GNB 421 0.01 1.34 1.55 0.20 0.01
GSW 138 0.90 1.09 1.09 0.94 0.93

Average local clustering coefficient

Intuitively, a social network possesses a high average local clustering, i.e.,
users that are connected to a particular user are also likely to be connected
themselves. Local clustering in networks is measured by introducing a particu-
lar quantity called the average local clustering coefficient (Definition 2.20) [125],
and every social network must have a comparably high value for this parame-
ter.

To get a feeling of what certain values of ALCC actually mean for social
networks, let us look at some examples: the aforementioned internet router
network has an ALCC of 0.03, see [125]. Hence, it would not be considered as
a small world social network. In comparison, the twitter followers network
has an ALCC of 0.3 [83], which is bigger, but yet not high. Thus, twitter is
a social network in which the small world property is not pronounced that
much. A good example for a social network with a strong small world property
it the one formed by actors using their common movies, which has an ALCC
of 0.79, see [125].

Table 9.2 shows the values of ALCC of the projections of our data sets
and of a corresponding null model. Here we observe values between 0.20 for
NB and 0.94 for SW, and the values in the null model are lower then in the
original networks.
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Table 9.3: Experimental results for gik for k = 1,2,3,4.

Graph gi1 gi2 gi3 gi4
GCM 0.64 0.04 0.01 0.00
GFB 0.70 0.02 0.00 0.00
GALNM 0.91 0.02 0.00 0.00
GPLNM 0.69 0.02 0.00 0.00
GAPLNM 0.81 0.10 0.00 0.00
GNB 0.96 0.00 0.00 0.00
GSW 0.39 0.08 0.02 0.00

Summary

The investigated data sets clearly exhibit small world network character, with
exception of the Norwegian Board Member network, because of its low average
local clustering coefficient. Nonetheless, this is a social network, since it is
derived from real social data. Because of this, it will be even more interesting
to see the results for our new individuality measures on this network.

A drawback of our approach to identify small world networks is the usage
of projections to obtain uni-modal networks from bi-modal ones. Indeed, in
the literature bi-modal social networks are rarely analyzed without transform-
ing them into uni-modal networks, since there are only few methods that can
be directly applied to the former. With our new individuality measures we
therefore hope to provide a reliable new measure that can be directly applied
to bi-modal networks.

9.4.2 Group Individuality

We present in Table 9.3 and Figures 9.1 and 9.2 the values of k-group in-
dividuality for our data sets for k = 1,2,3,4. The largest value of 1-group
individuality can be found for the NB data set with 0.96. This was not ex-
pected due to the very low value of ASP, which would imply many common
neighbors and therefore high probability for similar neighborhoods. A first
guess could account the very low value of ALCC for this, which is untypical for
small world networks. Yet, if we consider ALNM (ALCC of 0.52) and APLNM
(ALCC of 0.71), we also observe very high values for 1-group individuality.
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Figure 9.1: Group individuality (gik) for CM, FB, NB, and SW data sets (from
top left to right bottom).

Hence, in our experiments ALCC does not seem to be associated with 1-group
individuality. This observation also carries over to 2-group individuality.

In general, no correlation of 1-group individuality with ALCC, ASP, or
the size of the social network can be found in our results. This is particularly
clear for the networks FB and CM, whose k-group individuality is similar,
but which are very different in size. For 2-group individuality, the APLNM
network shows the highest value with 0.10, followed by SW with 0.08. Indeed,
these two data sets illustrate that there seems to be no connection between
ALCC, ASP, or network size with the k-group individuality, and there is also
no indication that k-group individuality depends in any way on the edge
density of the network. Moreover, the amount of deviation of the null model
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Figure 9.2: Group individuality (gik) for CM, FB, NB, and SW data sets (from
top left to right bottom).

to a data set cannot be connected to k-group individuality: the data sets of NB
and APLNM are counterexamples to this, as both are similar in their k-group
individuality, but differ significantly in their deviation to their null models. To
sum up, all this substantiates our original intuition that group individuality
is a completely new and independent measure for social networks.

As can be seen from the values of group individuality, this measure allows
us to differentiate between the various networks by exhibiting qualitatively
different values. Moreover, we can see that in all cases increasing the value
of k results in k-group individuality to decrease significantly. This is indeed
expected behavior from the definition of group individuality, since the de-
nominator in gik is growing rapidly with k. However, from the perspective
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of understanding social networks, the low values of gik for k ≥ 1 might itself
be seen as a necessary property for a small world network: the formation
of large groups definable by their milieu is something that can hardly be
expected. Indeed, large values of k-group individuality for values k > 1 are
usually a sign for artificiality: it is easy to generate a formal context, and hence
a bi-modal network, with k-group individuality of 1 for k > 1, examples being
fixed row density contexts [26]. Those formal contexts, however, possess a lot
of symmetry and are thus highly artificial. On the other hand, in most of the
investigated data sets we can still observe some non-zero values for k = 2,3,
and those values could represent intrinsic properties of the underlying net-
work. Thus the presence of larger groups definable by their milieu could also
be associated as a necessary property of social networks.

9.4.3 Individuality Distribution

In contrast to group individuality, group individuality distribution cannot
be visualized in the usual manner, since the latter is a set instead of a simple
number. Instead, for every network represented by a formal context K, we
computed gik(K) for every k from 1 up to the number of users G in the data
set. We then identify the value kmax < |G| such that kmax ∈ gid(K), i.e.,

kmax = max(gid(K) \ {|G|}).

To visualize gid(K), we then plot its indicator function 1{i∈N|i<kmax}(gid(K)). The
results are shown in Figure 9.3.

The first thing we can read off from the diagrams is of course the corre-
sponding values of kmax, the size of the biggest individual group. Furthermore,
the density of lines in the plot signifies the existence of groups of various sizes
in the network: the more lines are present, the more groups of different sizes
exist that are definable through their milieu. From this perspective of its indi-
viduality distribution, we perceive PLNM as special, compared to the other
networks, because its individuality distribution appears to be very dense. This
is also the case for the SW network, because with fourteen users the value for
kmax of twelve is also very large. Moreover, comparing PLNM with a data set
of comparable size like FB, the structural difference between these networks
can be spotted easily: for PLNM the parameter kmax is double as large as for
FB. Therefore, even though both networks have similar values for ASP, ALCC,
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Figure 9.3: Individuality distribution of all considered datasets.

and even for user individuality, the PLNM network seems more interesting
than the FB network with respect to their individuality distributions. Indeed,
we consider networks with a large value of kmax to be more interesting from
this point of view.

A more thorough examination reveals that none of the networks exhibits
large gaps in their individuality distribution. This is a bit surprising, because
one may have expected the existence of very large individual groups and also
big gaps in the individuality distribution to the smaller groups, but this is not
the case. In general, except for SW, no network exhibits big individual groups
definable through their milieu compared to the number of its users.

Finally let us point out that although APLNM is a sub-network of ALNM,
their individuality distributions are very similar, although their sizes differ
significantly. Based on this observation, one could conjecture that a large
part of the individuality of ALNM is already contained in APLNM, or put
differently, that most of the individuality of ALNM comes from the APLNM
sub-network. However, this conjecture requires further study that is not
within the scope of this work.

9.4.4 Average Millieu Size

The results for our experiments on average milieu size are presented in Ta-
ble 9.4 and Figures 9.4 and 9.5. For every data set we computed amsk for
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Table 9.4: Values of amsk for k = 1, . . . ,7.

Graph ams1 ams2 ams3 ams4 ams5 ams6 ams7

GCM 4.25 3.50 2.50 1.75 1.00 3.00 2.00
GFB 9.80 3.33 2.55 2.18 1.98 1.69 1.59
GALNM 4.58 2.17 1.45 1.47 1.25 1.33 1.14
GPLNM 11.5 5.82 4.69 4.07 3.62 3.33 3.13
GAPLNM 13.7 5.04 3.39 2.65 2.21 1.91 1.69
GNB 4.97 1.31 1.12 1.00 1.00 1.00 1.0
GSW 7.14 5.23 3.85 2.70 2.43 2.00 2.0

k = 1, . . . ,7. Indeed, for comparing these results with the ones in Section 9.4.2,
a maximal value of k = 4 would have been sufficient. Yet we observed an
interesting peak for the CM data set, so we decided to show the result as seen.
Additionally, we bounded for all plots the maximal value of their y-axis to
fourteen to make comparison between the data-sets easier.

Comparing the properties of the previous sections, as shown in Tables 9.1
and 9.2, to the values of average milieu size in our data sets, again no imme-
diate correlation is visible, suggesting the independence of the introduced
measure. In particular, a high value of group individuality does not imply
anything on the average milieu size and vice versa. Moreover, the plot for the
CM network reveals that, surprisingly, average milieu size does not necessarily
need to be monotone in k, as suggested by the other plots.

Among the plots, the one for the NB network stands out for its low average
milieu size for groups of size k > 1: on average all k-groups have about one
attribute in common. Therefore, groups of two or more users rarely have
an attribute in common. It is important to point out that in particular the
average clustering coefficient is not able to represent this fact: compared to
the NB network, the ALNM network has similar average milieu sizes, but a
significantly larger value for ALCC.

An interesting observation in the plots is the difference between average
milieu size for groups of size 1 compared to larger groups: there is usually a
steep decline from the value of ams1 to the one of ams2, say. One may consider
a ratio between these values as a measure of how different the milieus of users
are compared to those of larger groups of users.
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Figure 9.4: Average milieu size (amsk) for CM, FB, NB, and SW data sets (from
top left to right bottom).

Finally, as explained in Section 9.3, average milieu size can be perceived as
a measure for the robustness of the number of k-groups. For this we observe
that the APLNM data set reached a value of 14 for ams1, and hence the milieus
of milieu-definable users consist on average of 14 attributes. We consequently
conjecture the robustness of the user individuality in the APLNM network
to be very high, but leave an experimental validation of this hypothesis for
future work.

9.4.5 Discussion and Interpretation

The measures introduced in this work clearly represent facets of individuality
in social networks, and it was the purpose of this Section 9.4 to demonstrate
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Figure 9.5: Average milieu size (amsk) for ALNM, PLNM, and APLNM data
sets (from top left to right bottom).

the usability and benefit of these quantities. To this end, we discussed various
cases where the classical notion of small world networks suggests that two
social networks were very similar, but where group individuality and its
distribution revealed great structural differences.

The authors can only conjecture the reasons that lead to the observed
results. For example, the very high user individuality in the NB network may
be explained by strict rules for appointing board members. Especially the
very low average milieu sizes for k > 1 lead to the impression that there are
certain policies in place preventing “clubs” across boards.

The LNM data sets are somewhat special, since they are all intertwined.
For example, each of them shows a high user individuality. Using k-group
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Table 9.5: Running times of individual experiments, all times in seconds.

gi gid ams

GCM 10.06 9.94 9.84
GFB 170.67 212.94 210.18
GALNM 13.21 14.04 13.00
GPLNM 1330.58 2302.80 2327.90
GAPLNM 13.64 16.00 15.70
GNM 138.56 134.51 140.36
GSW 10.10 10.69 10.44

individuality, one may deduce that single users that were tracked during
the event were in general more individual in their actions than the ones
planning their evening. For the APLNM network, where both attendance and
preferences where known, we observe values of user individuality between
the ones of ALNM and PLNM. Yet, 2-group individuality is significantly larger
in APLNM then in ALNM and PLNM. An interpretation could be that people
who planned the evening beforehand are more likely to spend the evening in
pairs of two.

To summarize, we claim that the benefit from having an instrument like
group individuality is apparent. Furthermore, we assert that there is no
method, known to the authors, to get comparable information from a social
network.

We want to close this section with a note on the practicability of our ap-
proach. We refrained from giving concrete running times for our experiments,
mostly because our implementations of the proposed algorithms are prelimi-
nary. Showing these values may nevertheless be worthwhile, in particular for
arguing that our approach can be applied in practice. Because of this, we show
the running times of all our experiments in Table 9.5. As can be seen from
these numbers, the computation times for our data sets never posed a serious
problem for the feasibility of our approach. Moreover, all these running times
can be greatly improved by using optimized implementations specifically
designed for the fast computation of all formal concepts [6, 89].
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9.5 Extensions to User Individuality

So far we considered the individuality of a social network as a whole or of
some subnetwork. In this section we want to explore how the so far made
efforts can be extended to define a measure for individuality of an individual
in a social network.

For this we utilize the following observations for a social network K =
(U,A,I). Firstly, for every user u ∈ U there is a concept c ∈ B(K) such that
u ∈ ext(c). Secondly, for every user u ∈U there exists no c ∈B(K)\{({u}′′ , {u}′)}
with u ∈ ext(c) such that |ext(c)| ≤ {u}′′. Those simple observations allow for
the following assumption.

Remark 9.3 (Individuality Assumption (IA))
A user a ∈ U is more individual than a user b ∈ U iff |{a}′′ | < |{b}′′ |, i.e., if
the minimal extent containing a has less elements than the minimal extent
containing b.

Using this assumption we obtain a strict order relation, i.e., an irreflexive,
asymmetric and transitive relation, on the set of users U by

a < b :⇔ |{a}′′ | < |{b}′′ | for all a,b ∈U

Since often the extents of object concepts will be disjoint, and possibly of
the same size, we need to extent this order for cases where |{a}′′ | = |{b}′′ |. There
is no natural candidate of function separating further two users. However,
in Section 3.6 we introduced some measures that may be useful for differen-
tiating so far incomparable users. For this first investigation we decided for
concept probability Definition 3.32 and separation index Definition 3.33 as
meaningful measures for this task.

In Table 9.6 we show the results of calculating those two proposed mea-
sures for the southern woman social network entities. We see that the results
allow us to differentiate between the seven users in this network, which are
element of an extent of size one.

While studying the results in Table 9.7, which shows again the proposed
measures, but in this case for the Brunson Club Membership network, we
observe that there is neither a concept of extent size one for U22 nor for U19.
However, both users appear in concepts with extent size two. In particular
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Table 9.6: Concept probability (cp) and separation index (si) for the southern
woman network for concepts of extent size one.

extent intent size cp si

{Nora Fayette} 8 7.55E-05 1.57E-01
{Evelyn Jefferson} 8 4.40E-04 1.38E-01
{Laura Mandeville} 7 9.83E-04 1.35E-01
{Sylvia Avondale} 7 1.18E-03 1.32E-01
{Brenda Rogers} 7 1.41E-03 1.32E-01
{Theresa Anderson} 8 2.76E-03 1.23E-01
{Helen Lloyd} 5 6.66E-03 1.28E-01

U22 in {U14, U22} and U19 in {U19, U13}. Deciding if either U22<U19 or
U19<U22 should be added to the strict order on U depends on a sociological
interpretation of concept probability and separation index.

We conclude that both measures are able to differentiate single users in
the data set by reflecting their connectedness in the formal context. Hence,
both are reasonable approaches to model the user individuality in a social
network.

9.6 Conclusions

It was the purpose of this work to introduce a new measure on social networks
that incorporates the notion of individuality in social networks, an approach
that has not been examined before. For this we made use of ideas from
formal concept analysis to provide a notion of milieu definability. Based
on this, we developed in a natural way the notions of group individuality,
individuality distribution, and average milieu size. Conducting experiments on
real-world data-sets, we were able to show that these new measures were both
independent of previously known metrics like ASP and ALCC and allowed
differentiating further otherwise similar networks. To sum up, we claim to
have shown that the measures of individuality introduced in this work are
both natural and meaningful.

This work has only started the study of our individuality measures, and it
has not reached its end. For example, so far we have investigated individuality
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Table 9.7: Concept probability (cp) and separation index (si) for Brunson Club
Membership network for concepts of extent size one or two.

extent |B| cp si

{U1} 3 4.09E-02 1.07E-01
{U4} 3 5.84E-02 1.03E-01
{U6} 4 1.88E-02 1.03E-01
{U7} 3 5.31E-03 1.67E-01
{U8} 4 3.84E-04 1.90E-01
{U10} 3 4.22E-01 8.11E-02
{U12} 4 2.58E-02 1.00E-01
{U13} 7 2.67E-03 1.06E-01
{U14} 5 1.56E-02 1.00E-01
{U15} 5 2.65E-03 1.16E-01
{U16} 6 1.88E-03 1.13E-01
{U17} 5 9.18E-04 1.43E-01
{U18} 5 3.52E-03 1.14E-01
{U20} 3 3.21E-01 8.33E-02
{U21} 3 2.32E-01 8.82E-02
{U23} 5 8.15E-03 1.04E-01
{U8 U20} 2 1.50E-01 2.22E-01
{U12 U18} 3 4.22E-01 1.50E-01
{U14 U22} 4 9.78E-02 1.74E-01
{U14 U13} 4 1.34E-01 1.60E-01
{U16 U13} 5 1.56E-02 1.89E-01
{U17 U13} 4 5.12E-03 2.35E-01
{U19 U13} 5 5.19E-02 1.72E-01
{U15 U5} 3 2.18E-01 1.62E-01
{U18 U1} 2 6.81E-01 1.38E-01
{U23 U18} 3 2.18E-01 1.54E-01
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only on real-world networks, where this notion has a natural interpretation.
However, we have not even started to look at individuality in networks that
do not stem from real-world networks, and we do not know what values of
individuality to expect there. In a similar vein, one could ask in how far group
individuality is suitable to distinguish real-world networks from artificial
ones.

Another aspect that requires further research is the scaling factor for k-
group individuality. To improve comparability, we divide the number of
extents of size k by

(︁|G|
k

)︁
, the theoretical maximal number of such extents.

Due to this scaling, k-group individuality is always between zero and one.
However, this maximum is never achieved in practice and results in almost-
zero values of k-group individuality for larger values of k, making those values
virtually useless. Finding a better approach to scale k-group individuality is
subject to further investigations.

In our experiments, the running times of our algorithms never posed a
problem. However, for larger networks, measuring group individuality can
represent a serious challenge: our methods require in the worst case the
computation of the whole concept lattice of the representing formal context,
and this lattice can be exponentially large. This somehow limits the useful-
ness of our approach, and further investigations are necessary to explore the
possibilities of measuring group individuality of real-world networks.

The networks we have considered in this paper were bi-modal networks
from the start, and the actual modeling of finding a suitable attribute set
was not an issue. However, for uni-modal networks, finding a suitable set of
attributes for a contextual representation may be difficult. To what extent
group individuality can be adapted to this kind of networks remains an open
problem and is subject to future research.

To establish the small world character of our used data sets, we employ
the approach of using null models – something we have not yet done for our
individuality measures. One of the main reasons for this is that generating
null models for bi-modal networks has received attention from the research
community only recently [106], and a proper evaluation is still missing.

Our preliminary results on user individuality embed well in the theory of
network individuality seem promising. Provided some sociological validation
of this approach one may want to expand on those ideas.
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A particular kind of social network that is not covered with our contextual
representation are so-called tripartite networks, sometimes also called folk-
sonomies [57]. The corresponding structure in formal concept analysis is the
one of a triadic formal context, and generalizing group individuality to those
structures is also a promising line for future research.
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10
Collaborative Conceptual Exploration

The ideas and constructions in this chapter are published in [53]. They are a
result of an ongoing collaboration with Jens Zumbrägel and Sergei Obiedkov.

The author of [98] implies that the “knowledge explosion [. . .] has made
anything like a comprehensive survey of the major fields of knowledge impos-
sible”. Hence, in addition to the absence of polymaths in contemporary times
there even are, or will be, no experts for a field or subfields of knowledge, like
branches of mathematics, physics, biology, languages or history, etc.

Keeping this in mind we build up on the idea of attribute exploration, as
introduced in Section 3.5, and try to overcome some of the limitations of the
classical approach. For this we simulate an expert for a domain of knowledge
via a social approach. In contrast to a single domain expert we try to engage
a social collective of partial domain experts. This collective forms itself a
bipartite social network consisting of the partial experts and the attribute
subsets (domain parts) they are experts for. To accomplish this approach we
embed the attribute exploration process in a general collaborative interactive
learning scheme, which we will call consortium. We model how such a scheme
could be implemented and investigate what the abilities and limitations of
such a bipartite social network of partial domain experts are.
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10.1 Introduction

As discussed in Section 3.5, the algorithm for exploration is a well-known
FCA approach for learning. This algorithm is able to explore a domain by
consulting some domain expert. The result is a formal concept lattice which
contains all formal concepts discovered in the domain. For this it is crucial
that the algorithm has access to a domain expert for the whole domain, to
whom it uses a minimal number of queries (which may still be exponential in
the size of input, i.e., the size of the relation between objects and attributes as
discussed before).

However, the availability of a domain expert is often not given in practice.
Moreover, even if it exists, such an expert might not be able or willing to
answer the possibly exponential number of queries. The purpose of this work
package is to provide a solution in this case, at least for some of such tasks,
given a certain collaborative scenario. More precisely, suppose that we have a
covering M =

⋃︁
i∈INi of the attribute set M together with a set of local experts

pi on Ni , then we propose a consortial expert for the domain. As is easy to see,
such an expert is in general less capable of handling queries than a domain
expert. Nonetheless, depending on the form ofM = {Ni | i ∈ I} our approach
may still be able to answer a significant amount of non-trivial queries.

In this work we provide a first complete characterization of (weak) local
experts in order to define what a consortium is, what can be explored and what
next steps should be focused on.

10.2 Related work

There are several related fields that address the problem of (interactive) collab-
orative learning in their respective scientific languages. Based on modal logic
there are various new approaches for similar problems as considered here,
using epistemic and intuitionistic types. For example, Jäger and Marti [56]
present a multi-agent system for intuitionistic distributed knowledge (with
truth). Another example is resolving the distributed knowledge of a group as
done by Ågotnes and Wáng [3]. In this work the process of distributed knowl-
edge, i.e., knowledge distributed throughout a group, is resolved to common
knowledge, i.e., knowledge that is known to all members of the group, a fact
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which is also known to the members of the group.
Investigations considering a more virtual approach for collaborative knowl-

edge acquisition are, for example, presented by Stange, Nürnberger and
Heyn [114], in which a collaborative graphical editor used by experts ne-
gotiates the outcome. Our approach is yet based on (basic) formal attribute
exploration [43]. Of course, there are various advanced versions like adding
background knowledge [38], relational exploration [103] or conceptual ex-
ploration [115]. There are also extensions of the basic exploration to treat
incomplete knowledge [30, 55, 85].

In FCA one of the first considerations on cooperatively building knowl-
edge bases is work of Martin and Eklund [78]. Previous work on collaborative
interactive concept lattice modification in order to extract knowledge can be
found in [119]. These concept lattice modifications are based on removing or
adding attributes/objects/concepts using expert knowledge, and those opera-
tions may be used in a later version of collaborative conceptual exploration.
The most recent work specifically targeting collaborative exploration is [87],
raising the task of making exploration collaborative.

10.3 Consortium

Recall from Chapter 3 that the composition of the derivation operators in
a formal context constitutes closure operators on G and on M, respectively,
i.e., mappings ·′′ : P (G)→ P (G) and ·′′ : P (M)→ P (M) which are extensive,
monotone and idempotent. Therefore, every formal context gives rise, through
the associated closure operator, to two closure systems, one on G and one
on M, called the closure system of intents and extents, respectively, see Equa-
tion (3.6). Each of those closure systems can be considered as an ordered
set using the inclusion operator ⊆, which in turn leads to a complete lattice.
Using the basic theorem of FCA [43] one may construct for any closure sys-
tem X on M a formal context K such that the closure system X is the set of
concept-intents from K.

In the following exposition we will concentrate on the attribute set M of
a formal context. We do this for brevity and clarity reasons, only. Namely,
we avoid carrying all the necessary notation through the defining parts of a
collaborating consortium. However, we do keep in mind that M is still a part
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of a formal context (G,M,I), and we rest on this classical representation, in
particular, when quoting well-known algorithms from FCA.

Let M be some finite (attribute) set. We fix a closure system X ⊆ P (M),
called the (target)domain or target closure system, which is the domain knowl-
edge to be acquired. The set of all closure systems on a set M constitutes a
closure system itself. In turn, this means we can also find a concept lattice for
this set. We depicted this lattice in general in Figure 10.1 (right).

We recalled in Section 3.5 the classical algorithm to compute the target
domain for a given set of attributes M using a domain expert on M. This
algorithm employs rules between sets of attributes which we now recall. An
implication is a pair (A,B) ∈ P (M)×P (M), which can also be denoted by A→ B.
We write Imp(M) for the set P (M) × P (M) of all implications on M. The
implication (A,B) ∈ Imp(M) is valid in X if ∀X ∈ X : A ⊆ X ⇒ B ⊆ X.

The collaborative exploration in this work is based on the well known
exploration algorithm, as recalled in Section 3.5. Since we focus in the fol-
lowing on attributes closures we consider in our setting objects purely as
named subsets of M, where the name is the object name for this set. This view
on attribute exploration is less powerful than the original setting, as we can
discuss in Section 10.5. However, the focus on attribute closure systems helps
to grasp this first approach to collaborative attribute exploration.

In the subsequent section we provide a characterization of a consortial
expert which could be utilized as such a domain expert providing incom-
plete counterexamples. In addition, we show a strategy for how to deal with
counterexamples de-validating already accepted implications, which will be a
possible outcome when consulting a consortium.

In the following we consider M always to be finite.

Definition 10.1 (Expert)
An expert for the target domain X on M is a mapping p : Imp(M)→X ∪ {⊤}
such that for every f = (A,B) ∈ Imp(M) the following is true:

1. p(f ) =⊤ ⇒ f is valid in X ,

2. p(f ) = X ∈ X ⇒ A ⊆ X ∧ B⊈ X.

We refer to the set M also as the expert domain.
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From this definition we note, for an implication f ∈ Imp(M), that p(f ) ≠ ⊤
implies that f is not valid in X , since p(f ) = X ∈ X ⇒ A ⊆ X ∧ B ⊈ X. In
analogy to this expert we now introduce an expert on a subset of M.

Definition 10.2 (Local expert)
Let N ⊆M. A local expert for X on N is a mapping pN : Imp(N )→XN ∪ {⊤}
with XN ≔ {X ∩N | X ∈ X} such that for every f = (A,B) ∈ Imp(N ) there holds:

1. pN (f ) =⊤ ⇒ f is valid in X ,

2. pN (f ) = X ∈ XN ⇒ A ⊆ X ∧ B⊈ X

Observe that the set XN is also a closure system. Despite that, the elements
of XN are not necessarily elements of X . But, since N ⊆M there is for every
X ∈ XN some X̂ ∈ X such that X̂ ∩N = X.

Remark 10.3
Every expert for X provides in the obvious way a local expert for X on N ,
for each N ⊆M. Furthermore, every local expert for X on N is a local expert
for X on O for each O ⊆N .

Lemma 10.4 (Refutation by local expert)
Let X be some domain with attribute set M and let pN be a local expert for X
on N ⊆M. Then for every f ∈ Imp(N ) there holds pN (f ) ≠⊤ ⇒ f is not valid
in X .

Proof. If pN (f ) ≠⊤, then ∃X ∈ XN : pN (f ) = X ∧ A ⊆ X ∧ B⊈ X. By definition
∃X̂ ∈ X : X̂ ∩N = X. Therefore, A ⊆ X = X̂ ∩N ⊆ X̂ and B ⊈ X = X̂ ∩N , thus
B⊈ X̂ as B ⊆N .

Example 10.5
Suppose we have a three-element attribute setM = {ro,fl,ed}, for the attributes
“round”, “flexible” and “edible”. Regarding the objects “ball”, “sphere” and
“donut” (food) we consider the following formal context.

round flexible edible

ball × ×
sphere ×
donut × ×
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From this we obtain as our target domain

X =
{︂
M, {ro,fl}, {fl,ed}, {fl}, {ro},∅

}︂
,

with the canonical basis B = {ed→ fl}. Using the shortcuts ed∁ = {ro,fl} and
ro∁ = {fl,ed}, the concept lattice may be depicted as:

M

ed∁ro∁

rofl

∅

Now suppose that I = {a,b,c}, and for each i ∈ I we have a local expert pi
for X on Ni , where Na = {ro,fl}, Nb = {fl,ed} and Nc = {ro,ed}. We name the
local experts “Alice”, “Bob” and “Carol”.

Alice may be consulted for the implications ro→ fl and fl→ ro, both of
which she refutes. For example, to the query ro→ fl she responds (possibly
having the sphere in mind) with an attribute set X containing ro but not fl,
i.e., X = {ro}, where {ro} = X̂ ∩ {ro,fl} and X̂ ∈ X . Similarly, she refutes the
query fl→ ro (having the donut in mind). Moreover, local expert Bob can be
consulted with the implications fl→ ed, which he refutes (ball), and ed→ fl,
which he correctly accepts. Finally, Carol refutes both possible queries ed→ ro
(donut) and ro → ed, in which case her counterexample could stem from
different objects (ball or sphere).

For some applications a local expert may be too strong in terms of having either
to accept an implication (vicariously for X ) or refute an implication. This
would require that the local expert is aware of all possible counterexamples,
which is unreasonable in practice.

Definition 10.6 (Local pre-expert)
A local pre-expert for X on N ⊆M is a mapping p∗N : Imp(N )→XN ∪ {⊤} such
that ∀f = (A,B) ∈ Imp(N ) : p∗N (f ) = X ∈ XN ⇒ A ⊆ X ∧ B⊈ X.
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The closure systems of the consortium

All closure systems
on Ni ⊆M

All closure systems on M

P (M)

{M}

XI

XCE

XI
i

XCE
i

{Ni }

P (Ni )

Figure 10.1: Closure system of all closure systems on M (right) and on Ni ⊆M
(left). The closure systems for the set of accepted implications are denoted
by XI (in M) and by XIi (in Ni), and likewise for the set of counterexamples
by XCE and by XCE

i .

It is obvious that a local expert is also a local pre-expert. Using this “weaker”
mapping we introduce the consortial (pre-)expert, after stating what a con-
sortial domain is and some technical result about the intersection of closed
sets.
Definition 10.7 (Consortial domain)
Let M be some attribute set and X ⊆ P (M) be the target domain. Then a
familyM = {Ni | i ∈ I} ⊆ P (M) for some index set I is called consortial domain
on M if

⋃︁
i∈INi =M.

We callM⊆P (M) a proper consortial domain if M ∉M.

Lemma 10.8 (Consortial domain closed under intersection)
LetM be some consortial domain on M. IfM is closed under intersection,
then so is the set

⋃︁
M∈MXM .

In the following proof as well as in the rest of this work we may often use
the abbreviation Xi ≔ XNi for some Ni ∈M withM a consortial domain and
using the notation introduced in Definition 10.2.
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Proof. Whenever X ∩Ni ∈ Xi and Y ∩Nj ∈ Xj , where X,Y ∈ X , we get

(X ∩Ni)∩ (Y ∩Nj ) = (X ∩Y )∩ (Ni ∩Nj ) ∈ XNi∩Nj ,

where X ∩Y ∈ X and Ni ∩Nj ∈M.

Corollary 10.9
IfM∗ ≔M∪{M} is a closure system, then so is

⋃︁
M∈M∗XM .

By definition a proper consortial domain cannot be a closure system and even
a consortial domain will almost never have this property, either. However, for
any consortial domainM we can easily construct an intersection closed set
using the downset operator ↓M. Therefore, whenever we have a consortial
domain we may consider ↓M, when necessary. Hence, we always can construct
a closure systemM∗ for any consortial domainM.

In the following we may use M∗ to speak about ↓M∪ {M}.

Remark 10.10 (Closure operatorM∗)
Since for a given consortial domainM on M the setM∗ is a closure system,
we obtain a closure operator ϕ : P (M)→P (M). We may address ϕ simply by
M∗() and the image of N ⊆M byM∗(N ).

Using the just discovered closure operator we may define which queries can
be answered in a consortial domain.

Definition 10.11 (Well-formed query)
LetM be some proper consortial domain on M and let f = (A, {b}) ∈ Imp(M).
Then f is called well-formed for M if M∗(A ∪ {b}) ≠ M, i.e., if there exists
Ni ∈M such that A∪ {b} ⊆Ni .

Well-formed queries are in fact the only queries for which in a proper consor-
tial domain the decision problem if an implication is valid can be decided. It
is easy to see that for any given f = (A, {b}) ∈ Imp(M), ifM∗(A∪ {b}) =M, then
there is no expert domain left, therefore either the conclusion attribute or one
of the premises is missing in all N ∈M, which leads to undecidability.

Putting all those ideas together we are finally able to define our main goal.
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Definition 10.12 (Consortium forX )
For an attribute set M and a target domain X on M letM = {Ni | i ∈ I} be a
consortial domain on M. A consortium for X is a family C ≔ {pi}i∈I of local
pre-experts pi for X on Ni .

All comments made before aboutM being intersection-closed are compatible
with the definition of a consortium. Using Remark 10.3 we can always obtain
a local pre-expert for any M̂ ∈↓M. A consortium is able to decide the validity
of any well-formed query, by definition. Therefore, a consortium gives rise to
a consortial expert. As long as all queries are well-formed, a consortium can be
used in-place of a domain expert.

Example 10.13
We continue with Example 10.5. On the consortial domainM≔ {Na,Nb,Nc}
the three local experts form a consortium C ≔ {pa,pb,pc} for X . Note that
the consortium cannot decide, e.g., on the implication {fl,ed} → ro, since this
query is not well-formed forM. However, if experts are able to combine their
counterexamples they may refute the query (cf. Section 10.5).

Definition 10.14 (Strong consortial expert)
Let C = {pi}i∈I be a consortium for X on M. A strong consortial expert is a
mapping pC :

⋃︁
i∈I Imp(Ni) →

⋃︁
i∈I Xi ∪ {⊤} such that for every f = (A,B) ∈⋃︁

i∈I Imp(Ni) there holds:

1. ∃pi ∈ C, pi(f ) ≠⊤ ⇒ pC(f ) ≠⊤,

2. pC(f ) = X ∈
⋃︁
i∈I Xi ⇒ A ⊆ X ∧ B⊈ X.

The strong consortial expert has to respect a possible counterexample entailed
in the consortium in order to be consistent with Definition 10.6, since every
counterexample by a local (pre-)expert is a restriction of an element of the
target closure system. In the case of having local experts in the consortium
this behavior may be in conflict with Definition 10.2, since we demand that
accepting an implication by a local expert implies that the implication is true
in the target domain. For example, if a local expert accepts an implication and
another local (pre-)expert refutes it, this conflict is not resolvable. Therefore,
whenever a consortium does contain local experts it is mandatory that they
meet a consistency property. We will introduce consistency in Section 10.4.2.
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When using a consortium of proper local pre-experts there is no implication
from accepting an implication. An accepted implication may be false in the
target domain.

To meet our goal of reducing the number of inquiries to the individual
expert in a consortium, the proposed consortial expert from Definition 10.14
is insufficient. We need to diminish the strong requirement from checking all
experts for having a counterexample. This leads to the following definition.

Definition 10.15 (Consortial expert)
Let C = {pi}i∈I be a consortium for X on M. A consortial expert is a mapping
pC :

⋃︁
i∈I Imp(Ni)→

⋃︁
i∈I Xi ∪ {⊤} such that for every f = (A,B) ∈

⋃︁
i∈I Imp(Ni)

there holds:

1. ∃pi ∈ S , pi(f ) ≠⊤ ⇒ pC(f ) ≠⊤,

2. pC(f ) = X ∈
⋃︁
i∈I Xi ⇒ A ⊆ X ∧ B⊈ X.

The set S ⊆ C is a per inquiry chosen subset of local experts such that f ∈
Imp(Ni) for every pi ∈ S .

We left the just addressed expert subset vague by intention. In practice, choos-
ing this should be possible in various ways. There is no further restriction then
of choosing “qualified” experts, i.e., how the consortial expert is choosing S .
One obvious choice would be to consult all local (pre-)experts at once. A more
clever strategy would be to consult experts covering the attributes in question
having the largest attribute size to cover in general. One may also employ a
cost function, which could lead to asking only less expensive experts. While
using a consortial expert for exploration, an already accepted implication may
be refuted later on in the exploration process. Whenever an inquiry leads to
an counterexample which is also an counterexample for an already accepted
implication, the set of valid implications needs to be corrected.

So far we provided neither constraints nor constructions about the decision
making of a consortium, i.e., the collaboration. The most simple case, whereM
is a partition of M and all queries are concerned with an element of M,
can easily be treated: For every query the expert for the according element
of M either refutes or maybe accepts. Since this case seems artificial we
will investigate different approaches of “real” collaboration in the following
section.



10.4. EXPLORATION WITH CONSORTIAL EXPERTS 183

10.4 Exploration with consortial experts

In general, for exploring a domain using attribute exploration with partial
examples one may use instead of the domain expert some (strong) consortial
expert. However, there are three possible problems to deal with. First, a query
may concern some implication f that is not well-formed for the consortium
C that is used by the consortial expert. Second, if a consortium containing
local pre-experts does accept an implication this does not necessarily imply
the implication in question to be valid in the domain. Obviously, this also
depends heavily on how a consortial expert utilizes a consortium. We deal
with related problems in the following subsections. Third, while choosing a
subset of C the consortial expert may have missed a local pre-expert which
would have been aware of a counterexample, in contrast to a strong consortial
expert.

The first problem cannot be resolved by the consortial expert. When no
local (pre-)expert can be consulted for some implication the only choice is to
accept f . However, a more suitable response would be a third type of replying
like NULL. Then, the exploration algorithm could cope with this problem by
deferring to other questions. The attribute exploration algorithm with partial
examples from [42] but could easily be adapted for this. In turn, the algorithm
would only be able to return an interval of closure systems, like in Figure 10.1.

For the second problem one needs to repair the set of accepted implications
in case a counterexample turns up later in the process. We show a method
of doing so in Section 10.5. Of course, there is still the possibility that an
accepted not valid implication will never be discovered as a consequence
of an incapable consortium. This leads the exploration algorithm to return
not the target domain but another closure system. How “close” this closure
system is to the target domain, in terms of some Jaccard-like measure, is to be
investigated in some future work.

The third and last problem can always be dealt with by employing a strong
consortial expert. A less exhaustive method could be to incorporate statistical
methods for quantifying the number of necessary experts to consult in order
to obtain a low margin of error.
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10.4.1 Correcting falsely accepted implications

A major issue while using a consortial expert for exploration is the possibility
of wrongly accepting an implication. This can be dealt with on side of the
exploration algorithm. While receiving a new counterexample O ⊆M from
the consortial expert the exploration algorithm has also to check if O is a
counterexample to an already accepted implication in L. When such an
implication f = (A,B) is found, we would need to restrict the conclusion
of f to a yet not disproved subset and also add implications with stronger
premises that were omitted because f was (wrongly) accepted. In particular,
we would replace f in L by A→ B∩C and also add implications A∪ {m} → B
for m ∈M \ (A∪C) to L.

This approach may drastically increase the size of the set of already ac-
cepted implications. Unlike the classical exploration algorithm, this modified
version would return a very large set of implications instead of the canonical
basis. One may cope with that by utilizing [42, Algorithm 19] after every event
of replacing an implication in L. This algorithm takes a set of implications
and returns the canonical basis. After this a next query can be computed
based on the so far collected set of implications and the already collected
counterexamples.

10.4.2 Consistency

So far we characterized what local pre-experts and consortia are, by their
ability to make decisions about queries. In this section we provide ideas
for a consistent consortium. We start with resolving a possible conflict for
consortial experts.

Definition 10.16 (Consistent experts)
Let C = {pi}i∈I be a consortium for X on M and let Č ⊆ C be the set of local
experts in C. We say that C has consistent experts if for i, j ∈ I with pi ,pj ∈ Č
and for all f ∈ Imp(Ni ∩Nj ) it holds that pi(f ) =⊤ ⇔ pj(f ) =⊤.

We call C with consistent experts a consistent experts consortium.

This idea from consistent experts does still allow for different local experts to
be able to refute an implication with different counterexamples. But whenever
one local expert would accept an implication, any other local expert needs to
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do so as well. Different local (pre-)experts may have access to disjoint sets of
counterexamples, by design. Furthermore, local pre-experts may not have the
knowledge for all possible counterexamples in their restriction of the target
domain. Therefore, accepting an implication by a local pre-expert has no
implication itself. Hence, even in a consistent experts consortium it is still
possible that some local experts may provide a counterexample while others
do not. A stronger notion of consistency would be to forbid that.

Definition 10.17 (Consistent consortium)
Let C = {pi}i∈I be a consortium for X on M. The consortium C is consistent if
for all i, j ∈ I and for all f ∈ Imp(Ni ∩Nj ) we have that pi(f ) =⊤ ⇔ pj(f ) =⊤.

Again, in consequence, all local pre-experts are either able to produce some,
but not necessarily the same, counterexample for some implication or all do
accept. We look into the possibility of combining counterexamples in Sec-
tion 10.5.

10.4.3 Abilities and limitations of a consortium

In this section we exhibit the theoretical abilities and limitations of a consor-
tium for determining the whole target domain of available knowledge. After
clarifying some general notions and facts, we state a reconstructability result
for consortia based on combinatorial designs.

Let us, as before, fix a finite (attribute) set M. As is well-known, any set
F ⊆ Imp(M) of implications constitutes a closure system

XF ≔
{︂
X ∈ P (M) | ∀f = (A,B) ∈ F : A ⊆ X ⇒ B ⊆ X

}︂
.

Conversely, any closure system X defines its set FX ⊆ Imp(M) of valid impli-
cations, and we have XFX = X and FXF = F . Now suppose that S is a class of
closure systems X ⊆ P (M) on M which contains the target domain. This set S
describes some information on the target domain we may have in advance.
Suppose thatM = {Ni | i ∈ I} is a consortial domain and we have, for some
X ∈ S , a set of local experts pi : Imp(Ni)→ XNi ∪ {⊤} on Ni ∈ M, so that in
particular, pi(f ) =⊤ if and only if f is valid in X . Then we consider the set

FM ≔
{︂
f ∈

⋃︁
i∈I Imp(Ni) | f is valid

}︂
⊆ FX ,
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i.e., the set of all well-formed valid implications, and let XM ≔ XFM , which is
the closure system reconstructible by the consortium. Clearly, XM ⊇ X , and
from the preceding discussion we easily deduce the following result.

Proposition 10.18 (Ability of a consortium)
The consortial domainM, together with local experts pi : Imp(Ni)→XNi ∪{⊤}
for Ni ∈ M, is able to reconstruct the target domain X within a class S of
closure systems on M if and only if YM = XM implies Y = X , for every Y ∈ S .

Example 10.19
We illustrate these notions with two simple extreme cases.

1. Suppose that X = {M}, then every implication is valid, i.e., FX = Imp(M).
Since every consortial domainM = {Ni | i ∈ I} has the covering property⋃︁
i∈INi =M, it follows that XM = X . Hence, if YM = XM, then YM = {M},

so that Y = {M} = X , i.e., the consortium is always able to reconstruct X
in the class of all closure systems on M.

2. Consider the case X = P (M) and suppose that M = {Ni | i ∈ I} is a
proper consortial domain. Then for any m ∈M we have M\{m} → {m} ∉⋃︁
i∈I Imp(Ni), whence XM = YM for Y = P (M) \ {M\{m}} ≠ X . Thus no

proper consortium is capable of reconstructing the target domain.

Let us define for a set of implications F ⊆ Imp(M) the premise complexity to be
c(F )≔max{|A| | f = (A,B) ∈ F } if F ≠∅ and c(∅)≔ −1. Also, we associate to
a closure system X ⊆ P (M) on M its premise complexity by c(X )≔min{c(F ) |
XF = X}, which equals the premise complexity of its canonical basis.

Example 10.20
For the extreme closure systems we have c(P (M)) = −1 and c({M}) = 0. Con-
sidering the closure system Xk ≔ {X ∈ P (M) | |X | ≤ k} ∪ {M} we see that
c(Xk) = k + 1.

Denote by Sk the class of all closure systems up to premise complexity k.

Theorem 10.21 (Reconstructability in bounded premise complexity)
A consortium of local experts on the consortial domainM is able to reconstruct
a target domain within the class Sk if and only if every subset O ⊆M of size
k+1 is contained in some N ∈M.
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Proof. First suppose that each subset O ⊆M of size k+1 is contained in some
N ∈M. We claim that XM = X for every closure system X ∈ Sk , whence every
target domain is reconstructible within Sk. Let X ∈ Sk, then there is a set F
of implications with premise complexity c(F ) ≤ k such that X = XF . We may
assume that each implication f ∈ F is of the form f = (A, {b}). By assumption
there holds F ⊆

⋃︁
N∈M Imp(N ), so that F ⊆ FX ∩

⋃︁
N∈M Imp(N ) = FM ⊆ FX .

This implies XF = XFM , i.e., XM = X , as desired.
Conversely, suppose there exists a subset O ⊆M of size k+1 not contained

in any N ∈M. Choose some b ∈O, let A≔O \ {b}, so that |A| = k, and consider
the implication f ≔ (A, {b}). Then we have f ∉

⋃︁
N∈M Imp(N ). Now letting

X ≔ P (M) and Y ≔ X{f } we then have distinct X ,Y ∈ Sk with XM = P (M) =
YM , showing that X cannot be reconstructed within Sk .

Suppose that |M | =m. Recall (cf. [76, Sec. 2.5]) that a Steiner system S(t,n,m)
is a collection {Ni | i ∈ I} ⊆ P (M) of n-element subsets Ni ⊆ M such that
every t-element subset of M is contained in exactly one subset Ni . In light of
Theorem 10.21 it is clear that the Steiner systems S(k+1,m,n) are the minimal
consortial domains that are able to reconstruct target domains within the
class Sk of bounded premise complexity k.

10.5 Extensions

Combining counterexamples

A lack of our consortium setting so far is the inability to recognize similar
counterexamples. Combining counterexamples is a powerful idea that lifts
the consortium above the knowledge of the “sum” of knowledge of the local
(pre-)experts.

For this we need to augment a consortium by a background ontology
of counterexamples. The most simple approach would be to identify two
counterexamples from two different local (pre-)experts by matching the names
of the counterexamples, which the experts would need to provide as well. In
basic terms of FCA, while providing counterexamples the consortial expert
needs to know if the counterexamples provided by the local (pre-)experts,
restricted to their attribute sets, are of the same counterexample in the domain.
We motivate this extension by an example. Given we want to explore some
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domain about animals with the attribute set being

M = {mammal, does not lay eggs, is not poisonous}

using a set of two local (pre-)experts with

N1 = {mammal, does not lay eggs} and N2 = {mammal, is not poisonous}.

Only expert p1 can be consulted for the validity of:

{mammal} → {does not lay eggs}

Of course, p1 refutes this implication by providing the set {mammal}, which
he could name for example platypus1. While exploring, the next query could
be

{mammal} → {is not poisonous}.

Note that this is not answered by the counterexample of p1 since the subset
{is not poisonous} is no subset of N1. The local (pre-)expert p2 refutes this of
course as well, by providing the counterexample {mammal} and naming this
counterexample also platypus. Instead of collecting two different counterex-
amples we are now able to combine those two and say {mammal} is not just
an element of X1 and X2 but as well an element of X . In turn, the set of coun-
terexamples the exploration algorithm is using contains now a more powerful
counterexample than any local expert in the consortium could have provided.
There are various ways to implement this combining of counterexamples.
For example, after acquiring a counterexample for an implication from some
expert one may ask all experts if they are aware of this counterexample name
and if they could contribute further attributes from their local attribute set.
To investigate efficient strategies to do that is referred to future work.

Coping with wrong counterexamples

Another desirable ability for a real world consortium would being able to
handle wrong counterexamples, or more generally, having a measure that
reflects the trust a consortial expert has in counterexamples of particular local

1a semiaquatic egg-laying mammal endemic to eastern Australia
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(pre-)experts. Our setting for a consortium is not capable of doing this. In fact,
the consortium cannot refute an implication using a wrong counterexample
by design, since every Xi is a restriction of the target domain. Hence, all
counterexamples provided by a local (pre-)expert are “true”. In order to allow
for a consortium to provide wrong counterexamples, one has to detach the
closure system of some expert pi from the target domain X . This would also
extend the possibilities of treating counterexamples by the consortial expert.
Resolution strategies from simple majority voting up to minimum expert trust
or confidence could be used.

10.6 Conclusion

In this paper we gave a first characterization of how to distribute the rôle of
an domain expert for attribute exploration onto a consortium of local (pre-
)experts. Besides practically using this method this result may be applied to
various other tasks in the realm of FCA. It is obvious that the shown approach
can easily be adapted for object exploration, the dual of attribute exploration.
Hence, having object and attribute exploration through a consortium, we
provided the necessary tools such that collaborative concept exploration (CCE)
is at reach. Since CCE relies on both kinds of exploration in an alternating
manner, the logical next step is to investigate what can be explored using a
consortium. In addition we showed preliminary results on how to evaluate a
consortium, how to shape it, i.e., how to choose a consortium from a potentially
bigger set of experts, how to treat mistakenly accepted implications and how
to increase the consistency.

Further research on this could focus on formalizing the depicted extensions
from Section 10.5, where the task of modifying the consortium in order to
encounter and compute wrong counterexamples seems as inevitable as it is
hard to do. An easier extension that increases the ability of exploring a domain
seems to be a “clever” combining of counterexamples.
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Part IV

Summary





11
Conclusion and Outlook

In this chapter we summarize the results form the various chapters of this
thesis in a short manner. We also provide some pointers for what to research
next, based on those results, in particular how the diverse results can be
developed further and maybe combined.

Our goal for this thesis was to develop new methods for discovering
knowledge in bipartite graphs, based on notions from formal concept analysis.
Building up on a well known correspondence between bipartite graphs and
FCA we created an extensive mathematical and algorithmic tool set. For this
we coped specifically with computational limitations in FCA, the relation
between data distribution and knowledge, and particular social aspects of
bipartite graphs and how they can be analyzed and utilized for knowledge
discovery using formal concepts.

The methods and results presented in the respective chapters can be
applied as is and do contribute to the achievement of the goal of this work.
However, an even bigger contribution is to consider the possible synergy
between those chapters. Combining the individual contributions, e.g., a PAC
collaborative exploration would result in a even more potent method for
knowledge discovery in formal contexts, and in particular bipartite graphs.
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11.1 Data and Dimension

We have shown new approaches for computing the implicational knowledge
of domains and nourished the understanding to what extent the distribution
of data in a domain influences the knowledge discovery process.

Probably Approximately Correct

One major contribution of this work is showing that the connection from
probably approximately learning with notions from formal concept analysis
is fruitful. For this we provided a documentation on the applicability of PAC
bases and PAC exploration through conclusive experiments. Nevertheless,
there are various aspects of these new methods that were not considered in
this thesis. One may further investigate the quality of approximate bases by
developing a novel (distance) measure, different to the by us employed Horn
distance, precision and recall measures. For example, one can put a weight
number on models to reflect their higher or lower importance, if applicable.
Another aspect we omitted in this thesis is to compare the performance of
the PAC approaches to the classical algorithms. Even though we showed that
PAC base as well as PAC exploration compute in polynomial time, a practical
demonstration for real world data sets is missing.

There are, as discussed in Sections 5.8 and 6.6, multiple extensions to our
approach. One may incorporate the usage of negative counterexamples. Even
more self-evident is a modification of the PAC exploration for distributed
experts using the results for collaborative exploration in Chapter 10.

An important application of our PAC exploration method could be knowl-
edge extraction from black-box classification procedures, such as neural nets.
Numerous such machine learning procedures result in implied learned clas-
sification models, hence implied knowledge. Since interpretability is an
important issue for applications like medical data or banking services, an
investigation for this is at hand. However, the knowledge in such a classifier
might not be completely Horn representable. Though, at least the Horn repre-
sentable portion should be discoverable through PAC exploration. In short,
the idea could be then to generate counterexamples simply as random vectors,
input them into the trained classification procedure, and take the result as
expert answer.
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One essential component in both PAC approaches is to generate subsets
of the attribute set uniformly at random. Although this method is correct, it
turned out to be less efficient for domains having a small number of concepts,
compared to the theoretical limit determined by the size of the attribute set. In
cases where attributes do exclude each other this method is also less efficient.
For both observations a more thorough comprehension of the distribution of
data with respect to the formation of formal concept is necessary.

Data Distribution

Our investigation for data distribution and null models revealed a plenitude
of interesting results. First of all we were able to explain the long standing
question for the meaning of the stegosaurus phenomenon in Chapter 4. Be-
sides revealing some of the combinatorial biases in random formal context
generators we observed a substantial difference in the properties of random
contexts and real world formal contexts extracted from social bipartite net-
works. Still, the results in this thesis leave the question for a efficient algorithm
to generate random formal contexts open. However, preliminary unpublished
results suggest that the application of the Dirichlet distribution might be a
step forward here.

We also investigated a novel approach to understand the distribution of
data in a domain using methods from geometric analysis. The results there
led to a new measurable property, the intrinsic dimension in formal concept
lattices. This function is purely motivated through geometric properties and
does itself not rely on empirical motivation. In Chapter 7 we provided a first
interpretation of the intrinsic dimension with respect to concept lattices. But
we may conclude that there is more interpretation possible and that one may
draw more implications from this approach, which we relegate to future work.
The introduced methods in Chapter 7 are a first step towards a general theory
for the geometry of data. We may apply the intrinsic dimension to various
other machine learning and knowledge discovery procedures. For example,
a great many machine learning procedures rely on metric distances in some
Rd . One could employ them as features and compute the intrinsic dimension
of the corresponding geometric data set, with respect to those features, in
order to further understand the results of some classification procedure. In
particular one may detect the occurrence of dimension curse doing to.
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11.2 Social Networks

Our two major contributions for the analysis of bipartite social networks
through formal concept analysis are the notions for individuality and clones.
Both resulted in substantial new knowledge and methods about (social) struc-
tures in social networks. However, in the case of clone items we showed that
the classical notion of clone items is insufficient for real world graph data sets.
To allow for a substantial reduction of data using the idea of clones in social
networks one does have to extent the notion of clone items to closures system
preserving permutations, as proposed in Chapter 8. Our approach to individ-
uality in social networks is capable of differentiating networks that appear
to be similar with respect to small world social network measures, as shown
in Chapter 9. The then conducted extension for a user individuality follows
naturally. Nevertheless, both notions are developed from a pure structural
point of view and need testing and validation from the field of sociology.

We did not include in this thesis the idea of investigating the size of an
implicational structure of a bipartite social network, like the canonical base of
the corresponding formal context, as a characterizing measure. First attempts
to do this were made by us in [25]. Hence, the question is still open if different
types of social networks have a canonical base of characteristic size.

11.3 Combination of Methods

In addition to the plenitude of contributions for knowledge discovery in
bipartite graphs in this thesis we may still add to these by combining the
introduced methods and measures.

The most obvious combination might be to approach a probably approx-
imately correct version of collaborative learning from Chapters 6 and 10.
There are two possible ways to do that. Either one does employ a PAC version
of a consortial expert, i.e., using PAC exploration as is but substitute the
expert oracle in favor of a consortium. This would reduce the computational
complexity to polynomial time and a consortium of partial domain experts
may suffice to explore the domain. The open question here is on how to deal
with non-well-formed queries. Vice versa one might employ a new approach
on collaborative exploration using a set of partial domain experts applying
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independently PAC Exploration on their respective domains. In particular
for parallel computation approaches this seems promising. However, how to
fuse the partial knowledge and how to deal with implications crossing partial
expert domains is unclear.

Another interesting combination would be to identify individual experts,
or subnetworks of experts, in a consortium of partial domain experts using
our approach for individuality from Chapter 9. One may employ the results
of this for choosing from different networks of experts. Or, what do common
social network measures reveal about the abilities of a consortial domain?

Finally, all contributions in this thesis might benefit from a deeper under-
standing of the distribution of data in formal contexts or bipartite graphs. We
already applied null models, as discussed in Chapter 4 to our investigations
for individuality in Chapter 9. It might be compelling to discover further
connections to the intrinsic dimension, as discussed in Chapter 7.

Formal Contexts as Graphs

In thesis we did not consider the opposite direction of analyzing formal context
structures as bipartite graphs. As we noted in Chapter 3 is the translation
in this direction not completely straight forward, since formal contexts do
not require for their object and attribute sets to be disjoint. Hence, a closed
theory cannot be reached. Nevertheless, for cases where the disjointness is
guaranteed, which might be the majority, we may apply various methods from
the analysis of bipartite graphs. With no doubt can formal concept analysis
profit from this as bipartite graphs do vice versa.

For example, one might investigate if heuristic algorithms for maximal
(bi-)clique detection can be used to identify a large portion of the set of formal
concepts. There are various approaches to do that using greedy algorithms [1],
constraint programming [97], or DNA computing [90]. Especially for the case
of very large contexts this might be a computationally feasible approach.

In either direction, the correspondence between formal concept analysis and
bipartite graph research is tight and fruitful and should be investigated further
in the future.
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A.1 PAC Bases

The following implications resulted from applying the PAC base algorithm to
the Star-Alliance data set in Section 5.7.

ε = 0.1,δ = 0.1

• {Caribbean} → {LatinAmerica, UnitedStates}

• {Africa, LatinAmerica, AsiaPacific,
Mexico, Europe, UnitedStates, Canada} → {MiddleEast, Caribbean}

• {Africa, Caribbean, LatinAmerica,
AsiaPacific, Europe, UnitedStates} → {MiddleEast, Mexico, Canada}

• {MiddleEast} → {AsiaPacific, Europe, UnitedStates, Canada}

• {AsiaPacific UnitedStates} → {Europe}

• {LatinAmerica} → {UnitedStates}

• {AsiaPacific, Europe} → {UnitedStates}

• {Canada} → {UnitedStates}

• {LatinAmerica, UnitedStates, Canada} → {Mexico}

• {Europe, UnitedStates} → {AsiaPacific}

• {Caribbean, LatinAmerica, Mexico, UnitedStates} → {Canada}

• {Africa} → {AsiaPacific, Europe, UnitedStates}

• {Mexico} → {LatinAmerica, UnitedStates}
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ε = 0.1,δ = 0.05

• {Caribbean} → {LatinAmerica, UnitedStates}

• {Africa, Caribbean, LatinAmerica, AsiaPacific, Europe, UnitedStates} →
{MiddleEast, Mexico, Canada}

• {MiddleEast} → {AsiaPacific, Europe, UnitedStates, Canada}

• {AsiaPacific, UnitedStates} → {Europe}

• {LatinAmerica} → {UnitedStates}

• {AsiaPacific, Europe} → {UnitedStates}

• {Canada} → {UnitedStates}

• {LatinAmerica, UnitedStates, Canada} → {Mexico}

• {Europe, UnitedStates} → {AsiaPacific}

• {Caribbean, LatinAmerica, Mexico, UnitedStates} → {Canada}

• {Africa} → {AsiaPacific, Europe, UnitedStates}

• {Mexico} → {LatinAmerica, UnitedStates}

• {Africa, AsiaPacific, Europe, UnitedStates, Canada} →
{MiddleEast, LatinAmerica, Mexico}
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ε = 0.1,δ = 0.8

• {Caribbean} → {LatinAmerica, UnitedStates}

• {Africa, Caribbean, LatinAmerica, AsiaPacific,
Europe, UnitedStates} → {MiddleEast Mexico Canada}

• {MiddleEast} → {AsiaPacific, Europe, UnitedStates, Canada}

• {Africa, AsiaPacific, Europe, UnitedStates, Canada} → {MiddleEast}

• {AsiaPacific, UnitedStates} → {Europe}

• {LatinAmerica} → {UnitedStates}

• {AsiaPacific, Europe} → {UnitedStates}

• {Canada} → {UnitedStates}

• {LatinAmerica, UnitedStates, Canada} → {Mexico}

• {Europe, UnitedStates} → {AsiaPacific}

• {Caribbean, LatinAmerica, Mexico, UnitedStates} → {Canada}

• {Africa} → {AsiaPacific, Europe, UnitedStates}

• {Mexico} → {LatinAmerica, UnitedStates}
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ε = 0.5,δ = 0.2

• {Caribbean} → {LatinAmerica, UnitedStates}

• {Africa, Caribbean, LatinAmerica, AsiaPacific, Mexico, Europe,
UnitedStates, Canada} → {MiddleEast}

• {MiddleEast} → {AsiaPacific, Europe, UnitedStates, Canada}

• {LatinAmerica, Europe, UnitedStates} →
{Caribbean, AsiaPacific, Mexico, Canada}

• {LatinAmerica} → {UnitedStates}

• {Canada} → {UnitedStates}

• {AsiaPacific, UnitedStates} →
{Caribbean, LatinAmerica, Mexico, Europe, Canada}

• {Mexico} → {LatinAmerica, UnitedStates, Canada}

• {Africa} → {AsiaPacific, Europe, UnitedStates}
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ε = 0.5,δ = 0.05

• {Caribbean} → {LatinAmerica, UnitedStates}

• {MiddleEast} → {AsiaPacific, Europe, UnitedStates, Canada}

• {Caribbean, LatinAmerica, Mexico, UnitedStates} →
{MiddleEast, Africa, AsiaPacific, Europe, Canada}

• {LatinAmerica} → {UnitedStates}

• {AsiaPacific, Europe} → {UnitedStates}

• {Canada} → {UnitedStates}

• {LatinAmerica, AsiaPacific, UnitedStates} →
{MiddleEast, Mexico, Europe, Canada}

• {Europe, UnitedStates} → {AsiaPacific}

• {Africa} → {MiddleEast, AsiaPacific, Europe, UnitedStates, Canada}

• {Mexico} → {LatinAmerica, UnitedStates}

ε = 0.5,δ = 0.05

• {Canada} →
{MiddleEast, Africa, Caribbean,
LatinAmerica, AsiaPacific, Mexico, Europe, UnitedStates}

• {MiddleEast} →
{Africa, Caribbean,,
LatinAmerica, AsiaPacific, Mexico, Europe, UnitedStates, Canada}

• {Caribbean} →
{MiddleEast, Africa,,
LatinAmerica, AsiaPacific, Mexico, Europe, UnitedStates, Canada}

• {Africa} →
{MiddleEast, Caribbean,,
LatinAmerica, AsiaPacific, Mexico, Europe, UnitedStates, Canada}
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