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Abstract
Cyclists will play an essential role in future traffic. It is crucial to detect cyclists and
predict their intentions to avoid accidents and achieve a highly efficient traffic flow.
Vehicles equipped with sensors, data processing systems, and communication abilities
acquire and maintain a local model of their surrounding traffic environment, e.g.,
crossing cyclists. Cooperating and interacting vehicles, roadside units, and cyclists
equipped with smart devices and other body-worn sensors exchange information.
They form a multi-modal sensor system with the goal to reliably detect cyclists
and their intentions under consideration of real-time requirements and uncertainties.
The resulting model allows extending the perceptual horizon of individual road
users beyond their sensory capabilities, enabling improved and more reliable cyclist
intention detection. In this thesis, a holistic approach for detecting the intentions of
cyclists using cooperative methods is presented.

Zusammenfassung
Radfahrer werden im Verkehr der Zukunft eine wesentliche Rolle spielen. Um Unfälle
zu vermeiden und einen hocheffizienten Verkehrsfluss zu gewährleisten, ist es entscheidend, diese zu erkennen und deren Absichten vorherzusagen. Fahrzeuge, die mit
Sensoren, Datenverarbeitungssystemen und Kommunikationsfähigkeiten ausgestattet
sind, erstellen und pflegen ein lokales Modell ihrer Verkehrsumgebung. Gruppen
von kooperierenden und interagierenden Fahrzeugen, sowie Roadside Units, und
Radfahrer, die mit Smart Devices (z.B. Smartphone und Smartwatch) und anderen
am Körper getragenen Sensoren ausgestattet sind, tauschen Informationen aus. Sie
bilden ein multimodales Sensorsystem mit dem Ziel, Radfahrer und deren Absichten
unter Berücksichtigung von Echtzeitanforderungen und Unsicherheiten zuverlässig zu
erfassen. Das daraus resultierende Modell erlaubt es, den Wahrnehmungshorizont der
einzelnen Verkehrsteilnehmer über deren eigene sensorische Fähigkeiten hinaus zu
erweitern, was eine verbesserte und zuverlässigere Erkennung der Absichten von Radfahrern ermöglicht. In dieser Arbeit wird ein ganzheitlicher Ansatz zur kooperativen
Erkennung von Radfahrerbewegungsabsichten vorgestellt.
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1 Introduction
In the 2018 edition of the global status report on road safety published by the World
Health Organization 1.35 million road traffic fatalities each year [322] were reported.
Among the leading causes of death for people of all ages, road accidents reside
on the 8th place. For young people and children (aged between 15 and 29), the
statistics are even more alarming. Here, road accidents are the first leading cause of
death. Moreover, it is estimated that between 20 and 50 million more people suffer
non-fatal injuries, with many incurring a disability as a result of their injury [308].
In 2010, the united nations general assembly proclaimed a decade of action for road
safety 2011–2020. However, in 2019 the absolute number of traffic casualties is still
increasing without a clear end in sight.
According to statistics of the European Commission, the European Union (EU) is
concerning road fatalities the world safest region [85]. Still, in 2017, 25300 people
lost their lives on EU roads and 135000 sustain severe injuries from road accidents,
i.e., on average every 20 minutes one person dies while every four minutes one person
is seriously harmed due to a road accident in the EU. For every person who died in
a road accident, five more suffer from serious injuries. This is not just an enormous
loss for individuals and families, but the socio-economic costs are tremendous. The
EU estimates costs of EUR 120 billion annually.
European Union

Germany
Driver/ passengers of 4
wheeled vehicles
8%

8%
17%
46%

Motorized 2-3 wheelers

Motorized 2-3 wheelers
20%

8%

Cyclists

21%

45%
Pedestrians

46%

Driver/ passengers of 4
wheeled vehicles

Others / unspecified

47%

Cyclists

12%
Pedestrians
15%
Others / unspecified

Figure 1.1: Distribution of road accident fatalities by mode of transportation in the EU [87]
and Germany [295]. The percentage of VRU causalities (green) are depicted in the bar
charts.

Vulnerable road users (VRU), i.e., motorized 2-3 wheelers, cyclists, and pedestrians,
account in Europe and Germany for approximately half of the casualties as depicted
in Fig. 1.1. They are especially endangered since they do not have any passive safety

1

Figure 1.2: Comparison cyclists casualties and total casualties in Germany from 2010 to
2017 [295]. 2010 corresponds to 100 %.

system, which could potentially alleviate the effects of crashes. In 2017, 47% of the
fatalities in Germany were VRU1 , i.e., 1-2 pedestrians and cyclists fatalities every
day.
Recently in Germany, the citizen in numerous German cities started initiatives for
bicycle referendums promoting cyclist traffic to make cycling safe and comfortable
such that more people start to use their bikes – with benefits for climate, health,
and generally a more pleasant city for everyone to live in. It can be seen as part of a
mobility transition as postulated and proclaimed by the German Cyclist’s Association
in which cyclists are a major pillar for creating an ecological, safe, healthy, and
sustainable future traffic system [17]. Consequently, cycling is currently re-gaining
attraction, whereas the introduction of pedelecs and e-bikes further supports this
trend.
As highlighted in a special section by the Germany Bureau of Statistics in 2017 [295],
95% of the pedestrian victims and 90% of the cyclist casualties occurred in cities or
urban areas. Most accidents occur with a vehicle being involved. Against the trend
of reduced total traffic fatalities, the number of cyclists fatalities has approximately
remained the same, while the total number of injured cyclists has even increased.
The Netherlands is well known all over the world for being a country of cycling. Many
Dutch use their bikes for daily trips and travels. According to the Dutch Bureau of
Statistics [294], in 2017, there were more victims among cyclists than among vehicle
drivers and passengers. This fact may be partially explained by the dense settlement
in many Dutch provinces (i.e., urbanization) and the relatively high percentage
of bicycles used for transportation. Nevertheless, especially in the Netherlands,
there is a high awareness of cycling traffic, and the authorities implemented many
structural and infrastructural actions (e.g., dedicated cycling paths) to make cycling
safer. However, the number of cyclist fatalities ranks first. Approximately 90% of
these accidents are due to human error, e.g., distracted vehicle drivers, violation of
1
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In the further plot of this thesis, the term VRU refers to pedestrian and cyclists, only.

traffic rules, ignoring the right of way, or a lorry overseeing an approaching cyclist
while turning. Hence, especially in cities and urban areas, countermeasures, which
go beyond infrastructural activities, to reduce the number of cyclist fatalities are
required.
The high-risk potential of cyclists in urban traffic is due to several factors:
• Similar to pedestrians, cyclists have very little or no passive collision protection.
The helmet can prevent or even reduce serious head injuries. At higher
(relative) speeds between the parties involved in the accident (e.g., vehicle
against cyclists), the protective effect is significantly reduced. Besides, the
helmet only protects the cyclist’s head and no other parts of the body.
• The silhouette of cyclists is relatively small compared to other road users
such as vehicles. This small silhouette increases the risk of being entirely or
partially hidden by other objects as well as road users and therefore increases
the risk of not being seen. Also, despite lighting and reflectors, cyclists are
often challenging to detect at twilight and in the dark.
• In contrast to pedestrians, cyclists often share the road with cars. This sharing
creates additional potential for conflicts and hazards. In cities, for example,
non-separated bicycle protection lanes are often located alongside parking lots,
so that a suddenly disembarking motorist can cause a collision with a cyclist
approaching from behind.
• Cyclists are highly agile. The agility is not comparable to that of pedestrians
since they cannot immediately move in all directions of travel, i.e., abruptly
change their direction of motion. However, cyclists move at a much higher
speed. This agility enables fast progress in city traffic but often leads to critical
and life-threatening situations.
• Many cyclists often do not follow the traffic rules. Red traffic lights are often
ignored, or pavements are converted into cycle paths. Cyclists often meander
their way between stationary vehicles (e.g., in a traffic jam) through the city.
This behavior often leads to cyclists suddenly appearing in positions where
motorists do not expect them. Unfortunately, this often leads to an accident.
Nevertheless, in 75 % of road accidents between bicycles and vehicles, vehicles
are the main guilty party [295].
• Motorists often do not keep the legally prescribed minimum distance (in
Germany 1.5 m) when overtaking cyclists. If the cyclist then suddenly swivels
to the side, this can lead to a collision.
• Bicycles have only two wheels and require balancing; this makes them susceptible to slippery road surface by constructions, e.g., due to rainy weather
conditions.
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• While cyclists have the opportunity to express their intention to turn through
hand signals, many cyclists do not do this in practice. In many cases, hand
signals are given too early, are perceived late, or not at all by other traffic
participants. Moreover, unlike vehicles, cyclists do not have any braking lights,
so from a vehicle’s perspective, it might be difficult to detect a stopping
movement.

Figure 1.3: Road accident fatalities since 2001 in the EU and the objectives set [85] in
2009.

In 2010, the European Commission proclaimed safety guidelines aiming to reduce
the road fatalities on European roads [86]. Although these actions seem to take effect,
in recent years, the numbers of fatalities have plateaued again, leading to an increasing
gap between the action which needs to be taken and what is happening in reality.
This gap is depicted in Fig. 1.3. With the adoption of the “Valletta Declaration on
Road Safety” in 2017, EU transport ministers made a joint commitment to reduce
the number of serious road traffic injuries by 50% in the period of 2020–2030. It
is a small and gentle step towards Vision Zero [310], as postulated by the German
Road Safety Council: Life is not negotiable. The ultimate goal of Vision Zero is a
traffic system in which there are zero casualties or injuries due to traffic accidents.
It has been adopted by many governments, including the EU and Germany, as being
the goal of their road safety legislations. The central intuition behind Vision Zero is
that there is no such thing as a perfect traffic system since it involves humans, and
humans are, by definition, not perfect. In our current road traffic system, it happens
far too often that small mistakes lead to fatal accidents. The idea behind Vision Zero
is to create a traffic system that is fault-tolerant against mistakes and saves human
lives. The proposed action plan is founded on three pillars: safe infrastructure (e.g.,
avoidance of view hindrance, better road separation of vehicles, pedestrians, and
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cyclists), laws (e.g., obligatory to wear helmets, speed limits or ban on alcohol), and
technical advances.
In recent years, there has been considerable progress, particularly concerning
the technical possibilities of modern vehicles, e.g., sensor-based advanced driver
assistant systems (ADAS), which make driving safer. We are currently standing at
the edge of another revolution in terms of human mobility [211]. Soon, intelligent
vehicles will be capable of driving autonomously. These intelligent vehicles are
equipped with sensors such as cameras, RADAR, LIDAR, inertial units, and global
positioning system (GPS) receivers, digital maps, and the ability to communicate
via ad hoc networks (i.e., Vehicle-2-X communication). Moreover, modern, powerful
computing systems, together with sophisticated algorithms from artificial intelligence
and machine learning, enable them to process sensory data, reason about the currently
perceived situations, communicate their intentions, and to react within milliseconds,
ensuring safe and comfortable driving. This development starting with the first
driver assistance systems 30 years ago [40], has the ultimate goal of handing over
complete control to a robotic driver. In this on-going process, the human driver will
be gradually released from the burden to steer and drive the vehicle (cf. Society of
Automotive Engineers (SAE) automation levels [142]).
Especially in urban areas, autonomous driving has the potential to fundamentally
change people’s live, work, and their mobility pattern. New concepts such as selfdriving taxis and car-sharing services offer the potential to reduce the number of
cars on the street tremendously. This will increase traffic efficiency and reduce
the number of traffic jams. Moreover, fewer cars will have a positive effect on the
environment, less energy and resource consumption, less air pollution, and reduced
traffic noise levels making cities more sustainable, resilient, and pleasant places to
live. Autonomous driving offers the opportunity of lifelong individual mobility for
everyone, even for those who are not capable of driving by themselves, e.g., elderly,
people with physical or cognitive disabilities. However, one of the major expectations
and chances of autonomous driving is that autonomous driving will increase road
safety by reducing the number of road accidents and fatalities.
Many of the major automotive and technology companies are currently working
intensively on the development of self-driving vehicles. Vehicle manufacturers, such
as Tesla, Google, and Volkswagen have already been able to successfully test their
autonomous vehicles in real traffic, covering millions of accident-free test kilometers.
So, one might be tempted to ask whether Vision Zero is already close. Recently, a
pedestrian was killed by one of Uber’s autonomous test vehicles [231]. The pedestrian
intended to cross a poorly lit road with her bicycle at night when she was hit by
the autonomous vehicle. Investigations revealed that the vehicle software missed the
pedestrian, classifying it as a false negative, e.g., a plastic bag lying on the road.
Modern vehicles and self-driving cars are endowed with forward-looking sensors.
Still, many dangerous and fatal situations may occur as a result of occlusion or
sensor malfunctions. Faults, especially in the perception system, mostly cause a
substantial failure of the complete system. Using multiple redundant sensors and
sensor fusion offers an opportunity to reduce the risk of faults (e.g., missed detections)
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in the perception system of an automated vehicle [125]. Another option to cope with
these faults is to cooperate with other road users and intelligent sensor-equipped
infrastructure. This concept is referred to as cooperative driving [4, 55, 76, 297]
or as a cooperative intelligent transportation system (C-ITS) [283]. Cooperation
between different road users allows for using others vehicles as telematic sensors
and to increase the perceptual horizon of individual road users beyond their sensory
capabilities. Communication and cooperation among automated vehicles offer a new
range of opportunities to increase road safety.

1.1 Vision of Future Traffic
As outlined before, pedestrians and cyclists will still play a significant role in future
traffic, especially in urban areas. One key challenge is that connected automated
vehicles act in such mixed traffic with VRU anticipatory, considerately, safely, and
compliant to traffic rules. We share the main idea of Vision Zero, i.e., we envision
future traffic with zero casualties. In the following, it is detailed how such a future
traffic system in particular suitable for VRU safety in urban environments might
look like [4].
In this thesis, we envision the following future traffic scenario, including automated
driving: Vehicles, trucks, and other road users equipped with sensors, electronic maps,
and Internet connection each determine and continuously maintain a local model
of the surrounding traffic situation. This dynamic model results from cooperation
with other vehicles in the local environment (e.g., based on ad hoc networks) and it
is also based on information originating from sensor-equipped traffic infrastructure
and roadside units (RSU), e.g., urban intersections equipped with sensors such as
cameras or LASER scanners, and from other traffic participants such as VRU if
equipped with appropriate mobile devices such as smartphones and smartwatches.
Those vehicles which are equipped with sensors, such as (stereo) cameras, RADAR
and LIDAR, computing abilities, and Vehicle-2X communications capabilities, e.g.,
the IEEE 802.11p standard, are in the following referred to as intelligent vehicles.
Their traffic model arises from a cooperative perception. Subsequently, a cooperative
forecast of traffic situations is obtained by projecting the current traffic model into
the future. Altogether, the models are based on the collective intelligence of the
participating vehicles, the infrastructure, and the VRU.
The collective intelligence of motorized road users, complemented by information
from infrastructure and VRU themselves, is exploited to forecast intentions of VRU
in a cooperative, distributed way. We refer to the term “distributed” as there is no
centralized or hierarchical organization of the participants in this cooperation. An
exemplary traffic scenario of a pedestrian crossing behind an obstruction is depicted
in Fig. 1.4. The approaching white car cannot perceive the hidden pedestrian and its
intention to cross the road. The oncoming vehicle, the infrastructure-based sensors,
as indicated by the surveillance camera, or the smart devices carried by the VRU
itself, can be used to detect the pedestrian and his/her intention. These detections
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Figure 1.4: Schematic of a critical situation: The pedestrian intending to cross the road
occluded behind a parked truck. The situation is resolved using cooperation (indicated by
pale yellow dashed lines) between the vehicles, sensor-equipped infrastructure, and smart
devices worn be the pedestrian itself.

can be reported to the oncoming car, such that the driver or the vehicle itself (in case
of automated driving), can initiate the emergency brake. The collective intelligence
of all traffic participants is used to cooperatively detect the occluded pedestrian’s
intention to cross the road. These models used for cooperative intention detection
can be seen as a distributed knowledge base allowing for local and cooperatively
reached decisions such as trajectory planning in automated driving, VRU warning,
and control of infrastructure (e.g., traffic lights). The objective and global vision
of this thesis are automated, cooperatively interacting vehicles that can take the
behavior of VRU into account. They must be able to anticipate the VRU intention
through a cooperative process involving all traffic participants. We do not assume
that all traffic participants are always equipped with identical sensor equipment nor
that all information is always available. Instead, we aim at an opportunistic approach,
i.e., we use all information provided as good as possible. The contributions of this
thesis towards the envisioned future traffic scenario are algorithms and techniques
for opportunistic cooperative intention detection of cyclists.

1.2 Intention Detection
Due to the ability of pedestrians and cyclists to suddenly start a motion or to change
the direction of motion, a dangerous situation may occur within some hundreds
of milliseconds. To avoid accidents, it is not only essential to detect cyclists, but
also to anticipate their intentions. To better protect VRU and prevent collisions,
modern vehicles are equipped with forward-looking safety systems, e.g., front collision
mitigation systems and autonomous emergency braking (AEB) systems. Many other
ADAS for improved VRU protection are about to be introduced, e.g., blind-spot

7

monitoring systems for better cyclists protection. As early as 2016, AEB systems for
pedestrian protection became part of the New Car Assessment Program (NCAP)
safety test. AEB for cyclists followed in 2018 [247]. In contrast to pedestrians,
detecting the intentions of cyclists is technically more challenging as their speeds are
higher. These higher speeds have the following implications: First, a larger field of
view is required; second, there is less processing time to decide whether to brake or
not.

Figure 1.5: Typical dangerous situation in urban environment. The cyclist intending to
cross the road is occluded by the bus and cannot be seen by the approaching vehicle.
Cooperative intention detection could help to revolve the critical situation: For example
a smart device worn by the cyclist could anticipate the starting movement and transmit
(indicated by dashed line) it to the approaching vehicle such that a potential collision is
avoided.

ADAS, such as the AEB for cyclists protection, are based on (stereo-)cameras or
RADAR sensors installed in the front of the car. Although such systems contribute
to increased cyclists’ safety, dangerous situations for cyclists may still occur as a
result of occlusions or sensor malfunctions. Consider for illustration the following
urban scenario as depicted in Fig. 1.5. A bus is waiting at a bus stop, while a green
vehicle is passing by. At the same time, a cyclist intends to cross the street. It
cannot be “seen” by the approaching vehicle. It is an urban environment; therefore,
we assume that the vehicle is approaching with 50 km/h. Furthermore, the road is
considered to be dry, good conditioned, and asphalted, such that the approaching
vehicle can achieve a maximum braking deceleration of 8 m/s2 . If the automated
vehicle initiates a braking maneuver 15 m before the crossing cyclist, then it will
stop 3 m ahead of the cyclist. After the cyclist has entered the driving corridor, the
vehicle only has 0.58 s to initiate a braking maneuver to prevent an accident, whereas
the brake reaction time has not been considered yet. The automated vehicle must
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Figure 1.6: Schematic representation of the two-stage intention detection process: basic
movement detection and trajectory forecast.

detect the cyclist, predict a potential collision, and initiate an emergency braking
maneuver within half a second.
But since there is an occlusion, the approaching vehicle has no chance to detect the
cyclist. At the time of the earliest detection of the cyclist, an emergency braking will
no longer be possible. Hence, the vehicle would frontally crash into the cyclist without
braking. In studies with pedestrians, it was reported that 80% of frontal collisions
with an impact velocity of 50 km/h are fatal [321]. However, even a small reduction
of the speed could significantly increase the probability of the cyclist’s survival. At
speeds below 30 km/h, the probability of survival in a crash even increases to over
90% [321]. Cooperatively reached intention detection, e.g., by a warning emitted
from a smart device worn by the cyclist, could resolve this critical situation avoiding
a potential accident. In doing so, it is important that the cyclist’s intention can
be detected in a very early phase. Given the sketched traffic situation, one has to
correctly detect and transmit the cyclist’s intention within half a second. On the other
hand, the intention detection system must also be robust, i.e., avoid false-positive
detections, which potentially lead to unnecessary emergency braking maneuvers,
which reduce the driving comfort or, even worse, may cause a rear-end collision.
Cooperative methods including vehicle-, infrastructure-, and smart device-based
intention detection techniques are expected to be able to handle occlusion situations
in urban areas, and significantly increase robustness by resolving implausibilities.
The term “intention” is generally used for a planned, but not yet started or
even finished action. In this thesis, we adopt the following definition of intention
detection [4] which distinguishes two aspects of intention detection as visualized in
Fig. 1.6: First, the motion of a cyclist is seen as a sequence of activities or basic
movements such as standing, starting, moving, and stopping. Our first aim is to
detect movement transitions, i.e., detect basic movements as early as possible. Second,
we consider the motion of certain body points, e.g., center of gravity, joints, or head,
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in the 3D space. The second aim is to forecast trajectories of such points. Throughout
this thesis, we focus on forecasting the head’s position as a placeholder for the actual
cyclist’s position. If projected onto the ground plane, the cyclist’s head is located
approximately in the middle of the body. Therefore, it is a good placeholder of the
actual cyclist’s position. Furthermore, it is an excellent indicator of the movement
intentions of VRU, as already shown in previous work [116, 139]. Early knowledge
about a movement transition can support trajectory forecast [6, 116]. Both basic
movement forecasting and trajectory forecasting, are part of what we refer to as
intention detection. The intention detection uses different sensor data and various
perception modalities, e.g., camera images, video sequences, and features extracted
from the sensor data such as positions, velocities, accelerations, orientations, and
poses. Subsequently, the detected intention, i.e., issued trajectory forecast, can
be used for situation analysis and understanding as well as cooperatively reached
vehicle maneuver planning [76, 80]. Trajectory forecasts of traffic participants are
inherently affected by randomness and uncertainty. We do not know about all
variables influencing the future behavior and trajectory of the cyclists. Even if we
had partial knowledge, e.g., about the cyclist’s desired destination, we could only
forecast future behavior up to a certain degree of confidence. Hence, the behavior is
best described as a stochastic process.

1.3 Cooperative Protection of Cyclists
In this thesis, we address the challenge of cooperative protection of cyclists. As
outlined in the vision of future traffic, the overall goal is to detect the intentions of
cyclists using the collective intelligence of all road users. Therefore, we propose a
cooperative process for cyclist intention detection.
The Oxford Dictionary defines cooperation as the action of working together to the
same end [246]. In our case, the same end is the increased safety of cyclists, which
can be achieved by means of an early and reliable intention detection. Hence, the
action is the process of combining information originating from different sources, i.e.,
vehicles, sensor-equipped infrastructure, and cyclists themselves. In the following,
for the sake of brevity, all involved entities are referred to as agents [320].
To cooperate, road users (i.e., vehicles), infrastructure, and cyclists themselves,
must be interconnected through a vehicular ad hoc network (VANet) [318]. A vehicular ad hoc network can be realized using Vehicle2X communication. Vehicle2X
(V2X), also known as Car2X (C2X), generally refers to all kinds of communication
between a vehicle (V) and other partners (X). Among others, these communication
partners include pedestrians (P) and cyclists, other vehicles (V), or intelligent infrastructure (I). Vehicles and cyclists continuously enter and leave the communication
range. Hence, the set of participating agents is open and highly dynamic. As far as
road safety applications are concerned, timeliness and extremely low communication
latency are crucial.
We can classify our proposed cooperative process as a C-ITS. In this respect,
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Scholliers has been intensively studying the requirements for agents and communication technology in C-ITS for VRU safety applications [283]. We adopt many
of these requirements in the context of this thesis. In the following, we shortly
review the requirements. Scholliers identified the following five sub-categories: three
communication related requirements, i.e., latency, range, and scalability, as well as
context awareness, and position accuracy.
Latency: Studies regarding the communication latency for the integration of VRU
safety applications (e.g., collision warnings) in C-ITS revealed that the latency should
be within the range of 100 ms – 200 ms [99, 283, 299]. The European Telecommunications Standards Institute (ETSI) specifies a maximal end-to-end latency, i.e.,
the period from the first raw sensor observation and the data processing and the
transmission till the action being taken, for safety-critical messages of 300 ms. Hence,
the data transmission induced delays should be below 100 ms for time-critical applications [91] to avoid false detections and wrong actions based on obsolete and old
data.
Range: The ability to detect dangerous situations early is one of the major reasons
for cooperation among different road users. In the case of a single non-cooperative
vehicle, the earliest possible time of the detection of a dangerous situation is bounded
by the perceptual horizon of the vehicle. The perceptual horizon is, for example,
given by the range of the RADAR or the camera’s field of view (FOV). In the case of
multiple cooperating vehicles, the perceptual horizon can be significantly increased,
e.g., a vehicle can be warned of a critical situation by another vehicle before the
dangerous situation falls within the vehicle’s perceptual horizon. The communication
range bounds the range of cooperative perceptual horizon (considering single- as well
as multi-hop communication). The time available to emit a driver warning (e.g., of a
cyclist crossing) directly depends on the time to collision (TTC), which relates to
the detection and, therefore, the communication range. Scholliers et al. propose to
consider a TTC of 5 s, which then results in a required communication range of 100 m
for pedestrians and cyclists in urban scenarios, i.e., considering a vehicle velocity of
50 km/h and 160 m in extra-urban scenarios (vehicle speed of 90 km/hour) [283].
Scalability: The network underlying the envisioned cooperative process (i.e., the
C-ITS) must cope with situations of varying communication peer density. In urban
environments, the number of communication peers can rapidly grow to several
hundred. Hence, congestion of the network is a major challenge. The scalability is
not addressed in this thesis.
Context Awareness: According to Scholliers et al. [283], participants of a CITS must be able to determine the current context. The context includes the
determination of the road user’s class (e.g., pedestrian, cyclists, or motorist) as well
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as the detection of the current basic movement (e.g., standing, walking). Moreover,
context information may also include the detection of turning hand signs.
Position Accuracy: The ETSI prescribes a localization accuracy of 1 m for vehiclerelated safety-relevant applications [91]. Here, localization includes the positioning
of the agent itself as well as the localization of other agents using its perceptual
system. However, for safety-critical applications involving pedestrians and cyclists,
higher localization accuracy is required. In this case, accurate positioning is crucial
to determine whether a VRU is moving on the pavement or not. Scholliers et al.
state that an accuracy of at least 0.5 m is required. This specification is largely in
line with the considerations of David and Flach [72] who mention 0.1 – 0.8 m required
accuracy.

1.4 State of the Technology
Knowing the requirements, we look more carefully at the current state of the
technology. In particular, we justify assumptions made and discuss the feasibility of
the cooperative process for cyclist detection system with current (communication)
technology and technology that is expected to be available in the near future.
Communication Technology: Two technologies are currently competing against
each other in this segment of dedicated short-range communication (DSRC), i.e.,
ITS-G5 and 5G/LTE. The former (ITS-G5), is a Wi-Fi-based protocol (i.e., IEEE
802.11p) tailored to V2X communication. It has a short communication latency, i.e.,
an average response time within 3 ms and in worst case of over 200 ms [153, 256]
(measured at different penetration rates). However, according to the ETSI standard
for cooperative awareness messages (CAM) the worst-case delay may be up to 1 s [88].
The communication range is within 500 m to 1000 m [293]. The communication range
heavily depends on the environment (e.g., buildings which are blocking the direct
communication range). In [256], the authors validated a stable communication
in line-of-sight (LOS) situations for distances up to 600 m. For non-line-of-sight
(NLOS) situations, especially in urban areas, the communication range is worse (cf.
for detailed information [207]). Many car manufacturers are currently working on
integrating DSRC ability based on ITS-G5 in their fleets and are currently releasing
the first series of vehicles equipped with V2V communication ability. In contrast to
ITS-G5, which was initially only intended for V2V and V2I communication, 5G/LTE
communication is designed with more applications in mind, ranging from Internet
access for vehicles and mobile devices, streaming and infotainment up to VRU safety
applications. 5G/LTE is designed to have high data rates and, at the same time,
extremely short communication latency, i.e., 1 ms [96]. One of the major advantages
of 5G/LTE is that it is based on LTE and hence enables the communication to
smart devices such as smartphones, i.e., V2P. Currently, chip manufacturer and
telecommunication companies such as Qualcomm are cooperating with car makers
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on methods that enable mobile devices to communicate with cars via 5G/LTE [251].
Moreover, there are already prototype applications that integrate smartphones into
ITS/G5 networks [323]. Motivated by the fact that each wireless network technology
itself has benefits as well as its drawbacks, also the usage of different heterogeneous
networks is being investigated, e.g., the combination of cellular 4G, ITS/G5, and
5G/LTE [95, 293]. The development has just begun, and it not clear which technology
will win the race in the future. However, we can assume that the communication
technology required to realize the cooperative cyclist intention detection will be
available soon.

Mobile and Smart Devices: According to a survey by the industry association
Bitkom, there were 57 million smartphone users in Germany in 2018, i.e., eight out
of ten people in Germany own and use a smartphone. Many people continuously
carry their smartphones with them, also while they are traveling on the road, e.g.,
while cycling. Modern smartphones are equipped with a global navigation satellite
system (GNSS) units and inertial sensors (e.g., accelerometers and gyroscopes).
These sensors can be used to detect the cyclist’s intentions even in NLOS situations.
The smartphone and, thus, the cyclist herself becomes a source of information, which
can be integrated into the cooperative intention detection process via ITS-G5 or
LTE/5G. The hardware of today’s smartphones is not yet designed for this use. This
refers, for example, to the GNSS accuracy, which is not sufficient yet. According
to [72] and [283], the required accuracy for VRU safety applications should be
approximately 0.1 – 0.8 m. According to [21], in good weather conditions, modern
smartphones have a position accuracy of 10 m. However, progress concerning the
GNSS accuracy is expected in not too distant future, e.g., due to the usage of multiple
frequency receivers, carrier-phase measurements, or the usage of differential GPS
and real-time kinematic GPS allowing for cm-level precision [309, 327]. In this thesis,
the smart device localization problem is not addressed, but we assume that a precise
localization will be available in the near future.
In addition to smartphones, many people also own and carry smartwatches or
other wearables attached to different locations of the human body. Information
from these devices, i.e., from different wearing locations, can be used as additional
information in the intention detection process, e.g., the smartwatch mounted to the
wrist can be used to detect turning signals. Moreover, in the future, there could be
even more intelligent devices such as sensor-equipped helmets, separate speedometers,
or sensor-equipped bicycles. These devices are usually interconnected (e.g., via
Bluetooth), so that they can also exchange data with each other. For example, the
GPS accuracy of a receiver exposed on the helmet is significantly higher than that
of a shielded smart device in a trouser pocket. In this thesis, we also proposed
to incorporate multiple cooperating smart devices for improved cyclist’s intention
detection.
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1.5 Challenges and Goals of this Thesis
In this section, we describe the challenges and goals of this thesis. It addresses three
main research challenges, i.e., probabilistic cyclist trajectory forecasting, cyclists as
additional sensors, and cooperative intention detection. In the following, we present
the principal research questions.

Probabilistic Cyclist’s Trajectory Forecasting – How to forecast future
trajectories of cyclists probabilistically?
Probabilistic cyclist trajectory forecasting takes the form of a predictive probability
distribution over possible future trajectories of a cyclist. Probabilistic forecasting
allows us to quantify the uncertainty of the forecast and, to some extent, enables us
to derive statistical guarantees based on historical data. These statistically derived
bounds are an essential ingredient to make optimal decisions under uncertainty, i.e.,
they are of great interest for safe trajectory planning [80]. Initially, we assume that
there is a deterministic point estimate, e.g., the most likely future trajectory. Starting
from this deterministic point estimate, we model the uncertainty of this estimate by
a predictive distribution. Based on this predictive probability distribution, we can
derive confidence bounds about the likelihood of residence. One might be tempted to
model the predictive distribution using a conditional Gaussian distribution [44]. This
assumption is too short-sighted. Especially during the crucial movement transitions,
e.g., starting or stopping, the actually observed distribution might be skewed. The
main challenge is to find a suitable probabilistic forecasting technique for multivariate
cyclist’s trajectories. The method must be able to model skewed or other arbitrary
star-shaped probability distributions. Moreover, in this thesis only short prediction
time horizons up to 2.5 s are considered. Besides, the methods investigated in this
thesis are restrict to unimodal predictive distributions. In the first place, we must
first find an appropriate method to represent the predictive distribution. Based on
the representation, statistical guarantees in the form of confidence bounds must
be derivable. Subsequently, we must find a methodology to create and optimize
models that allow issuing probabilistic forecasts which use the previously found
representation. Probabilistic forecasting aims to maximize the sharpness of the
predictive distributions being subject to reliability. The reliability refers to whether
the spread of the predictive distribution is correct, while the sharpness measures
the quality of the forecast, i.e., how narrow the predictive distribution is [108].
The calculation of these is strongly linked to the representation of the predictive
distribution. Hence, finding a methodology to evaluate the reliability and sharpness
of the issued multivariate probabilistic trajectory forecasts poses another research
challenge.
We present a novel multivariate extension of quantile regression [173, 174] which
addresses these research questions in Chapter 3.
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Cyclists as Additional Sensors – How to realize cyclist intention detection
using smart devices?
The aim is to incorporate information originating from smart devices, e.g., smartphones or smartwatches, carried by cyclists into the cooperative intention detection
process. The cyclist is then able to inform vehicles and infrastructure when available
about his/her position, current movement (e.g., standing, moving), and predicted
future trajectory. Additionally, features derived from the smart device’s internal
sensors (i.e., GPS, accelerometer, or gyroscope) might contribute as valuable information for improving the cooperative intention detection process. As a part of this
thesis, a smart device-based intention detection system, including basic movement
detection and trajectory forecasting, is presented. We are aware that these techniques
are much less accurate than, e.g., video-based technologies of vehicles or infrastructure, and currently not fully competitive. But, we see the information delivered by
smart devices as complementing the cooperative intention detection process, e.g.,
allowing us to resolve occlusion situations. Moreover, we see that sensor systems in
mobile devices are continuously improved (e.g., carrier-phase and differential GPS
measurements, allowing for cm-level positional accuracy).
This research challenge is further subdivided into the following three research
questions:
• How to realize cyclist intention detection using smart devices? – The challenge
in creating such a fully smart device-based intention detection system are
versatile: (1) We have to engineer and select suitable features based on the
inertial data (e.g., accelerometer and gyroscope), (2) train classifiers which
detect movement transitions fast and still have a low false-positive rate, and (3)
develop a trajectory forecasting methodology suitable for smart devices. In this
thesis, we follow an approach based on human activity recognition techniques.
• How does the device wearing location influence the detection results? – Cyclists
might carry their smartphone at various wearing locations, e.g., trouser pocket
or backpack. Since these devices are worn at different locations of the cyclist’s
body, they measure diverse aspects (e.g., acceleration profiles) of the human
movement. The wearing location directly affects the intention detection performance. Hence, different wearing locations might require various features
for smart device-based intention detection. We investigate the impact of the
device wearing location exemplary for cyclist’s basic movement detection.
• How to realize cooperation between multiple smart devices? – In future, cyclists
will not only be equipped with a single smart device, but will have multiple
wearable devices at different wearing locations, e.g., smartwatch mounted at
the wrist, a sensor-equipped bike, or helmet. Cooperation between the various
wearables, i.e., combining information originating from different devices, can
potentially improve the detection results. As a part of the thesis, we consider
inter-device cooperation concerning basic movement detection.
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The research questions concerning smart device-based cyclist intention detection
are covered in Chapter 4.
Cooperative Intention Detection - How to detect intentions of cyclists in a
cooperative process?
As sketched in the global vision, the aim of this research is a cooperative process
for early and reliable cyclist intention detection. Cooperation can take place on
different levels: sensory data, feature, model, or on the level of detected intentions
(i.e., decision-level), or all at the same time. Moreover, we can further sub-divide the
cooperative intention detection process into cooperative basic movement detection and
cooperative trajectory forecasting. The data is highly multi-modal, i.e., originating
from different agents, including intelligent vehicles, infrastructure, and even smart
devices carried by the cyclist. Data from different agents and information sources
might be differently affected by sensor noise and uncertainty. Therefore, the fusion
methodologies have to reflect the degree of uncertainty concerning observations, model
parameters, and estimates (e.g., concerning future positions of cyclists). Moreover,
since the involved agents are connected via a wireless vehicular ad hoc network,
the cooperative methods must be able to cope with delay, packet loss, and outof-sequence arrival of information. Since cyclists are highly dynamic, timeliness is
crucial. The applied techniques must be decentralized, fast, and computationally
efficient. Moreover, the cooperative fusion methodologies must be able to cope with
occlusion situations (i.e., sensor outage) as many dangerous situations involving
cyclists occur as a result of occlusions or sensor malfunctions. We identify the
following research questions:
• How to use sensor- and feature-level fusion to detect basic movements of cyclists
and forecast their future trajectories in a cooperative way? – One goal of this
thesis is to develop a cooperative approach, i.e., a fusion mechanism, in which
we combine information originating from different agents to detect cyclist’s basic
movement transitions earlier and to improve the trajectory forecast. The aim
is to develop fusion methodologies for cooperative intention detection, which
combine information at the sensor- and feature-level. Information originating
from different agents captures different aspects of the cyclist behavior, e.g.,
an infrastructure-mounted camera might have a good view on the head, while
a vehicle standing behind the cyclist might additionally see the hand-sign
indicating an upcoming turn. Depending on the sensor configuration, the data
to be combined can be either complementary (e.g., fusing features derived
from a cyclist’s head trajectory with additional information originating from
a smart device carried in the trouser pocket) or competitive (e.g., combining
measurements of the cyclist’s head trajectory originating from different sensors)
(cf. [78]). We have to consider both types in the fusion methodology. Moreover,
we not only must address the question of how to combine, but also of how to
weight information originating from different road users, i.e., which aspects are
relevant for weighting (e.g., timeliness, novelty, and uncertainty).
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• How can we realize cooperation on the level of detected intentions, i.e., basic
movements and trajectory forecasts? – When combining information on the
level detected intentions, i.e., decisions, we have to keep in mind that we do
not work with real measurements but with estimates. The fusion of basic
movements is related to fusing classification results, while trajectory forecasting
is related to the combination of regression estimates. Both require appropriate
modeling of uncertainty and error going along with the estimates. We consider
temporal, spatial, and forecasting lead time-dependent uncertainties and errors
to derive weights. These weights are then subsequently used to combine
predictions of different agents, e.g., more recent information might get higher
weights, while the impact of older estimates might be reduced. The influencing
factors and features for an optimal combination, i.e., the weights, of different
basic movement detections and trajectory forecasts, have to be determined,
and appropriate models have to be learned from data. Moreover, conflicting
but also correlated estimates and self-reinforcing information loops leading to
over- or under-confident estimates pose a big challenge. Concerning trajectory
forecasting, additionally, an appropriate coordinate frame for fusing trajectory
forecasts has to be determined, e.g., a globally shared world frame.
• Which form of cooperation is most advantageous? – The next question to be
answered is, which form of cooperation is in which situations most advantageous?
Moreover, what kind of information must be transmitted to obtain a fast and
reliable cyclist intention detection system. How does the performance of
the cooperative intention detection system drop if certain entities drop out or
information is delayed? To answer these questions, we must design experiments,
i.e., off-line simulations with real data, and we must determine appropriate
evaluation criteria.
These research questions concerning cooperative cyclists intention detection are
addressed in Chapter 5.

1.6 Overall Methodology and Innovation
In this section, we describe the overall concept and innovation of this thesis. Also,
we detail and justify some of the assumptions made in this thesis.
As described before, we model the cyclist’s behavior by a two-stage process (cf. Fig.
1.6). Hence, we break the intention detection task into two sub-tasks, i.e., detection
of the current basic movement, followed by a forecast of the future trajectory. The
detection, which we model as a classification task, as well as the trajectory forecast,
which we interpret as a regression task, are realized with machine learning techniques.
In this thesis, we present a novel methodology for casting multivariate deterministic trajectory forecasts into probabilistic ones. This new method, named Quantile Surfaces (QS), can be seen as a multivariate extension of Quantile regression
(QR) [173, 174]. In contrast to the method of least-squares, which aims to estimate
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Figure 1.7: Schematic representation of the overall architecture involving cooperative
perception and cooperative intention detection followed by situation understanding and
maneuver planning. The scope of this thesis, i.e., the cooperative intention detection
process, is dotted in red. The schematic is taken from [4].

the conditional mean, QR aims to estimate the conditional quantiles (e.g., the median
or 50 % quantile) of the response. However, the restriction to univariate outputs
poses a significant challenge when trying to apply QR to multivariate trajectories.
Hence, in this thesis, an extension of QR to multivariate response variables, such as
cyclists’ trajectories, is presented. We represent the predictive distributions using
distinct, discrete quantile estimates, i.e., quantile surfaces. These quantile surfaces
allow modeling arbitrary multivariate, unimodal, star-shaped, non-parametric predictive probability distributions. Probabilistic forecasting techniques aim to optimize
the sharpness of the predictive distributions being subject to the reliability. The
evaluation of both measures is tied to the representation of the predictive distribution. Therefore, we consider a new technique for evaluation of the reliability and
sharpness of the issued multivariate predictive distributions, i.e., quantiles surfaces.
Additionally, we present a new score based on the continuously ranked probability
score (CRPS) for the assessment of the skill of multivariate probabilistic forecasts.
We can use this score for comparison to other probabilistic forecasting methodologies,
and for hyperparameter optimization.
Based on our vision of future traffic, we propose an architecture comprising
cooperative perception and cooperative intention detection [4]. We depict a schematic
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of this architecture in Fig. 1.7. The process of cooperative cyclist intention detection
(indicated by the red dashed box) is the main scope of this thesis. We see the
cooperative system from the perspective of an ego vehicle. All agents (including the
ego vehicle) can perform cyclists detection and intention detection locally. Moreover,
they can interact by exchanging information via a wireless ad hoc network (i.e.,
V2X network). Ego-vehicle information (e.g., position) and fused information of
earlier stages are always available to the ego vehicle. For the sake of brevity, the
corresponding arrows are not shown in Fig. 1.7. Moreover, in the figure, we also
omitted the fusion stages of other agents, together with their outputs.
Cooperative perception, which includes cyclist detection, localization, and tracking
of cyclists, is not in the scope of this thesis. Perception incorporates the detection
of cyclists, e.g., detection of cyclists in camera images, RADAR, or LIDAR scans.
Regarding the association problem, i.e., the question of which measurement belongs
to which cyclist, we assume that this is already addressed through cooperative
tracking [13]. The cooperative detection, position estimation, and tracking of cyclists
are not in the scope of this thesis.
Smart devices and other wearables are capable of detecting the position using
the device’s integrated GNSS receivers and detecting movement transitions early
using their inertial sensors. GNSS information complemented by features extracted
from 3D acceleration sensors and gyroscopes, data preprocessing techniques (such
as fast Fourier transform, feature selection techniques), and ensemble classification techniques are used to detect basic movements and issue trajectory forecasts.
We propose a novel two-stage feature selection procedure leading to robust basic
movement detection with understandable and interpretable features. The smart
device-based determination of the VRU category (i.e., cyclist or pedestrian) is related
to the detection of the cycling activity and distinction of this activity from other
activities such as walking or driving. In general, this is also known as human activity
recognition (HAR) [54] or modes of locomotion estimation. Nowadays, estimates
are supplied by all modern smartphone operating systems (e.g., Android [121]).
Therefore, throughout this thesis, we assume that cycling activity recognition, i.e.,
the determination of VRU category, is available. Besides detection, we also see the
localization as a part of perception. Moreover, we assume that the time between the
different road users is synchronized, i.e., a proper synchronization methodology is
available.
We conduct cooperative intention detection on the feature- and the decision-level.
We can further sub-divide this into the fusion of basic movements and trajectory
forecasts. A schematic showing the feature- and the decision-level fusion paradigms
for the cyclist’s basic movement detection is depicted in Fig. 1.8. Both featureand decision-level fusion are related to classical sensor fusion [290]. However, we
refer to the feature-level fusion paradigm as fusion of sensor measurements and
features from different sensors and sources. Subsequently, this combined information
is used to detect the cyclist’s intention better. In the decision-level fusion paradigm,
predictions from basic movement and forecasting models of different road users are
fused. The decision-fusion paradigm is related to ensemble techniques [44], model,
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and knowledge fusion methods [98].
Assuming that road users make at least partially use of the same set of features,
e.g., the absolute velocity or angular velocity, the cyclist’s trajectory is approximated
using polynomials with orthogonal basis functions [104]. This representation is
abstract, independent of the sensor’s cycle time, and robust against noise due
to implicit data smoothing. The feature-level fusion is realized using weighted
polynomial approximation. We exploiting specific properties of the orthogonal
polynomials and the approximation technique: (1) fast incremental approximations
are possible (update mechanisms are available [104]) and (2) information can be
weighted individually. The former keeps the runtime short, and the latter allows
us to “fade out” outdated information or to emphasize on more recent information.
Furthermore, by additionally modeling the posterior distribution over the polynomial
coefficients in a Bayesian approach [44, 103], we obtain a fully probabilistic model of
the trajectory. New measurements can now be integrated by modeling the likelihood,
i.e., implementing a sequential update methodology. We obtain the weighting of
information originating from different road users through a measurement model.
The measurement models essential describes the likelihood of an observation given
the currently estimated polynomial coefficients. We derive the weight of each
measurement by combining a global weight (e.g., how good is a measurement of
an agent’s sensor globally) and a situation-dependent weight (e.g., how good is a
measurement of an agent’s sensor in the current situation). Moreover, due to the
usage of a polynomial approximation instead of state-space model-based approach,
e.g., a recursive Bayesian filter [302], we can cope with situations where, e.g., due to
communication problems, the information does not arrive in the correct temporal
order (out-of-sequence fusion). The coefficients of the orthogonal expansion of the
approximating polynomial are optimal estimators of the average, slope, curvature,
and change of curvature of the approximating trajectory in the considered time
window [104]. Hence in terms of the cyclist’s trajectory, the coefficients are optimal
estimators of the velocity, acceleration, and jerk. As shown in [116] and [329], these
are useful features for detecting the intentions of VRU. We use these coefficients as
features for basic movement detection and trajectory forecasting. Additionally, we
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propose a feature stacking approach, i.e., concatenation of the input feature space,
for the combination of complementary features and attributes.
Decision-level fusion is realized using ensemble approaches [265, 333]. Here, we
evaluate a stacking ensemble approach: A meta-model (e.g., classifier) is trained,
which considers the predictions of its base models (here, the predictions of other road
users) as input. Additionally, we investigate an approach based on the coopetitive
soft-gating ensemble [10]. This ensemble method uses three aspects for calculating
the weights of the contributing forecasting models, i.e., an overall global, local, and
temporal weighting. The global weighting considers the overall model’s prediction
quality. The temporal weighting allows the integration of forecasting lead timedependent aspects, whereas the local weighting allows the integration of situationdependent features and information. Feature selection methodologies determine the
relevance of features. Through an online, adaptive re-weighting mechanism, we can
handle packet loss and a dynamically changing set of interacting agents, i.e., agents
entering and leaving the communication range.
We evaluate, validate, and confirm our approach in a series of case studies and
experiments. Therefore, we perform simulated experiments, i.e., off-line experiments
with real data, where we show the advantages of the cooperative cyclist intention
detection process. Therefore, we use data of 107 female and male test subjects
in the age between 18 – 54 recorded at an urban intersection in real traffic. For
evaluation, we consider three different sensor platforms, a research vehicle equipped
with a stereo-camera system, an infrastructure wide-angle stereo-camera system, and
multiple smart devices carried by the test subjects.

1.7 Structure of this Thesis
In Chapter 2, we present the theoretical and methodological fundamentals concerning
our cyclist behavior model, and intention detection framework. We review the state
of the art regarding intention detection of VRU in general and cyclists in particular.
Subsequently, we detail the applied cyclist trajectory model comprising orthogonal polynomials at its heart. Then we describe our two-stage intention detection
framework consisting of a basic movement detection and trajectory forecasting stage.
Hereafter, we detail the general experimental setup used for all evaluations through
this thesis. This description is complemented by the presentation of the evaluation
methods used for quality assessment. Finally, the chapter concludes with two case
studies showing the advantages of the intention detection framework.
Chapter 3 deals with probabilistic cyclist’s trajectory forecasting. First, we
introduce the quantile surface methodology. It is a novel probabilistic forecasting
technique for modeling multivariate, unimodal, star-shaped predictive distributions.
Besides, we present evaluation methods for assessing the reliability and sharpness
of the issued multivariate probabilistic forecasts. In an experimental evaluation,
we compare our novel forecasting methodology to other probabilistic forecasting
techniques and analyze the behavior and quality of the issued forecasts.
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Chapter 4 is devoted to the research question of using cyclists as additional
sensors. We first review the state of the art regarding the usage of smart devices
in C-ITS. Subsequently, we introduce our approach to smart device-based intention
detection. The proposed methodology comprises a detailed description of the general
methodology based on HAR. This description includes the preprocessing and feature
extraction methodology, the two-stage feature selection for selecting robust and
interpretable features, the design of the applied classification algorithms, and the
postprocessing. Subsequently, we present our findings in multiple consecutive case
studies. Among others, this includes an evaluation of the GNSS accuracy, an
investigation regarding the device wearing location classification, the evaluation of
the influence of the device wearing location on the basic movement detection, and an
analysis of smart device-based trajectory forecasting. We conclude the chapter with
a case study regarding the usage of multiple cooperating smart devices for cyclist
intention detection.
In Chapter 5, we present the methodologies for cooperative cyclists intention
detection. At first, we review the state of the art regarding C-ITS, cooperative
perception, and fusion methodologies. Then we describe multiple approaches for
cooperative intention detection. This includes feature- and decision-level fusion for
basic movements and trajectories. We present case studies regarding the evaluation
and comparison of the different approaches. Moreover, we evaluate the behavior of
the approaches with respect to sensor outage and communication delay in selected
use cases.
Finally, in Chapter 6, we summarize the main contributions and results of this
thesis with respect to the three principal research questions. Moreover, we give an
outlook on future directions of research.

1.8 List of Relevant Publications
In the course of this thesis, numerous publications emerged. In the following, we
list them and provide a link to the respective chapters of the thesis. The envisioned
future traffic scenario and the sketch of the overall intention detection framework
can be found in [2, 4]. The ideas outlined there are the basis of this thesis. These
ideas are further detailed in Chapter 2. In Chapter 3, we present the quantile
surface methodology for probabilistic trajectory forecasting. The quantile surface
methodology for general probabilistic forecasting tasks is given in [5].
We investigate the usage of smart devices as additional sensors to better anticipate
cyclist’s future behavior in Chapter 4. The case studies present in this chapter are
largely based on [3, 6, 7, 8, 9, 13, 14]. This list involves publications regarding
the investigation of cyclist’s starting movement detection using smart devices [6,
13, 14], the estimation of the cyclist’s velocity using an approach on HAR, and the
classification of the smart devices’ wearing location [3]. The approach presented in [8]
is the basis for our approach to cyclists’ basic movement detection and trajectory
forecasting using smart devices. Moreover, in [9], we extend this approach to basic
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movement detection of pedestrians using smart devices.
An approach based on a stacking ensemble for cooperative basic movement detection is presented [6] and [7]. This approach is described in Chapter 5 as part of
cooperative intention detection and compared with other approaches. In the context
of cooperative intention detection, the CSGE must be mentioned in particular. It is
used for cooperative basic movement detection as well as for cooperative trajectory
forecasting. Gensler developed the CSGE for power forecasting in the domain of
renewable energies [108]. Within this thesis’s scope, we extend the CSGE to general
machine learning problems and cooperative intention detection in particular. Further
details regarding this generalization are given in [10]. An application of the CSGE
to the fusion of basic movement predictions of multiple cooperating smart devices is
given in [11]. In [1], we provide an overview of the current state of the art in the field
of sensor-data and knowledge fusion. The results of this work are used in Chapter 5
to better categorize the different approaches to cooperative intention detection.
Furthermore, in [12], we present an approach to combine vehicle trajectory planning
and cyclist intention detection. This approach can be seen as a starting point for
future research.
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2 Intention Detection Framework
and Fundamentals
Our goal is the reliable anticipation and prediction of the cyclist’s future behavior,
i.e., the detection of his/her intentions. We aim for appropriate behavior modeling,
allowing us to describe the cyclist’s future trajectory in the short-term. Based on
this model, we derive our intention detection framework.
First, we study the factors influencing the cyclist’s behavior. As with all living
creatures being exposed to the real world, the behavior of a cyclist is limited by
physics and physiological conditions set by the human body. These include, among
others, the maximum speed, acceleration, and braking force but also the minimum
curve radius. These constraining parameters determine the cyclists’ behavior and
dynamics in exceptional situations, e.g., in case of emergency braking. For the
majority of situations encountered in everyday traffic, the dynamics of the cyclist’s
behavior are much more constrained and less extreme [204]. Among others, cyclist’s
behavior is instead governed by more subtle as well as various environment-dependent
influences:
• physiological precondition (e.g., body size and physique, age),
• technical preconditions (e.g., bicycle type, gear transmission ratio, and the
engaged gear),
• topological and road conditions (e.g., cycle path, steep in- or declining road,
slippery pavement or potholes, and other bad road conditions),
• objects, blocking the road or interfering with the contemplated route, and
interaction with other road users,
• contextual conditions (e.g., is the cyclist in a hurry or is strolling around) and
personal preferences (e.g., sporty rider),
• traffic rules (e.g., right of way, a red stoplight) and other environmental factors
(e.g., rainy weather).
However, no human nor machine can capture all of these influencing factors
individually, nor can we ensure that this list is complete. Even in the face of perfect
knowledge about all of these factors, there might still be randomness governing the
cyclist’s behavior. In some situations of safety-critical relevance, it can even be
a hindrance to predict the behavior based on external factors only. Consider, for
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example, a prediction methodology that is based on the assumption that cyclists
are always obeying the traffic rules. Now, we apply it to predict whether a cyclist
stops at a signalized intersection showing a red stoplight. Presumably, in 99% of
the cases, the prediction that a cyclist stops in front of a red stop light might be
correct. Nevertheless, by chance, a cyclist might ignore or oversee the stoplight and
cross the intersection. Such a system does not cover this potentially critical situation.
However, many accidents and dangerous situations occur because of the traffic rules
are not being respected (intentionally or accidentally).
Although we cannot directly observe all influencing factors, many of them are
reflected in the cyclist’s trajectory, where they can be interpreted as external disturbances [116]. For example, we could interpret the reduction of the cyclist’s velocity
while approaching a red stoplight as an indicator for its intention to stop. In our
approach to detect the cyclists’ intention, we only consider cyclist’s past trajectory,
its current movement state, and other sensor data related to the cyclists itself. We
see the consideration of additional information such as traffic rules, topological,
and contextual knowledge as a step going beyond intention detection. We see the
additional information to be used for plausibility analysis of possible hypotheses
generated by the proposed approach, i.e., as a step towards situation analysis and
understanding.

2.1. State of the Art in
Intention Detection

2.2. Behavior Modeling

2.3. Perception and
Detection

2.4. Intention Detection
Framework

2.5. Trajectory Modeling
using Orthogonal
Polynomials

2.6. Experimental Setup
for Data Acquisition

2.10. Discussion and
Intermediate Conclusion

2.8./ 2.9. Case Studies

2.7. Quality Assessment

Figure 2.1: Organization and structure of the chapter with its respective subsections.

In this chapter, we introduce our cyclist behavior modeling, the algorithmic
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implementation of intention detection framework using machine learning techniques,
the trajectory modeling using polynomials with orthogonal basis as well as the
evaluation of the framework in selected use cases. In particular, we provide detailed
explanations for assumptions (e.g., about the perception and detection of cyclists)
and design decisions (e.g., the choice of sliding window size or the hyperparameters of
the basic movement classifiers) made. We validate our intention detection framework
and design decisions based on case studies. The chapter also contains significant new
scientific findings, such as the investigation regarding the usefulness of the two-stage
cyclist behavior model for intention detection, or the probabilistic trajectory model
using polynomials with orthogonal basis. The methods and techniques described in
this chapter serve as a basis for all other (cooperative) techniques described in this
thesis. In this chapter, we also present the experimental evaluation procedure used
in the entire dissertation. This includes a description of the experimental setup, the
data set, and the metrics for quality assessment of intention detection systems.
A schematic of the organization of this chapter is depicted in Fig. 2.1. In Section 2.1,
we review the current state of the art concerning intention detection of VRU in general
and cyclists in particular. Then, we present our behavioral model in Section 2.2.
Subsequently, we broach the issue of perception and detection of cyclists using
vehicle and infrastructure-based sensor technologies in Section2.3. In Section 2.4,
we introduce the intention detection framework. This description includes the basic
movement detection and trajectory forecasting methodology. Subsequently, we
introduce the probabilistic trajectory modeling methodology based on orthogonal
polynomials in Section 2.5. Afterward, in Section 2.6 we describe the experimental
setup, the data set used for the evaluation of all our methods presented in this thesis as
well as the labeling and semi-automatic generation of the ground truth. In Section 2.7
we introduce the metrics used for quality assessment of the proposed intention
detection system. Subsequently, we evaluate the intention detection framework in
two case studies in Sections 2.8 and 2.9. Finally, this chapter concludes with an
intermediate discussion on the proposed methods and findings in Section 2.10.

2.1 State of the Art in Intention Detection
The detection of VRU using sensors, such as cameras, has been an active field of
research over the past decades [197, 274]. However, especially in the context of
increasing automation of vehicles, it is getting more important to not only detect the
VRU itself and determine its position but also to anticipate its behavior and forecast
its future trajectory.
In literature, we can roughly distinguish two different intention detection methodologies. These are on the one hand side methods, which consider characteristics and
features of the pedestrian and cyclist themselves, and on the other methods, which
are essentially based on the use and integration of context information, e.g., about
the topology of the road.
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2.1.1 Intention Detection using VRU Characteristics and
Features
A widespread method for intention detection is the usage of features that are purely
VRU related. First, the pedestrian or cyclist is detected using, for example, camera,
RADAR, or LIDAR. Subsequently, the characteristics of the VRU are extracted.
These characteristics are then used to detect the VRU intentions or to predicts its
future position. The method proposed in this thesis also falls into this category.
We can further split this category into two subcategories. On the one hand, there
are methods that only consider the trajectories of the VRU and, on the other hand,
methods that use additional features and characteristics, e.g., early motion indicators,
such as hand signals.
Trajectory-Based Intention Detection
A widespread technique for intention detection and path prediction relying on features related to the VRU itself are state-space models and Bayesian recursive state
estimators [34, 244, 302]. The current state of a dynamical system, e.g., the pedestrian’s position and velocity, is propagated into the future using a motion model, e.g.,
constant position, velocity, or acceleration model [70]. Well-known representatives
of these recursive state estimators are Kalman filters (KF) for linear dynamics,
extensions of the KF for non-linear dynamics (e.g., extended KF and unscented KF),
interacting multiple models Kalman filter (IMM-KF) for the integration of multiple
dynamics models (e.g., constant position for standing and constant velocity for
walking pedestrian [159]), and particle filters (PF). Hermes et al. [132] use trajectory
classification combined with particle filters to predict vehicle trajectories. Meissner et
al. [214] propose a multiple-model probability hypothesis density filter using a linear
constant velocity model for pedestrians. However, these models reach their limits in
the context of VRU trajectory forecasting, i.e., they cannot cope with unexpected or
sudden changes in the VRU behavior [158].
An approach that aims to resolve this limitation is the probabilistic trajectory
matching approach [159] for pedestrian path prediction. Here, the currently observed
trajectory is compared to previously seen and stored trajectories. For searching similar
trajectories in the database, the authors applied the Quaternion-based Rotationally
Invariant Longest Common Subsequence metric [154] combined with a probabilistic
computational efficient search framework. Using this method, they are able to achieve
remarkable results.
Intention Detection using Additional Characteristics
Trajectory-based methods often reach their limits when it comes to detecting and
anticipating sudden changes in motion. However, these fast and mostly unexpected
motion changes are often critical. Therefore, the methods above have been extended
by further features which are not based on the input trajectory. Thereby the focus
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is usually on the fast detection of these critical motion transitions. This is usually
modeled as a discrete classification problem, such as [116, 158, 175, 176, 253]. The
detected discrete state of motion can then be used to improve prediction.
In [159], the authors combine a trajectory matching with additional features
originating from camera images, i.e., the optical flow of the tracked pedestrian, to
determine whether a pedestrian will cross the street. In further work Keller and
Gavrila [158] use these features derived from image-based dense optical flow to detect
stopping intentions of pedestrians at the curbside.
The approaches in [94, 253] use 3D joint positions of the pedestrian for pedestrian
intention and pose prediction. Quintero et al. [253] use multiple balanced Gaussian
processes dynamical models (balanced-GPDM) to model distinct pedestrian activities,
i.e., waiting, starting, moving, and stopping. Subsequently, they use a naïve-Bayes
classifier to determine the pedestrian’s activity. Based on this classification result,
an appropriate balanced-GPDM is selected, initialized with the current 3D joint
positions, and used to forecast the pedestrian’s future trajectory. In [254], the
authors propose an extension using a hidden Markov model [44] to capture the
time-dependencies in the pedestrian’s activities.
In [175, 176], Köhler et al. present a different camera-based approach for the fast
recognition of critical movement transitions, e.g., a pedestrian suddenly starting to
move. Their approach is based on a histogram of oriented gradient (HOG) feature
descriptor applied to motion history images (MHI). These features are then used by
a support-vector machine (SVM) with a linear kernel to classify into standing and
moving. Their approach can detect the starting intention within the first step of the
pedestrian with an accuracy of 99%. In [177], they adapt their method to different
movement types. In [330], Zernetsch et al. extend the MHI-based approach and apply
it to the early detection of cyclist’s starting motions. The authors combine novel
semantic segmentation and motion history images and compare the approach with a
new 3D-convolutional neural network (3D-CNN) based detector [7]. They optimize
their training process by integrating the results from the empirical study in [139]
showing that the cyclist’s head moves on average 0.33 s before the first movement of
the bicycle rear wheel. Using the MHI-based approach, the authors demonstrate a
safe detection of cyclist’s starting movement 0.506 s after the labeled starting point.
The 3D-CNN even surpasses these results possessing a mean detection time of only
0.144 s with no false positives.
While the approach of Köhler et al. focuses on the early detection of movement
transition, the method of Goldhammer et al. [117] targets the trajectory forecasting.
Their approach [116, 117] relies on the modeling of the pedestrian’s trajectory using
orthogonal polynomials and a multilayer perceptron (MLP) to forecast the future
trajectory with a time horizon of 2.5 s. In [329], Zernetsch et al. modify the approach
to predict future trajectories of cyclists. They compare the MLP-based approach
against an analytical model and a Kalman filter with constant velocity. The authors
show that the MLP-based approach outperforms the others.
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2.1.2 Intention Detection using Contextual Information
An alternative approach is to use context information for trajectory forecasting and
intention detection.
In [179], Kooij et al. introduce an approach to detect the pedestrian intention to
cross the street by explicitly modeling the current context. This context includes
aspects regarding the situation awareness (i.e., whether the pedestrian’s head is
oriented towards the approaching vehicle), the situation criticality (i.e., the expected
point of closest approaching), and the distance of the pedestrian to the curbside
as a proxy of the spatial layout of the current traffic scene. In [180], Kooij et
al. use a similar approach to detect the intentions of cyclists. They construct a
predictive model for left-turning cyclists, including distinct modeling of hand signals
to improve predictive performance. In [79], Pool et al. propose a method for cyclist
path prediction using the local road topology as additional information. By mixing
different linear dynamical motion models for distinct canonical directions, they are
able to improve the prediction for sharp turns by 20% on average. Another related
approach which includes contextual information, is [284], in which the authors propose
to use a Latent-Dynamic Conditional Random Field to integrate context and situation
awareness, e.g., utilizing the pedestrian’s head orientation. Different methods which
explicitly model the interaction between VRU (e.g., to cope with groups of pedestrians
and crowded environments) are the social force model [131], the Social LSTM [19]
model, kriging [157], and other deep learning related techniques [20, 43, 325].
Recently, many deep learning techniques [236, 337] as well as related techniques,
e.g., long term-short term memory [140, 326], and sequence-to-sequence models [242],
are applied to intention detection and trajectory forecasting. A completely different
approach to trajectory prediction are planning-based approaches, e.g., [156, 260, 261,
334]. Here, the prediction challenge is modeled as a planning problem for which
standard motion planners are applied. The motion planners operate on a cost map.
This cost map reflects the likely and unlikely positions of pedestrians and cyclists.
It is either hand-crafted or learned from data in advance. The cost map can be
interpreted as context information that is used to create predictions. In [252], Quehl
et al. propose an approach to trajectory prediction using automatically generated
traffic maps comprising location-specific typical movement patterns. The authors
show that their approach outperforms motion model-based approaches. However,
their approach fails if an unexpected pattern occurs, which is not contained within
the generated map.

2.1.3 Further Remarks on Intention Detection
Although there is currently research on cyclist intention detection, the majority
of the on-going research concerning intention detection and trajectory forecasting
is performed for pedestrians. This stresses the importance of performing research
concerning cyclist intention detection in this thesis.
A common feature shared by almost all of the approaches in current literature
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Figure 2.2: Schematic of the two-stage cyclist intention detection and trajectory forecasting
model.

([79, 116, 132, 158, 179, 180, 254]) is the consideration of distinct models for different
motions, e.g., a dedicated starting or stopping prediction model for forecasting future
VRU trajectories. In [254], the authors state that for human activity recognition
learning a single generic model comprising all different VRU activities typically
provides less accurate predictions. These considerations confirm our modeling of
the intention detection procedure as a two-stage process comprising basic movement
detection and trajectory prediction. Our two-stage behavior modeling is detailed in
the following section.
Comprehensive reviews on pedestrian and cyclist behavior prediction in urban
scenarios are given in [18, 268]. A more general review of human trajectory prediction
methodologies can be found in [269]. In [237], the authors provide a survey on different
types of interactions between autonomous vehicles and humans including pedestrians.
In the review of the state of the art, we focused on research regarding noncooperative intention detection techniques. These techniques are the starting point
and prerequisite for cooperative intention detection. The survey allows us to classify
the methods and techniques presented in this chapter, especially the intention
detection framework. A detailed analysis of the state of the art in the field of
cooperative intention detection and cooperative methods is given in Chapter 5.

2.2 Behavior Modeling
In this section, we introduce the cyclist’s intention detection model. Our cyclist’s
behavior model comprises two stages. First, the current behavior is coarsely described
by basic movements, e.g., whether a cyclist is currently standing, moving ahead, or
turning. The basic movements determine the underlying motion model resulting in
the particular trajectory of the cyclist in the second stage. Our intention detection
framework is derived from this modeling. First, we detect the current movement state,
i.e., basic movement, based on the current locally available sensor data. Second, we
perform a trajectory forecast using the past trajectory as well as the basic movement
detection and the sensor data. A schematic of the two-stage process model is depicted
in Fig. 2.2.
In many cases, knowledge about the current movement state of a cyclist can be
used to assess potentially critical traffic situations. In particular, the change of
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movement states represents the earliest possible observable time of the movement
intention of a cyclist. Thus, according to Goldhammer [116], the detection of the
current movement state (i.e., basic movement) can be used as a proxy of the detection
of the VRU’s intention in the short-term. Moreover, it serves as valuable information
to parameterize the subsequent trajectory forecasting module, leading to improved
trajectory forecasts for pedestrians [116] as well as cyclists [6]. In some situations,
a trajectory forecast based on the past trajectory might not be feasible. Consider,
for example, the following setting in which the smartphone carried by the cyclist
has no GNSS link, and hence no positional information and past trajectory are
available. Nevertheless, knowledge about the current movement state (e.g., the
cyclist is standing) might help an approaching intelligent vehicle in such a situation
to assess the criticality and act accordingly.

2.2.1 Behavior Modeling using the Cyclist Trajectory
We describe the cyclist’s state via its position, i.e., the longitudinal, lateral as well as
vertical position. Additionally, we consider the respective velocity and acceleration
in three dimensions as well as the orientation and the angular velocity in the 2D
world coordinate frame. Formally, we define the cyclist’s state as
st = (xlon,t , xlat,t , xvert,t , vlon,t , vlat,t , vvert,t , alon,t , alat,t , avert,t ϕt , ωt ) .

(2.1)

Where xlon,t , xlat,t , xvert,t , vlon,t , vlat,t , vvert,t , alon,t , alat,t , avert,t denote the longitudinal,
lateral and vertical position as well as velocity and acceleration, respectively. Furthermore, ϕt denotes the orientation, ωt the angular velocity. The reference time t is
given by the lower script. Note, throughout this thesis we consider a time discrete
modeling. The position, velocity and acceleration are considered relative to a global
coordinate system. The orientation is measured with respect to the xlat -axis, e.g.,
the geometric north.
This state-space model is inspired by the bicycle motion model, which is widely
used in control engineering and tracking domain [34]. With these classical models,
we can only model movements in the direction of the current orientation. However,
if we consider standing cyclists, we often observe movements that are orthogonal to
the current orientation. These are mostly movements for better adjustment of the
bicycle before starting. Therefore, we have decided to extend the classical model in
such a way that movements orthogonal to the current orientation are also possible.
This is achieved by the velocity and acceleration components vlat,t and alat,t . This
state-space model is also often used in literature for tracking moving and dynamic
objects, e.g., pedestrians and cyclists [70].
From this state-space model, we can derive other vital quantities, such as the
velocity and acceleration in the direction of the current orientation. The velocity
in the direction of motion and the velocity orthogonal to it can be determined
by considering the orientation ϕ. We can obtain the velocity in the direction of
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movement as well as the velocity orthogonal to this by
! 


(ego)
vlon,t
cos (ϕt ) sin (ϕt )
vlon,t
=
.
(ego)
− sin (ϕt ) cos (ϕt )
vlat,t
vlat,t

(2.2)

These longitudinal and lateral velocities describe the motion of the cyclist in a
coordinate frame whose origin resides in the center of the cyclist with the x-axis
facing into the direction of movement. This coordinate frame is referred to as egoframe [116]. The longitudinal and lateral velocities in the ego-frame are denoted
(ego)
(ego)
vlon,t and vlat,t , respectively. This coordinate system, i.e., the longitudinal and
lateral velocity observations in this coordinate system, constitutes the core of the
forecasting system considered in this thesis. The coordinate frame, as well as the
forecasting methodology, is detailed in Section 2.4.2.
Another essential quantity, the absolute speed of the cyclist can be determined by
examining the magnitude of the velocity
q
2
2
.
(2.3)
vt = vlon,t
+ vlat,t
So far, we neglected the acceleration as another vital quantity to model cyclist
movement and behavior. The acceleration is necessary, for example, for the modeling
starting and stopping movements of cyclists. Nevertheless, we do not use it explicitly.
Instead, we consider the entire cyclist trajectory for modeling. Let us briefly define
a trajectory. While a path is defined as a sequence of states followed by an object, a
trajectory is a path that an object follows through the state space as a function of time.
The consideration of a trajectory, i.e., a sequence of states, therefore also includes
acceleration as the second derivative with respect to time. We model the trajectories
using orthogonal polynomials. This is described in more detail in Section 2.5.
After having introduced a continuous state model for the modeling of cyclist
movements, the discrete state model in the form of basic movements is introduced in
the following.

2.2.2 Modeling of Movement State Transitions using Basic
Movements
In this section, we describe the discrete modeling of the movement states as well as
the movement state transitions of a cyclist. Explicit modeling of the movement state
using discrete classes, the so-called basic movements, and fast detection of movement
transitions improves the trajectory forecast and, thus, the intention detection [6, 254].
We model the movement of cyclists using two parallel state machines: one to
describe the longitudinal movements and one to describe lateral movements. The
cyclist’s longitudinal movements can already be described reasonably well with two
states: waiting and moving. The movement transitions between these two states are
then starting, decelerating, or stopping, respectively. The information as to whether
a cyclist is about to start or stop simplifies the trajectory forecasting enormously.
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Figure 2.3: State machine describing cyclist behavior model comprising decomposition into
longitudinal and lateral behavioral state machine.

To a certain extent, early detection of the transition of the state of motion already
represents a major part of the solution to the forecasting problem. If, for example,
it is detected that a cyclist is stopping, all that remains is to predict the exact
time and place, i.e., the stopping trajectory. For this reason, we decided to use a
refined model that considers the movements transitions through two dedicated states
starting and stopping. For the modeling of the lateral movements, we use three states:
moving straight, turning right, and turning left. Here, we aim for the early detection
of bending maneuvers. This modeling should support and improve the trajectory
forecast in bending and turning situations.
The modeling using two parallel running state machines allows for separate consideration of the longitudinal movement in the direction of travel, and the lateral
movement transverse to the direction of travel. An UML-like schematic of the state
machine is depicted in Fig. 2.3.
In the following, we review the longitudinal and lateral definition of the basic
movements. A detailed description of the semi-automated labeling process can be
found in Section 2.6.4.
Longitudinal Basic Movements The following four states model the longitudinal
motion: waiting, starting, moving, and stopping. These states describe the sub-state
machine in the Fig. 2.3. In the remainder, we describe the definitions of the four
states.
Waiting: The cyclist stands and remains in a fixed position. Movements of the body,
e.g., turning of the head, movements on the bicycle like the alignment of the pedals,
the request of the traffic light switch, or the gesticulation during a conversation are
possible. The state is defined by the movement of the bicycle’s rear wheel. The phase
begins with the last movement of the rear wheel and ends with the first movement
of the rear wheel, which turns into the starting of the cyclist.
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Longitudinal Basic Movements
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Figure 2.4: Example trajectory comprising of longitudinal basic movements: stopping,
followed by waiting, starting, and moving. We depicted the cyclist’s velocity (black line) as a
reference. The red horizontal lines show the respective threshold applied to the acceleration
a (red line) to determine the beginning of the stopping and end of the starting segment.

Starting: The phase of acceleration from an initial movement of the rear wheel in
the waiting phase until a state is reached in which no or only a little acceleration
takes place, i.e., the cyclist moves at an approximately constant speed. It is based on
the empirical observation that cyclists, like pedestrians, have a kind of comfort speed.
This speed is highly individual and depends on many environmental parameters.
We determine the transition between starting and moving via a threshold on the
acceleration profile.
Moving: The state follows the waiting or starting phase and finally ends in a
stopping movement. It may contain phases of nearly constant velocity, but also
phases of acceleration as well as deceleration.
Stopping: The phase of deceleration from the moving state to complete standstill,
i.e., the last visible movement of the rear wheel. We determine the beginning of the
stopping state via a threshold on the acceleration profile. This is described in detail
in Section 2.6.4.
Lateral Basic Movements The lateral motion is modeled by the following three
states: moving straight, turning right, and turning left. These three states are
described in the sub-state machine in Fig. 2.3. An example scene with the lateral
basic movements is shown in the Fig. 2.5. As a reference, we additionally plotted the
orientation as a continuously valued proxy of the lateral basic movement primitive.
In the remainder, we describe the definitions of the three lateral states.
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Lateral Basic Movements

Orientation [rad]

3.0
2.5
2.0
1.5
1.0

Straight
Turn Left

0.5
0.0

0

5

10
Time [s]

15

20

Figure 2.5: Example trajectory comprising of labeled lateral basic movements: moving
straight, followed by turning right and straight again. As a reference, we depicted the
orientation of the cyclists (black line).

Turning Left and Right: The beginning of the left and right turning basic
movement phase is defined as the first visible impact of the handlebar to the left or
right, respectively. The phase ends if the handlebar is held straight again.
Straight: It begins with the last visible impact of the handlebar to the left or right
and ends again with the first visual impact of the handlebar.

2.3 Perception and Detection
The perception and detection of VRU are a prerequisite for any VRU intention
detection. The focus of this thesis lies neither on the perception nor on the detection
of VRU. Instead, we regard these as given and would like to develop our models
based on them. In this section, we provide a brief overview of the state of the art in
this field and explain and justify our assumptions.
We look at a wide variety of sensors: mono and stereo cameras, but also LIDAR
and RADAR. These sensor modalities already cover a large part of the sensors used in
intelligent vehicles for perception. Additionally, we also consider different road users,
including vehicles but also cyclists themselves. Furthermore, there are also RSU
equipped with sensors. For the RSU, we restrict ourselves to the perception using the
three sensory modalities: camera, LIDAR, and RADAR. The smart devices-based
perception is described in Chapter 4. In this thesis, we consider the following three
aspects of perception: cyclist detection and classification, position estimation and
localization, and tracking.
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Detection and Classification
Since a few years, there has been a rapid development in the field of computer
vision concerning object recognition, including pedestrian and cyclist detection.
This development is driven by advances in deep learning technologies, such as
convolutional neural networks (CNN). CNN architectures are state-of-the-art in
object detection (e.g., faster R-CNN [264] or YOLO [259]), image classification
and recognition (e.g., AlexNet [184], InceptionNet, GoogleLeNet [300], and residual
networks [129]), semantic [288] and instance segmentation (e.g., mask R-CNN [128]).
These advances in the field of machine learning and deep learning are currently
driving research in the field of perception for automated vehicles. In [197], the
authors present a state-of-the-art detector for pedestrians and cyclists based on
these techniques. Many researchers and car manufacturers are currently working
towards the detection and segmentation of other road users (in particular VRU)
in images and other sensory modalities. This is well documented by many data
science challenges in this area (e.g., cityscape [69] and mapillary [233] data sets for
semantic segmentation). The results achieved in these challenges are impressive
and partly not far away from product series maturity. In a simplified form, e.g., as
Active Brake Assist Pedestrian, some perception algorithms have already made it
into series production. We can observe a similar, but not so dynamic development
in the design of detection algorithms for other sensor modalities, i.e., LIDAR and
RADAR. Regarding LIDAR, this is, for example, the PointNet++, which is designed
to work with 3D point clouds as supplied by the LIDAR [249]. For this reason, we
assume that detection and classification can be realized by one of the many deep
learning methods with sufficient quality. Henceforth, in this thesis, we consider the
detection and classification of cyclists for granted. Besides the detection of VRU,
another essential point is the detection and tracking of body joints and parts. These
can then be used for behavioral modeling and thus for prediction. In particular,
OpenPose must be referred here [58]. OpenPose is also a deep learning-based method
for the detection of body joints.
Position Estimation and Localization
Concerning vehicle-based position estimation of cyclists, we identify two different
aspects: First, the relative positioning of the cyclist with respect to the position
of the vehicle and, second, the absolute positioning of the vehicle. The first point
can be dealt with stereo- or depth cameras, LIDAR, or RADAR in modern vehicles,
which eases the position estimation of VRU relative to the vehicle. If we want to
exchange data between road users, the absolute positioning of the vehicle is of great
importance. Nowadays, high precision GPS (e.g., RTK-GPS) can offer cm-level
accurate position estimation. Still, there are problems, especially in urban areas.
However, as these are also an essential prerequisite for automated driving, we can
assume that these problems will also be resolved soon. Besides, procedures based on
cooperative tracking can also be used here. These are not considered in this thesis.
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Regarding the RSU and the intelligent sensor-equipped infrastructure, we can
rely on previous research and many years of work in the field at the lab of Prof.
Doll at THAB Aschaffenburg. This includes real-time detection and tracking of
VRU, including pedestrians and cyclists [116, 118, 182]. We rely primarily on the
wide-angle stereo camera system to detect and track cyclists. The methods are very
similar to that of vehicle-based perception, i.e., many deep learning methods are used
here as well. To sum up, we can assume that the methodologies to realize the VRU
perception and positioning using RSU und intelligent sensor-equipped infrastructures
are given as well.
Tracking
The last remaining open point is the tracking of (vulnerable) road users. Many
tracking methods are based on recursive Bayesian estimation, e.g., Kalman [34] or
particle filtering [302]. The association problem, i.e., which observation to assign to
which tracked object, is one of the core challenges in this field. In the current state
of the art, extensions of the Bayesian filters are primarily used here. Among others,
this includes probability hypothesis density filters [214] and derivatives such as the
multi-label Bernoulli filter [266] for multi-object tracking. Here, the usage of deep
learning methods also produces promising results, e.g., the combination of image
segmentation and tracking [313]. However, the tracking problem underlying this
work is much less complicated, so that even simple classical methods can produce
sufficiently good results. In [13], Reitberger et al. showed that the combination
of a Kalman filter for tracking a cyclist’s position at an urban intersection and a
Hungarian algorithm for data association already provides an adequate solution. For
this reason, we consider the state-of-the-art tracking algorithms to be a sufficiently
solid basis for our envisaged approach to cooperative intention detection of cyclist.

2.4 Intention Detection Framework
In this section, we introduce our intention detection framework. We use the previously
introduced two-stage behavior modeling. Our approach has two stages: First,
basic movement detection, and second, trajectory forecasting. The basic movement
detection in the first stage is intended to detect movement transitions quickly. This
knowledge is passed on to the trajectory forecasting module. There it is used to
parameterize the models to increase the trajectory forecasting quality, e.g., increase
the accuracy. A schematic of the two-stage process is depicted in Fig. 2.6. The
approach is based on the work of Goldhammer [116], who developed a similar system
for the intention detection of pedestrians.
As it is shown in Fig. 2.6, we use two separate detectors for longitudinal and lateral
basic movements. We model the detection task as a classification challenge and
tackle it using machine learning models, such as neural networks, gradient boosted
regression trees, or random forests. The classifiers, one for longitudinal and one for
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Figure 2.6: Schematic showing the proposed intention detection procedure involving two
stages. In the first stage, the longitudinal and lateral basic movement probabilities p(bmlon )
and p(bmlat ) are predicted. Subsequently, in the second stage these probabilities are used
to weight between distinct longitudinal and lateral forecasting models.

lateral basic movements, are trained on dedicated labeled training data. We use the
labeling as described in the section before. The output of these classifiers corresponds
to the basic movement detection. We forward the class assignment probabilities
p(bmlon ) and p(bmlat ) for longitudinal and lateral basic movements to the trajectory
forecasting modules. There these probability vectors are used to parameterize the
trajectory forecasting
As input for the basic movement detection models, we use the past cyclist trajectory
and additionally other sensor-specific features, e.g., motion history images [7, 330]
or body joints [183, 254]. The rationale behind this is that changes in the state
of motion are usually indicated earlier. In a study on cyclist starting movements,
Hubert et al. found that the head or the arms start to move on average, approximately
0.3 s before the actual starting movement [139]. By integrating dedicated sensors
and features, which capture such early movement indicators, movement transitions
can be detected faster. We would like to point out that it is not the aim of the thesis
to investigate the best basic movement detector but rather to establish the basic
platform which can then be used in a cooperative intention detection system. In this
thesis, we do not make any restrictions on the sensors and detection models. In the
use cases considered in this thesis, however, we limit ourselves to camera-based and
smart device-based basic movement detectors. Further details and requirements for
detection models (e.g, for the cooperative setting) are described in Section 2.4.1.
Regarding the trajectory forecasting module, there is a separate trajectory forecasting model for each basic movement. We refer to these models as base forecasting
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models. The idea is that such a separate base model can issue better predictions
than a single trajectory forecasting model optimized to work on all different forms
of motions. These trajectory forecasting models can be either machine learning
models (e.g., neural networks [6, 116]) or even hand-crafted physical models (e.g.,
a dedicated model for starting cyclists [329]). In our case, we have two strands of
forecasting, one for longitudinal and one for lateral trajectory forecasting. The base
forecasting models only use the past cyclist’s trajectory as input. In this thesis, we
restrict ourselves to neural networks as base models. The model training, the input
as well as the target space, and further considerations regarding the prediction time
horizon are described in detail in Section 2.4.2.
The probability vectors of basic movement detection are used to aggregate the
forecasts of the base models. The aggregation can be carried out in many different
ways, e.g., the weighting of the base models predictions by the basic movement
class assignment probabilities, the training of a dedicated neural network (i.e., meta
learner) for the combination of individual forecasts or the use of the coopetitive
soft-gating ensemble. In Section 2.8.2, we investigate different aggregation options
exemplarily for the use case of infrastructure-based cyclist trajectory forecasting.
The aggregation strategy should have the following monotonicity property: An
improvement of the basic movement detection should also lead to an improvement of
the trajectory forecast; at least it should not worsen it. This property is an essential
prerequisite for cooperation at the level of basic movements. If the basic movement
detection is improved by cooperation, the trajectory forecast should also be improved.
Moreover, we do not consider probabilistic trajectory forecasting until now. The
probabilistic forecasting is conducted in a separate step, which is described in detail
in Chapter 3.

2.4.1 Basic Movement Detection
The basic movement detection is an integral part of our intention detection framework.
A schematic showing the general concept behind the basic movement detection
techniques as used throughout this thesis is depicted in Fig. 2.7. We can view it as
a pipeline consisting of four stages. We do not make any restrictions on the sensor
input. In the first stage, we extract features from the sensory input. This ranges from
features derived from the trajectory (e.g., velocity, acceleration etc.) to sophisticated
image descriptions derived from CNN such as motion history images. Again, we
do not have any restrictions on the input features. Subsequently, we use machine
learning classifiers trained on labeled data to realize the basic movement detection.
The classification stage may be followed by a postprocessing stage. In this stage, we
can include additional postprocessing filters, e.g., mean filtering procedures, Hidden
Markov Models, or Bayes filters, to increase the robustness of the basic movement
detector. Note, this step is optional, as some classifiers already have smoothing
and filtering capabilities integrated (e.g., LSTM networks). In the final stage, we
perform a dedicated probability calibration. This step is essential as it ensures that
our output probabilities are valid.
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Figure 2.7: Generalized basic movement detection pipeline consisting of four stages: feature
extraction and preprocessing, classification, postprocessing, and probability calibration.

Probability Calibration The probabilities of the output are used for weighting
the different trajectory prediction models, hence, the probabilities must be carefully
calibrated. We would like to explain this briefly using the following example. Suppose
a basic movement detector detects a stopping motion. However, it is not completely
sure, but based on historical data it is able to indicate its certainty in the form of
a probability. With a well calibrated classifier, this probability corresponds to the
observed frequency of the predicted event. Assuming we have a stopping probability
of 0.8, then stopping should also be present in 80 % of the cases or no stopping in
the remaining 20 %.
The calibration is not only important for the combination of different trajectory
forecasting models, but also for the cooperative setting, i.e., the fusion of basic
movements originating from different agents (cf. Chapter 5). If we fuse two probabilities with each other, we must ensure, that the result is not biased because one
of the agents predicts overconfident probabilities. This can be achieved by using a
probability calibration [234]. For this purpose, an additional regression model (e.g.,
a sigmoid in the case of the Platt calibration, or an isotonic regression), is trained on
a decided data set. As inputs they get the predicted probabilities of the previously
trained non-calibrated classifier.
Neural networks (at least those with few layers) are mostly already well calibrated
by using cross entropy as optimization criterion, whereas deep neural networks
with many hidden layers mostly produce over-confident predictions [124]. In order
to ensure that our classifiers (respectively detectors) are well calibrated, we use a
probability calibration. In our case, we use isotonic regression [234].
Detection Delay and Accuracy One of the major challenges in the detection
of basic movements is the trade-off between robustness and detection speed. The
difficulty concerning basic movement detection is not whether we will detect a
movement transition but to detect it as early as possible, i.e., in the range of a
few hundred milliseconds. For illustration consider our motivating example of an
occluded cyclist crossing (cf. Section 1.2). Here, the automated system only has
0.58 s to initiate a braking maneuver and to prevent an accident. Detection must
therefore be carried out extremely quickly. Nevertheless, the detector must also
be robust, i.e., avoid false-positive detections potentially leading to unnecessary
emergency braking maneuvers. We can easily design a classifier that is very robust
and has few false detections, but only responds with a long delay. The reverse case,
i.e., a fast responding detector with many false detections, is also possible.
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The trade-off regarding robustness and a fast detection can be considered a multiobjective optimization problem [219]. In addition, there is the condition that the
detector must be probability calibrated. The evaluation, selection, and comparison
of different detectors must therefore consider a wide variety of criteria. There is
no unambiguous solution in this regard, but the concrete solution, i.e., selection
of a detector, depends on the weighting of the criteria. In [8], we suggested to
choose a threshold for the maximum delay (e.g., ≤0.4 s) and then select the model
that performs best (e.g., in terms of accuracy). For the selection and justification
of a suitable threshold value, we recommend to consider a concrete scenario (e.g.,
worst-case scenario).
Evaluation measures for determining the delay, robustness as well as accuracy of a
detector, and the quality of the probability calibration are discussed in Section 2.7.
We want to stress that we do not carry out any practical investigations regarding the
runtime of the detection algorithms (i.e., inference time) in this thesis. We focus our
investigations on the detection delay without considering the algorithm runtime. For
instance, this means that we do not investigate a specially optimized implementation
of the detection algorithms (e.g., in hardware or special processor support) such that
the detection can be performed in real-time. The algorithms used are chosen so that
they are theoretically executable in real-time.
Model Training, Class Imbalances, and Fallback Solution The classification
task is a multi-label and multi-class classification problem. The easiest way to solve
this is to consider the longitudinal and lateral classification problems separately. It
is also possible to consider the multi-label problem directly via a multi-task learning
approach, e.g., using a neural network with multiple outputs. Even though our
framework does not impose any restrictions in this regard, we favour the separate
consideration of the classification tasks in this work.
One of the main reasons for this are the class imbalances, which we found in the
data set examined in the thesis. As we show in the case studies in Section 2.8.1,
the classes are distributed unevenly, e.g., in our case the waiting class is clearly
overrepresented. A visualization of the class distributions of the data set used
throughout this thesis is depicted in Fig. 2.8. In order to achieve better classification
results, it is usually necessary to balance these class ratios for model training. A
separate consideration of the classification problems allows the use of simple methods
of under- and oversampling to balance these imbalances [191]. When considering the
multi-label problem, a direct application of these methods is not possible, because
for example an oversampling of the longitudinal classification task always leads to a
change of the class ratios in the lateral classification task (and vice versa). To avoid
this difficulty, we restricted our investigations to two separate classification problems.
Even though balancing the classes usually leads to better classification models,
these methods have a major disadvantage. This concerns the probability calibration of
the detection models. If we fit the probability calibration on the balanced data set, the
probabilities are now valid and reliable, but only on the data set under consideration.
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Figure 2.8: Highly imbalanced longitudinal and lateral basic movement class distributions
of the data set used in this thesis.

If we now evaluate these probability calibrated models on the unbalanced test data,
we will find that the probabilities for the majority class are mostly underestimated
and for the minority classes overestimated, respectively. It is therefore necessary that
the probability calibration is performed on an unbalanced data set. Alternatively,
we can perform the probability calibration on the balanced data and scale the
probabilities to the unbalanced actual class ratios. This method is also known as
compensating for class priors [44].
Normally, basic movement detection should explicitly use a wide variety of features
in order to better detect movement transitions. If this is not possible, we suggest
the following fallback or default solution. A minimal or fallback solution is always
provided by dedicated classifiers trained on features derived from the cyclist’s trajectory. For this, we used the same input features as described in the following section
for the trajectory forecasting models (cf. Section 2.4.2). By using the trajectory as
input, we can already achieve fairly accurate detection results.

2.4.2 Deterministic Trajectory Forecasting
The forecasting of the cyclist’s future trajectory is the central task of the intention
detection system presented in this thesis. In this section, we describe the technical
realization of the trajectory forecasting module. We regard the trajectory forecasting
as a multi-target regression task, i.e., we estimate several continuous targets based on
input features. As input, we use only the past trajectory of the cyclist. The target
values are the future 2D positions of the cyclists. These are the longitudinal and
lateral positions. We do not consider the altitude in this thesis. We use the head
position as the reference point for the position of the cyclist. The head’s projection
onto the 2D ground plane is located approximately in the middle of the cyclist. Thus,
the head is a solid reference point to hold as representative of the cyclist’s position.
Moreover, we apply time-discrete modeling, i.e., we have discrete forecasting points.
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For the prediction, we use machine learning models, i.e., we train regression models
based on previously recorded data. The predictive models described in this section
are deterministic models, i.e., only a point prediction for the cyclist’s future positions
is made.
Before we explain our trajectory forecasting methodology in detail, we first describe
the general terminology and nomenclature. The time from which is being forecasted
is called t. The time is also referred to as forecasting origin. If we now make a
prediction from this origin for several future time steps t + k, we designate k as lead
time. The lead time describes the temporal interval from forecasting origin. The
lead time is defined as the range
k ∈ [t + 1 · δt, t + 2 · δt, . . . , kmax ] ,

(2.4)

where δt is a small time increment (also referred to as lead time increment) and
kmax denotes the maximal forecasting horizon. We refer to forecast which is issued
from a forecasting time origin t for a particular lead time t + k using the notation
(d)
t + k|t. Formally, the D-dimensional deterministic point estimate ŷt+k|t , where the
superscript d stands for deterministic, is defined as follows
(d)

(d)

ŷt+k|t = fθ (xt ) ∈ RD ,

(2.5)

(d)

where fθ represents the deterministic forecasting model, θ its parameters, and
xt the model input at time t. We have a dimension D = 2, as we are forecasting
the longitudinal and lateral position of the cyclist. As input features, we use
features derived from a representation of the past cyclist’s trajectory using an
approximation with orthogonal basis polynomials. This is described in depth in
Section 2.5. Moreover, throughout this thesis, we use neural networks (i.e., MLP) as
forecasting models.
Forecasting Horizon, Lead Time Increment, and Accuracy In VRU active
safety applications [40] using intention detection and path prediction for driver
warnings or autonomous intervention, the forecasting time horizon concerning the
time to collision (TTC) is critical. Naujoks investigated this question [232] using a
driving simulator to determine the time interval that is suitable for effective driver
warning. As a result, a driver should be informed in best case 2 to 3 s, but at least
1 s before a potential collision happens. In the case of automated driver assistance
systems and autonomous vehicles, shorter reaction times, and forecasting time
horizons are possible. Goldhammer proposed to use 2.5 s as forecasting horizon [116].
There are also studies which consider longer time horizons, e.g, [283, 301] proposed
consider a TTC of 5 s.
Nevertheless, the prediction error rises significantly with a longer forecast horizon.
It is questionable whether the predictions for longer time horizons are meaningful or
can be reasonably used by autonomous vehicles. This problem becomes particularly
clear in the following consideration of probabilistic residence areas (i.e., quantile
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surfaces). The predicted probabilistic residence areas are already extremely large at
a forecasting time horizon of 2.5 s seconds (cf. Chapter 3). For this reason, we follow
the reasoning of Goldhammer [116] and consider a maximum forecasting horizon of
kmax = 2.5 s.
Concerning the lead time increment, we choose a minimal time increment of
0.04 s. This time increment is due to the sensors used in the experiments. In some
experiments, we use vehicle sensors, which record with 25 Hz. In Section 2.8.3, we
investigate the influence of time increment (i.e., multiples of 0.04 s) on the forecasting
quality in dedicated experiment. We have to see this in the context of cooperative
intention detection. If we want to exchange trajectory forecasts between road users,
we do not have unlimited bandwidth available. By choosing a larger time increment,
the number of forecasting trajectory lead times to be transferred can be significantly
reduced.
It is challenging to make a statement about the required forecasting accuracy.
A general statement is not possible without further elaboration. Nevertheless, by
studying concrete use cases, on the other hand, statements can be made about the
required prediction accuracy. Besides, the question of prediction accuracy is always
closely linked to the subject of the accuracy of position determination. If this is not
sufficiently accurate, this limits the accuracy of the prediction. This thesis’s main
objective is not the consideration of concrete use cases with requirements regarding
position and forecasting accuracy, but rather the general feasibility and improvement
of individual forecasts through a cooperative approach. Thus, we do not make a
concrete statement about the required forecasting accuracy at this point. Exemplary
investigations regarding the required accuracies in specific use cases can be found
in [30] and [116].
Model Generalization and Coordinate Frame Apart from the forecasting models,
the choice of a suitable coordinate system is of great importance. Since we would
like to utilize forecasting models based on machine learning, the choice of the
coordinate system should support the generalization capability of the trained model.
For example, if we were to train a trajectory prediction model directly on the
world coordinates (e.g., WGS 84, UTM, or similar), then we would most likely
learn location-specific features. Such models cannot be easily transferred to other
places. However, it should also be mentioned here that location-specific features or
contextual information can be desirable in certain situations. For example, this could
include the training of a forecasting model that runs on intelligent sensor-equipped
infrastructure and explicitly incorporates characteristics and movement patterns of
the local environment. Although such a model will probably work well on average, it
has a crucial disadvantage: It most likely does not predict unusual cases very well,
but these could be the important ones. Let us look at the concrete corner case of a
child running on the street behind a ball. If one were to look at the features based on
a geographically bound trajectory, one would not be able to predict such behavior,
as it has most probably never before occurred in such a form at the place considered.
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Current
Position

Figure 2.9: Exemplary transformation of a trajectory (left turning) from the world to the
ego-frame. Left: world frame with longitudinal- and lateral-axis being indicated. Current
position xlon,tc , xlat,tc indicated by a black square. Middle: translations of the coordinate
frame’s origin into the current position of the cyclist. Right: rotation of translated coordinate
frame around ϕtc . Representation of the trajectory in ego-frame is independent of the
cyclist’s position and orientation in the world frame.

However, if we only examine the child’s motion characteristics, we can also anticipate
such cases. For this reason, we investigate an approach without including further
local information. For this, the choice of the coordinate system is of tremendous
importance.
In this thesis, we therefore use the ego-coordinate frame or ego-frame [116, 329].
A schematic of the transformation of a trajectory from a world to the ego-frame is
depicted in Fig. 2.9. The ego-frame has its origin in the center of the cyclist. The
longitudinal-axis (i.e., x-axis) corresponds to the cyclist’s orientation, i.e., it always
points in the cyclist’s direction of movement. The lateral-axis (i.e., y-axis) is oriented
perpendicular to this. The cyclist’s motion in this new coordinate system can thus
be described independently of the actual cyclist’s location and orientation. Another
advantage of the trajectory representation via this coordinate system is that we can
describe the cyclist’s movement using two orthogonal quantities, the longitudinal (in
the direction of movement) and the lateral (transverse to the direction of movement)
part.
Let xlon,t and xlat,t be the position of a cyclist at time t in a global world coordinate
system. Furthermore, let tc denote the current time with xlon,tc , xlat,tc , ϕtc being the
cyclist’s position and orientation respectively. We can now formally describe the
transformation from the global world coordinate frame into the ego-frame using
! 


(ego)
xlon,t
cos (ϕtc ) sin (ϕtc )
xlon,t − xlon,tc
=
.
(2.6)
(ego)
− sin (ϕtc ) cos (ϕtc )
xlat,t − xlat,tc
xlat,t
For the transformation, however, we need a stable orientation estimation. This
estimation can sometimes be challenging to calculate, especially when considering
only very short trajectories. Errors in the orientation estimation, therefore, have
a direct impact on the trajectory forecasting. On the one hand, this represents
a weakness, but on the other, it also offers opportunities for improvements by
cooperation, e.g., for exchanging data between traffic participants to improve the
orientation estimation.
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Forecasting Methodology of Base Models In the following, we describe the
deterministic forecasting methodology, the training of the forecasting model as well
as the integration of the ego-frame. We use this forecasting methodology to implement
our base trajectory forecasting models.
A schematic of the proposed trajectory forecasting methodology is depicted in
Fig. 2.10. Our trajectory forecasting methodology relies on the past cyclist’s trajectory
only. First, the past trajectory is used as input in our forecasting methodology.
Besides the position, we also include the orientation of the cyclists. We need the
orientation for the transformation into the ego-frame. Moreover, in experiments,
we found that the usage of features based on past angular velocity (i.e., orientation
changes) positively affects the reduction of the forecasting error. This positive
effect is especially present for situations involving turning behavior. In the second
step, we extract features from these trajectories, i.e., the past cyclist position and
orientation, to be used as input for the forecasting model. We use features based
on polynomial modeling of the input trajectory in a sliding window manner. The
trajectory in the sliding window is approximated via polynomials with orthogonal
basis functions. This is referred to as orthogonal expansion of the approximating
polynomial [104]. The orthogonal expansion coefficients correspond to the average
position, average velocity, average acceleration, etc. of the approximated trajectory
in the sliding window. For the features based on angular velocity, we approximate
the past orientation measurements using polynomials. However, we use only the
orthogonal expansion coefficients starting from the first degree, i.e., we drop the
(ego)
average orientation aϕ0 ,t . Accordingly, we keep only features that describe the
change of orientation, i.e., angular velocity. This way, we obtain an orientation
invariant feature set. A detailed description of the trajectory representation based
on orthogonal basis polynomials is given in Section 2.5.
Until now, the extracted features for the xlon and xlat are still position and
orientation dependent. In the third step, we transform the orthogonal expansion
coefficients into the ego-frame. This approach that the polynomials are first fitted
in a world coordinate system, and then only the coefficients are transferred to the
ego-frame, is an innovation of this thesis. This approach is explained in detail in
Section 2.5.6. It is no longer necessary to transform each data point of the respective
sliding window individually into the ego-frame and then perform a polynomial
approximation. However, we now only have to transform the coefficients. These
(ego)
(ego)
coefficients (in Fig. 2.10 referred to as alon0 ,t , alat0 ,t , . . .) are then passed on to the
actual trajectory forecasting model in the fourth step. In this thesis, we use neural
networks for this. In principle, however, other regression models could be used here
as well. The networks have two separate outputs for each lead time, one for the
longitudinal and one for the lateral forecast. The neural networks are trained to
predict the future trajectory in the ego-frame. Thus, the networks’ output has to be
transferred back to the global coordinate system for further use. In the schematic in
Fig. 2.10 this corresponds to steps five and six.
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Figure 2.10: Overview of the proposed trajectory forecasting methodology consisting of six
stages: 1) Tracking of the cyclist’s trajectory, 2) feature extraction via approximation of
trajectory (i.e., position and orientation) using orthogonal basis polynomials and sliding
window segmentation, 3) transformation of polynomial into the ego-frame, 4) prediction via
a neural network using orthogonal expansion coefficients of the polynomial in ego-frame as
input, 5) representation of the forecast in the ego-frame, and 6) transformation of forecast
into world coordinates.

Trajectory Forecast Aggregation In this section, we review the trajectory forecast
aggregation and the base models’ training in detail. We assume a dedicated base
trajectory forecasting model for each basic movement, i.e., we have a total of seven
different base trajectory forecasting models. An alternative approach is to consider
the cross product of longitudinal and lateral basic movements, i.e., all combinations
of longitudinal and lateral basic movements. In total, this then results in 4 × 3 = 12
models. However, this approach’s problem is that we would need to have training
data available for all combinations of longitudinal and lateral basic movements. For
example, we would need trajectories of starting cyclists who are turning at the same
time or stopping cyclists who are turning, etc.. Cyclist trajectories that meet these
requirements are rare and difficult to find or record in large enough scale. Therefore,
it is also challenging to create sufficiently well-generalizing trajectory forecasting
models for these basic movement combinations. In this thesis, we limit ourselves to
the consideration of seven different base trajectory forecasting models.
We create a dedicated base trajectory forecasting model for each basic movement.
These are specially created base models for different basic movements. We only use
the trajectories of the respective basic movement for model training. A challenge
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in consideration of dedicated base models for each basic movement is the handling
of movement transitions, e.g., the transition from waiting to starting. One way
to address this is to consider adjacent basic movement segments in the training of
the base trajectory forecasting models, e.g., the consideration of the last parts of
a waiting segment for the training of a starting forecasting model. However, since
we use a sliding window to obtain the input features, the transition between two
different basic movements is contained within the feature used by the forecasting
model. For this reason, we do not consider the neighboring basic movements segments
for training the base trajectory models.
There are a variety of different aggregation methods, e.g., a hard weighting by
the basic movement detection, a soft weighting by the basic movement detection
probabilities, the use of ensemble methods such as stacking ensembles, or the CSGE.
We could also consider joint training of base trajectory forecasting models and the
aggregation strategy, e.g., in the sense of a mixture of experts. In this thesis, however,
we limit ourselves to separate consideration of base models and aggregation strategy,
i.e., we first train the base models and then select or optimize the parameters of the
aggregation strategy. As mentioned before, a central property of the aggregation
strategy that is essential for the cooperative approach is what we call monotony. An
improved basic movement detection should automatically lead to an improvement of
the trajectory prediction. This monotonic dependency is of particular interest if the
basic movements detection is improved by the cooperation of different road users,
then automatically, the trajectory forecast should improve as well. Within the scope
of a case study, we investigate four different aggregation methods in this thesis. We
present the results of this case study in Section 2.8.2.

2.5 Trajectory Modeling using Orthogonal
Polynomials
The representation of cyclist’s trajectory by orthogonal polynomials is one of the
fundamentals underlying nearly all the methods described in this thesis. This representation underlies the feature extraction for basic movement detection, trajectory
forecasting as well as fusion on feature- and input-level.
Furthermore, we exemplify the embedding into the overall context using the
following example. As shown in Fig. 2.11, a model of the trajectory is created
in sliding window manner. The window slides over the data using a fixed time
increment δt. This way of examining the input signal is called a sliding window
segmentation. We approximate the data samples in the respective window at time t
using a polynomial approximation. The solid red line represents the fitted polynomial.
For the approximation, we use orthogonal basis polynomials, such that the coefficients
of the approximating polynomial are best estimates for slope, curvature, etc. of the
samples in the considered window [104]. These are referred to coefficients of the
orthogonal expansion. As described earlier, these coefficients are used as features to
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Figure 2.11: Example trajectory with a segmentation in a sliding window. The samples
of the trajectory in the sliding window at time t are modeled by a polynomial (solid red
line). The forecasted trajectory is indicated via the dashed red line. The four gray arrows
indicated the sliding window time increment δt, and the dashed gray lines depict the new
sliding window at t + 1.

detect basic movements and to predict the future trajectory (cf. Section 2.4). At
the next discrete time step t + 1, the window moves on by one time increment δt,
the orthogonal expansion coefficients are updated, and the updated coefficients are
again used as input to detect basic movements and forecast the future trajectory.
Orthogonal Polynomials In this thesis, we use orthogonal basis polynomials to
model the trajectory. In the following, we justify the usage of these polynomials.
We ensure the on-line applicability by using fast and efficient algorithms to up- and
downdate the model’s coefficients in a sliding window manner. The coefficients of the
orthogonal basis polynomials are used as features for basic movement detection and
especially for trajectory forecasting. In Fig. 2.12, the first two orthogonal expansion
coefficients of the sliding window approximation of the longitudinal position in the
ego-frame with a window size 4 s, as well as the respective basic movements, are
plotted against each other. Even in this low-dimensional space, we can separate the
classes already fairly well. Besides, the coefficients have a physical interpretation
(here, velocity and acceleration). Moreover, in Chapter 5, we use the sliding window approximation using orthogonal polynomials to fuse position and orientation
measurements originating from different road users. The fusion mechanism is based
on the capability of the polynomial approximation to weight samples individually.
Moreover, we use probabilistic modeling to represent the coefficients’ uncertainties.
This probabilistic modeling also allows us to adjust the weighting factors for the
fusion, i.e., our weights comprise global and situation-dependent influencing factors.
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The remainder of this section is structured as follows: We start with a description of
the underlying time series (i.e., trajectory) model and the least-squares approximation.
This is then supplemented by the description of orthogonal basis polynomials and
a fast and efficient on-line mechanism for up- and downdating of the polynomial
approximation in growing and sliding windows. Subsequently, the probabilistic
modeling, the Bayesian sequential model update methodology, and the link between
the least-squares and the Bayesian solution are introduced and detailed. Finally, we
describe some extensions necessary for feature extraction, e.g., how to update the
model in the ego-frame efficiently.

2.5.1 Trajectory Model
The first question that arises is why polynomials in general and orthogonal basis
polynomials, in particular, are suitable for modeling of trajectories. Previous research
and publications have shown that orthogonal polynomials are excellent for describing
essential features and characteristics of a time series [97, 103, 122]. The coefficients
of the orthogonal basis polynomials are in the least-squares sense best estimators
for the mean, slope, curvature, etc. of the time series in the respective window [103].
This observation led to the development of the shape-space representation [245]. By
this we can represent a time series using only the coefficients of the orthogonal basis
polynomials. These features have been successfully applied to time series classifica-

Figure 2.12: Scatter plot showing the coefficients of sliding window polynomial approximation with window size 4 s of the longitudinal position within the ego-frame. The plot shows
the coefficients of the first and second order orthogonal basis polynomials.
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tion [245] and event detection [111]. An example of this shape-space representation
is given in Fig. 2.12.
According to Werner [316], a “time series represent a much wider concept as
compared to a trajectory. While time series do not assume anything about the
values the series takes between samples, trajectories represent the assumption of
continuity.”. Hence, a trajectory is a time series of locations in some metric space
and additionally possesses an inherent spatial smoothness that directly links two
neighboring locations. Polynomials are inherently smooth and, therefore, are well
suited to represent trajectories. Besides, various publications have already shown
that the coefficients of orthogonal basis polynomials are compact but yet expressive
and reliable features for forecasting trajectories [6, 116, 117, 329].
In the following, we restrict our explanation of the modeling using orthogonal basis
polynomials for the general case of time series. The application to trajectories as a
special type of time series is analogous. Moreover, we begin our consideration with
univariate time series and later on explain the extension to multivariate time series.
Many time series models are based on the assumption that the underlying time
series can be decomposed into several independent components [49]. The decomposition of a time series in distinct components eases the modeling. In this thesis, we
adopt the probabilistic time series modeling using orthogonal polynomials described
by Gruber [122]. In his model, the time series is best described using two components.
• Deterministic part: It describes the idealized shape of a time series without
consideration of disturbance variables. This description includes, for example,
descriptions of the local trend and curvature contained within the consider
time series.
• Stochastic part: It describes additional disturbance variables in terms of
stochastic noise. Among others, this includes sensor noise, random fluctuations,
or measurement errors.
We use orthogonal basis polynomials to describe the deterministic part of the time
series. This means, in particular, that the coefficients of these polynomials describe
the shape of the time series. In this thesis, we do not consider the modeling of any
periodic components, e.g., using Fourier coefficients, which are eventually contained
in the considered time series. The time series segments, i.e., the sliding window
lengths which we consider in our use-case, have a length of only a few seconds.
Henceforth, only a few periodic components are contained in the segment in their
entirety. These periodic parts, e.g., the pedaling motion of the cyclist, can also be
described and approximated locally by polynomials (i.e., monomials) with a higher
polynomial degree.
Consider a time series or trajectory Z = {t, y, w} of length N + 1 with y =
(y0 . . . yN )T being the time series values (e.g., cyclist position) and t = (t0 . . . tN )T
the corresponding timestamps.
We consider the following modeling of the time series consisting of a deterministic
part, e.g., mean and trend, and a stochastic part, i.e., stochastic sensor noise.

52

Formally, we can express this as
y = f (t) + ,

(2.7)

where f describes the approximating deterministic function and  the probabilistic
part in form of zero mean additive Gaussian noise  ∼ N (0, ρ−1 ). For now, we
assume that the noise determined by the precision ρ−1 is time-invariant.
The approximating function f : R → R is modeled as a linear combination of
K + 1 basis functions fk : R → R and a parameter vector β = (β0 . . . βK )T .

f (t|β) =

K
X

βk fk (t).

(2.8)

k=0

The notation f (t|β) denotes that the approximating function is parameterized by β.
The basis functions can be any linear and non-linear functions. In our case, these are
orthogonal basis polynomials. The number of samples N and the number of basis
functions (i.e., the polynomial degree) are related to each other. If K < N then it is
an approximation task. If K = N then it is an interpolation and if K > N then a
solution is generally not unambiguously determinable.

2.5.2 Least-Squares Polynomial Approximation
We can use the method of least-squares to fit an approximating function to a set
of given points. The least-squares method relies on minimizing the sum of squared
distances of the approximating function to the given data samples. Let Z be a time
series with values y = (y0 . . . yN )T , timestamps t = (t0 . . . tN )T , and K + 1 basis
functions f0 , . . . fK . We construct a design matrix F ∈ R(N +1) × R(K+1) comprising
of the evaluation of the basis functions at all timestamps for the given time series


f0 (t0 ) · · · fK (t0 )


..
..
..
F =
(2.9)
.
.
.
.
f0 (tN ) · · · fK (tN )
We can now formalize the least-squares optimization problem as
min kF β − yk2 ,
β

(2.10)

whereas k.k denotes the Euclidean norm. Differentiating with respect to the parameter
vector β, setting the equation to zero, and solving for β provides the following least?
squares solution βLS
?
βLS
= (F T F )−1 F T y = F † y.

(2.11)
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The matrix F † = (F T F )−1 F T denotes the Moore-Penrose Inverse (i.e., pseudoinverse) of F . The residual vector r of the least-squares approximation is given
by
?
r = F βLS
− y.

(2.12)

The error of the approximation is given by the squared norm of the residual vector
?
krk2 = kF βLS
− yk2 .

(2.13)

Weighted Least-Squares Approximation
Earlier, we assumed that all samples are weighted equally in the approximation. But
often, we encounter the situation that we want to weight samples differently. For
example, we might know that in a particular situation, the time series values are
much more volatile, and therefore we want to reduce their weight. Another example
is the combination of values originating from sensors of different qualities. In this
case, we might want to increase the weight of more reliable sensors and decrease
the weight of noisier sensors. If we then weight all sensors equally, the result would
be biased towards a worse solution. Hence, the ability to weight is essential for the
fusion methodology, as presented in Chapter 5.
Similar to the least-squares optimization problem, the weighted least-squares
approximation problem [44] is given by
min kW (F β − y) k2 ,
β

(2.14)

where we introduce a sample-specific, diagonal weight matrix W = diag (w1 , . . . , wN ).
This matrix allows to weight samples differently. As before, differentiating with
respect to β and setting the derivative to zero provides the following solution to our
weighted approximation problem
?
T
−1 T
βW
LS = (F W F ) F W y.

(2.15)

A detailed description and derivation of the least-squares, as well as weighted leastsquares approximation, can be found in [44] and [122]. In the following, we restrict
our description to the weighted least-squares problem. The ordinary least-squares
can be seen as a special case with all weights being set to one.

2.5.3 Orthogonal Basis Function and Polynomials
The consideration of discrete orthogonal basic functions allows the derivation and
use of efficient algorithms to solve the (weighted) least-squares problem. This section
introduces orthogonal basis functions and discrete orthogonal polynomials.
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Discrete Orthogonal Basis
Let f0 , . . . , fK be a set of K + 1 basis functions with discrete inner product
hfi , fj it,w =

N
X
i=0

wn · fi (tn ) · fj (tn ),

(2.16)

for a given set of discrete timestamps t = (t0 , . . . , tN )T and corresponding weights
w = (w0 , . . . , wN )T . Then, f0 , . . . , fK is an discrete orthogonal basis on t regarding
w, if
hfi , fj it,w = 0, if i 6= j,

(2.17)

holds. The basis is called orthonormal, if additionally
hfi , fi it,w = 1,

(2.18)

holds. If we now apply this definition of orthogonal basis function to the solution of
the weighted as well as the ordinary least-squares problem, we can see that it simplifies
the computation. Consider for example the computation of the pseudo-inverse

−1
N
N
P
P
2
wn f0 (tn )
···
wn f0 (tn )fK (tn ) 

n=0
n=0




.
.
T
−1
.
.
.
.
(F W F ) = 
(2.19)

.
.
.
 N

N
 P

P
wn fK (tn )f0 (tn ) · · ·
wn fK (tn )2
n=0

n=0

N
X

= diag

wn f0 (tn )2 , . . . ,

n=0


= diag

N
X

!−1
wn fK (tn )2

(2.20)

n=0

1
1
,...,
hf0 , f0 it,w
hfK , fK it,w


.

(2.21)

Hence, the computation is reduced to inverting a diagonal matrix. The solution to
the weighted least-squares problem is then given by


N
P
f0 (tn )
yn 

hf ,f i
 n=0 0 0 t,w



.
?
..
βW LS = 
(2.22)
.
 N

 P fK (tn )

y
hfK ,fK it,w n
n=0

Orthogonal Polynomials
In this section, we introduce discrete orthogonal polynomials, their construction
rules, and some important properties which are subsequently used to derive efficient
algorithms for fitting polynomials in sliding and growing windows.
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Let qK = (q0 . . . qK )T be a set of K + 1 basis polynomials. Moreover, let qk
be a basis polynomial of degree k which can be expressed a linear combination of
monomials x0 up to xk
qk (t) =

k
X

bki xi .

(2.23)

i=0

We refer to the polynomial coefficient bk k of the monomial with the highest exponent
as the leading coefficient.
The construction rules of such a system of orthogonal polynomials are given by
a three-term recurrence relation of orthogonal polynomials. The general form is
given in [122]. We limit our explanations to a slightly simpler three-term recurrence
relation which can be expressed as a linear system of equations




α0 γ0 0 · · ·
0




0


0 
q0 (t)
q0 (t)
 γ0 α 1 γ1 ·


..
.
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0
γ
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0
t
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0
.
.
.
.
.
.
.
.
.


qK−1 (t)
qK−1 (t)
.
.
.
.
.
qK (t)γK−1
0 0 0 · · · αK−1
(2.24)
or in short
tqK−1 (t) = JK−1 qK−1 (t) + γK−1 qK (t)eK ,

(2.25)

with the recurrence matrix JK−1 ∈ RK×K being a tridiagonal, lower Hessenberg
matrix and ek being the k-th row of the identify matrix IK . The elements in
JK−1 describe how to construct a new orthogonal basis polynomial of degree K
from the orthogonal basis polynomials of degree smaller than K. The orthogonal
polynomial system described by JK−1 must now be chosen so that it is orthogonal
on the given data points. Hence, we must adapt the construction rules specified by
the elements αi and γj for i, j ∈ (0, . . . , K − 1). This consideration is the starting
point for the algorithms described in the following section for fast and efficient
up- and downdating of least-squares solutions. In addition, we see in Eq. 2.25,
that the roots of qK correspond to the eigenvalues λ0 , . . . , λK−1 of JK−1 and thus
represent the solution for tqK−1 (t) = JK−1 qK−1 (t). The qK−1 (λ0 ), . . . , qK−1 (λK−1 )
are the corresponding eigenvectors. The eigenvalues and eigenvectors can be used to
described the least-squares solution and are used by the algorithm described in the
following section.
Let c = (c0 . . . cK )T be the unnormalized coefficients of an optimal least-squares
solution, whose approximating polynomial has the form
p(t) =
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K
X
ck
q (t),
2 k
kq
kk
k=0

(2.26)

with ck = βk kqk k2 and kqk k2 being the norm of the basis polynomials.
A central property of the orthogonal basis polynomials that we use in this thesis is
that the normalized orthogonal coefficients a = (a0 . . . aK )T are the best estimators
for average (degree 0), slope (degree 1), curvature (degree 2), etc. These normalized
orthogonal coefficients are also referred to as orthogonal expansion coefficients [104].
If the leading coefficients bkk = 1, then the values for a can be directly obtained
from the normalized coefficients βk . If bkk 6= 1, then we additionally have to multiply
by the leading coefficient bkk .
ak =

ck bkk
= βk bkk for 0 ≤ k ≤ K.
kqk k2

(2.27)

A more detailed description can be found in [122]. The evaluation of an orthogonal
basis polynomial at a particular time t can be performed efficiently in O(K) using
the Clenshaw recursion [119].

2.5.4 Fast Up- and Downdating of Orthogonal
Polynomial-Based Solutions in Growing and Sliding
Windows
In this section, we present how the concept of orthogonal polynomial basis function
can be used to derive an efficient incremental algorithm for up- and downdating
least-squares solution of orthogonal basis polynomials in growing and sliding windows.
In the following, we refer to adding new samples to an existing weighted least-squares
solution as updating, while removing samples is called downdating. In this thesis, we
are particularly interested in the efficient approximation in sliding windows. However,
we start by explaining the growing window procedure in particular. Subsequently,
we describe how we can convert the growing into a sliding window procedure using a
combination of up- and downdating.
Fixed Orthogonal Polynomial Basis
Probably the most simple way to keep the weighted least-squares calculation efficient
is to choose a fixed orthogonal polynomial basis. The orthogonal basis polynomials are
calculated for a discrete set of samples once at the beginning and remain unchanged
afterward. This immediately simplifies the calculation of the weighted least-squares
problem (see Eq. 2.22). The consequence of such a fixed base, however, is that the
number of samples and their position in the sliding window must be known and
constant. In addition, the samples and timestamps in the sliding window must be
equidistant from each other. Using this fixed orthogonal basis immediately reduces
the computation complexity of the least-squares solution with maximal polynomial
degree K and a window size of N (i.e., one sample at each timestamp) from O(K 2 ·N )
to O(K · N ). The calculation must be repeated for each time increment as the sliding
window moves forward. The solution of Fuchs et al. [104] allows an even faster up-
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and downdate operation in O(K 2 ). Yet, the intuition of both methods is the same;
the time series slides over the window, while the window actually remains fixed and
unchanged.
However, a fixed basis and thus a fixed number of samples in the window limits
the applicability of the approach. Especially in our application of modeling cyclist
trajectories, the number of data samples can vary, e.g., due to short occlusion
or missed detection. In particular, if we want to combine trajectory information
originating from different sensors and traffic participants, a constant number of
samples is an unrealistic and restrictive assumption.
Approximation in Growing and Sliding Windows
We use the method developed by Elhay et al. [83] for the efficient calculation of the
weighted least-squares problem in a growing window manner instead. This method
allows the consideration of windows with an arbitrary number of samples. Moreover,
the timestamps of the samples within the windows can have non-equidistant distances.
Another exciting feature is that samples do not necessarily have to arrive in the
correct temporal order (e.g., as required in the method of Fuchs et al. [104]). This
property is of particular interest when considering delays caused by communication
when exchanging trajectory information. The discrete set of samples in the considered
window is variable. Hence, with every change in this discrete set of samples, we must
also adjust the orthogonal polynomial basis.
The algorithm proposed by Elhay et al. supports the efficient up- and downdating of
weighted least-squares polynomial approximation. Both operations can be performed
in O(K), where K is the polynomial degree. Hence, the up- and downdating is
independent of the number of samples in the window. Moreover, we can convert the
growing window algorithm into a sliding window algorithm by combining up- and
downdating, i.e., we keep track of all timestamps in our current weighted least-squares
solution. If a timestamp leaves the window “on the left”, it is removed from the
solution via a downdating operation. Thus, we can easily transform the growing
window into a sliding window procedure. Therefore, we will limit our explanations
to the growing window procedure only.
Efficient Update of Least-Squares Solution
In the following, we describe the algorithm by Elhay et al. [83]. The algorithm has
two phases: (1) the interpolation phase (i.e., N ≤ K) and (2) the approximation
phase (i.e., N > K). The algorithm starts in the interpolation phase and switches to
the approximation phase as soon as the number of samples exceeds the degree of the
approximating polynomial.
However, let us first consider the relationship between the eigenvalues of the
recurrence matrix JK and the weighted least-squares solution. Let N + 1 be the
number of observed samples, PN = (qN (λ0 ), . . . , qN (λN )) a matrix which columns
are the eigenvectors of JK , and DN = diag(ν0 , . . . , νN ) a diagonal matrix with
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−2
νi = kqN (λi )k−1 . Furthermore, PNT PN = DN
and PN DN is an orthogonal matrix
with
2
(PN DN )(PN DN )T = PN DN
PNT = I.

(2.28)

For a detailed derivation, we refer to [83]. Then for any polynomial p(t) =
K
P
ck
q (t), the solution of the interpolation phase is obtained by setting F = PNT
kqk k2 k
k=0

2
and W = DN
(cf. the weighted least-squares solution in Eq. 2.15) with
2
2
c?N = (PN DN
PNT )−1 PN DN
yN
2
= PN DN yN .

(2.29)
(2.30)

The solution of the approximation problem is given by c?N = (c0 , . . . , cK , 0, . . . , 0)T
with N > K and c?N ∈ RN . Using a shorted vector cK = (c0 , . . . , cK )T notation, we
can compute the solution using
2
cK = PK,N DN
yN ,

(2.31)

where PK,N is matrix consisting of the first K + 1-rows of PN . A more detailed
derivation of this relationship can be found in [83]. We get a better understanding
and intuition for this by imaging the solution in such a way that the eigenvalues are
the supporting points of our polynomial approximation. In the interpolation phase,
these supporting points correspond to the samples (i.e., the samples’ timestamps
in the window). In the approximation case, the eigenvalues can be interpreted as
“substitute” points, which can be used to obtain the eigenvectors. The eigenvectors,
in turn, are used to describe the solution of the polynomial approximation. The sum
of the eigenvectors’ squared norms in the solution corresponds to the sum of squared
weights of all points in the regular weighted least-squares solution (cf. Eq. 2.15).
Henceforth, the weights of the samples are “distributed” among the eigenvalues.
Moreover, the weights are also reflected in the eigenvectors PN as well as in the
2
inverted form in DN
.
To sum up, we can describe the solution of the weighted least-squares problem
using the eigenvalues and eigenvectors of the recurrence matrix J .
We now recognize the following situation. We have a window with N samples for
which we have already computed a weighted least-squares solution. Next, we have
to integrate a new sample. The idea is to solve the weighted least-squares problem
for the new window with the basis functions that are discrete orthogonal on the
previously processed N samples. For this purpose, we use the recursive formulation
from Eq. 2.25 and the tridiagonal matrix JN which encodes our orthogonal basis for
N samples. The main idea is to consider the new sample and rotate the current basis
(e.g., using orthogonal hyperrotations [119]) to again satisfy the orthogonality on our
new set of samples of size N + 1. At the same time, we also rotate the coefficients
constituting the solution to the “old” weighted least-squares problem. Thereby, we
obtain the updated weighted least-squares solution.
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A mathematical description of the efficient algorithm to update the weighted
least-squares solution is given in Algorithm 1. We start with an existing weighted
least-squares polynomial approximation for tN = (t0 , . . . tN )T samples and yN =
(y0 , . . . , yN )T target values. The weights are given by wN = (w1 . . . wN )T . The
solution to the orthogonal basis polynomial approximation is given by the recurrence
matrix JN and coefficients βN . Moreover, for the updating procedure described in
the following, let σN = kwN k2 be the square root of the summed weights for all
N samples. First, we extend the solution by another sample, i.e., we extend our
existing JN by an additional row. Then we rotate JN so that the matrix again has a
tridiagonal form. Moreover, we also apply the same hyperrotation to the coefficient
vector. An orthogonal similarity matrix describes the hyperrotation [119]. Recall,
that we can describe the solution of the weighted least-squares problem in terms of
eigenvalues and eigenvectors (cf. Eq. 2.31) of the recurrence matrix. By changing the
recurrence matrix using an orthogonal similarity transform, we change the eigenvalues
and eigenvectors. Hence, we also change the solution of the weighted least-squares
problem. Therefore, we have to adapt the coefficient vector cK accordingly. As
shown in [83], this can be realized using the same similarity transform. An important
constraint is that the sum of all weights is increased by the weight of the respective
point (cf. Eq. 2.35). This constraint is relevant for the unambiguous determination
of the similarity matrix Q.
Orthogonal hyperrotation matrices are used for the actual calculation of the
similarity matrix Q. The usage of these orthogonal hyperrotation matrices also
gives rise to the name of the algorithm above. The condition from Eq. 2.35 is
re-established with the first hyperrotation, i.e., by rotation of the first and last
row of JN . Then the tridiagonal shape of JN +1 is re-established by applying O(K)
orthogonal hyperrotations, which by definition do not change results of the first
hyperrotation. Hence, an update of an existing weighted least-squares solution
involving orthogonal basis polynomials can be realized in O(K). A pseudocode
description of the algorithm can be found in [83] and [122].
Starting with an initial case, the solution for the first sample (t0 , y0 ) with weight
w0 is given by
q
σ0 = w02 ,
J0 = (t0 ),
c0 = |w0 |y0 .
(2.36)
We can easily verify that the eigenvalues of this trivial solution for J0 corresponds
to t0 . If we add another sample (t1 , y1 ) with weight w1 , we extend J1 by t1 on
the diagonal. Before we applying the similarity transformation, we verify that our
eigenvalues now correspond to t0 and t1 . By definition of orthogonal rotation matrices,
the eigenvalues are not affected by the application of orthogonal rotations. Hence, in
the interpolation phase the eigenvalues of JN correspond to the timestamps t of the
samples.
In the interpolation phase, the dimension of JN and the coefficient vector cN
grow. In the approximation phase, the dimension of the updated solutions JN +1
and cN +1 remains the same, i.e., after the update the last dimension of the matrix
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Algorithm 1 Update Orthogonal Polynomial by Hyperrotations [83]
Given σN , JN and cn for the time series ZN = (tN , yN ) with weights wn and the
new sample zN +1 = (tN +1 , yN +1 ) with weight wN +1 , the updated solution for ZN +1
is

JN +1 = Q

σN +1 =

JN
0
0> tN +1

q



QT ,

2
2
σN
+ wN
+1 ,


cN +1 = Q

cN
yN +1

(2.32)

(2.33)


(2.34)

where Q is a orthogonal similarity matrix which is uniquely determined by requiring
JN +1 to be tridiagonal and Q to satisfy
Q(e1 σN + wN +1 eL ) = σN +1 e1

(2.35)

with L being set to N + 2 in the interpolation phase N ≤ K, and K + 2 in the
approximation phase K > N . Q is approximate by a series of O(K) hyperrotations.

and vector, respectively, is again removed. In this case, the eigenvalues therefore no
longer necessarily correspond to the data points. Nevertheless, the eigenvalues and
eigenvectors are sufficient to fully describe the solution to the weighted least-squares
problem (cf. Eq. 2.31).
The resulting basis polynomials qk are
Qorthonormal (i.e., kqk k = 1) and have leading
√
coefficient bkk = ξ1k with ξk = σN +1 k−1
i=0 γi (cf. [104] for further information). To
get the normalized orthogonal coefficients (i.e., best estimators of slope, curvature
etc.), we use Eq. 2.27.
Downdating and Numerical Stability
During the update operation, we add a sample to the solution. The downdate
operation removes a sample or reduces the weight of an existing sample. The
downdating operation is similar but with inverted weight (i.e., negative weight).
Hence, if we want to remove a point, we perform an update with the exact negative
weight of the point we want to remove.
The numerical stability of the algorithm cannot always be guaranteed. This applies
especially to the downdating operation [83]. Studies have shown that it makes sense to
restart the growing (i.e., sliding window) procedure after several thousand steps [102].
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This can be realized with low additional effort, i.e., the downdate does not affect the
computational complexity.

2.5.5 Probabilistic Trajectory Modeling Using Orthogonal
Polynomials
In the previous sections, we have described the efficient solution to the weighted
least-squares problem using orthogonal basis polynomials. In this section, we extend
the methodologies and view the problem from a probabilistic perspective. This
perspective allows us to model uncertainties regarding the model’s coefficients more
precisely. Moreover, the modeling described in this section is the basis for the fusion
algorithms described in Chapter 5.
Let us reconsider our time series model using a deterministic and a stochastic
component. Assuming again a polynomial model f with additional zero-mean
Gaussian noise with known precision ρ, we can describe the likelihood of a given
observation under the model parameterized by β using


p y|t, β, ρ−1 = N y|f (t|β), ρ−1 .

(2.37)

We assume that the samples are independent of each other, given the model, and
are identically distributed. This assumption is also referred to as i.i.d. assumption.
It leads to the following decomposition of the likelihood for all samples within the
considered time segment
p(y|t, β, ρ−1 ) =

N
Y
n=0


N yn |f (tn |β), ρ−1 .

(2.38)

?
We obtain the maximum likelihood (ML) estimate of βM
L by taking the logarithm
of Eq. 2.38 and maximizing it with respect to β

−1

arg max ln p(y|t, β, ρ ) = arg max
β

β

N
X
n=0

= arg max
β

ln N yn |f (tn |β), ρ−1



(2.39)

!
N
N
N
ρX
2
ln ρ − ln(2π) −
(yn − f (tn |β)) .
2
2
2 n=0
(2.40)

We observe that the first two terms do not depend on β and do not influence the
solution. Only the last term depends on β, whereas the maximization of
N

ρX
−
(yn − f (tn |β))2 ,
2 n=0
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(2.41)

with respect to β is equivalent to the minimization of least-squares objective (cf.
Eq. 2.14)
N
X
n=0

(yn − f (tn |β))2 .

(2.42)

?
?
Hence, the maximum likelihood solution βM
L and the least-squares βLS solution are
equivalent. A detailed derivation of this equivalence can be found in [44].

Bayesian Linear Regression
The maximum likelihood solution returns a single point parameter estimate β. It
does not reflect the uncertainty contained within the model parameters. Suppose we
only have a few samples available. In that case, we cannot estimate the course of
the function with absolute certainty. Instead, we can only determine the model’s
parameter up to a certain degree of confidence. Bayesian model parameter estimation
admits this uncertainty. Therefore, we consider a probability distribution p(β)
over the model’s parameters β, which expresses our knowledge about the model
parameters. Subsequently, as we obtain more data D, we update the probability
distribution using Bayes’s law
p(β|D) ∝ p(D|β)p(β).

(2.43)

The updated probability distribution p(β|D) is referred to as posterior, while p(D|β)
and p(β) are referred to as likelihood and prior, respectively. For ease of simplicity,
we omit the normalization term p(D).
In the following, we describe Bayesian linear regression. It is the basis of our probabilistic trajectory modeling. We assume that a multivariate Gaussian distribution
over the model’s parameter β as the prior distribution
p(β) = N (β|m0 , Σ0 ) ,

(2.44)

with mean m0 ∈ RK+1 and covariance Σ0 ∈ R(K+1)×(K+1) . Next, we combine this
prior distribution with the likelihood (cf. Eq. 2.38) using Bayes’ law
p(β|y) ∝

N
Y
n=0


N yn |f (tn |β), ρ−1 N (β|m0 , Σ0 ) .

(2.45)

The posterior is proportional to the product of the likelihood and the prior. As both,
the likelihood as well as the prior, are Gaussian distributions, we can deduce from
the conjugate prior property of the Gaussian, that the posterior distribution is also
a Gaussian distribution [44]
p(β|y) = p(β|mN , ΣN ),

(2.46)
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with mN and ΣN describing the updated mean and covariance after observing N
samples. The updated mean and covariance are given by
−1
T
Σ−1
N = Σ0 + ρF F ,

(2.47)

T
mN = ΣN (Σ−1
0 m0 + ρF y).

(2.48)

A detailed derivation of the update formulae can be found in [44] and [228]. These
formulae allow for sequentially updating the model parameters, i.e., after updating
the prior once, the posterior becomes the new prior.
Next, we describe the integration of orthogonal polynomials and the fast up- and
downdating mechanism. For this reason, we again examine the least-squares solution
from Eq. 2.11. We can transform it as follows
?
βLS
= (F T F )−1 F T y
?
(F T F )βLS
= F T y.

(2.49)
(2.50)

Subsequently, we plug this transformed Eq. 2.50 into the Bayesian update of the
mean mN (cf. Eq. 2.48)
T
?
mN = ΣN (Σ−1
0 m0 + ρ(F F )βLS ).

(2.51)

We can now express the mean of posterior as a combination of the prior and the
maximum likelihood solution. As the maximum likelihood and the least-squares
solution are equivalent, we can use the fast and efficient up- and downdating mechanisms involving orthogonal basis polynomials combined with a Bayesian approach to
explicitly model the uncertainty in the model’s parameters.
Till now, we have assumed that the stochastic noise parameter ρ, i.e., also referred
to as measurement or sensor noise, is known. In the literature, there are various
approaches where the parameter ρ is also assumed to be unknown and estimated
on-line, in parallel to the model parameters’ β, e.g., by using an gamma distribution
as prior [44]. However, in this work, we do not examine the on-line estimation of this
parameter for the following two reasons. First, typically, in technical applications
involving sensors which measure the position or depth, e.g., stereo camera, LIDAR,
or RADAR, the sensor manufacturers specify the measurement noise in advance.
This is often not a single parameter, but rather a mathematical model that describes
the noise as a function of various influencing factors, e.g., temperature and distance
to the expected measurement [302]. Moreover, we can also determine this parameter
or mathematical model describing the expected sensor noise depending on selected
features, e.g., the detected object’s position in the stereo camera, in distinct experiments in advance. Henceforth, we can set the sensor noise parameters following the
manufactures’ or pre-fit models. The second reason is that we aim to introduce a
sample-specific weighting via adapting ρ. This parameter is the basis for our sensor
fusion methodology, which is described later in the thesis (cf. Section 5.4). For these
two reasons, we do not estimate the stochastic noise ρ on-line together with the
model parameters β. Instead, we assume that the sensor noise is known or estimated
in advance.
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Weighted Bayesian Linear Regression
So far, we have assumed that all samples share the stochastic noise ρ. This type of
modeling with an invariant precision or variance. i.e., the same for all samples, is
not appropriate in many situations, especially if we want to combine or fuse data
from different sensors and quality. For this reason, we use a slightly different model,
which allows the weighting of samples. The approach is similar to the weighted
least-squares method presented before. In this section, we propose to combine the
possibility to weight individual samples with the Bayesian linear regression approach
termed weighted Bayesian linear regression.
The basic idea is that we introduce an additional weight wn for each sample n. The
weight wn does not replace the precision ρ but instead scales the precision up or down.
We term this as sample-specific precision ρ̃n of the n-th sample. Besides, we introduce
a sensor-specific precision ρs , i.e., a dedicated precision parameter for each sensor
s. This precision parameter is scaled by the sample-specific weight. The resulting
parameter is referred to as sensor- and sample-specific precision ρ̃n,s = ρs · wn .





ρ−1
ρ−1
s
s
−1
= N yn f (tn ; β),
.
(2.52)
p yn |tn , β, ρ̃n,s = p yn tn , β,
wn
wn
1
−1
The weight is inversely proportional to the noise variance ρ̃−1
n,s ∝ wn . If ρs is set to
1 then it becomes an equality.
For further illustration, consider the following example with some constant sensor
noise precision ρs . If a sample has a substantial weight wn > 1, then the noise of that
particular sample is artificially decreased, while a lower weight wn < 1 artificially
increases the noise of that sample. The intuition of the Bayesian update mechanism
described in this section is that samples with a higher (artificial) precision (i.e., lower
noise variance) have more influence on the estimation of the model parameters. In
contrast, samples with a smaller (artificial) precision (i.e., higher noise variance) have
less impact.
This modeling originates from a Bayesian approach to outlier detection [304].
Ting et al. propose to increase the variances of outliers artificially. This decreases
the influence of outliers in the Bayesian model update. They achieve this by
the introduction of the addition weighting parameter. This additional weighting
parameter does not only allow us to handle outliers but also offers us great flexibility
to model other effects. For example, consider an out-dating of old information. In
this case, we artificially increase the variance of points that are further in the past.
Then this automatically reduces the influence of these points. Yet another example is
the compensation of samples arriving from two noisy sensors at different frequencies.
The first sensor has a lower frequency sensor but a higher precision, while the second
has a higher frequency but is noisier. If we do not weight information by frequency,
the sensor with higher frequency dominates the solution. Another advantage is
the ability to model the weighting according to different aspects, similar to the
coopetitive soft-gating ensemble approach suggested by Gensler [108]. We can, for
example, model global aspects using a shared ρ−1
s for all samples originating from
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a sensor and local situation-dependent as well as time-dependent aspects through
individual sample-dependent weights.
In the following, we describe the Bayesian model update for samples with different
weights. We refer to this algorithm as weighted Bayesian linear regression. In the
following, we restrict our explanation to the a single sensor s. The extension to
multiple sensors is given in Section 5.4.
As before in Eq. 2.44, we assume a Gaussian prior over the model’s parameters
β. If we combine this with the expression for the modified likelihood function from
Eq. 2.52 using Bayes’ law, we obtain the relationship
N
Y



ρ−1
s
p(β|y) ∝
N yn f (tn |β),
N (β|m0 , Σ0 ) .
wn
n=0

(2.53)

We still have a Gaussian prior, as well as a Gaussian likelihood. Therefore, we can
again deduce from the conjugate prior property that the posterior is a Gaussian.
We obtain the formulae for the posterior mean m̃N and covariance Σ̃N by applying
the method of completing the squares. The weighted variant of the Bayesian linear
regression model (cf. Eqs. 2.48 and 2.47) is given by
−1
T
Σ̃−1
N = Σ0 + ρs F W F ,

(2.54)

T
m̃N = Σ̃N (Σ−1
0 m0 + ρs F W y),

(2.55)

where W = diag (w1 , . . . , wN ) is sample-specific diagonal weight matrix comprising
the weights for all samples of the considered sensor.
As before, we can also express the weighted Bayesian linear regression update
in terms of a combination between prior and weighted maximum likelihood (i.e.,
weighted least-squares) solution. Therefore, we reformulate the weighted least-squares
solution (cf. Eq. 2.15) as
?
T
(F T W F )βW
LS = F W y.

(2.56)

Now plugging this expression into the mean update Eq. 2.55, we obtain
T
?
m̃N = Σ̃N (Σ−1
0 m0 + ρs (F W F )βW LS ).

(2.57)

Bayesian Update for Orthogonal Basis Polynomials
On the one hand, we have an efficient way of computing the weighted least-squares
solution of polynomial approximations in the growing and sliding windows. On the
other hand, we have a probabilistic modeling approach. Moreover, we discussed the
relationship between this probabilistic modeling and the (weighted) least-squares
method. However, we have not considered the weighted Bayesian linear regression
using orthogonal basis polynomials in detail yet.
We want to illustrate in a short example of why further analysis is relevant here.
For this purpose, we analyze the theoretical runtime of the Bayesian update procedure
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?
outlined in Eq. 2.57. The update of the weighted least-squares solution βW
LS can be
performed using the algorithm outlined in Section 2.5.4 in O(K), where K is the
polynomial degree. However, the calculation of F T W F is much more complex. It
depends on the number of samples in the window N .
As we are using orthogonal basis polynomials, the matrix multiplication F T W F
can be computed efficiently as it reduces to the computation of a diagonal matrix,
i.e., non-diagonal elements cancel out (cf. Eq. 2.21). Additionally, the use of an
orthogonal basis also tremendously simplifies the inversion of the respective matrix,
i.e., from O(N 3 ) to O(N ). Compared to a non-diagonal matrix, the computational
effort can be significantly reduced. Nevertheless, the computational complexity
for calculating this matrix is still linear in the number of samples, i.e., O(N ). An
incremental calculation of the necessary sum is not possible due to the permanently
changing basis.
In this thesis, we pursue a different approach, namely to formulate the weighted
Bayesian update using the eigenvalues and eigenvectors of the recurrence matrix JN .
2
To do this, we set F = PNT and W = DN
as before in Eq. 2.30. Now the Bayesian
−1
update of Σ̃N from Eq. 2.54 is given by
−1
2
T
Σ̃−1
N = Σ0 + ρs PN DN PN .
| {z }

(2.58)

I

If we use this naive approach, then this corresponds to an addition of the prior to a
unit matrix scaled with ρs .
This is because PN DN is orthonormal, i.e., PN DN (PN DN )T = I. DN contains
(by definition) the inverse squared norms of the eigenvectors PN . The consideration
of this orthonormal basis is, in this case, not appropriate, because we want F T W F
to capture the uncertainty of our model parameter estimates. This uncertainty
essentially dependents on the number of samples contained in the approximation
and their weights. As already introduced in Section 2.5.4, the eigenvalues of JN
can be interpreted as substitute points. The weights of these points are contained
in DN , i.e., the sum of the inverted and squared weights corresponds exactly to
the sum of the squared weights of all considered samples (cf. [83]). However, this
also means that the weights must also be contained in PN , i.e., in the squared
−2
. In the following, we will take
norms. This relationship is given by PNT PN = DN
advantage of this relationship. For this, we use the unnormalized eigenvectors PN .
The normalization is given by PN DN . So we can use the unnormalized eigenvectors
in the solution by setting F = PNT and W = I. This leads to the following update
equation for the covariance
−1
T
Σ̃−1
N = Σ0 + ρs PN PN
−2
= Σ−1
0 + ρs DN ,

(2.59)
(2.60)

−2 ?
m̃N = Σ̃N (Σ−1
0 m0 + ρs DN βW LS ).

(2.61)

and for the mean
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The runtime of an update is no longer dependent on the number of samples in the
considered window but depends only on the polynomial degree K. The calculation
−2
is crucial here, as we must compute the eigenvalues and eigenvectors of JN
of DN
for this. The runtime complexity for the general computation of eigenvalues and
eigenvectors is O(K 3 ). Presumably, we can achieve an even better runtime by using
the unique form of Jn , i.e., symmetrical tridiagonal matrix [119].
To further illustrate the advantages of our method described above and to compare
it to other approaches, let us assume that we would only use the Bayesian update
as described in Eqs. 2.47 and 2.48, i.e., we do explicitly not consider orthogonal
polynomials. First of all, this is a straightforward approach, which is also frequently
used in practice. It allows an iterative calculation of the polynomial approximation.
It can also be done quickly in practice due to the vectorization-abilities of modern
CPUs. However, it has a major disadvantage: the polynomials are not orthogonal
on the considered sample set of the input window. This means that we cannot use
the polynomial coefficients directly as features for trajectory forecasting. Among
other drawbacks, the computation of the pseudo-inverse (F T W F )−1 (cf. Eq. 2.11) is
computationally more expensive as it does not reduce to the inversion of a diagonal
matrix any longer. The use of orthogonal basis polynomials remedies this deficiency.
The orthogonality of the basis polynomials can be achieved in many different
ways. One is to calculate the basis in advance, i.e., similar to the procedure of
Fuchs et al. [104]. However, this has the consequence that the number of samples in
the input window must be constant and that the samples must be equidistant in time.
Alternatively, an orthogonal polynomial basis can be computed as a postprocessing
step using the Gram-Schmidt method [119]. This allows a variable number of
samples with non-equidistant distance in the input window but requires an additional
calculation process.

2.5.6 Ordinary Sliding Window and Dynamically Sized Sliding
Window
The dynamically sized sliding window (DSSW) combines the growing- and sliding
window approach. In contrast to a sliding window with a fixed window size, we
allow the window to grow and shrink according to the data available. The term
“dynamically” refers to the varying number of samples in the window, whereas
the considered time interval remains constant as time moves on. To clarify the
terminology, we first introduce the term ordinary sliding window (OSW). We refer
to an OSW in the context of polynomial approximation with orthogonal basis
polynomials as a sliding window procedure in which the number of samples in the
window is fixed. Hence, in the OSW approach, we require that the sliding window
is completely filled. If the window is not completely filled, the sliding window does
not yield any coefficients to be used for trajectory forecasting. We do not make
any restrictions on the implementation of the up- and downdating procedure of the
polynomial approximation of the OSW. However, in this thesis, we focus on the
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method by Fuchs et al. [104].
To realize the DSSW, we utilize the previously introduced weighed Bayesian
least-squares procedure using the efficient up- and downdating method, according
to Elhay et al. [83]. In this way, we can dynamically change the size of the window.
Moreover, we are not limited to a predefined fixed number of samples nor to samples
that are equidistant in time. The polynomial approximation is updated at a fixed
frequency, i.e., the window moves on with a fixed δt . Suppose we receive new sensor
measurements within the time interval (t, t + δt ]. In that case, we collect and included
them in the sliding window at the next time increment. The same applies to the
removal of samples from the sliding window. Our solution based on polynomial
approximation also supports delayed insertions. A new sample is included in the
window with its actual measurement timestamp (and not the timestamp of the
execution of the update procedure). The basis of the fitted polynomials is only
orthogonal concerning the samples in the window, which means that the coefficients
are best estimators for slope, curvature, etc. with respect to the currently considered
set of discrete points within the sliding window. The period, which is spanned by
the samples in the window, is referred to as the effective window size. We refer to
the preset window size as the desired window size. The effective window size is, in
general, close to the considered desired window size. Suppose the effective window
size deviates sharply from the desired window size. In that case, the “meaning” of
the features (i.e., orthogonal expansion coefficients) also changes. This change poses
a challenge for the subsequent machine learning models used for basic movement
detection and trajectory forecasting. However, in the general case, i.e., no occlusion
situation or sensor outage, we can assume that the orthogonal expansion coefficients
of the effective window size approximate the coefficients of the desired window size
sufficiently well. This is illustrated in Fig. 2.13.
For the OSW, the effective window size is always exactly equal to the desired
window size. Hence, the OSW only considers the general case of a completely filled
window; no coefficients are returned in all other situations. This process ensures solid
input features for the machine learning models used for basic movement detection
and trajectory forecasting. Here, solid means that the features are all based on the
same fixed window size.
The OSW, according to the method by Fuchs et al. [104], has the big disadvantage
that it requires a fixed number of samples. If one of these samples is missing, no
evaluation is possible. As we enforce the sliding window to be completely filled,
short-term sensor outages (e.g., due to occlusion situations) are devastating in this
context. In this case, we need again a continual set of N equidistant samples before
an evaluation of the window (i.e., the orthogonal expansion coefficients) becomes
possible. Depending on the window size N , this can be up to several seconds. The
method of Elhay et al. [83] does not have this restriction. Here, altogether only K + 1
distinct points are necessary before an evaluation of the window is possible. Hence,
we can evaluate the orthogonal expansion coefficients much earlier. Thus, as we use
them as features in our forecasting models, we can provide forecasts earlier. We do
not need to wait until the window is completely filled.
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xlon [m]

Effictive Window Size at t
Desired Window Size at t
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t
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Figure 2.13: Example of a trajectory approximated by a polynomial using the dynamically
sized sliding window approach. The mean prediction of the approximating polynomial is
depicted in red. The desired window size is indicated via the gray line, and the effective
window size induced by the data is given by the green line. The sliding window time
increment δt is indicated by the gray arrows and the new sliding window at t + δt by the
dashed gray lines.

However, common sense and especially the fundamentals in machine learning tell
us that typically more data leads to a better model (i.e., here the approximating
polynomial). But this is only half the truth because the distribution of the samples
within the window is also of great importance. The strength of the DSSW approach
is also its major weakness. It allows us to fit a model (i.e., the approximating
polynomial) with only a few samples, but the quality of the model depends heavily
on the number and distribution of the samples’ locations within the window. As
the orthogonal expansion coefficients are used as input for the subsequent trajectory
forecasting models, the polynomial fit also directly impacts the trajectory forecasting.
Before we examine the proposed approach in detail, let us first take a more in-depth
look at the issues of sensor outage and missing values in the context of trajectory
forecasting. Subsequently, we introduce quality indicators, which give us an indication
of how solid the features are that we use them as input for trajectory forecasting
in the following. These quality indicators can be used to judge the quality of the
trajectory forecasts. We use these quality indicators as features for probabilistic
trajectory forecasting in Chapter 3 or in Chapter 5 for a combination of trajectory
forecasts originating from different agents.
Sensor Outage and Missing Values
One problem that we encounter is the handling of missing values or short-term sensor
outages. Three such situations are illustrated in Figs. 2.14a, 2.14b, and 2.14c. Such
situations are in terms of the polynomial approximation typically no problem and
are, with respect to this, “easy to handle”. However, when using the orthogonal
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expansion coefficients as features for forecasting, such situations constitute a problem.
In the following, we illustrate the problem using examples and subsequently propose
a solution.
Sensor Outage

?

xlon [m]

xlon [m]

Sensor Outage

?

Last Sample
t
t
t l
Time [s]
Time [s]
(a) Sensor outage or missing values in the middle (b) Sensor outage or missing values at the beginof the sliding window.
ning of the sliding window
t l

Sensor Outage

xlon [m]

?
First Sample

t
Time [s]
(c) Sensor outage or missing values at the end of
the sliding window, e.g., cyclist entering FOV of
vehicle.
t l

Figure 2.14: Sensor outage or missing values at two different position in the sliding window.
The dashed line at t represent the current time stamp while the dashed line at t − l is the
left boundary of the sliding window.

The distribution of the samples’ locations within the sliding window is crucial.
Ideally, we receive a sample at every time increment. Hence, the samples are perfectly
uniformly distributed. The orthogonal expansion coefficients of the approximating
polynomial describe the shape of the complete trajectory within the window. Nevertheless, in the case of sensor outage, our coefficients are biased towards parts of the
sliding window, which contain samples. When examining our forecasting application,
case (a) (i.e., data is missing in the middle of the window) is rather uncritical. This
is because there is enough data at the beginning and end of the window to model
the trajectory. However, suppose data is missing at the beginning of the window
(e.g., the cyclist has just left the FOV or is occluded by an object). In that case, the
coefficients only represent the older part of the trajectory. Suppose we use these
coefficients as features for trajectory forecasting. As a result, the forecast of the
future trajectory will presumably become more inaccurate because the input features
no longer reflect the current course of the cyclist’s trajectory (i.e., the information is
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outdated). A similar situation occurs when we consider the case (c). Here, data is
missing at the end of the sliding window, and only a few samples are available at the
beginning. This case typically occurs when a cyclist is entering the FOV of a vehicle,
and only a few samples are available. Therefore, the polynomial can only be fitted to
the few samples, and thus it does not reflect the actual course in the whole window.
In the first case (a), the desired window size is close to the effective window size.
However, the underlying distribution of the samples’ locations is not as desired, i.e.,
not uniform. In the cases (b) and (c), the effective windows sizes are significantly
smaller than the desired ones. Consequently, the features (i.e., the orthogonal
expansion coefficients) are still the best estimators for slope, curvature, etc. However,
they are related to different window sizes. If these are now used as input for a model
(e.g., for trajectory forecasting), which has been trained on features originating from
sliding windows with all having approximately the desired window size, then these
will most likely lead to a deterioration of the forecast quality.
Window Evaluation Criteria and Quality Indicators
There are now mainly three approaches to handle such situations. One possibility is
that the sliding window’s orthogonal expansion coefficients are not used in case of
any occlusions or missing values. This method corresponds to the OSW approach.
Hence, we only have coefficients for basic movement detection and forecasting if the
respective sliding window is sufficiently well covered. An alternative approach is to
use the orthogonal expansion coefficients for trajectory forecasting independently
of the distribution of the samples within the sliding window. The reasoning behind
this is that a bad trajectory forecast is still better than no trajectory forecast at
all. The third possibility, which is pursued in this thesis, is a combination of the
previous two. In this case, the sliding window’s orthogonal expansion coefficients are
used independently of the distribution of the samples within the sliding window. In
this thesis, we also contemplate the current distribution of the samples’ locations
within the sliding window. We utilize features that describe the polynomial fit
and the sample distribution in the sliding window. These features are used in the

Trajectory

Dynamically

Orthogonal
Coeﬃcients

Sized Sliding

Uncertainty
Estimate

Window using
Weighted BLR

Approximation
Error
Quality
Indicators

Figure 2.15: DSSW approach using weighted Bayesian linear regression (BLR) and orthogonal basis polynomials. The schematic shows the inputs as well as outputs, i.e., orthogonal
expansion coefficients, the uncertainty estimates, the current approximation error, and
quality indicators (e.g., percentage of filled bins or skewness of data distribution).
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subsequent step to assess the quality (i.e., expected error or uncertainty intervals) of
the trajectory forecast. We term these features, which describe the distribution of
samples in the window, quality indicators. Among others, such as the approximation
error, the quality indicators serve as features for the probabilistic forecasting models
(cf. Chapter 3), where we use them to assess uncertainty intervals. A schematic of
the DSSW approach and its outputs is shown in Fig. 2.15. The uncertainty estimate
comprises the diagonal elements of Σ̃−1
N (cf. Eq. 2.60), i.e., the estimated variance
of posterior over the orthogonal expansion coefficients. The approximation error
reflects the goodness of the polynomial fit to the current trajectory. We compute it
by evaluation of the residual (cf. Eq. 2.13). For the calculation we do not use the
least-squares solution but the mean of the posterior distribution (cf. Eq. 2.61). The
uncertainty estimate of the orthogonal expansion coefficient and the approximation
error reflect different aspects of the polynomial fit in the sliding window. However,
we cannot use them to make a direct statement about the distribution of the samples
in the window, i.e., we cannot distinguish between cases (a), (b), and (c). The usage
of the uncertainty estimates regarding the orthogonal expansion coefficients has
the disadvantage that the polynomial basis functions are not localized. Moreover,
the uncertainty estimate depends on the number of samples and ,thus, depends on
the window size and not on the distribution of samples in the window. Therefore,
no direct distinction between the three cases is possible. The approximation error
provides information only about the window’s areas where samples are present, but
not about the areas where no instances are located. For this reason, we also include
features (i.e., quality indicators) that describe the distribution of samples in the
window.

The simplest approach is to use the number of samples in the sliding window to
indicate the quality of the coefficients. Another possibility is the distribution of
samples within the window. Therefore, we can group the samples in the window
in discrete bins. The number of bins is set to the sampling frequency times the
window size in seconds, e.g., 50 Hz · 1 s = 50 bins. Now, we compute the overall
percentage of occupied bins. This is our first properly normalized quality indicator.
However, the indicator does not help to distinguish the situations (a), (b), and (c)
presented before. While the detection of (a) (considering only small holes) is less
critical, the identification of the cases (b) and (c) is highly important. We do this by
empirically inspecting the skew of the distribution of the points’ locations within
the window. If the distribution is positively skewed, the distribution is a left-leaning
curve, i.e., case (b). If the distribution is negatively skewed, the distribution is a
right-leaning curve, i.e., case (c). The problem with this approach is that if we have
no samples at the beginning or the end of the window (as in cases (b) and (c)), then
there is no probability mass, and therefore, the distribution is not necessarily skewed.
Consequently, we cannot directly use an empirical skewness estimate. Instead, we
use another much simpler proxy measure, which gives us an indication of how the
currently considered window is filled. The window distribution skewness as we term
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the measure is given by
ĝt =

µ̂t − t
,
0.5 · L

(2.62)

where µ̂t denotes the empirical mean of the samples’ locations of the window at
time t and t denotes the current midpoint of the window. The window distribution
skewness compares the location of the empirical mean of the samples’ locations to
the current midpoint of the window t. Additionally, we normalize the quantity by
half of the desired window size L, such that ĝt is in the range between −1 and 1. If
we are in case (b) then ĝt (i.e., µ̂t < t) is negative. If we are in case (c) then ĝt (i.e.,
µ̂t > t) is positive. Ideally, the empirical mean and the current midpoint coincide.
Here in this thesis, we use the percentage of occupied bins and the window
distribution skewness to evaluate samples’ underlying distribution within the sliding
window. It should be emphasized that there are numerous other characteristics and
measures for assessing distributions, e.g., distribution entropy or a purely histogrambased approach. The measures proposed in this thesis are only two representatives,
which are suitable to distinguish the three cases (a), (b), and (c).

2.5.7 Further Aspects, Realization, and Discussion
In the previous sections, we introduced the mathematical fundamentals of the
approach to probabilistic modeling of trajectories using orthogonal basis polynomials.
In this section, we present briefly how we realized the algorithmic implementation
and which additional pitfalls we encountered.
As already described in Section 2.4, we model the longitudinal and lateral position,
as well as the orientation of the cyclist with orthogonal basis polynomials. We are
primarily interested in the orthogonal expansion coefficients of the approximating
polynomials, which we use as features for basic movement detection and trajectory
forecasting. We obtain these features, i.e., the orthogonal expansion coefficients,
by evaluating the mean of the posterior distribution (cf. Eq. 2.61). The Bayesian
approach provides us an estimate of the uncertainty regarding the coefficients. We can
use this estimate for example in probabilistic trajectory forecasting (see Chapter 3)
or in the cooperative probabilistic trajectory fusion using orthogonal polynomials
(see Section 5.4). Besides, for some other applications, the position or orientation
estimates, which can be calculated by evaluating the approximating polynomial, may
be of interest, e.g., for cooperative tracking of cyclists.
It should be pointed out that the prediction by extrapolation based on the fitted
polynomial has turned out not to be very promising. This is because the predicted
values based on the polynomials outside the window’s boundaries often tend to
deviate very strongly upwards or downwards [122]. For higher degree polynomials,
this effect is much more evident than for lower degree polynomials. Despite these
disadvantages, trajectory forecasting based on the extrapolation of lower degree
polynomials constitutes an alternative, especially when only a few samples are
available. This is, for example, the case when the cyclist enters the FOV of an
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approaching vehicle. With a polynomial of degree one (i.e., a straight line), two
samples are sufficient to make a prediction and to extrapolate the future trajectory.
However, we do not pursue this approach any further.
Multivariate Time Series and Trajectories
The vast majority of time series and especially trajectories are inherently multivariate, e.g., they consist of longitudinal and lateral coordinates of the cyclist. The
multivariate has not been considered in our modeling so far.
T
Consider a D-variate trajectory of length N + 1 with Y = y (1) , . . . , y (D) ∈
RN +1 ×RD being the multivariate measurement and t = (t0 . . . tN )T the corresponding
timestamps. Note that the basis polynomials fk do not depend on the output, i.e.,
they depend on the input timestamp, and hence are the same for all target dimensions.
Let us assume for now that we weight the different dimensions equally, i.e., there
is only one weight wn for each multivariate sample n. Let W = diag (w1 , . . . , wN )
denote the weight matrix, consisting of the weights for all N samples. Then, the
solution to the multivariate weighted least-squares problem is given by
?
T
−1 T
BW
LS = (F W F ) F Y .

(2.63)

For more details, we refer to [44]. We observe that all output (i.e., target) variables
are decoupled in the solution of the regression problem. The orthogonality of the
basis polynomials only depends on the timestamps and the weights. We use a
separate sliding window for each of the D output dimensions. We assume for each
multivariate measurement that the timestamp is the same for each dimension, i.e.,
we can ensure that the orthogonal basis polynomials of the sliding windows are the
same for each of the different D dimensions.
In the (weighted) Bayesian linear regression, however, we cannot consider the
dimensions independently of each other, because possible covariances in the likelihood
can cause dependencies across the dimensions in the posterior distribution over the
coefficients. This problem can be solved by looking at the difference time series
across the dimensions [122], e.g., the time series which arises when subtracting the
longitudinal from the lateral position. In this thesis, however, we do not model
covariances in the likelihood between different dimensions. Therefore, we can view
the dimensions independently of each other. We apply a dedicated DSSW for each
of the D dimensions. The separate examination of the dimensions has the advantage
that we do not have to weight all dimensions of a measurement equally. Instead, we
can assign different weights to the individual dimensions of a measurement.
Transformation into Ego-Coordinate Frame
So far, we assumed that the polynomials could be fitted directly on the longitudinal
and lateral position, as well as the orientation of the cyclist. However, since we
consider features in the ego-frame as described in Section 2.4.2, and since this
coordinate system changes with the orientation of the cyclist, we do not have a single
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continuing trajectory. Thus, at least as far as the longitudinal and lateral positions in
the ego-frame are concerned, a sliding window approach is not immediately applicable.
We would then have to reinitialize the sliding window with every change of orientation.
However, this would make the advantages of the presented technique obsolete. This
section proposes a new approach in which we fit the polynomials in a global world
coordinate system and only transform the resulting orthogonal expansion coefficients
into the ego-frame. Note that the orientation component is not affected by this
transformation.
Let us start with how to transform a predicted position, obtained by evaluating
the polynomial in longitudinal and lateral dimensions, into the ego-frame. Therefore,
let βlon,t = (βlon0 ,t , . . . , βlonK ,t ) and βlat,t = (βlat0 ,t , . . . , βlatK ,t ) be two vectors representing the coefficients of the polynomial approximation in the sliding window at
time t. These correspond to the means of the posterior distribution (cf. Eq. 2.61)
Moreover, let qlon (t) = (qlon0 (t), . . . qlonK (t))T and qlat (t) = (qlat0 (t), . . . qlatK (t))T be
the evaluations of the orthogonal basis polynomials of the global longitudinal and
lateral dimension at time t. As detailed in Section 2.4.2, the transformation from the
global world frame into the ego-frame essentially consists of a translation (about the
current position of the cyclist) followed by a rotation (about the current movement
direction of the cyclist). We start by analyzing the rotation, which is why we ignore
the necessary translation initially, i.e., at first, we assume that no translation is
required. We transform the predicted position from the global world coordinate
system into the ego-frame using
! 


(ego)
xlon,t
cos (ϕt ) sin (ϕt )
βlon,t qlon (t)
=
(2.64)
(ego)
− sin (ϕt ) cos (ϕt )
βlat,t qlat (t)
xlat,t


cos (ϕt ) βlon,t qlon (t) + sin (ϕt ) βlat,t qlat (t)
=
,
(2.65)
− sin (ϕt ) βlon,t qlon (t) + cos (ϕt ) βlat,t qlat (t)
where ϕt denotes the current orientation of the cyclist in the global world coordinate
frame. Next, we split the dot product used for evaluation of the polynomials, such
that we end up with the following expression describing the transformation

qlon0 (t)
 .. 
. 



. . . sin (ϕt ) βlatK ,t qlonK (t)

.
. . . cos (ϕt ) βlatK ,t  qlat0 (t) 
 . 
 .. 
qlatK (t)




cos (ϕt ) βlon0 ,t . . . cos (ϕt ) βlonK ,t sin (ϕt ) βlat0 ,t
− sin (ϕt ) βlon0 ,t . . . − sin (ϕt ) βlonK ,t cos (ϕt ) βlat0 ,t

(2.66)
Hence, we can use the projection of the polynomial coefficients βlon,t and βlat,t
onto the axes of the ego-frame to describe the rotated polynomial in the ego-frame.
The orthogonal basis polynomials remain unchanged. We can see that we do not
necessarily need to transform the samples into the ego-frame and then fit a polynomial,
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but instead, we can describe the polynomial in the ego-frame using the projected
coefficients. At this point, it is important to speak about projected instead of rotated
coefficients. The latter would mean that we would summarize the coefficients (e.g.,
cos (ϕt ) βlon0 ,t and sin (ϕt ) βlat0 ,t ). This cannot be done, since we still have to multiply
by the orthogonal basis polynomials, i.e., qlon,0 (t) and qlat,0 (t). We can now use the
sliding window in the global world coordinate system and only have to project the
polynomial coefficients afterward.
Next, we extend our analysis to the orthogonal expansion coefficients (i.e., the
features we are interested in). Moreover, we show how to integrate the translation about the cyclist’s current position that we have ignored so far. Let alon,t =
(alon0 ,t , . . . , alonK ,t ) and alat,t = (alat0 ,t , . . . , alatK ,t ) be the orthogonal expansion coefficients belonging to βlon,t and βlat,t (given by the relationship in Eq. 2.27). We
interpret the orthogonal expansion coefficients as physical quantities. In this case,
the orthogonal expansion coefficient for the zeroth degree polynomial basis function
corresponds to the average position, while the second is the velocity, acceleration, etc.
A translation only affects the position and, henceforth, we can integrate the translation (necessary for the transformation into the ego-frame) by translating only the
zeroth orthogonal expansion coefficient. Thus, we subtract the current longitudinal
and lateral position of the cyclist xlont and xlat,t in the world coordinate frame from
the the zeroth orthogonal coefficients alon0 ,t and alat0 ,t , respectively. Subsequently,
we rotate all orthogonal expansion coefficients by ϕt . The complete transformation
of the orthogonal expansion coefficients from a global world coordinate frame into
the ego-frame is given by
(ego)

(ego)

alon0 ,t . . . alonK ,t
(ego)
(ego)
alat0 ,t . . . alonK ,t

!


=

cos (ϕt ) sin (ϕt )
− sin (ϕt ) cos (ϕt )



alon0 ,t − xlon,t alon1 ,t . . . alonK ,t
.
alat0 ,t − xlat,t alat1 ,t . . . alatK ,t

(2.67)

(ego)

(ego)

(ego)

The transformed orthogonal expansion coefficients alon,t = (alon0 ,t , . . . , alonK ,t ) and
(ego)

(ego)

(ego)

alat,t = (alat0 ,t , . . . , alatK ,t ) are in the ego-frame and can be used as input for basic
movement detection and trajectory forecasting.

2.6 Experimental Setup for Data Acquisition
This section describes the experimental setup of the experiments that we conducted
to collect data of cyclists. It includes a description of the experiments, the data
recording, the splitting of the data in test, train, and validation sets, the coordinate
frames involved, the trajectory extraction, and the determination of the ground truth.
Finally, we conclude with a description of the basic movement labeling process.

2.6.1 Data Acquisition
We evaluate the approaches presented in this thesis using data recorded in the
DeCoInt2 project [4]. Within several measurement campaigns, we collected data
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Figure 2.16: Overview of the research intersection with the FOV of the two high-definition
cameras project onto the ground [118]. The triangulation (i.e., the determination of the
cyclists’ 3D world position) is possible in the intersecting areas of the FOV.

of various kinds from instructed as well as uninstructed cyclists in real traffic. We
recorded the data at the research intersection in Aschaffenburg, Germany. In this
context, we also recorded data from a research vehicle and several smart devices.
During these experiments, i.e., the data recording, there was no communication
between the different agents and devices involved. The evaluation of the cooperative
intention detection methodology, including communication aspects, is performed
off-line. The research intersection is equipped with a variety of sensors that allow the
recording of the test subjects while they move across the intersection. A wide-angle
stereo camera system consisting of two high definition cameras (1920 x 1080 px, 50 Hz)
was used to track the head positions of the cyclist. A schematic of the research
intersection and the camera’s FOV is depicted in Fig. 2.16. The research intersection
is also equipped with other sensors, e.g., several lower resolution cameras, and LASER
scanners. However, in this thesis, we do not use these sensors. Instead, we only rely on
data originating from high-resolution cameras. A complete description of the research
intersection can be found in [118]. The research vehicle is equipped with a stereo
camera, RADAR, and LIDAR. Throughout this thesis, we rely on data originating
from the stereo camera only. A description of the data preprocessing for intention
detection of cyclists using the infrastructure’s sensors is given in Section 2.6.5.
Experiments
We conducted experiments with 107 female and male test subjects aged between 18
and 54. The test subjects were instructed to move between specific points at the
research intersection while following the traffic rules. The test subjects moved on
the road, the bicycle path, as well as on the sidewalk. They were equipped with
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smartphones, worn at different positions, i.e., front trouser pocket, backpack, and
front pocket at the chest. Additionally, we placed one smartphone on the bicycle
rack. The smart devices used for evaluation are Samsung Galaxy S6 smartphones.
Moreover, we equipped the test subjects with smartwatches mounted to the left
wrist and the helmet. These were Moto 360 and Polar M600 smartwatches. The
smartwatch mounted to the helmet emulates a smart helmet, i.e., an intelligent sensorequipped helmet. The timestamps of the smartphone and the research intersection
are synchronized off-line. For this purpose, we conducted synchronization jumps
at the beginning of each experiment. These jumps are well visible both on the
intersection camera and in the accelerometer signal of the respective smart devices.
In addition, we recorded data from a research vehicle. This includes data from a
forward-facing stereo camera (recording at 25 Hz), as well as LIDAR and RADAR
data. For the approach considered in this thesis, we only use the data of the stereo
camera. For the vehicle’s localization, an automotive dynamic motion analyzer with
differential GPS was used, which allows precise localization of the vehicle. The time
synchronization is realized by considering the coordinated universal time (UTC)
provided by the GPS unit. The comprehensive description of the vehicle-based
intention detection is given in Section 2.6.6.
The evaluation of all methods presented in this thesis is based on data originating
from three measurement campaigns – the first measurement campaign conducted
in October 2016, the second in August 2018, and the third in October 2018. The
experimental procedures (i.e., the maneuvers driven by test subjects) were comparable
in all experiments. The most important statistics concerning the three measurement
campaigns are summarized in Table 2.1. The measuring campaigns were carried
out in summer and autumn, i.e., we conducted experiments during good weather
(e.g., sunshine) as well as during bad, rainy weather. Experiments in other seasons
were not considered, but are certainly interesting for future research. Since the data
recording with test subjects was carried out over the whole day, the recorded data
includes morning scenes as well as dusky scenes (e.g., with low sun).

Test Subjects
Recording Length
Trajectories
Smart Devices per Test Subject
Starting / Stopping Motions
Left/ Right Turns

1st Campaign

2nd Campaign

3rd Campaign

54
≈ 300 min
393
6
194
335

29
≈ 384 min
434
4
182
335

24
≈ 255 min
356
4
119
271

Table 2.1: Statistics of three measurement campaigns which are used for model training,
optimization, and evaluation.
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Splitting into Training, Validation, and Testing
We split the recorded data into training, validation, and testing sets based on the
test subjects. A splitting based on test subjects allows us to prove the transferability
to other, unseen test subjects. It further ensures that the trained intention detection
models do not over-fit to certain test subjects. The training set is used to optimize
and train the machine learning models for basic movement detection and trajectory forecasting. The validation set is used to tune the machine learning models’
hyperparameters, and the test set is used for evaluation only.
We split the test subjects into training, validation, and test sets according to
the ratio 70%, 10%, and 20%. Using this ratio, we have 74 test subjects for model
training, 12 test subjects for model validation, and 21 test subjects for the final
evaluation. We performed a stratified splitting in a sense that we ensured that the
percentage share of different motion types in the three sets is roughly the same. We
used the number of starting/stopping motions and left/right turns as a proxy for the
distribution of motion types. We implemented the stratification using a randomized
approach, i.e., we randomly generated splits of the test subjects according to the
desired ratio of 70%, 10%, and 20%. We then compared the distributions of the
starting/stopping and left/right turns of the different sets and calculated a score
(i.e., Kullback-Leibler divergence) based on the observed distribution and the desired
distribution. The specified splitting ratio gives the desired distribution, e.g., the
training set should also contain 70% of all starting/stopping motions. We used the
Kullback-Liebler divergence to compare the starting/stopping motion distribution
and the left/right turn distribution with the desired distribution. A single score is
given by considering the maximal divergence of the Kullback-Leibler divergence for
the starting/stopping motions and left/right turns. We generated 5000 random splits,
evaluated them, and selected the split with the minimal Kullback-Leibler divergence.
Cross-Validation for Training of Stacked and Cooperative Models
In this thesis, we use predictive models, which use the predictions of other models as
input. This holds, for example, for the probabilistic forecasting models described in
Chapter 3 using quantile surfaces but also for the cooperative models described in
Chapter 5. All these models have in common that they use the prediction of existing
base models. In the field of machine learning ensembles, this is referred to as stacking.
The basic models are often referred to as base learners. Training these stacked

Training

Validation

Testing

70 %

10 %

20 %

Figure 2.17: The schematic shows the ratios used for splitting the 107 subjects into training,
validation, and testing sets.
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models on data already used to train the base learners harms the stacked models’
generalization capability. The worse generalization performance is because the base
learners are adapted to the training set, so their predictions tend to be too good.
Now, if the stacked model learns with these predictions as input, it will overestimate
the performance of the base model. Henceforth, the training on this data harms the
generalization ability when applying the stacked model to other unseen data. The
stacked models should be trained on separate data sets to avoid this. However, a
further splitting would have the effect of further reducing data available for training
the individual base models and the stacked model. We use cross-validation to avoid
this [44]. The training set is divided again into k cross-validation folds. This is
depicted in Fig. 2.18. The base learners are trained on one part of a fold. In the
figure, the model training part is rose and is referred to as the training set. The
evaluation set of each fold is depicted in light blue. This part is used for evaluation,
i.e., the base learners only make predictions. For each fold, we train base learners on
the respective training set and evaluate them on the corresponding evaluation set.
In the end, we concatenate all generated predictions, i.e., the blue evaluation folds.
Together they again constitute the complete training data set. These predictions
reflect the respective base learner’s out-of-sample performance and can be used to
train the stacked model. We use this for training the probabilistic forecasting models
and the models for cooperative intention detection.

2.6.2 Coordinate Frames
In this thesis, we use various coordinate systems. In contrast to the ego-frame
introduced in Section 2.4.2, the coordinate frames presented in this section can be
considered fixed, and are, in a sense, “global”. We refer to them as global coordinate
frames. This section gives a short overview of the global coordinate frames used
throughout this thesis.
The World Geodetic System 1984 (WGS 84) is the coordinate system used by the
Global Positioning System (GPS) and other GNSS systems. According to WGS 84,

Training

1st Fold
2nd Fold

1st Training Set

Validation
1st Eval. Set

2nd Training Set

2nd Eval. Set

2nd Training Set

…
kth Fold

kth Eval Set

kth Training Set

Figure 2.18: The schematic shows the k-fold cross-validation process for obtaining out-ofsample data to train stacked models, e.g., cooperative models, in a data-efficient way.
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the coordinates are specified in degrees in the format latitude and longitude. It can
be understood as a cartesian coordinate system, whose origin is in the center of the
earth, x-axis after 0◦ longitude and latitude, y-axis to 90◦ east, and z-axis to the
north pole.
The Universal Transverse Mercator Coordinate System (UTM) is a two-dimensional
cartesian coordinate system. The basis of this system is the earth’s surface, which
it divides into several zones. Germany falls mainly in the zones 32U and 33U. In
contrast to the WGS 84, a metric representation of the earth is possible. The y-axis
is approximately pointing towards the geographic north. The X-axis is pointing
towards the east.
The WGS 84 system is well suited for the exchange of position-related data as there
are no discontinuities due to zone changes. On the other hand, the UTM coordinate
system is an excellent coordinate system for the local processing of position-related
data on the vehicle, infrastructure, or other devices, e.g., sensor fusion algorithms,
due to its metric representation.
Another coordinate system frequently used in this work is the local coordinate
system of the research intersection Aschaffenburg [118]. This system is mentioned
here because all the experiments carried out in this thesis were conducted there.
The intersection coordinate system (ICS) can be understood as a local metric UTM
coordinate system where the reference point is shifted to the center of the research
intersection.

2.6.3 Trajectory Extraction and Determination of Ground
Truth
In the following section, we describe the extraction of the trajectory and the determination of the ground truth based on it. By ground truth, we mean the actual
trajectory traced by the cyclist. All our experiments were carried out at the experimental intersection in Aschaffenburg so that we can use the intersection’s wide-angle
stereo camera system to generate the ground truth, i.e., we use the camera images of
the high-resolution intersection cameras. The images are captured at a frequency of
50 Hz. Human operators label the head position of the cyclist in the videos captured
by the cameras. Subsequently, we filter the labeled 2D head positions in the images
from both cameras using a Rauch–Tung–Striebel (RTS) Kalman smoother [125].
This filtering removes noisy head positions and fills missing labels, e.g., short-term
occlusions. The filtered head positions in both camera images are used for the
triangulation of the 3D positions. We use the resulting triangulated position as
ground truth. This also means that we choose the cyclist’s head position as a proxy
of the cyclist position. The position is measured with respect to the ICS.
At this point, we would like to draw the attention to the fact that it is difficult to
speak about ground truth since this triangulated position is itself only an estimate.
We modeled the state of the cyclists (cf. Section 2.2) comprising of position,
orientation, angular velocity, velocity, and acceleration. The velocity is the derivative
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of the position with respect to time. Therefore, the velocity can be approximated by
differencing the position over time. As the sampling frequency is high, the resulting
estimate is extremely noisy. Therefore, we use the Savitzky–Golay filter [278] to
approximate the trajectory in a sliding window manner using a polynomial of degree
two. We evaluate the derivative of the fitted polynomial at the center position of
the sliding window and consider it as an estimate of the velocity. We do this for the
longitudinal as well as the lateral direction. We denote these estimates, which are
much smoother than the estimates obtained by numerical differentiation, as vlon and
vlat . We choose a window size of 420 ms for the Savitzky-Golay filter. The filtering of
the trajectory introduces a measurement delay, which we compensate for by shifting
the velocities back in time by half a window size, i.e., 210 ms. By evaluating the
second derivative of the approximating polynomial, we obtain an estimate of the
acceleration. However, the acceleration estimates are even noisier. Therefore, we
additionally smooth the estimate utilizing a mean filter with window size 0.5 s.
We can compute the “ground truth” orientation from velocity in the longitudinal
and lateral direction. The orientation is defined with respect to the lateral coordinate
axis. In the ICS, the lateral coordinate axis is roughly pointing towards the geometric
north. We can express the orientation as a function of the velocity estimates


vlat
.
(2.68)
ϕ = arctan
vlon
This orientation estimate is relatively stable if the cyclist is moving. However, for
lower velocities, the estimate is inherently noisy. Therefore, instead of computing the
orientation estimate directly, we use a Kalman filtering like procedure instead [302].
The central intuition behind this is to compute the orientation as before (cf.
Eq. 2.68) but to weight observations (here, orientation estimates computed from the
longitudinal and lateral velocities) adaptively. If the velocity is low, then observations
should be weighted less, and the prior estimate should be considered instead. The
orientation represents the state-space of the Kalman filter. The observations used as
input to the Kalman filter are the orientation estimates computed by Eq. 2.68. We
use a simple constant position motion model. The measurement model is given by
an identity mapping. Moreover, we assume that uncertainty originating from the
velocity estimates (denoted by σ̃v ) is approximately constant among different velocity
estimates. We achieve the velocity-dependent adaptive integration of orientation
estimates by varying the noise parameter of the measurement model σϕ,t . The
measurement noise is approximately proportional to
2
σϕ,t
∼

σ̃v2
,
vt + 

(2.69)

q
2
2
with vt = vlon,t
+ vlat,t
and  being a small constant to avoid division by zero. Hence,
if the velocity is low, the measurement noise is large, and therefore, measurements are
weighted less. If the velocity is large, orientation measurements get higher weights.
Again, we obtain the angular velocity by applying a Savitzky-Golay filter to the
estimated orientation and evaluating the first derivative.
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2.6.4 Basic Movement Labeling
In this section, we describe the semi-automatic basic movement labeling. It is
based on the definition and description of the basic movements introduced earlier in
Section 2.2.2.
The labeling procedure makes use of the head trajectories as described before and
manually annotated waiting segments. We label the waiting segments following the
definition of the waiting basic movement, i.e., via the movement of the bicycle’s rear
wheel (cf. Section 2.2.2). Human annotators set the labels by visual inspection of
the high-definition camera images. The labeling of the lateral basic movements, i.e.,
straight, turning left, and right, is entirely done by visual inspection of the cyclist’s
movement in the camera images. The other three longitudinal basic movement states,
i.e., starting, stopping, and moving, are determined by evaluating the acceleration
profile extracted from the cyclist’s head trajectory. The boundaries from “starting”
to “moving” and “moving” to “stopping” are, by definition, somewhat vague and,
therefore, hard to determine. We defined these boundaries using thresholds on
the cyclist’s acceleration in moving direction. The acceleration (for “starting”) and
deceleration (for “stopping”) thresholds are empirically determined and set to 0.2 m/s2
and −0.2 m/s2 , respectively. The thresholds are chosen such that the starting and
stopping phases are neither too short nor too long. We inspected numerous starting
and stopping movements to choose appropriate thresholds. We noticed that the
acceleration and deceleration profiles differ considerably across different test subjects,
e.g., some test subjects accelerate stronger than others. In our investigations, it
turned out that the selected thresholds represent a good compromise.
In the following, we describe how we use the labeled waiting segments and the
two thresholds to label starting, moving, and stopping movements, i.e., segments,
semi-automatically. First, we use this threshold to determine possible candidate
segments for “starting” and “stopping”. In the following, we refer to these segments as
acceleration and deceleration segments. Subsequently, we combine the acceleration
and deceleration segments with the manually labeled waiting segments. If an
acceleration or deceleration segment intersects with a waiting segment, then the
segments’ intersection is labeled as “waiting”. The non-intersection part of the
corresponding acceleration or deceleration segments remain untouched. All remaining
unlabeled segments are considered as “moving”.
Cyclists barely accelerate linearly, e.g., due to the pedaling motion, the acceleration
curve looks more like a non-linearly increasing function, which is superimposed
with a sinusoidal curve. Hence, the acceleration could drop below the predefined
acceleration threshold, resulting in a rather cluttered acceleration segment labeling –
the same accounts for the deceleration segments. Accordingly, we merge acceleration
(deceleration) segments, which are less than 1 s temporally apart from each other, i.e.,
measured from the end of the predecessor segment to the beginning of the successor
segment.
Next, we iterate over encoded acceleration segments and keep only those acceleration segments that follow a waiting segment. We label these segments as “starting”.
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We repeat the same process with “stopping”, but this time in inverse order, i.e.,
a waiting segment must follow a deceleration segment. We label the segments as
“stopping”. Afterward, we merge all remaining acceleration and deceleration segments
with moving segments. At the end of this step, only waiting, starting, stopping, and
moving segments remain.
Additionally, we introduce a minimal transition time, i.e., a starting or stopping
segment must be at least 1 s long. A starting segment always follows a waiting
segment, and a stopping segment always follows a moving segment. Thus in this
modeling, there are no direct transitions between moving and waiting and vice verse.
Note, it might be the case that the cyclist starts and directly stops again, i.e., the
acceleration threshold to moving is never exceeded. We identify those segments (i.e.,
a starting segment which is directly followed by a waiting segment) and cut them in
half, whereas we label the second half as “stopping”.
Moreover, there are further extensions to this semi-automatic labeling procedure.
In [7], the authors enlarged the starting class using an additional auxiliary class
called starting movement. This class allows to include early movement indicators,
such as the early movements of the cyclist’s head, which in many cases happen up to
0.3 s before the actual movement of the rear wheel. This starting movement class is
labeled by visual inspection, and its beginning is defined as the first visual movement
of any part of the cyclist’s body, which leads to a starting. We use this modified
variant of the semi-automatic labeling process in a dedicated case study on cyclist’s
starting movement detection using smart devices (cf. Section 4.4.3). However, we use
the unmodified semi-automatic labeling described earlier for all other experiments
and evaluations presented in this thesis.

2.6.5 Research Intersection
As described before, the research intersection in Aschaffenburg is equipped with
various sensors, including numerous cameras and LASER scanners. We see the
research intersection and its sensors as a representative for general RSU in the context
of a cooperative intention detection system. In this thesis, we limit ourselves to highresolution cameras, which, as described earlier, enable a highly accurate triangulation
of the cyclist’s position in a restricted area of the intersection. Subsequently, the
cyclist’s trajectory is used for infrastructure-based intention detection.
In the following, we describe the detection and extraction of the head trajectory
from the camera images of the research intersection’s wide-angle stereo-system. The
process is mostly analogous to the aforementioned data acquisition process and the
ground truth determination.
First, the cyclist is detected in both camera images. The detection is performed
with 50 Hz and can be reliably realized using CNN-based object detectors, as described
in Section 2.3. However, in this thesis, we use manually labeled head annotations
in the images. In contrast to the ground truth extraction, we filter the 2D head
positions in both images using a Kalman filter. Since the ordinary Kalman filter has
no backward pass, it is, in contrast to the RTS filter, potentially on-line capable.
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Subsequently, we triangulate the 3D head position. The head trajectory is measured
as before in the ICS. Among all considered agents and sensors in our experiments,
the trajectories originating from the research intersection sensors are by far the most
accurate ones.

Basic Movement Detection using Motion History Images In addition to the
extraction of a head trajectory, the statically installed cameras at the research
intersection are ideal for the detection of basic movements via motion history images
(MHI). For this, the cyclist is completely tracked as Region of Interest (ROI) in
the camera image. Next, the ROI of several subsequent images are stacked. From
these stacked ROI, features for the classification of the basic movement are extracted
using the Motion History Descriptor or a CNN. This detection methodology works
exceptionally well with static camera images and leads to very stable movement
recognition. We use the basic movement detection based on MHI as a base model in
the experiments regarding the cooperative basic movement detection in Chapter 5.
More details on MHI-based basic movement detection can be found in [7, 330].

2.6.6 Research Vehicle
In this thesis, we also use data from a research vehicle to evaluate our approach to
cooperative intention detection. The research vehicle is an excellent example of the
integration regarding intelligent vehicles equipped with sensors into the cooperative
intention detection system envisioned in this thesis. The research vehicle is an Opel
Insignia equipped with a stereo camera, RADAR, and LIDAR. For the investigations
in this thesis, we only use trajectory data extracted from a stereo camera. The camera
is mounted behind the windshield. The camera has a resolution of 1025 x 544 px,
records at a frame rate of 25 fps, and has a base length of 21 cm. The detection
of cyclists is realized using a CNN [58]. This neural network detects cyclists and
extracts the 2D body joint positions of the detected cyclists in the camera image.
Among others, the body joints include the feet, knees, hips, shoulder, and elbow.
Moreover, we also obtain the head position from the CNN. The 3D position of each
body joint is obtained using the depth information supplied by the stereo camera.
The 3D positions of the body joints are additionally filtered with a Kalman filter.
Cyclists can be tracked up to a distance of 25 m. Based on the automotive dynamic
motion analyzer (ADMA) installed in the vehicle, ego-motion compensation is also
performed. The ADMA uses differential GPS for accurate positioning of the vehicle.
Using the accurate vehicle position information, we can transform the trajectories
into the ICS system. More detailed information on the research vehicle as well as on
detection and trajectory extraction can be found [183] and [182]. In our experiments,
we use the head trajectory and the 3D body joints for basic movement detection and
trajectory forecasting.
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2.7 Quality Assessment
In this section, we present the methods used for the evaluation of cyclist intention
detection. First, we present methods for the evaluation of the basic movement
detection, and second, we introduce the evaluation methods for the trajectory
forecasting. Regarding trajectory forecasting, we will focus on the evaluation of
deterministic trajectory forecasting. The evaluation of probabilistic methods is
discussed in detail in Chapter 3.
The actual decisive evaluation criterion of an intention detection system is the
quality of the forecasted trajectory. However, the trajectory forecasting is directly
linked to the basic movement detection due to the two-stage approach. Moreover,
we aim to evaluate and understand the different aspects of the intention detection
process. For these two reasons, a distinct evaluation of basic movement detection
and trajectory forecasting is of importance. In this section, we review the evaluation
methods for basic movement detection and deterministic trajectory forecasting, which
we used throughout this thesis. In particular, this section includes the description of
a novel method to assess the robustness of basic movement detection [74].

2.7.1 Evaluation Metrics for Basic Movement Detection
In this section, we examine different metrics and scoring methods for quantifying
the quality of basic movement detection. Thereby, we consider various aspects of the
evaluation:
• Average performance of the classifier at each time step,
• type and frequency of classification and detection errors,
• the required time delay for the detection of movement transitions,
• the quality of the predicted probabilities.
First, we consider standard metrics for the evaluation of classification tasks. However,
since these do not meet the basic movements detection’s inherent temporal character,
we present new evaluation criteria for time series classification. These evaluation
criteria are based on the work of Depping [74]. The criteria involve a finer division
of basic movement classification errors and the ability to calculate the time delay of
detection of movement transition, i.e., the detection delay. Then, we will consider
the basic movement detection evaluation from the perspective of multi-objective
optimization, i.e., classification robustness against detection delay. Finally, we give
an additional indication about the evaluation of the classifier’s probability calibration,
i.e., the evaluation regarding the quality of the predicted basic movement probabilities.
Note, in the next sections, we use the term metric and score interchangeably.
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Metrics for Classification In the literature, we find a multitude of different metrics
for the evaluation of classification outcomes. We briefly present the most common
ones. In the following, we first introduce the basic terminology. For this purpose,
we first look at a two-class classification task, e.g., “waiting” vs. “moving”. We
regard one class as a positive class (e.g., “moving”) and one as a negative class (e.g.,
“waiting”). The classification results can now be described as follows [275]:
• True Positive (TP): Samples that are correctly assigned to the positive class.
• False Negative (FN): Samples that are classified as negative, although they are
positive.
• False Positive (FP): Samples that are classified as positive, although they are
negative.
• True Negative (TN): Samples that are correctly assigned to the negative class.
The confusion matrix in Tab. 2.2 illustrates these definitions. Here as well as in
the following paragraphs, “moving” is defined as the positive class and “waiting” as
the negative class.
Moving (True) Waiting (True)
Moving (Prediction)
TP
FP
Waiting (Prediction)
FN
TN
Table 2.2: Example confusion matrix for two-class classification task “moving” vs. “waiting”.

The definitions can be used to define the following classification performance
metrics:
• Precision:
positive.

TP
,
T P +F P

i.e., the fraction of positive classification that are actually

P
• Recall: T PT+F
, i.e., the fraction of the positives that the classifier actually
N
detected.

• Accuracy:

T P +T N
,
T P +T N +F P +F N

i.e., the faction of correct classifications.

TP
Precision·Recall
= 2· Precision+Recall
, i.e., the harmonic mean of precision
• F1 -score: 2· 2·T P +F
N +F P
and recall.

These performance metrics are widely used in machine learning for classification
tasks and can be seen as a common standard. The F1 -score and the accuracy score
do not perform well with data sets that incorporate imbalanced classes. However,
the data set under consideration is highly imbalanced. Therefore, we examine other
better-suited metrics for unbalanced classification tasks, e.g., the area under the
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precision-recall curve (AUCPRC) [228, 273]. The precision-recall curve is created
by evaluating the precision and recall for different threshold values τ ∈ [0, 1]. The
thresholds are applied to the output class probabilities. The resulting precision and
recall values are plotted against each other. The AUCPRC is obtained by computing
the area enclosed under the curve.
The extension of the evaluation measures presented in this thesis to multiple
classes can be achieved in different ways. In principle, however, we consider C
different binary classification problems, where C is the number of classes. Now, each
class is evaluated against all other classes. This decomposition is also known as
one-vs-all decomposition. In the literature, a distinction is made between two types
for the calculation of the scores described before. On the one hand, this is the micro
averaging. In this case, the TP, FN, FP, and TN are added up for all decompositions,
and then a joint score is calculated. The alternative to this is macro averaging.
Thereby, we first calculate the scores for each decomposition and then determine
the average. Since micro averaging involves the totality of all samples, the minority
classes are of less importance. Therefore the macro averaging is better suited for
the consideration of imbalanced classes. More information regarding classification
metrics, e.g., F1 -score and AUCPRC, are given in [228] and [275]. In this thesis,
we use different scores to analyze the basic movement classifications from several
perspectives.
Metrics for Time Series Classification The evaluation criteria and performance
measures described earlier already allow a trustworthy evaluation of the results of
basic movement detectors. However, they do not consider the temporal context
of a misclassification. For example, the classification metrics do not distinguish a
false-negative waiting detection, located in the middle of the moving segment, from
a false-negative waiting detection, at the beginning of a moving segment. In the first
case, this means there is an incorrectly detected transition from “moving” to “waiting”,
while the second case can be traced back to the circumstance that the “moving” is
probably just detected late. However, distinguishing between these misclassification
types is of considerable interest for the evaluation of a basic movement detector.
Also, if we do not consider the temporal context, we cannot make any statements
about the time delay regarding the detection of movement transitions, i.e., we cannot
determine the detection delay.
In the context of time series classification, the evaluation methods described earlier
are often referred to as frame-by-frame- (or short frame-) based evaluation criteria.
A frame is a fixed-length unit of time, which is often given by the sampling rate. The
performance assessment or scoring is done by considering the one-to-one mapping
between the ground truth and the predicted basic movement. On the other hand,
there are segment-based evaluation procedures. These were proposed by Ward et al.
for the evaluation of activity detection systems [315]. As the name already suggests,
we are looking at entire segments for segment-based evaluation procedures, for
example, a contiguous waiting segment. The scores, e.g., the F1 -score, are then
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calculated using the number of correctly and incorrectly classified segments. Moreover,
we also include the segment’s context and use it to distinguish between different
misclassification error types. For example, we distinguish the misclassification due
to a delayed movement transition from a completely faulty movement transition
detection. Depping extended the idea of the segment-based evaluation for basic
movement detection [74]. We present these ideas and the resulting metrics for the
evaluation of basic movement detections in the following. The primary purpose of
this section is to introduce evaluation metrics, which allow the quantification of
the robustness and the detection delay of basic movement detectors. Robustness
essentially refers to the mitigation of faulty detections in the middle of segments,
e.g., a moving detection in the middle of a waiting segment.
First, let us look at the different types of misclassifications after Ward et al. [315].
The evaluation described hereafter is based on the comparison of categorical classification results with the ground truth classes, i.e., we do not consider the class
probabilities provided by the classifier. For the evaluation, we consider segments
that are composed of a series of frames. A segment comprises the period during
which both the prediction and the ground truth are constant. If either the prediction
or the ground truth changes, a new segment starts. We can check each segment
to see if it has been classified correctly. Subsequently, we can assign each incorrectly classified segment to one of the category FPS or FNS . From this point on,
the evaluation is analogous to frame-based evaluation. However, we can further
categorize the misclassified segments into the eight misclassification types. The
misclassification type of a segment depends on the previous and subsequent segment.
We can distinguish the following misclassification types: (a) insertions, (b) deletion,
(c) fragmentation, (d) merge, (e) overfill start, (f) overfill end, (g) underfill start,
and (h) underfill end. The different segment error types are exemplified for the
two-class problem “waiting” vs. “moving” in Fig. 2.19. We see that the overfill and
underfill misclassifications are related to the temporal components of the transition
between the two classes. An underfill start or an overfill end misclassification correspond to a delayed detection of the transition between “waiting” to “moving” and
“moving” to “waiting”, respectively. Overfill start and underfill end correspond to
a too early detection of the transitions between the classes. The other four error
types, i.e., insertion, deletion, fragmentation, and merge, measure the robustness
of the classifier, e.g., if there are many fragmentation errors, the classifier is very
unstable because it constantly oscillates back and forth between two classes. More
information and a formal definition of the error types can be found in [315]. The
segment error types deletion, fragmentation, merge, underfill start, and underfill
end are false negatives F NS , while insertion, merge, overfill start, and overfill end
are false positives F PS . Based on this categorization, we are now able to calculate
metrics and scores regarding robustness and detection delay. We consider a variant
of the F1 -score for segments. This is the seg-score which is defined as
seg-score = 2 ·
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2 · nT Ps

nT Ps
,
+ nins + nf rag + ndel + nmer

(2.70)
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(c) Example of a fragmentation.
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(e) Example of a overfill start.
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(g) Example of a underfill start.
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(h) Example of a underfill end.
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Figure 2.19: Eight sub-categories of false-positive and false-negative segment errors. The
faulty segment is marked with dashed lines.
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Moving

0

40

(d) Example of a merge.
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We do not use the categories overfill and underfill in the computation of this score. As
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Prediction
Ground Truth

a consequence, it follows that any delay in the detection of movement transitions is
not penalized. The intuition behind this is that this score merely evaluates robustness.
The detection delays are considered in a separate score. The average detection delay
is calculated via the consideration of the average segment length of the underfill start
and overfill end errors. The same applies to the computation of a score regarding a
too early detection.
As shown in the thesis of Depping [74], under certain circumstances classifiers with
many fragmentations can achieve rather high seg-scores. However, this is not in the
sense of a score which is intended to measure the robustness of a basic movement
detector. To remedy this weakness of the score, we consider a different definition of
segments. These are the so-called ground truth segments (gt-segment). A gt-segment
comprises all successive frames at which the ground truth is constant. The prediction
does not matter here. The gt-segmentation is exemplified in Fig. 2.20. If we apply

Figure 2.20: Example with ground truth segments. The segment boundaries are indicated
by the dashed lines.

the seg-score to the gt-segments, we get the following score to evaluate the robustness
of a basic movement detector
ngt−T PS
seggt -score = 2 ·
,
(2.71)
2 · ngt−T PS + ngt−ins + ngt−f rag + ngt−del + ngt−mer
with
ngt−T PS
ngt−f rag
ngt−del
ngt−mer

: number
: number
: number
: number

of
of
of
of

true positive gt-segments,
gt-segments with fragmentation,
gt-segments with deletion,
gt-segments with merge.

If we utilize gt-segments, a single error in a single frame is sufficient to count a
complete gt-segment as FPS or FNS . Hence, the score is ideally suited for quantifying
the robustness of classifiers regarding basic movement detection.
We can extend the score to multiple classes analogously to the frame-based F1 score, i.e., by considering a one-vs-all decomposition followed by micro or macro
averaging of the respective seggt -score. More details regarding this score and other
scores for basic movement detection can be found in the work of Depping [74].
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Multi-Objective Optimization The trade-off regarding robustness and fast detection can be modeled as a multi-objective optimization problem [219]. For evaluation,
we adopt the concept of Pareto optimality. A solution is Pareto optimal if none of
the involved objective functions can be further improved without deteriorating some
of the other involved objectives. The set of Pareto optimal solutions is referred to
as Pareto frontier. Those solutions which are not Pareto optimal are referred to as
dominated solutions. Without any additional weighting (i.e., a rating which goal is
more important) all Pareto optimal solutions are considered equally good. We can
create the Pareto through different techniques. The most straight forward method
is to analyze the robustness and detection delay for a single model with different
thresholds applied to the output of the predicted probability. We can measure
the robustness and detection delay using the scores described before (e.g., by the
seggt -score). Alternatively, we can create the Pareto frontiers using a parameter
sweep, i.e., we evaluate the seggt -score and the average detection delay for a set of
different parameter configuration. Subsequently, we can calculate the Pareto frontier
for this set. This approach is, for example, used in [8].

Probability Calibration Another problem that we have not studied so far is the
quality assessment of predicted class probabilities. As mentioned in Section 2.4.1,
well-calibrated classifiers are essential for the intention detection system presented
in this thesis. However, what does it mean when a classifier is well-calibrated?
Therefore, view the following example in which we are given 100 predictions for
waiting vs. moving. For each of the predictions, the classifier predicts class confidence
of 0.7 (i.e., 70%), then we expect that on average, 70 samples are correctly classified.
If this holds for all different confidence levels p ∈ [0, 1], then we define a classifier as
being well-calibrated [124]. There are various ways to measure the calibration of the
classifier. In this thesis, we use reliability diagrams to illustrate the calibration of
classifiers graphically.
In these diagrams, we plot the expected sample accuracy as a function of the
classifier’s confidence. If the model under evaluation is perfectly calibrated, then
the expected sample accuracy as a function of the respective classifier’s confidence
should be an identity function. In Fig. 2.21, we depict a sample reliability diagram
for different classifiers trained to distinguish waiting and moving. As features, we
used the two orthogonal expansion coefficients as displayed in Fig. 2.12. We can
view the calibration as a constraint in our optimization problem of finding a suitable
basic movement detector. That means we aim to optimize the classifiers according to
the robustness and detection delay subject to calibration. In terms of probabilistic
forecasting, this is also referred to as reliability and sharpness. We discuss this
issue in more detail for the probabilistic trajectory forecasting in Chapter 3. More
information regarding the evaluation of the predicted class probabilities and more
advanced scores, such as the Brier score, can be found in [108] and [124].
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Figure 2.21: Reliability diagram for gradient boosting ensemble [65] and logistic regression [44] classifiers trained to distinguish waiting and moving using the first and second
orthogonal coefficients of the sliding window polynomial approximation with window size
4 s. The dashed line is the identity function and represents a perfectly calibrated classifier.

2.7.2 Evaluation Metrics for Deterministic Trajectory
Forecasts
In this section, we present the metrics used to evaluate the deterministic trajectory
forecasting. We inspect the deviation of the deterministic point forecast from the
so-called ground truth, i.e., the actual cyclist trajectory. To determine the deviation,
we use the Euclidean distance from the forecast position to the cyclist’s actual
position. We only consider the 2D cyclist’s position, i.e., only the longitudinal and
lateral positions. In this thesis, the evaluation of the forecast is in the foreground.
Hence, we do not consider the absolute positioning error of the cyclist. As described
in the previous section, we use the RTS Kalman filtered head position of the cyclist
as the ground truth. To avoid errors in the cyclist’s position estimation from being
included in the evaluation of the forecasting error, we compare the forecasted position
to the ground truth in the ego-frame. The Euclidean distance of a predicted position
from the forecasting origin t with lead time t + k is given by
r



dt+k|t =

(ego)

(ego)

(ego)

ŷlon,t+k|t − ylon,t+k

2

(ego)

(ego)

+ ŷlat,t+k|t − ylat,t+k

2

,

(2.72)

(ego)

where ŷlon,t+k|t and ŷlat,t+k|t denote the longitudinal and lateral forecast position at
(ego)

(ego)

the time t + k. Moreover, ylon,t+k and ylat,t+k denote the actual longitudinal and
lateral position at the time t + k.
For the evaluation of trajectory forecasts, we use the average Euclidean distance
or average Euclidean Error (AEE) [198]. The AEE is an error measure for which the
Euclidean distance (or error) of a given lead time k is averaged over N trajectory
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forecasts. It is given by
N
1 X
AEE(k) =
N n=1

r

(ego)

(ego)

ŷlon,tn +k|tn − ylon,tn +k

2


2
(ego)
(ego)
+ ŷlat,tn +k|tn − ylat,tn +k ,

(2.73)

where tn denotes the forecasting origin of the n-th trajectory forecast. If we additionally average over all lead times, we obtain a single value to rate the performance of
our forecasting model. This error metric is the so-called Specific AEE (SAEE) [116].
However, since the forecasting error is usually much higher for larger forecast horizons,
i.e., forecasting errors of higher lead times are weighted over-proportionally. To
marginalize this effect, Goldhammer extended the SAEE by an additional weighting
using the lead time [116]. This is referred to as Average Specific AEE (ASAEE). It
is defined as
ASAEE =

K
1 X AEE(k)
.
K k=1
k

(2.74)

The ASAEE measures the increase in position errors per time unit. In this thesis, it
is measured in m/s. Besides AEE and ASAEE, we also consider the longitudinal
and lateral residuals
(ego)

(ego)

(ego)

elon,t+k|t = ŷlon,t+k|t − ylon,t+k ,

and

(ego)

(ego)

(ego)

elat,t+k|t = ŷlat,tn +k|t − ylat,t+k . (2.75)

From the residuals we can determine the forecasting bias
Biaslon (k) =

N
1 X (ego)
e
,
N n=1 lon,tn +k|tn

and

Biaslat (k) =

N
1 X (ego)
e
.
N n=1 lat,tn +k|tn
(2.76)

We use the forecasting bias to assess whether a forecasting model tends to underestimate or overestimate the position. We do not use the root mean square error (RMSE)
in favor of the AEE. In contrast to the RMSE, the AEE has a direct geometric
meaning. Further metrics and scores, as well as more details regarding the scores
used in this thesis, can be found in the following articles [108, 116, 198].

2.8 Case-Study: Infrastructure-Based Intention
Detection
In this section, we introduce a case study regarding infrastructure-based cyclist
intention detection. In this case study, we evaluate the framework for intention
detection of cyclists. Moreover, we also describe the infrastructure-based forecasting
model, which is used in the cooperative intention detection approach as described
in Chapter 5. Furthermore, the case study is also used to evaluate the general
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two-step modeling, i.e., basic movement detection followed by trajectory forecasting
(cf. Section 2.2). This investigation regarding the intention detection of cyclists
is a novelty because such an evaluation of the two-step procedure has so far only
been conducted for pedestrians [116] and the starting behavior of cyclists [6]. An
evaluation of the procedure, including the separate modeling of longitudinal and
lateral movement primitives, has not been carried out until now. A further object of
investigation in this case study is the usage of dynamically sized sliding windows
(DSSW). Up to now, trajectory forecasting has only been evaluated based on fixed
window sizes [6, 116]. Subsequently, we present an evaluation of the trajectory
forecasting lead-time increment. The underlying idea behind this is that trajectory
forecasting is only performed for a few lead times, and the remaining (intermediate)
lead times can then be determined by interpolation. This investigation is essential
for the cooperative approach since it offers a practical possibility to share trajectory
forecasts with other road users in a compressed form. Finally, we conclude this
case study with an investigation regarding the estimation of the expected trajectory
forecasting error. This examination is also an essential preliminary investigation for
cooperative trajectory forecasting. To fuse trajectory forecasts depending on the
situation, an estimation of the quality of the current trajectory forecast is essential.
The estimation of the expected forecasting error is such a quality estimation.
The case study presented in the following is based on data of cyclists, which are
recorded at the research intersection in Aschaffenburg. The data recording, the
cyclist detection, and the determination of the ground truth have been described in
detail in Section 2.6. The case study is based on data from the three measurement
campaigns mentioned earlier. The subdivision into a data set for the model training,
as well as the model validation, and the final evaluation was carried out as described
before, i.e., according to the defined ratio of 70 %, 10 % and 20 % (cf. Section 2.6).
In this case study, we consider techniques that use only the cyclist’s head trajectory
for intention detection. As described before, there are also other techniques, e.g.,
motion history images or CNN, which can be used for this purpose. In this case
study, however, the evaluation of the framework presented in the thesis is in the
foreground, which is why more elaborated techniques are not used. In this respect,
the interested reader is referred to the work of Zernetsch et al. [7, 330].

2.8.1 Basic Movement Detection
In this section, we present our approach to infrastructure-based basic movement
detection. It uses the past trajectory of the cyclists, i.e., features derived from
polynomial approximation using orthogonal basis polynomials, as input. We start
our case study with the presentation of the concrete realization of the basic movement
detection process as presented in Section 2.4.1. This description includes the features,
the preprocessing, the selection, and training of the classifier, the postprocessing,
and the optimization of the classifier’s hyperparameters. Initially, we present and
evaluate our methodology using a fixed window size (with a fixed number of data
points per window). We then compare this method to our new DSSW approach.
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Figure 2.22: Ratios used for splitting the subjects into training, validation, and testing
sets. For the early stopping of the XGBoost training algorithm, we have split an additional,
second validation set.

Preprocessing and Feature Extraction Let us begin our investigation by examining the input data. As previously described, we consider the x- and y-coordinates
and the orientation of the cyclist as input. Based on this input, we fit polynomials
using the OSW or DSSW methods, respectively (cf. Section 2.5.7). We set the
update frequency to 50 Hz, i.e., the step size δt of the windows as it slides over the
input trajectory is 20 ms. Before we can use the orthogonal expansion coefficients as
features, we transform them into the ego-frame. We use polynomials up to the fourth
degree. Although higher polynomial degrees allow for a better approximation of the
input trajectory, there is a risk of overfitting. Moreover, the orthogonal expansion
coefficients of higher degree basis polynomials are very sensitive to noise if used as a
feature. This has already been shown in preliminary work [116, 329] by extensive
experimental investigations, which is why we limit ourselves to polynomials up to
the fourth degree. If we also use the approximation error as a feature, we obtain
17 different features. In the following, we define a sample as a set of these features
determined at a particular time t (e.g., by evaluation of the sliding window).
Model Training We use an ensemble of decision trees for the classification, which
we train using a gradient boosting method. For this purpose, we use the XGBoost
algorithm [65]. The XGBoost algorithm for training classifiers has won many awards
in current machine learning challenges and can be considered the state of the art.
In the following, we use the term XGBoost classifier if we refer to the classifier
obtained by applying the XGBoost training algorithm. The objective function
underlying the XGBoost algorithm for training the classification ensemble combines
the optimization of an arbitrary differentiable loss function for consideration of the
training loss (here softmax objective function) with an additional regularization to
enforce simple models, i.e., to reduce the model variance. The additive manner in
which the ensemble is trained is referred to as boosting. To further improve the
generalization ability, we use regularization in the form of learning rate shrinkage
and random feature subsampling. Moreover, we use early stopping to reduce the risk
of overfitting further and to find the optimal number of trees. We used the micro
F1 -score as optimization criteria. For early stopping, we split another 20% of the
training data as an additional validation set, i.e., a second validation set. We split
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the data before training the XGBoost classifier. We depicted a schematic of data
partitioning in Fig. 2.22. To compensate for the class imbalances, we perform a class
balancing before running the XGBoost training algorithm. We randomly sub-sample
or up-sample the classes to 50000 samples each. We realize the sub-sampling of
the classes with more than 50000 samples by picking samples uniformly at random
without replacement. The up-sampling of the classes with less than 50000 is realized
by picking samples uniformly at random with replacement. Also, before training, we
standardize the data on the balanced data set.
The XGBoost classifier tends to predict overconfident probabilities. Moreover,
as we have trained our classifier on a balanced data set, the probabilities are not
related to the true (unbalanced) data set under consideration. However, since wellcalibrated probabilities are essential for the cooperative methods described later,
we perform probability calibration as postprocessing [234]. Platt scaling or isotonic
regression are typically used for probability calibration. Platt-scaling uses a sigmoid
function to calibrate the probabilities. It is most effective if the distribution of
output probabilities are sigmoid shaped [234]. Isotonic regression is more general
and can correct arbitrary monotonic distortion. However, it requires far more data
and is prone to overfitting. The distribution obtained by probabilities output by the
XGBoost classifier is non-sigmoid shaped. Therefore, we use the isotonic regression
to calibrate the probabilities. We use the complete unbalanced training data set
for calibration, i.e., including the second validation set. In this way, we ensure that
we have enough data to avoid any overfitting. We train a dedicated classifier for
longitudinal and lateral basic movements.
We set the number of early stopping rounds to ten, i.e., if there is no improvement
after ten rounds, we stop the training process. Moreover, we limit the maximum
number of trees in the ensemble to 300.
Hyperparameter Optimization We use Bayesian optimization to optimize the
hyperparameters of the XGBoost algorithm. Bayesian optimization is a global
optimization method for the sample-efficient evaluation of expensive black-box
functions [292]. Here, sample-efficient means that only a few parameter evaluations
are needed to find a good (i.e., possibly optimal) solution. Bayesian optimization
uses a surrogate model and an acquisition function to select the parameters to be
evaluated cleverly. For the surrogate model, we use a Gaussian process, and for
the acquisition function, we use a combination of lower confidence bound, negative
expected improvement, and negative probability improvement. This combination is
called “gp_hedge”. We use the scikit-optimize library; for more detailed information,
the interested reader is referred to [285].
Moreover, we use the F1 -score with micro-averaging on the validation data set
as optimization criterion. So, for a specific set of hyperparameters, we apply the
XGBoost algorithm on the training data set, as described earlier. Then we determine
the performance of this hyperparameter set by evaluating the model on the validation
data set. We use Bayesian optimization here to optimize the maximum tree depth,
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the learning rate, the gamma parameter, and the minimal child weight parameter
of the XGBoost algorithm, whereas the latter two parameters are regularization
parameters. Gamma refers to the minimal loss reduction required to make a further
partition on a leaf node of a decision tree belonging to the ensemble. The minimal
child weight parameter is concerned with the decision tree construction, i.e., if the
tree partition step results in a leaf node with the sum of instances less than the set
parameter, then the building process is stopped.

Sliding Window Size We start our investigation with the window size. It is an
important parameter that influences the detection, i.e., classification performance.
Features, i.e., the orthogonal expansion coefficients, which have been determined for
small window sizes, reflect “short-term” developments (e.g., trends) of the trajectory
so that changes in motion can be anticipated quickly. However, in most cases, this
happens at the expense of “robustness”, i.e., classifiers that use these features are
usually prone to false-positive classifications. This behavior has been observed in
many preliminary publications [6, 116]. In this regard, Goldhammer suggests the
combined usage of multiple sliding windows with different window sizes. He uses two
window sizes: A short one for fast anticipation of movement changes and a longer one
for increased robustness, i.e., to avoid false-positive detections. In experiments with
pedestrians, he uses sliding windows with window sizes 0.2 s and 0.8 s. Nevertheless,
we have decided not to use multiple sliding windows in our work for the following
reasons. As already indicated in Section 2.5, the sliding window approaches shall
also be used for cooperative intention detection. Let us now assume the following
situation; a vehicle has no information about an approaching cyclist. However, this
cyclist is tracked by an infrastructure camera system. The infrastructure camera
system shares the cyclist’s position with the approaching vehicle. The approaching
vehicle aggregates these positions using a sliding window approach, e.g., an OSW or
DSSW. If we now assume a communication delay greater than 0.2 s, which can happen
according to the ETSI standard [88] (e.g., the worst-case delay of a cooperative
awareness message may be more than 1 s), then the sliding window with the shorter
window size (here, 0.2 s) does not contain any values. Based on these considerations,
we do not use a window size smaller than 1 s, nor do we consider the usage of multiple
sliding windows, with different window sizes.
We only examine static sliding windows (OSW) and polynomials up to the fourth
degree. To evaluate the most suitable window size, we train an XGBoost classifier
for the orthogonal expansion coefficients of each window size. We train the XGBoost
classifiers, as described before. For training the XGBoost classifier, we use early
stopping and a maximum number of 300 decision trees as described above. We
limited the tree depth to six and set the learning rate to 0.3. This parameterization
is mainly in line with the default parameter settings of the XGBoost library [65].
For this investigation, we do not perform any further hyperparameter optimization.
We use the micro-averaged F1 -score as an evaluation criterion. The results of this
parameter evaluation for longitudinal and lateral basic movement detection are shown
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Figure 2.23: Micro- and macro-average F1 -score results of the XGBoost head trajectorybased basic movement detection for different window sizes.

in Fig. 2.23a and Fig. 2.23b, respectively. We see that the classification performance
increases for larger window sizes. We depicted the number of trajectories in Fig. 2.23a
(cf. the scale on the right-hand side). The number of trajectories decreases strongly
with increasing window size. This trend is because some trajectories are too short to
fill a complete OSW. Therefore, these short trajectories are omitted in the evaluation.
This observation also explains the increasing F1 -score. Longer trajectories usually
consist of a relatively long waiting phase, which is generally easy to classify. The
instances which are difficult to classify are mostly contained in the short trajectories.
These trajectories are usually only a few seconds long and thus not present in the
evaluation of longer window sizes. The stopping movement is, in most cases, difficult
to detect. The reasons for this are detailed later. However, in our experiments, the
stopping movement is usually located at the beginning of each trajectory; it is also
omitted for longer window sizes. We cannot observe any noteworthy increase in the
micro-average F1 -score with increasing window size for the lateral basic movements.
The macro-average F1 -score declines strongly for larger window sizes (> 5 s) for both
the longitudinal and lateral basic movements. The explanation for this is that basic
movements such as starting and stopping, or turning left and right, which mostly only
consist of relatively short segments, are no longer detected. These short segments are
misclassified as waiting, moving, or straight, respectively. For further investigations,
we choose a window size of 2 s. This window size represents a compromise between
classification performance, and the minimum required length of the input trajectory,
i.e., trajectories shorter than 2 s are not considered. Moreover, this window size
allows the handling of more considerable communication delays exceeding one second
in the cooperative case. However, this evaluation reveals the biggest problem of the
OSW approach. If we choose a fixed window size, we can only issue a prediction if
the window is filled. Hence, in our case, we would be able to issue our first prediction
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after 2 s the cyclist’s entering the camera’s field of view.
Dynamically Sized Sliding Windows and Multiple Classifiers In contrast to the
OSW, using the DSSW approach we are able to perform basic movement detection
after a few milliseconds. Since we consider polynomials up to the fourth degree, we
only need five successive cyclist positions to perform a prediction. For a frequency of
50 Hz this requires only 100 ms. This ability is of particular interest if a cyclist enters
the FoV of the vehicle or the infrastructure cameras. After just a few milliseconds,
we are already able to make a prediction and issue a warning if necessary. As
with the OSW, this shortened reaction time comes at the cost of robustness, i.e.,
the detection accuracy of the classifier decreases. In the following, we present the
results of the DSSW approach and compare it to the OSW approach. For the DSSW
approach, we consider a maximum window size of 2 s. As before, an XGBoost is
used as the classifier. The hyperparameters are determined for the DSSW and
the OSW approach using Bayesian optimization. A direct comparison of the two
approaches is not possible because the OSW approach requires a fixed window size.
We therefore compare the DSSW approach with a maximum window size of 2 s to
the OSW approach for different window sizes, i.e. 0.5 s, 0.75 s, . . . , 2 s. Regarding
the OSW, we distinguish two cases: On the one hand, an XGBoost classifier trained
for each considered window size and, on the other hand, an XGBoost classifier which
is trained on a window size of 2 s and subsequently only evaluated on smaller window
sizes. The first case is referred to as OSW with multiple classifiers as we have to
train multiple classifiers (one for each window size). The second case is referred to
as OSW with single classifier.
We depicted the results in Fig. 2.24. We see that the OSW with multiple classifiers
performs best. The use of the DSSW with single classifier is superior to the OSW with
single classifier for the longitudinal basic movements, especially when considering
smaller input window sizes. This means that a more accurate classification is possible
for small input window sizes. For lateral basic movements, the DSSW with single
classifier and the OSW with single classifier perform equally well. The OSW with
multiple classifiers also performs best here.
This surprisingly good results of the OSW with multiple classifiers are an interesting
starting point for future research. In an application, we could determine the effective
window size (cf. Section 2.5.6), and then, based on this, we could select an appropriate
classifier. Furthermore, the combination of the approach with DSSW could be a
promising extension. However, in this thesis, we limit ourselves to the use of the
DSSW with single classifier. Using the this approach, we can quickly react to cyclists
suddenly entering from the occlusion.
Before we describe the implementation and evaluation of the trajectory forecasting
methodology in the following, we first evaluate the XGBoost-based longitudinal and
lateral basic movement detection in more detail.
The XGBoost model for the longitudinal basic movements found by the hyperparameter search and evaluated in detail below has a maximum tree depth of 10, a
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Figure 2.24: Micro averaged F1 -score evaluated for different window sizes comparing DSSW
and OSW with single classifier and OSW with multiple classifiers.

learning rate of 0.084, gamma value of 0.0, and minimum child weight parameter of
0.0. The lateral basic movement model has a maximum tree depth of 10, a learning
rate of 0.1, gamma value of 0.0, and minimum child weight parameter of 1.0. The
confusion matrices for the longitudinal and lateral basic movement detection are
given in Figs. 2.25a and 2.25c. The results of the longitudinal basic movement
detection show that the waiting class is identified well. However, classifying the
classes starting, moving, and stopping correctly is more difficult. The classifier
has difficulties, especially with the stopping class. The correct classification of the
stopping class does not only correspond to a detection of the current movement
state but is, to a certain extent, already a prediction into the future. According
to the definition of the stopping class in Section 2.2.2: Stopping is the action of
slowing down that turns into waiting. Slowing down alone is not sufficient, but the
waiting class must follow. This makes the correct detection of the stopping class
challenging. From the reliability curves in Figs. 2.25b and 2.25d, we can see that the
output classification probabilities are well-calibrated. The curves are all close to the
theoretical optimum (i.e., the red line with slope one).
The results regarding the F1 -score, the seggt -score, and the detection delays are
listed in the Tables 2.3 and 2.4. From these tables, we can see that the waiting class
does not only have a high F1 -score but is also robustly detected (in terms of the
seggt -score), i.e., only a few insertions are present. We also see that the detection
delay of the critical transition from waiting to starting is only 0.141 s. The stopping
class is detected with a considerable delay. However, the actual transition from
stopping to waiting is detected rapidly, with a detection delay of only 0.140 s. When
comparing the macro and micro average, it is also noteworthy that the macro average
is significantly worse than the micro average across all scores. The micro average is
dominated by the more easily classifiable majority classes, i.e., mainly the waiting
class.
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Figure 2.25: Normalized confusion matrices as well as reliability curves of the selected
XGBoost head-trajectory based basic movement detector using orthogonal expansion
coefficients of polynomial approximation.

Concerning the lateral basic movements detection, straight movements are particularly well classified. These good classification results are probably due to the high
overlap of the moving straight class with the waiting class. Furthermore, turning
right is detected much better than turning left. This can be seen in the F1 -score and
the seggt -score. This difference is probably due to the intersection topology and the
camera setup at the intersection. The right-turning trajectories take place mostly
in the triangulated area, i.e., in the common FoV of the infrastructure cameras. In
contrast, many left-turning trajectories are only partially within the FoV of the cam-
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Longitudinal Movements
Waiting
Starting
Moving
Stopping

F1 -score [-]

seggt -score [-]

Detection Delay [s]

0.987
0.868
0.927
0.577

0.709
0.431
0.659
0.224

0.140
0.141
0.042
1.030

0.840
0.932

0.505
0.571

0.333
0.228

Complete Longitudinal
Macro Average
Micro Average

Table 2.3: Statistics of selected XGBoost model used for longitudinal basic movement
detection.

eras. Besides, the left-turning process is longer due to the nature of the intersection
and, therefore, more difficult to separate from driving straight ahead. This explains
the slightly worse detection results of the turning left class.
Lateral Movements
Straight
Turn Right
Turn Left

F1 -score [-]

seggt -score [-]

Detection Delay [s]

0.970
0.864
0.787

0.730
0.607
0.470

0.054
0.293
0.351

0.873
0.953

0.603
0.676

0.233
0.133

Complete Lateral
Macro Average
Micro Average

Table 2.4: Statistics of selected XGBoost model used for lateral basic movement detection.

2.8.2 Trajectory Forecasting
In this section, we evaluate the two-stage intention detection process based on the
infrastructure camera-based head-trajectories. The focus is on the integration of
basic movement detection to parameterize the trajectory forecasting. As already
discussed in Section 2.4, there are different ways in which basic movements can be
used to improve trajectory forecasting. In preliminary work by Goldhammer on the
intention detection of pedestrians [116] as well as in our preliminary work on the
cyclist starting intention detection [6], we could already demonstrate that the use
of basic movements can improve trajectory forecasting. However, we have not yet
investigated the holistic approach using the complete behavioral modeling consisting
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of four longitudinal and three lateral cyclists’ basic movements. We want to remedy
this in this section.
An important feature of the aggregation strategy to combine basic movement
detections and trajectory forecasts is the monotonic property, i.e., if the basic
movements detection is improved, the trajectory forecast should also improve (cf.
Section 2.4). In this context, we investigate different aggregation strategies (cf.
Section 2.4.1) to integrate basic movement prediction. In particular, we investigate
the following three aspects:
1. Can we improve the trajectory forecasting utilizing our two-stage approach,
i.e., using basic movements?
2. Which aggregation strategy works best?
3. What is the maximal expected improvement if we assume ideal basic movement
detection?
As described in Section 2.4.2, we examine seven base trajectory forecasting models,
i.e., one for each of the seven basic movement primitives. The seven base trajectory
forecasting models use features based on the orthogonal expansion coefficients. The
maximum polynomial degree is set to three, and the maximal window size of the
DSSW is set to 2 s. We determined these parameters by a grid search. We standardize
the features in a preprocessing step. As base models, we use artificial neural networks
with a single hidden layer and 30 hidden neurons. As activation function, we use
Rectified Linear Units (ReLU). We train the networks using the Adam optimizer [167]
with the ASAEE as an optimization criterion. The learning rate was determined
using a Bayesian hyperparameter optimization [292] on the validation set. We trained
the base models only on segments belonging to the respective basic movement, e.g.,
the waiting base model is only trained on waiting segments.
We investigate four different ways to aggregate the forecasts of the base models
using basic movements. On the one hand, this is, e.g., the straightforward weighting
based on the probabilities returned by the basic movement detectors, but also a more
elaborate paradigm, such as a stacking ensemble approach. The four approaches are
illustrated in Fig. 2.26. In the approaches (a) and (b) (cf. Figs. 2.26a and 2.26b) the
use of longitudinal and lateral basic movement detections is examined separately.
The probabilities p(bmlon ) and p(bmlat ) issued by the basic movement detectors are
directly used to weight the forecasts of the base forecasting models. The aggregated
forecast is the weighted sum of the trajectory forecasts issued by the base forecasting
models. In approaches (c) and (d), both longitudinal and lateral basic movements are
used. This usage is a novelty, since in the previous preliminary work (cf. [6] and [116]),
only the integration of longitudinal basic movements was examined. In approach
(c), which is shown schematically in Fig. 2.26c, the longitudinal basic movements
detection is used for the weighted aggregation of the longitudinal components of the
corresponding longitudinal base forecasting models. The same happens with the
lateral basic movement detection for the weighted aggregation of the lateral base
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Moving Model

p (bmlat)
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(a) Longitudinal basic movement weighting.
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(b) Lateral basic movement weighting.
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(c) Longitudinal and lateral basic movement (d) Stacking ensemble with neural network as
weighting.
meta learner for model combination.

Figure 2.26: Four approaches to use basic movements in trajectory forecasting.

forecasting models. The combined trajectory forecast is obtained by the concatenation
of the aggregated longitudinal and lateral components. The stacking ensemble [333]
approach (cf. Fig. 2.26d) involves fitting a meta learner. The meta learner can
decide based on the training data on how to aggregate the longitudinal and lateral
base forecasting models’ predictions. We use a neural network as meta learner. It
receives the aggregated predictions from the approaches (a) and (b) and the current
longitudinal and lateral basic movement predictions as input. Therefore, we use the
XGBoost models described earlier. The neural network has a single hidden layer
with 30 neurons. Furthermore, we use the ReLU activation function and the Adam
optimization algorithm with ASAEE as optimization criterion. We perform the
model training based on a ten-fold cross-validation of the input data (cf. training of
stacked and cooperative models in Section 2.6).
Our baseline is a trajectory forecasting model that does not use information
about basic movements. This is referred to as No BM in the following. It is a
neural network with one hidden layer and 30 hidden units. The network uses the
same features as the base trajectory forecasting models described earlier. The
only difference between the base models is that we train the NO BM model on all
movement types. The aggregation strategies (a) and (b) are suffixed with Long. BM
and Lat. BM in the following. In this regard, we are investigating three further
subvariants. The first one consists in the utilization of hard class assignments for
the weighting of the forecasting models. These variants are prefixed with One-Hot
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Model Type

Complete

Waiting Starting

Moving

Stopping

Straight

Turning Right

Turning Left

No BM
One-Hot Pred. Long. BM
One-Hot Pred. Lat. BM
Weighted Pred. Long. BM
Weighted Pred. Lat. BM
Weighted Pred. Combined BM
Ensemble using Pred. BM

0.189
0.189
0.189
0.187
0.187
0.188
0.186

0.065
0.068
0.065
0.068
0.065
0.067
0.065

0.388
0.388
0.383
0.382
0.382
0.387
0.371

0.372
0.360
0.372
0.360
0.367
0.368
0.370

0.321
0.344
0.328
0.320
0.320
0.316
0.307

0.169
0.172
0.168
0.169
0.168
0.169
0.168

0.360
0.333
0.389
0.335
0.379
0.372
0.335

0.397
0.382
0.391
0.374
0.376
0.382
0.373

GT Long. BM
GT Lat. BM
GT Combined BM
Ensemble using GT BM

0.177
0.177
0.173
0.189

0.067
0.066
0.070
0.065

0.362
0.362
0.350
0.356

0.352
0.341
0.339
0.379

0.250
0.296
0.257
0.321

0.160
0.163
0.158
0.169

0.328
0.287
0.290
0.352

0.350
0.329
0.344
0.401

Table 2.5: ASAEE in m/s for different models and movement types. The upper part of
the table depicts the results of the No BM model (i.e., approach without basic movements)
and the models using basic movements predictions. In contrast, the lower part shows the
results of the same models but this time with ground truth basic movements. The best
performing models for the respective movement type are depicted in bold.

Pred. The second subvariant is the soft weighting using the output probabilities,
which are prefixed with Weighted Pred. For basic movement detection, we use the
XGBoost models described earlier. The third subvariant uses the ground truth basic
movements. The latter is prefixed with GT. The intention of using ground truth
basic movements is to investigate the maximally achievable improvement by using
basic movements. The aggregation strategy (c) is suffixed with Combined BM, while
the ensemble aggregation strategy (d) is prefixed with Ensemble. We examine only
two subvariant strategies for aggregation strategies (c) and (d). These are the usage
of output probabilities and the ground truth basic movements. In the following,
we distinguish between the baseline model without basic movements, the models
using basic movement predictions, i.e., models with One-Hot Pred. BM, Weighted
Pred. BM, or Pred. BM supplements, and those models with ground truth basic
movements as input, i.e., GT as a supplement in the name.
The results of our evaluation for all movement types grouped by movement type
are shown in Table 2.5. The corresponding box plots are depicted in Fig. 2.27. We
only depict the results of starting, stopping, and right turning cyclists.
If we now first look at the forecasting error over the complete test data set, we
observe that the ASAEE scores of all approaches are very similar. The improvement
due to the usage of basic movement predictions compared to the model without basic
movement predictions is minor. Nevertheless, the spread of ASAEE scores over the
test subjects is slightly lower for the models with basic movement predictions. A
similar picture is obtained when looking at the results grouped by movement type.
Again, the models with basic movement prediction perform only marginally better.
The aggregation strategies hardly differ in this respect.
Regarding the models with ground truth basic movements as input, we notice
a noteworthy reduction of the forecasting error for all approaches (except for the
ensemble). Compared to the model without basic movements, we observe an error
reduction of up to 9% over the complete test data set. When analyzing “stopping”,
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(a) Box plot for all movements.
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(b) Box plot for starting movements.
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(d) Box plot for turning right.

Figure 2.27: The box plots show the ASAEE evaluated for the forecasting models for
different movement types. The box plots are created using the 21 test subjects. The triangle
denotes the mean value. The horizontal lines indicates the median. The box shows the
quartiles of the respective ASAEE distribution while the whiskers extend to display the
rest of the distribution. Outliers are marked with diamond markers. The model without
basic movements is depicted in italics. The models with ground truth basic movements are
underlined.

this reduction is even more substantial. Here we notice a reduction of the forecasting
error of up to 28%. Similarly, when inspecting cyclists who are turning right, we
observe an error reduction of up to 25%. We obtain these results from the aggregation
strategies (a) and (b) using the GT Long. BM and GT Lat. BM approaches. The
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aggregation strategy (c) with ground truth basic movements performs best regarding
the ASAEE over the complete test data set.
It is also interesting to note that the ensemble approach, which uses the ground
truth basic movements as input, does not perform as well as the other aggregation
strategies. This poor result is because the ensemble approach does not fulfill the
monotonicity property (cf. Section 2.4). The meta learner is trained on the basic
movement prediction outputs, but now, the model gets the ground truth basic
movements as input during the evaluation. We expect the forecasting error to
decrease. However, this is not observed; on the contrary, it even increases slightly
(see Table 2.5). This is due to the fact that the neural network has not been trained
on the ground truth data. The ensemble approach to aggregating the trajectory
forecasting models is not suitable as a basis for our cooperative intention detection
system.
The ranked performance of the different trajectory forecasting techniques (i.e.,
aggregation approaches and subvariants) of the 21 test subjects in the test set is
further analyzed using a Friedman test in conjunction with the Nemenyi post hoc
test [73, 134]. The results are depicted in Fig. 2.28. We set the significance level to
α = 0.01. The Friedman p value depicted in the figure indicates that the mean ranks
of the trajectory forecasting approach are significantly different, i.e., p < α = 0.01.
The critical distance (CD) determines whether the average rank of two approaches
is significantly different. It depends on the chosen significance level, the number
of test subjects, the number of models to compare (here, 11), and the number of
repetitions (here, one). The average rank of the approaches GT Combined BM has a
statistically better-ranked performance to all other approaches except GT Lat. BM
and GT Long. BM. These results demonstrate the potential of our two-stage process.
We see that by improving the basic movement detection, e.g., through better basic
movement detection methods or cooperation, we can improve the trajectory forecast.
Due to the good results of the GT Combined BM approach, we use the aggregation
method (c) in the remainder of this thesis.
Friedman p = 9.58E-22
CD = 3.78
1

GT Combined
GT Lat.
GT Long.
Weighed Pred. Long.
Ensemble using Pred
Weighed Pred. Lat.

BM
BM
BM
BM
BM
BM

2

3

4

5

6

7

8

9

10

11

Ensemble using GT BM
One-Hot Pred. Lat. BM
No BM
One-Hot Pred. Long. BM
Weighed Pred. Combined BM

Figure 2.28: Evaluation of the ranked performance using the Nemenyi post hoc test. The
significance level is set to α = 0.01. If the difference between the average ranks of the
models (evaluated using 21 test subjects) exceeds the critical distance (CD), the model’s
rank is significantly different. The model without basic movements is depicted in italics.
The models with ground truth basic movements are underlined.
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2.8.3 Forecasting Lead Time Increment
In this section, we evaluate the forecasting lead time increment. The forecasting lead
time increment is the time interval between two timestamps (or lead times) of the
forecast. If we increase the lead time increment, we can reduce the required number
of timestamps to cover the timespan from the forecasting origin to the maximal
forecasting horizon. The expectation underlying this study is that we can choose a
relatively large lead time increment and then determine forecasts for the remaining
(intermediate) lead times by interpolation. In the context of cooperative intention
detection, this would mean that we can share trajectory forecasts among road users in
a considerably compressed form. This compressed transmission would save valuable
communication bandwidth and possibly allow us to scale up to more road users.
We use the trajectory forecasting model Weighted Pred. Combined BM in this
investigation. We investigate the following lead time increments 40 ms, 120 ms,
200 ms, . . . , 1160 ms. Therefore, we evaluate the trajectory forecast only at the
corresponding lead times. Then, we apply a linear interpolation to the predictions.
With the help of this, we obtain the original sampling rate of 40 ms. We use this
newly sampled trajectory forecast as a prediction and determine the ASAEE. The
result of this investigation is shown in Fig. 2.29. We see that the ASAEE starts to
grow rapidly with a lead time increment of 440 ms. For the forecasting horizon of
2.5 s this corresponds to only six lead times instead of 62 lead times for a lead time
increment of 40 ms. This reduced number of lead times already corresponds to a
reduction by a factor of ten. Even though the curve in Fig. 2.29 suggests a strong
growth of the error, a closer look at the scale reveals that the growth of the ASAEE
is rather moderate even for larger lead time increments.
Lead Time Increment
Baseline
Linear Interpolation

0.196
0.195
ASAEE [m/s]

0.194
0.193
0.192
0.191
0.190
0.189
0

200

400

600

800

Time Increment [ms]

1000

1200

Figure 2.29: Results of the lead time increment investigation. The blue line shows the
ASAEE for different lead time increments. The baseline, i.e., the forecast model with
unchanged lead time increments, is represented by the red dashed line.
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Figure 2.30: Pearson correlation between the features and the SAEE of the trajectory
forecast. The first seven features are the one-hot encodings of the basic movement predictions
(on the left of the first dashed vertical line), the following two are window quality indicators
(in between the dashed vertical lines), and the remaining are trajectory features (right of
the second dashed vertical line).The selected trajectory features are marked by a black
underscore.

2.8.4 Prediction of the Expected Trajectory Forecast Error
In this section, we study the prediction of the expected trajectory forecast error, i.e.,
we aim to predict the expected SAEE of an issued trajectory forecast. This is an
important preliminary investigation for cooperative trajectory forecasting. If we can
estimate the expected trajectory forecasting error depending on the current situation,
we can use this information to determine weights for the fusion of trajectory forecasts
originating from different road users (cf. Section 5.6). The estimation of the expected
error is also closely related to the prediction of uncertainties. The investigations
carried out here are, therefore, also crucial preliminary work for the probabilistic
forecasts described in Chapter 3.
For the investigation, we use the Weighted Pred. Combined BM model. First,
we generate the training set comprising of trajectory forecasts using ten-fold crossvalidation. Then we calculate the SAEE for each forecast. In the following, we want
to predict this SAEE based on the current input features. As features, we use the
longitudinal and lateral basic movement probabilities, the window quality indicators
(cf. Section 2.5.6), and the features based on the DSSW. We use a window size of 2 s.
The features derived from the DSSW, i.e., the orthogonal expansion coefficients and
the approximation errors, are in the following referred to as trajectory features. The
basic movement probabilities, which we obtain from the XGBoost classifier described
in Section 2.8.1, provide information about the current context, i.e., the cyclist’s state
of movement. The window quality indicators allow us to make statements about the
quality of the trajectory features. The correlation analysis of the previously described
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features with the target variable, the SAEE, is exposed in Fig. 2.30. We see that the
basic movements as well as the window quality indicators and the selected trajectory
features show a correlation with the target variable.
(ego)
(ego)
From the trajectory features, we select the following four features: alon0 , alon1 ,
Approx. Errorlon , Approx. Errorϕ . The first two features are the zero-order and firstorder orthogonal expansion coefficients of the longitudinal DSSW. Approx. Errorlon
and Approx. Errorϕ are the approximations errors of the DSSW for the longitudinal
ego-coordinates and the orientation, respectively. These all have a high correlation
with the target variable. The feature Approx. Errorlat is not selected because it has
a high correlation with Approx. Errorlon . It is remarkable that mainly the features
describing the longitudinal movement are of interest for the expected error estimation.
In the following, we refer to the four selected trajectory features as selected trajectory
features.
The estimation of the SAEE is a regression task. We evaluate two different regression models, i.e., linear regression and an XGBoost regressor. We do not optimize
any hyperparameters. Moreover, we evaluate different groups of features: 1) only
trajectory features, 2) selected trajectory features, 3) only basic movement predictions, 4) basic movement prediction and selected trajectory features, and 5) basic
movement predictions, selected trajectory features, and window quality indicators.
As evaluation criterion, we use the R2 -score (i.e., coefficient of determination), which
measures the proportion of variance that can be explained by the prediction [75].
We evaluate the R2 -score on a separate test set. We depict the results in Fig. 2.31.
We achieve an R2 -score of 0.42 using linear regression with the basic movements
predictions, the selected trajectory features, and the window quality indicators as
input. This result is remarkable, as it shows that we can estimate the expected
trajectory forecasting error using a simple, explainable linear regression model.

Figure 2.31: Results of the trajectory forecasting error estimation using different regression
models and five groups of features.
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2.9 Case-Study: Vehicle-Based Intention
Detection
In this case study, we examine vehicle-based intention detection. We investigate both
vehicle-based basic movement detection and trajectory forecasting. The models and
parameterizations presented in this case study are used for the cooperative intention
detection in Chapter 5.
For the experiments in this case study, we use the cyclist detections of the
experimental vehicle described in Section 2.6.6. Analogous to our approach in
the case study for infrastructure-based intention detection, we use only the cyclist’s
head trajectory as input. We use the results of the aforementioned case study, i.e.,
we choose an input window size of the DSSW of 2 s. We use a separate XGBoost
classifier for the detection of the longitudinal and lateral basic movements. The
training and the optimization of the hyperparameters are done in analogy to the
method presented in the previous case study (cf. Section 2.8.1). The same applies to
the training of the base trajectory forecasting models. As aggregation strategy, we
use Weighted Pred. Combined BM. This means, we use the longitudinal and lateral
basic movement detection probabilities for the weighting of the longitudinal and
lateral base trajectory forecasting models (see Fig.2.26c).

2.9.1 Basic Movement Detection
In this section, we present the results of the vehicle-based basic movement detection.
The result of the hyperparameter optimization of the longitudinal XGBoost classifier
revealed a maximum tree depth of five, a learning rate 0.08, and a minimum child
weight and a gamma parameter of zero. The Bayesian optimization identified the
following parameters for the lateral XGBoost classifier: A maximum tree depth of
three, a learning rate of 0.1, a minimum child weight of one, and gamma value of
zero. We depict the confusion matrices of the longitudinal and lateral XGBoost
classifiers in Figs. 2.32a and 2.32c, respectively. The results regarding the F1 -score,
the seggt -score, and detection delay are given in Tables 2.6 and 2.71 .
We see that the vehicle-based approach is much better in recognizing the stopping
movements. We see that the trade-off between a proper probability calibration and
detection accuracy (measured in F1 -score) is solved differently. Stopping is detected
much better, i.e., the F1 -score is higher, but this is at the expense of the probability
calibration. We see in the calibration curve in Fig. 2.32b that the basic movement
detector clearly overestimates the probability of the stopping class. A further reason
for the better detection of the stopping movements is probably that the cyclists in
the experiments usually initiated the stopping movement before entering the FoV of
1

To compare the vehicle-based approach to the infrastructure-based approach presented in Section 2.8, we examine only cyclists’ trajectories recorded by both the infrastructure- as well as
vehicle-mounted sensors. Therefore, the results of the infrastructure-based approach here differ
slightly from the results presented in Section 2.8.
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0.8

0.4
0.00

Waiting
Starting
Moving
Stopping

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0
Confidence [-]

Predicted Class

(c) Normalized confusion matrix of lateral basic
movement prediction.

Accuracy [-]

Mo

Predicted Class

Sto
p

vin

g
Sta
r

tin

ing
Wa
it

pin
g

0.0

1.0
0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0.0

1.0
0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0.0

Straight
Turn Right
Turn Left

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0
Confidence [-]
(d) Reliability curve of lateral basic movement
prediction.

Figure 2.32: Normalized confusion matrices as well as reliability curves of the vehicle-based
XGBoost classifiers.

the infrastructure cameras. In the experiments, the vehicle usually drives behind
the cyclist and therefore has a longer input trajectory. This circumstance leads
to better stopping movement detection. We observe an improvement of 167.4 %
regarding the seggt -score compared to the infrastructure-based approach. Regarding
the detection of the waiting class and especially the transition from waiting to starting,
the infrastructure-based approach performs considerably better. The vehicle-based
approach is 34.8 % worse with respect to the seggt -score, and has a substantially
higher average detection delay. This is because the input trajectory recorded by the
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vehicles is much noisier than that recorded by the infrastructure’s sensor.
Longitudinal
Movements
Waiting
Starting
Moving
Stopping

F1 -score [-]

seggt -score [-]

0.981 (- 0.3 %)
0.822 (- 3.1 %)
0.880 (- 3.1 %)
0.822 (+ 7.6 %)

0.449 (- 34.8 %)
0.296 (+ 12.2 %)
0.593 (- 3.6 %)
0.698 (+ 167.4 %)

0.876 (- 0.3 %)
0.935 (+ 0.0 %)

0.509 (+ 0.9 %)
0.515 (+ 11.3 %)

Detection Delay [s]
0.150 (0.340 (+
0.094 (0.213 (-

30.4 %)
242.3 %)
2.9 %)
44.0 %)

Complete
Longitudinal
Macro Average
Micro Average

0.199 (+ 0.6 %)
0.174 (- 0.4 %)

Table 2.6: Statistics of the selected XGBoost classifier used for longitudinal basic movement
detection using polynomial features based on the DSSW. The percentage changes with
respect to the infrastructure-based basic movements detections are depicted in brackets,
where improvements and deterioration are depicted in green and red, respectively.

The results of the lateral basic movement detection are given in Fig. 2.32c and
in Table 2.7. From the reliability curve in Fig. 2.32d, we see that the probabilities
provided by the XGBoost classifier are well-calibrated for all three lateral basic
movements. The detection results of the vehicle- and infrastructure-based approaches
are comparable, with the vehicle-based approach performing slightly better. Interestingly, the vehicle-based approach can better detect left-turning movements, while
the infrastructure-based basic movement detection performs better for right-turning
cyclists. This is due to a unique feature of our test data set. Here, the left-turning
movement can be seen better from the vehicle driving behind a cyclist than from
the infrastructure-based cameras. This is a long left-hand bend where the vehicle
camera usually has a good view on the cyclist. When considering the turning right
movements, the situation is the other way around. Here, the vehicle loses sight
of the cyclist for a short time because the curve is narrower. As we can see from
this example, both approaches have their strengths and weaknesses. This example
illustrates the potential improvement of a cooperative approach that compensates
the shortcomings of the individual approaches.
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Lateral
Movements
Straight
Turn Right
Turn Left

F1 -score [-]

seggt -score [-]

Detection Delay [s]

0.979 (+ 0.7 %)
0.777 (- 8.7 %)
0.752 (+ 11.4 %)

0.733 (+ 4.6 %)
0.585 (- 8.0 %)
0.486 (+ 50.8 %)

0.019 (+ 12.9 %)
0.265 (- 32.7 %)
0.264 (- 43.4 %)

0.836 (+ 0.4 %)
0.963 (+ 1.1 %)

0.602 (+ 8.7 %)
0.660 (+ 2.7 %)

0.183 (- 37.5 %)
0.133 (- 25.1 %)

Complete Lateral
Macro Average
Micro Average

Table 2.7: Statistics of the selected XGBoost classifier used for lateral basic movement
detection using polynomial features based on the DSSW. The percentage changes with
respect to the infrastructure-based basic movements detections are depicted in brackets.
Improvements and deterioration are depicted in green and red, respectively.

2.9.2 Trajectory Forecasting
In this section, we present the results of vehicle-based trajectory forecasting. For
this task, we also use a DSSW with a maximum window size of 2 s. We use the
Weighted Pred. Combined BM for the aggregation of the base forecasting models.
Moreover, we use the XGBoost based basic movement detectors described in the
previous section. The results of our investigation are displayed in the box plot
in Fig. 2.33. For our analysis, we consider 70 cyclist trajectories. Compared to
the infrastructure-based approach (cf. Section 2.8.2), we see that the trajectory
forecasting error, i.e., the ASAEE, of the vehicle-based approach is considerably
higher. Without any exception, this holds true for all movement types. In contrast
to basic movement detection, where both approaches yielded comparable results,
we observe a clear difference when considering the ASAEE for trajectory forecasts.
Since both the vehicle-based and the infrastructure-based approach use the same
features as input, i.e., the head of the cyclist, this difference in terms of forecasting
errors can only be attributed to the better quality of the input trajectory. The
trajectory recorded by the infrastructure sensor system is considerably less noisy.
This observation indicates that basic movement detection is much less susceptible to
noisy input data than trajectory forecasting.

2.10 Discussion and Intermediate Conclusion
In this chapter, we introduce the fundamentals and basic methodology of our intention
detection framework. At first, we present the cyclist behavior modeling using four
longitudinal and three lateral movement states, which is then used in our two-stage
intention detection framework. The intention detection framework is based on the
preliminary work of Goldhammer, Zernetsch, and others [4, 116]. In this thesis, we
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Figure 2.33: Box plot showing the results of the trajectory forecasting for different movements types. The box plots are based on the evaluation of 70 trajectories.

extend the framework. We add a variety of new features such that it can serve as
the basis of our cooperative intention detection approach. The framework allows
cooperation on different levels: trajectory inputs and features, basic movements, and
trajectory forecasts. We include new aspects regarding basic movement detection,
e.g., the treatment of class imbalances, the consideration of the trade-off between
detection delay and accuracy, and the probability calibration as an essential basis for
cooperative basic movement detection. Furthermore, we generalize the framework by
different aggregation strategies for the combination of the base forecasting models.
Another critical building block is the probabilistic modeling and representation of
the cyclist’s trajectory using orthogonal basis polynomials. We use a weighted BLR
model to weight individual samples. This modeling allows the combination of a global
with a situation-dependent local weighting. It is the starting point for cooperation
based on orthogonal basis polynomials.
We present a complete Bayesian update, i.e., computation of the complete posterior
distribution over the coefficients of the approximating polynomial with orthogonal
basis functions. This incremental update involves the fast up- and downdating
algorithm for polynomials in a growing window at its heart. The consideration
of a complete Bayesian update goes one step beyond the maximum a posteriori
estimate (MAP) approach employed by Gruber [122] and Fuchs [103]. Here, the
main difference to MAP is the determination and quantification of the parameter
uncertainty. The worst-case run time of the original implementation of the Bayesian
update [44] is O(N 3 ), where N is the number of points in the window. By using
the eigenvectors of the recurrence matrix of the orthogonal polynomial basis system,
we can drastically reduce the worst-case run time for a Bayesian update of the
approximating polynomial, from a cubic run time in the number of data points to
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a cubic run time in the polynomial degree. Based on the probabilistic trajectory
model, we introduce the concept of DSSW and the sliding window quality indicators.
Besides, we presented an efficient ego-coordinate frame transformation. Instead of
transforming all points in a sliding window, we only transform the coefficients of the
approximating polynomial into the ego-frame. This method not only cuts down the
computation costs but also enables the application of a continuous sliding window
approach, i.e., we do not have to restart the sliding window computation each time
when the orientation of the cyclist’s changes. Again, this is an essential building block
for our cooperative approach. We can now exchange and fuse trajectories in a global
coordinate frame without caring about the ego-coordinate frame transformation.
Besides, in this chapter, we justify assumptions made, describe the experiments carried out, and describe the data which we used to evaluate our approach. Furthermore,
we present evaluation measures for intention detection systems. The basic movement
evaluation criteria, which were developed together with Depping [74], represent a
new methodology for the evaluation of basic movement detectors. Thereby, the
robustness and the detection time delay are taken into account.
In two case studies concerning infrastructure- and vehicle camera-based intention
detection, we evaluate our approach’s functionality. The parameters and models
determined in these studies are the basis for the cooperative methods present in
Chapter 5. This concerns, for example, the investigations regarding the suitable
window size of the DSSW. If a cyclist enters a road user’s FoV, we show that the DSSW
approach can detect the cyclist’s movement state after only a few milliseconds. This
is considerably faster than conventional methods using fixed window sizes. Besides,
we show that we could even achieve higher detection performances by using a separate
basic movement detector for each input window size. Moreover, we demonstrate in
an empirical investigation that we can achieve statistically significant improvements
by using basic movements for trajectory forecasting. This result shows the potential
of our two-stage intention detection process. To the best of our knowledge, such an
empirical investigation has not been carried out for cyclists before. Furthermore, we
show that we can tremendously compress trajectory forecasts (in terms of required
memory and bandwidth) with only slightly worse forecasting error if we use larger
lead time increments. Also, we investigate the predictability of the trajectory forecast
error in a case study. Thereby, we identified features by which the forecasting error
can be reliably predicted. We use these results for the probabilistic forecasting and
the determination of the weighting in the case of cooperative trajectory forecasting
in Chapter 5.
The following lists summarize the major new scientific findings of this chapter:
• A two-stage intention detection framework including an empirical investigation
showing that basic movements can significantly improve trajectory forecasts.
• A probabilistic trajectory model comprising a polynomial approximation with
orthogonal basis functions and weighted BLR (to weight samples individually)
at its core.
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• An efficient, complete Bayesian update to compute the posterior distribution
over the coefficients of the approximating polynomial with orthogonal basis.
• The DSSW including an efficient transformation of orthogonal expansion
coefficients into the ego coordinate frame and quality indicators to assess the
expected trajectory forecasting error.
• Novel evaluation criteria for the assessment of the robustness and the detection
delay of basic movement detectors.
• A detailed evaluation and comparison of infrastructure- and vehicle-based basic
movement detection and trajectory forecasting.
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3 Probabilistic Trajectory
Forecasting
The anticipation of the behavior of VRU, i.e., the prediction of their future trajectories,
is an essential ingredient for safe autonomous driving. However, the future trajectory
of a pedestrian or cyclist cannot be predicted with absolute certainty. Probabilistic
forecasting aims to quantify the (un-)certainty of the forecast. In probabilistic
trajectory forecasting, we aim to model the pedestrian’s or cyclist’s future probability
of residence. We aim at deriving “statistical bounds” based on historical data, e.g.,
an area associated with 95% probability of residence. These statistically derived
bounds are a crucial ingredient to optimal decisions making under uncertainty, e.g.,
for safe trajectory planning [12].

Features
(Coordinates, Speed, etc.)

Pedestrian
Trajectory

0%
25% 5

95%
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25% 50% 95%

Deterministic
Point Estimation
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Figure 3.1: Schematic of QS approach for VRU trajectory forecasting (e.g., for a lead time
of 1 s). The contour lines around the deterministic point estimate (black cross) correspond
to different quantile levels and are the quantile surface lines of the QS, which are predicted
by a neural network.

In this chapter, we present a new method that extends the deterministic trajectory
forecasting by the estimation of uncertainties. The method is an extension of
quantile regression (QR) to multivariate targets. The technique can model unimodal,
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multivariate distributions. Similar to QR in the univariate case, the representation
of the predictive distribution is non-parametric. Due to this non-parametric nature,
we can represent arbitrary star-shaped predictive distribution, including skewed
and non-symmetric distributions. Among others, such as mixture-density networks,
Bayesian or ensemble techniques, quantile regression is one of the most popular
probabilistic forecasting techniques. It is a non-parametric regression technique and
makes only minimal assumptions about the shape of the underlying distribution.
Contrary to the method of least-squares, which estimates the conditional mean [44],
QR aims to determine the quantile (e.g., the median or any other quantile) of the
response variable [174]. We obtain an approximation of the predictive distribution
by predicting different discrete quantiles levels (e.g., 5%, 10%, . . ., 95%, 99%).
We can train a predictive model which issues estimates for particular conditional
quantiles by optimization of the quantile score, i.e., pinball loss. For this, we can use
various models, ranging from linear models to non-linear Quantile Regression Neural
Networks (QRNN) [57] and Gradient Boosted Regression [101]. Notwithstanding
the expressiveness and flexibility of QR methods, the single-output nature poses a
big challenge. As there is no inherent ordering in multi-dimensions, the extension
of quantiles to multiple dimensions poses a big problem [59]. Till now, there is no
universally accepted concept of multivariate quantiles [240].
A straightforward way of understanding multivariate quantiles is to think of contour
lines around the estimate of central tendency (e.g., mean, mode, or spatial median).
These contours describe the underlying conditional distribution. We exemplify our
concept in Fig. 3.1. In our concept, the contour lines correspond to different quantile
levels. The enclosed surface is referred to as quantile surface (QS). Consequently,
the contour lines are referred to as quantile surface contour lines.
Suppose we are given a deterministic trajectory forecast, i.e., an estimate of central
tendency, and a set of measured concrete realizations of our multivariate target
variable, i.e., trajectory. We call the latter observations. In terms of trajectory
forecasting, the term deterministic trajectory forecast and the estimate of central
tendency mean the same. We aim to model the predictive distribution given the
deterministic trajectory forecast and the observations. We represent the observations
using the direction and distance to the estimate of central tendency. In doing so, we
can recover ordering information. Given a distinct direction for an observation, we
can now order multivariate observations, i.e., observations being close or far away
from the estimate of central tendency. Using this representation, we extend the
single-output QR techniques to multivariate output data. Therefore, we consider
the representation of observations utilizing direction and distance to the estimate of
central tendency. We interpret the direction as an additional feature entering our
forecasting model and the distance, i.e., the vector length, from the central tendency
estimate as our target for a particular quantile. In doing so, we reduce the problem
of estimating multivariate quantiles to predicting one-dimensional quantiles for a
vector length depending on the direction as input. This univariate problem can be
solved efficiently by QR. We can obtain the complete quantile contour line of the
QS by sampling the fitted univariate model with different directions as input. We
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distinguish between forecasting unconditional probability distributions (i.e., only
direction as input feature) and conditional probability distributions. In the latter
case, we additionally use other features as input, e.g., in the case of VRU trajectory
forecasting, this is the VRU’s past trajectory.
The content of this chapter, i.e., the quantile surface methodology, has been
published in [5]. It has been revised to better fit our targeted application, i.e.,
probabilistic trajectory prediction.
The remainder of this chapter is structured as follows. In Section 3.1, we review
related work in the field of probabilistic trajectory forecasting with special focus
to VRU and multivariate quantiles. In Section 3.2, we give a short introduction
into the fundamentals of probabilistic forecasting. Subsequently, in Section 3.3,
we present the novel two-stage QS approach and outline its main principles. In
Section 3.4, we introduce the evaluation methodology for assessing the reliability and
the sharpness of the QS forecasts. Moreover, we present a novel scoring method to
evaluate forecasting skill [115]. Then, we present the evaluation results for cyclist’s
trajectory forecasting. We end this chapter with a discussion and intermediate
conclusion in Section 3.5.

3.1 State of the Art in Probabilistic Forecasting
In this section, we provide an overview of the state of the art in the field of probabilistic
forecasting with a special focus on multivariate targets and VRU trajectory forecasting.
Probabilistic trajectory forecasting [113] takes the form of a predictive distribution
over possible future trajectories. Probabilistic forecasting is often applied in numerical
weather prediction, power forecasting, and it is now slowly adopted by other domains
such as trajectory forecasting. According to Gneiting and Katzfuss [113], it serves to
quantify the uncertainty in the prediction, being an essential ingredient of optimal
decision making, e.g., as required by trajectory planners [12].
In many fields of forecasting, such as VRU trajectory forecasting, the target
attributes are inherently multivariate and exhibit mutual dependencies. Modeling
these dependencies in a conditional distribution forecast is a challenging task for
probabilistic forecasting techniques. Arguably, the most well known probabilistic
forecasts involving inherently multivariate targets are weather forecasts. In weather
forecasting, ensemble methods [265] are often applied for issuing probabilistic weather
forecasts. In [192], the authors create probabilistic weather forecasting ensemble
by rerunning the predictive model several times with slightly changing the initial
conditions and model parameters. According to Ren et al. [265], the key to ensemble
methods is diversity on different levels, i.e., data, parameter, and structural diversity.
Interacting multiple model Kalman filters, as used for VRU trajectory prediction
by [281], can be seen as a ensemble approach focusing on parameter diversity.
Further well known probabilistic forecasting methodologies are recursive Bayesian
filters [302], e.g., Kalman and particle filters, and probabilistic graphical models [179].
Another method are probabilistic occupancy grid maps [164, 229]. Here, the local tar-
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get space is represented through an occupancy grid and the probability of occupancy
is predicted using machine learning methods. The advantage of occupancy grids are
that we can integrate topographic context information, i.e., information about the
road topology, into the occupancy grids. In [156, 261, 334], the authors present a
probabilistic trajectory forecasting methodology based on stochastic path planning.
It is based on the assumption of rationally acting agents and involves learning of
a cost function. A different technique for probabilistic path prediction [305] relies
on time series models [49]. In [143], a probabilistic forecasting technique based on
ordinary differential equations is presented.
A related technique are Markov chain Monte Carlo [41] and dropout simulation in
Bayesian Deep Learning [160]. For both cases, the resulting conditional distribution
is represented by samples. We can obtain a fully distributional forecast utilizing
kernel density estimation applied as postprocessing. This representation is extremely
flexible and allows for modeling various output distributions. However, the kernel
density estimate is computationally expensive. Restricting the output to parametric
probability distributions, e.g., Gaussian or mixture distributions, can alleviate this
shortcoming at the cost of reduced expressiveness. A prominent example for these
are mixture density networks (MDN) [44] which are currently regaining attraction
due to their ability to model arbitrary parametric distributions using an artificial
neural network (ANN). In [66], the authors apply deep MDN to traffic forecasting.
Still, its parametric nature restricts the ability to model arbitrary conditional density
functions, and it requires expert knowledge about the shape of the conditional
probability distribution to choose the right parametrization.
QR, as introduced by Koenker and Basset [174], is nowadays applied to many
quantitative fields of research such as economics and econometrics, biomedical studies
and clinical trials, biostatistics, power forecasting in the renewable energy domain,
and other environmental studies. QR is widely used in many of these domains,
especially because of its ability to represent arbitrary predictive distributions in
non-parametric way. To the best of our knowledge, no research uses QR for trajectory
forecasting. The reason for this is, that the generalization of the QR concept to
multivariate targets poses a major challenge [173]. The difficulty in extending
the notion of QR lies in the lack of an objective basis for ordering multivariate
observations. Therefore, there is no generally accepted definition of multivariate
quantiles [240]. Hence, introducing a (partial) ordering to multivariate data offers
an elegant way to tackle this challenge successfully.
In [36], Barnett suggests a different approach to order multivariate data. His approach is based on the observation that multivariate data contain some kind of order,
e.g., reflecting the extremeness, contiguity, or variability of sample points. Based
on the assumption that there is no total ordering in multivariate data, he proposes
four different sub-ordering principles that allow him to order given data and look for
extreme values and outliers. Still, the approach lacks a concept of multivariate quantiles. In [63], Chaudhuri builds upon this idea introducing a multivariate extension
of quantiles based on geometrical considerations. These geometrical quantiles are
based on a multivariate extension of the median [238], combined with the indexing
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of multivariate quantiles using directional information, i.e., directional indexing of
K-dimensional multivariate quantiles by elements of the unit sphere, i.e., a set of
points of distance one from a fixed central point. Using this directional information,
one can identify “high points” and “low points” with respect to the multivariate data
set. Based on this indexing scheme, Chaudhuri presents an approach to estimate
multi-output linear models to predict the geometrical quantiles.
In [178], Kong and Mizera introduce a related concept of projection quantiles. They
consider the projection of the multivariate targets onto different directional vectors.
QR is then applied to the length of the different vectors to estimate the location
vector of a hyperplane for a particular direction and quantile level. Subsequently, the
authors consider the envelope over the hyperplanes of different directions, i.e., Tukey
halfspace envelope, for a particular quantile level. The authors can show that for
elliptical distributions this envelope corresponds to the density contours, giving the
envelopes a probabilistic interpretation. The authors are able to represent arbitrary
multivariate conditional distributions by sampling different quantiles and directions
using a linear model. The authors focus on the theoretical foundations and a rather
straightforward application scenario for modeling the body-weight index. In [240],
Paindaveine and Siman use a different definition, including a parameterized and
piecewise linear function to describe the Tukey halfspace envelope, leading to faster
and efficient computation.
Both geometrical and projection quantiles are directly linked to our definition of QS.
Although there is a large variety of research in the field of multivariate geometrical and
projection quantiles, to our knowledge, this research is mainly focused on theoretical
aspects involving simple linear regression models. Furthermore, our approach does
not require a computationally complex estimation of the Tukey halfspace envelope
but instead uses a sample-based representation of the predictive distribution (QS).
This representation of the predictive distribution can be calculated more efficiently.
Besides, our approach is applicable to large scale real-world problems.
Other related research is the high-dimensional quantile estimation [282], in which
the support of a high-dimensional distribution is modeled in a non-parametric manner
using a one-class support-vector machine (SVM). The method is used for outlier
detection. The underlying modeling of the one-class SVM approach is similar to
the modeling of multivariate quantiles underlying our QS approach. Nevertheless,
the scope (outlier detection against multivariate probabilistic regression) and the
algorithmic approach to expressing these quantiles differ.

3.2 Fundamentals of Probabilistic Forecasting
Probabilistic forecasting quantifies the uncertainty of a prediction [113]. In contrast
to deterministic forecasting in which one aims at predicting a single value (i.e., point
estimate), probabilistic forecasting tries to additionally assess the uncertainty of a
prediction as given by the data. If the process underlying the variable is deterministic,
a deterministic point estimate is favorable. However, if the process is stochastic or
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if we do not have enough knowledge or data, a single point estimate is no longer
appropriate since it neglects the uncertainty due to the stochasticity of the process
or the lack of knowledge. Probabilistic forecasting techniques aim to quantify this
uncertainty. Besides others, e.g., Fuzzy logic or possibility theory, uncertainty is
mostly quantified using probability theory [199]. Our approach also relies on modeling
uncertainty using a probability distribution. In the following, this distribution is
referred to as predictive distribution. Ideally, this predictive distribution should
reflect the uncertainty of the underlying stochastic process. According to the origin
of uncertainty, we can distinguish aleatoric and epistemic uncertainty. Aleatoric
uncertainty refers to the natural variability of the physical world, whereas epistemic
uncertainty refers to the lack of human or model knowledge. The latter can up
to a certain level be reduced by means of adding more data, whereas the aleatoric
uncertainty is inherent and cannot be reduced. The QS approach aims to model
aleatoric uncertainty. Hence, we do not explicitly consider epistemic uncertainty.
Probabilistic forecasts are issued for a distinct target space, which is also referred
to as prediction space. We consider K-dimensional real-valued observations o ∈ RK .
Hence, the prediction space is also real-valued and K-dimensional. Our goal is
to issue forecasts for observations based on other input measurements or features,
e.g., the past trajectory of a pedestrian. We are interested in issuing a predictive
distribution p̂ (y|x). This distribution is typically conditional, i.e., the probability
distribution over the multivariate target y = (y0 , . . . , yK )T , y ∈ RK is dependent on
the M -dimensional input feature vector x = (x0 , . . . , xM )T . For sake of brevity, we
do not consider the forecasting lead time. The feature vector may comprise different
types of features, i.e., binary, categorical, as well as continuous ones. In general,
the predictive distribution takes the form of a probability density function (PDF),
having the properties
Z
p̂ (y|x) dy = 1,

p̂ (y|x) ≥ 0.

(3.1)

This predictive distribution can be (approximately) represented in various ways:
parametric density functions or mixtures of them [44], Monte Carlo simulations [41]
and ensemble methods [115], prediction intervals [163], and in the univariate case
also using QR [173]. QR allows representing the predictive distribution in a nonparametric way using discrete levels of quantiles. Moreover, QR provides a decisiontheoretical framework for making optimal decisions under uncertainty [113]. In
contrast to sample-based representation, quantiles are also well-defined with respect
to extreme values of the predictive distribution. Notably, the latter is appealing
for forecasting in safety-critical applications, e.g., pedestrian path prediction for
automated vehicles. Henceforth, we aim at representing the predictive distribution
employing a multivariate generalization of quantiles.
In the following, we review the difficulties of generalizing quantiles to multiple
dimensions.
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√ 3.2: Schematic of CDF of a bivariate normal distribution with mean µ = 0 and
Σ = 2 I.

One-Dimensional Case: Consider a real-valued random variable x ∈ R with
realization x0 and for which p (x) denotes the PDF. The cumulative distribution
function (CDF) of x is given by
Z x
P (x) =
p (t) dt
(3.2)
−∞

Quantiles are “measures of location” of a probability distribution. They can be
understood as a threshold which divides the distribution in a given ratio. This ratio
describes how many samples are expected to be below the threshold. A real-valued
number xτ ∈ R is called a τ quantile if the following holds
P (xτ ) ≥ τ.

(3.3)

Quantiles are related to the CDF, i.e., quantiles can be directly obtained from the
inverse of CDF. One can use the CDF to derive enclosing boundaries (e.g., 5% to
95% quantile) which describe the expected location of the data, e.g., 90%.
Multivariate Case: We now consider the multivariate extension of quantiles. Since
there exists no ordering in multiple dimensions, we cannot extend the notion of
quantiles directly [59]. For illustration, we study the two-dimensional case for two
random variables x, y ∈ R, where we define for the two real-valued numbers xτ , yτ ∈ R
the τ quantile as follows
P (xτ , yτ ) ≥ τ.

(3.4)

Figure 3.2 depicts the CDF of a two-dimensional normal distribution. The quantiles
are no longer uniquely defined. There are multiple solutions possible, which all lie
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on a hypersurface. Every point on this surface forms a quadrant, which encloses a
region of probability τ . A quadrant may have a probability mass of τ , although the
point on the quantile hypersurface can be arbitrarily far away from the data. Hence,
due to the lack of any distinct ordering, we cannot merely extend the definition of
quantiles to multiple dimensions.

3.3 Forecasting Methodology
A natural way of extending quantiles to multiple dimensions is to consider sets
incorporating a particular predefined probability mass τ . Our QS methodology
builds upon this intuition, i.e., the goal of our QS prediction methodology is to be
able to predict enclosing boundaries of a set having a predefined probability mass of
τ while being as compact as possible. In doing so, we index points in the particular
set through the displacement from the estimate of central tendency (e.g., mean,
median, or mode). The displacement vector is represented by a direction vector
and the corresponding vector length. Using this representation, we can now recover
ordering information with respect to the length, i.e., the Euclidean distance, of the
displacement vector. We propose to represent multivariate probability distributions
by means of discrete quantile surfaces levels τ = (τ1 , . . . , τL ). We depicted a schematic
of our approach for the estimation of the QS in Fig. 3.3.
To summarize, our approach consists of two stages: First, a deterministic point
estimate. Second, estimating the discrete quantile surfaces for different quantile levels
τi , i ∈ (1, . . . , L) with respect to the central tendency estimate and the direction. We
restrict ourselves to unimodal predictive distributions. The only assumption for the
deterministic point estimate of the first stage is that it has to represent the central

Figure 3.3: Illustration of our quantile surface approach: First, we perform a deterministic
point estimation. Based on this point estimate, we employ directional representation of
points in the target space, i.e., polar coordinates in the depicted two-dimensional case. The
quantile surface for a specific quantile is created by applying quantile regression over the
vector length for the various directions. The entire predictive distribution is given by the
evaluation of multiple discrete quantile levels τ1 , . . . , τL .
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tendency of the underlying predictive distribution, e.g., spatial mean or median.
The remainder of this section is structured as follows: First, the methodology for
creating deterministic point estimates is detailed. Then we introduce the formal
definition of QS as well as the underlying mathematical modeling. Subsequently, we
present the technical realization of QS using neural networks, i.e., quantile surface
neural networks (QSNN).

3.3.1 Point Estimate
In the first stage, we perform a deterministic point estimate using an arbitrary
deterministic prediction model, e.g., linear regression, random forest, or ANN. This
deterministic point estimate is the origin of our subsequent probabilistic extensions,
i.e., our QS estimates. Therefore, we require that the deterministic estimate is
related to the spatial mean, median [59], or the mode of the predictive distribution.
Examples for this are deterministic point estimators that rely on the minimization of
a root mean squared error, a mean absolute error, or a sum of Euclidean distances.
Note that our approach is not restricted to any specific deterministic prediction
model, but instead, our approach enables us to add uncertainty estimates to arbitrary
deterministic prediction models. Formally, the K-dimensional deterministic point
(d)
estimate ŷi of the i-th sample is defined as
(d)

ŷi

(d)

= fθ (xi ) ∈ RK ,

(3.5)

where fθ represents the deterministic prediction model, θ its parameters, and xi the
model input, i.e., features of the i-th sample. For the sake of clarity, we denote the
deterministic point estimates with a superscript d.
In our case of cyclist trajectory forecasting, we use the deterministic trajectory
forecasting models described in Chapter 2.

3.3.2 Quantile Surface Definition and Model
In the second stage, we aim to predict the uncertainties associated with the deterministic prediction. Here, we rely on QR [174] as a basis for our probabilistic prediction,
i.e., we represent the predictive distributions p (yi |xi ) for a particular sample i by
means of distinct quantiles τ ∈ ]0, 1]. For a univariate target, each distinct τ quantile
has a single associated value. A natural way of extending this to multivariate targets
is to think of sets instead of single values. Our approach is based on the intuition of
predicting the boundaries of a set, which comprises an area of probability mass τ .
The boundaries or surfaces of these sets are what we refer to as quantile surfaces
(QS). The complete predictive distribution is now represented by a multitude of
these sets. In the following, we define the τ -th QS as the QS belonging to quantile τ .
However, before we proceed to the concrete realization of QS, we first provide the
formal definition of QS and explain the mathematical modeling behind QS.
Our QS approach uses the definition of a multivariate quantile function [282, 81]:
Let C be a class of measurable subsets of our target random variable yi , which is
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Figure 3.4: Schematic of QS S (τ ) and directional representation of points with respect to a
deterministic point forecast describing a star domain set.

distributed according to p (yi |xi ). Let Pi denote the corresponding CDF, and let
λ be a real-valued function defined on C. The quantile function with respect to
(Pi , λ, C) is then defined using the infimum inf:
Ui (τ ) := inf {λ (C)| Pi (C) ≥ τ, C ∈ C} .

(3.6)

In our case, λ is the Lebesgue measure λK on RK . That is, Ui (τ ) describes the
smallest set in C (where the size or volume is measured by λ) which has a probability
mass of τ . This definition matches our intuition behind QS.
In the following, we formalize QS, i.e., the sets and how they are described. A
schematic of the explanation described in the following is shown in Fig. 3.4. From a
geometrical perspective, a QS can be viewed as a star domain set in RK [61]. The
origin of the star domain set is the point estimate
ŷ(d) . The τ -th QS is represented

by means of directional vectors u ∈ Z := z | z ∈ RK , kzk = 1 and the respective
lengths d(τ ) (u) ∈ R. The length specifies the extent of the τ -th QS in direction u.
In the following, this is referred to as directional quantile. Formally, we can describe
the star domain set S̃ (τ ) as follows

S̃ (τ ) := ŷ(d) + γ · d(τ ) (u) · u γ ∈ [0, 1] , u ∈ Z .

(3.7)

The QS S (τ ) is defined as the boundary (or surface) of the set S̃ (τ ) . We can obtain
the QS by setting γ = 1.
(τ )
In the next step, we replace d(τ ) (u) by a function fψ (u, xi ) which is parameterized
by ψ. In addition to the orientation, the function also considers the current feature
vector xi as input. The parameters ψ are used to change the form of the QS
depending on the direction u and feature vector xi . By means of this representation,
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we can describe arbitrary conditional star domain sets centered around the point
(d)
estimate ŷi . Here, conditional refers to the dependence on the feature vector xi .
The star domain set of the i-th sample is defined as
n
o
(τ )
(d)
(τ )
S̃ψ,i := ŷi + γ · fψ (u, xi ) · u γ ∈ [0, 1] , u ∈ Z .
(3.8)
(τ )

Again, we obtain the τ -th QS Sψ,i of the i-th sample by fixing γ = 1. A schematic
showing this parameterizable QS is visualized in Fig. 3.5. We additionally depict
the i-th observation oi , e.g., the actually observed position of the cyclist that we are
aiming to predict. Here, the directional vector from the deterministic point estimate
(d)
ŷi to the observation oi of the i-th sample is referred to as ũi . The point on τ -th
QS in the direction ũi is given by
(τ )

(d)

(τ )

ŷi,ũi = ŷi + fψ (ũi , xi ) · ũi .

(3.9)

In the next step, we must choose the model parameters ψ, which govern the shape
of the QS, such that the QS covers τ of the probability mass of the observation’s
distribution. In the next section, we show that this can be reduced to a univariate
regression task, which can be solved through QR.

(τ )

(τ )

Figure 3.5: Schematic of τ -th QS forecast Sψ,i and the respective complete set S̃ψ,i . Here,
oi is the i-th observation enclosed within the QS, kõi k the distance from the deterministic
(τ )
point forecast to the observation and ũi the respective direction. Moreover, ŷi,ũi is the
point on the τ -QS in the direction of the observation.

An entire QS forecast comprises L distinct quantile levels. Subsequently, the QS
forecast Si for the i-th sample is given by the following tuple


(τ )
(τ )
Sψ,i := Sψ,i1 , . . . , Sψ,iL .
(3.10)
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For the sake of brevity, when we refer to QS, we omit the parameter vector ψ in the
following.
The heart of our QS approach lies in the representation of sets using a representation
comprising of a directional component and a one-dimensional vector length. Note
that, in terms of the quantile functions Eq. 3.6, our set of measurable subsets is the
set of all possible star domain sets which can be described by our QS.

3.3.3 Technical Realization of Quantile Surfaces and Quantile
Surface Neural Networks
Having formally defined QS, the next question to be answered is how to create,
i.e., train and optimize, predictive machine learning models that issue sharp and
well-calibrated predictive distributions represented using QS. Based on the previously
introduced directional representation of the τ -th QS, we can vary the shape of the
(τ )
predictive distribution by adapting the vector length fψ (u, xi ). For each quantile
τ level, we need to create a predictive model parameterized by ψ, which issues the
τ -th quantile of the vector length of each direction u given an input feature vector xi .
Instead of treating the directional vector separately, we take it as an additional input
of our predictive model. The predictive space is due to the directional representation
no longer multivariate but is now univariate. Hence, we can apply univariate QR [174]
to obtain quantile estimates for the vector length for each direction, i.e., directional
quantile estimates. By using a discrete set of directions, we can obtain a sample-based
representation of the τ -th QS for a particular feature xi .
4
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Figure 3.6: Visualization of QS for distribution. On the left, the sample-based representation
of the 0.90-th QS in two-dimensions. On the right, directional representation of the
corresponding QS. The angle is measured with respect to the first coordinate axis y1 .

Consider finding the 0.90-th QS of an unconditional two-dimensional Gaussian
distribution with zero mean as depicted in Fig 3.6. As depicted on the right-hand
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side, the directional indexing allows imagining the QS as a one-dimensional function
depending on the angle. In this case, the fitted function corresponds to the conditional
90% quantile.
QR is based on the quantile loss (also referred to as pinball loss or absolute tiled
value function). It is an asymmetric weighting of positive and negative errors using
a tilted form of the absolute value error function. The quantile loss is defined for a
particular quantile value τ . Then, given a univariate observation o and the predicted
value of the τ -th quantile ŷ, the quantile loss is defined as follows

τ |ŷ − y|,
(ŷ − o) ≥ 0
sτ (o, ŷ) =
(3.11)
(1 − τ ) |ŷ − o|, else
The optimization of this loss function adjusts the model parameters such that the
issued predictions correspond to the τ -th quantiles of the underlying distribution.
As shown in [108], the quantile loss reaches its minimum at the true τ quantile
of the underlying distribution. The complete predictive distribution (represented
using discrete quantiles) is obtained by training L distinct models, i.e., one for each
quantile level. Originally, QR was tailored and designed for linear models [174].
However, using the pinball loss, QR can also be extended to non-linear models such
as ANN (here referred to as QRNN) or gradient boosted regression [101].
Let (xi , oi ) be the i-th training sample consisting of a feature vector xi and the
corresponding observation oi . We represent an observation utilizing a directional
vector, i.e., a vector with the unit norm, and associated vector length, with respect to
the deterministic central tendency estimate. In doing so, we subtract the deterministic
point estimate from our observation:
(d)

õi = oi − ŷi .

(3.12)

In the following, this resulting transformed observation is referred to as forecastadjusted observation. This can be seen in Fig. 3.5. To train the QR model such
that it estimates the vector length’s quantiles, we need to recover the directional
information corresponding to the particular observation õi . This is done by
ũi =

õi
.
kõi k

(3.13)

Next, we have it all in place to define the objective function to train models fψ (ũi , xi )
to estimate the QS. The objective function used in our QS approach is given by
the quantile loss applied to the vector length of the forecast-adjusted observation
kõi k and the respective predicted directional quantile’s vector length fψ (ũi , xi ). The
resulting objective function for all N ∈ N samples is given by
E (ψ) =

N
X
i=1

sτ (kõi k, fψ (ũi , xi )) .

(3.14)

In general, we could use this objective function to optimize various models, such
as linear QR model or QRNN, to estimate the directional quantile length and,
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QSNN

Figure 3.7: Schematic of QSNN for prediction of multiple quantile levels at the same
time. We obtain a sample-based representation of the entire QS forecast via the repeated
evaluation of the QSNN using a discrete set of directions, e.g., in the two-dimensional case
0◦ , 10◦ , . . . , 350◦ .

therefore, predict the QS shape. However, we focus our investigation on QRNN,
since neural networks are a flexible and widely adopted methodology which is easy
to customize and allows for modeling arbitrary functions. For example, we could
enforce the positivity of predicted directional quantiles using a rectified linear or
exponential output unit. We could train L distinct models to obtain QS predictions
for each τ -level. Nevertheless, having many individually trained models often leads
to quantile crossing [127]. Instead of training models for each distinct quantile τ ,
we train one single neural network with L outputs, one for each quantile level. We
term this neural network quantile surface neural network (QSNN). A schematic of
the QSNN is depicted in Fig. 3.7. We train the model with L different loss functions.
This approach realizes a weight-sharing which implicitly regularizes the model and
henceforth increases the generalization ability to unseen data. However, also a single
model is not immune to quantile crossing. Therefore, as postprocessing, we sort the
estimated quantiles in ascending order. This simple heuristic avoids quantile crossing.
More advanced techniques to prevent quantile crossing, with stronger theoretical
foundations, e.g., incorporating the distance between neighboring quantiles in the
loss function, can be found in [127].
Next, we clarify the terms forecasting of unconditional and conditional distributions
in the context of QSNN. The forecasting of an unconditional distribution means that
we only pass the direction vector u as input to the QSNN. In contrast to this, we
additionally include the current feature vector x to forecast conditional distributions,
i.e., the predictive distribution depends on the feature vector.

3.4 Evaluation Methodology
Central aspects of probabilistic forecasts are reliability and sharpness. Reliability
refers to whether the issued predictive distribution is correct, i.e., whether the estimated frequency of the predictive distribution matches the observed frequency.
A reliable forecast is also referred to as a well-calibrated forecast. Sharpness gives
insights into the quality of the forecasts, i.e., it measures the narrowness of the
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predicted probability distribution. The ultimate goal of training models for probabilistic forecasts is to maximize the sharpness while retaining reliability. These are
also referred to as scoring rules, which together assess the skill of a probabilistic
forecasting model. To be able to assess whether the trained models issue sharp and
well-calibrated predictive distributions using QS, we need to define the objective to
measure both simultaneously. This is also referred to as the skill of the forecasting
model. We can assess the skill by loss functions, such as the quantiles score [174].
The quantile score evaluates a single quantile τ , not an entire predictive distribution.
However, in many cases, especially in model selection, the form of the complete
predictive distribution is of interest. Here, the continuously ranked probability score
(CRPS) can be used to assess the skill, i.e., reliability and sharpness, with respect
to the complete predictive distribution [210]. We assess the skill of our approach
with respect to a baseline. Due to its wide applicability in science and engineering
applications, a multivariate Gaussian is particularly well suited as the baseline model.
The remainder of this section is structured as follows: First, we detail the assessment
of the reliability and sharpness of the issued predictive distributions. Second, we
introduce the directional CRPS, as a way to measure the skill of QS. Finally, we
introduce the multivariate Gaussian model which we use as baseline model.

3.4.1 Assessing the Reliability of QS
The reliability of a probabilistic quantile forecast describes whether the nominal
quantile value matches the observed relative frequency of occurrences within the
boundaries of the predicted quantile. This must account for all quantiles. Thus,
in terms of QS, this means the following: Consider, for example, a forecast of the
0.8-th QS, the observed frequency of an observation being within the QS should then
ideally be 80%.
Assume, we are given a set of observations, which we denote as O = (o1 , . . . , oN ),
and a corresponding set of QS forecasts QS = (S1 , . . . , SN ), whereas each QS forecast
comprises L distinct quantile levels (cf. Eq. 3.10). A QS is, by definition, a star
domain set with the deterministic point estimate being the origin. Every other point
(i.e., observation) in the QS can be connected via a line with the origin with no line
segment leaving the QS. To check whether an observation is in the QS, we trace
the line between the origin and the observation. Then we compare the predicted
length of the quantile in the direction of the observation with the distance between
the origin and the observation along that line. If this distance does not exceed
the corresponding predicted length, then the observation is contained within the
QS. Hence, the frequency of observations falling within a predicted QS can now be
determined using a sum of values of the Heavyside function H.
v

(τ )

N
1 X
=
H (fψ (ũi , xi ) − kõi k) ,
N i=1

(3.15)

with fψ (ũi , xi ) being the estimated τ -th directional quantile of the i-th sample in
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direction ũi and kõi k being the distance from the deterministic point estimate to
the corresponding observation. Hence, evaluating the reliability of multivariate QS
forecasts can be reduced to the evaluation of univariate QR. We can then evaluate the
reliability of the overall predictive distribution visually using a quantile-quantile plot
(Q-Q-plot) by plotting the observed frequency against the expected frequency [113].

3.4.2 Assessing the Sharpness of QS
The second key property of probabilistic forecasts is their sharpness. Sharpness refers
to the concentration of the distribution and, therefore, is a property exclusive to
the forecasts, i.e., it can be evaluated without considering the observations [113]. It
refers to the quality of the forecast: The ability of the model to issue narrow and
extremely dense predictive distributions.
For univariate predictive distributions, the sharpness can be evaluated by the
average size of the intervals spanned for the dedicated nominal coverage probability
levels [108]. In terms of multivariate probabilistic forecasts and QS, the sharpness
refers to the area or (hyper-)volume covered by the predictive distribution. We must
now consider the size of the volume covered by the predictive distribution for a
particular nominal level.
λ is the Lebesgue measure, and therefore λ (Siτ ) describes the volume of the τ -th
(α)
QS of the i-th sample. We can derive a measure of sharpness κQS for a particular
nominal coverage probability α ∈ (0, 1]:
(α)

κQS =

N
1 X
λ (Siα ) .
N n=1

(3.16)

This formula allows us to compute a measure of sharpness for QS, which is directly
related to the average area or volume covered by the α-QS forecasts. If we use different
nominal coverage probabilities (i.e., different α), we can compute an average sharpness
measure [108]. In this thesis, we use these measures to evaluate the sharpness
visually [113, 151]. Still, the question is how to compute the Lebesgue measure, i.e.,
how to determine the (hyper-)volume of the issued QS. To our knowledge, there is
no straightforward, exact, and computationally efficient way to compute the volume
spanned by a general K-dimensional QS. In this case, we refer to approximations, such
as Monte-Carlo sampling-based approximations [185]. However, for two-dimensions,
there is an efficient algorithm. It is based on the interpretation of the QS as a planar
polygon, for which we can apply the surveyor’s area formula [50] to evaluate the QS.
This is sufficient, because in this thesis we only forecast 2D trajectories.

3.4.3 Assessing the Skill of QS – Directional CRPS
The skill quantifies the error of a probabilistic forecasting technique on a data set.
It incorporates error, which can be attributed to both reliability and sharpness.
Among other scores, such as the quantile and ignorance score [108], the CRPS [210]
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is one of the most widely applied scores for skill assessment of probabilistic forecasts.
The CRPS is an evaluation measure for probabilistic prediction models with a onedimensional target quantity. It can be considered as a generalization of the mean
absolute error (MAE) for probabilistic predictions. In contrast to the MAE, for
probabilistic forecasts it is not sufficient to evaluate the pure difference between the
prediction and the observation. Instead, we must assess the deviation between the
predictive distribution and the observations. Therefore let P̂ (y) denote the predicted
CDF over the prediction space. The CRPS achieves this by modeling the CDF of the
observation in the form of a Heaviside step function H and evaluating the difference
between the observed H(y − o) and the predicted CDF P̂ (y). It is given by
Z ∞
2
CRPS (P̂ , o) =
P̂ (y) − H (y − o) dy.
(3.17)
−∞

The multivariate extension of the CRPS is the energy score [114]. However, there is
currently no known possibility to evaluate the energy score for QS. Therefore, we
propose an alternative variant of the CRPS for the evaluation of multivariate quantiles.
We term this score, which can be computed extremely efficiently, directional CRPS.
The predictive distribution is evaluated with respect to the directions of samples.
Instead of having to evaluate the complete multivariate predictive distribution, we
instead consider the univariate CRPS for the predicted CDF of the vector length.
Therefore, let ũ denote the direction and kõk the magnitude of the directional
representation of the observation o with respect to the deterministic central tendency
estimate ŷ(d) . P̂ũ (y) denotes the predicted CDF of the vector length with respect to
direction ũ (i.e., a particular direction of the QS in ŷ(p) ). Using this, the directional
CRPS is defined as
Z ∞
2
CRPS DIR (P̂ũ , kõk) =
P̂ũ (y) − H (y − kõk) dy.
(3.18)
−∞

Since the score only evaluates the issued predictive distribution for a particular
direction, one could argue that the score neglects parts (i.e., directions) of the
predictive distribution where there are no observations for evaluation. The evaluation
of forecasts with no reference, i.e., no observations, is always difficult. In this case,
we can only evaluate the aspects relating to the predictive distribution itself, e.g.,
the sharpness. The directional CRPS does not cover those parts of the predictive
distribution in the score. However, as we are assuming that our point of origin
is a central tendency estimate, we expect that the directions of observations are
approximately equally likely, i.e., it is unlikely that we are neglecting vast parts in
the evaluation of the predictive distribution where there are no observations.
Next, we describe how to compute the directional CRPS for QS. As we are only
considering the direction and the length, we can omit all quantile estimates for
other directions in the QS except the direction of the respective observation. For
the respective direction, we evaluate the directional CRPS using Eq.3.18. However,
this requires the evaluation of an integral. We approximate the integral using the
methodology described [133].
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The directional CRPS can be computed for arbitrary probabilistic forecasts for
which we can assess the predictive distribution over the vector length with respect
to the direction. This includes, in particular, the Gaussian distribution, in which the
directional CRPS can be assessed by means of the Mahalanobis distance [44, 53] of
the observation with respect to the mean of the distribution.
The univariate CRPS is related to the MAE. Hence, by construction, the directional
CRPS is also related to the directional MAE, i.e., the MAE calculated for the vector
length of the directional representation. In our case, this corresponds to the Euclidean
norm between the deterministic central tendency estimate and the observation. We
can use this relationship between the directional CRPS and the directional MAE,
i.e., the Euclidean norm, for a direct comparison of multivariate deterministic and
multivariate probabilistic forecasting methodologies.
To evaluate N ∈ N forecasts and observations, we use the average directional
CRPS. It is defined as
N
1 X
CRPS DIR =
CRPS DIR (P̂i,ũi , kõi k),
(3.19)
N i=1
where P̂i,ũi denotes the predicted CDF (e.g., obtained from a QS forecast) of the
vector length of the i-th sample in direction ui . As before, kõi k denotes the vector
length of the difference vector between the i-th observation and the deterministic
estimate of central tendency.

3.4.4 Multivariate Gaussians as Baseline
As baseline, we assume that the target variable is distributed according to a multivariate Gaussian distribution [44] with mean µ ∈ RK and covariance Σ ∈ RK×K .
We distinguish two cases: First, an unconditional Gaussian, which in this case means
that the covariance Σ remains fixed and is independent of a feature input (i.e.,
homoscedasticity). Second, we also consider the conditional case in which besides the
mean µ also the covariance Σ depends on the current input x (i.e., heteroscedasticity).
To model the dependence of the mean and the covariance on the input, we use a
neural network. This is a neural network that takes a feature vector as input and
outputs the parameters of a multivariate Gaussian distribution [44].
To evaluate reliability, sharpness, and skill (i.e., directional CRPS) of the baseline
model, we need to assess the quantiles of the multivariate Gaussian. Therefore, we
use the squared Mahalanobis distance and the Chi-square (χ2 ) distribution. As
shown in [53], the squared Mahalanobis distances based on a Gaussian distribution
are χ2 -distributed. Subsequently, we can use the inverse CDF of the χ2 to assess the
quantiles.
The Mahalanobis distance between the mean of the predictive distribution and an
observation o is given by
dM (o, µ) =
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q

(o − µ)T Σ−1 (o − µ)

(3.20)

The univariate normal distribution covers for µ ± kσ, k = 1, 2, 3 standard deviations
σ (a Mahalanobis distance of one, two, and three) above 68%, 95%, and 99.7% of the
probability mass.
Being able to assess the quantiles, we can now compute the directional CRPS for
our baseline model. We choose the multivariate unconditional Gaussian with fixed
covariance as our baseline. We measure the skill of the QS forecasting methodology
by evaluating the average directional CRPS with respect to this baseline. Therefore,
we evaluate the skill score, which is

Skill = 1 −

Seval
,
Sbase

(3.21)

where Seval is the average directional CRPS of the model considered for evaluation
(here the QS methodology), and Sbase the average directional CRPS of the baseline
model.

3.5 Experimental Evaluation
In this section, we evaluate our approach for the probabilistic forecasting of future
cyclist positions. This section is essentially based on the evaluation presented
in [5], whereas we add supplementary material and more in-depth evaluation. We
evaluate the probabilistic forecasting methodology for infrastructure-based intention
detection, i.e., we use the trajectories obtained from the infrastructure cameras.
The experimental setup and description of the data, which we use, can be found in
Section 2.6.
We use features based on the DSSW as input to our probabilistic forecasting
methodology. As before in Section 2.8.2, we examine the past trajectory of the cyclist
in the ground plane and the yaw rate. We choose a maximal window size of 2 s with
polynomials up to the third degree. We also utilize the current approximation error
of the polynomial as input features. Furthermore, the window quality indicators are
also employed as input. Moreover, we consider the currently predicted longitudinal
and lateral movement state of the cyclists as input. Therefore, we use the probability
estimates of the XGBoost classifiers from 2.8.1. We apply ten-fold cross-validation to
generate the predictions for the training data set of the QSNN. We have 27 features
in total.
First, we standardize the input features in a preprocessing step. We consider the
forecast lead times t ∈ (0.2 s, 0.5 s, 1 s, 1.5 s, 2.0 s, 2.5 s). For the deterministic trajectory forecasting, we apply the Weighted Pred. BM model described in Section 2.8.2.
We refer to this network in the following as the deterministic point forecasting
network. Moreover, we use the ego-frame to represent the target space. We utilize
ten-fold cross-validation to obtain the predictions of the deterministic forecasting
model for the training data set. Subsequently, we apply our QS approach. Therefore,
we fit a QSNN comprising one hidden layer with ten neurons. We fit a separate
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Figure 3.8: Sample QS forecasts for different cyclist’s motion types for a lead time of
1 s. We depicted the quantile levels τ ∈ (0.1, 0.2, . . . , 0.9, 0.95, 0.99). The blue dot in the
middle of the QS is the deterministic point estimate. The black cross indicates the actual
observation.

QSNN model for each lead time. As the activation function, we use a hyperbolic
tangent. The output neuron is a simple linear unit. A way to enforce the positivity of
the network’s output (i.e., the length of the vector) is to apply an exponential unit to
the output. As it turned out in practice, this was not necessary. However, it leads to
more Gaussian-shaped quantile surfaces. The experiments in the follwing do not use
any additional function at the network’s output to enforce positivity. We consider
the quantile levels τ ∈ (0.1, 0.2, . . . , 0.9, 0.95, 0.99). We train the network for 5000
epochs using stochastic gradient descent and the Adam optimizer [167]. We compare
our approach to a neural network with multivariate Gaussian output, as detailed in
Section 3.4.4. However, we use the neural network only to predict the covariance, i.e.,
similar to the QSNN, we examine forecast-adjusted observations (cf. Eq. 3.12). Note
that this approach for probabilistic trajectory forecasting is similar to the approach
proposed by Zernetsch et al. [331], which can be considered state-of-the-art. The
network architecture is the same as that we used for the QSNN, i.e., one hidden layer
with ten neurons and the hyperbolic tangent as the activation function. For the sake
of brevity, we refer to this as the conditional Gaussian approach in the following. As
the baseline model, we consider an unconditional multivariate Gaussian model; we
fit an unconditional Gaussian covariance using maximum likelihood estimation to
the outputs of the deterministic point estimate neural network.
In Fig. 3.8, we depict two examples of QS forecasts: One for a “stopping” cyclist
and one for a “waiting” cyclist. We can see that the predicted QS forecasts for the
“stopping” cyclist are slightly skewed in the longitudinal dimension. Hence, there is
a higher chance that the cyclist stops or slows down earlier. For the QS predictions
of the “waiting” cyclist, we observe the opposite. The higher quantiles, i.e., the 90 %,
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(e) Q-Q-Plot of right turning cyclists.
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(f) Q-Q-Plot for trajectories of left turning cyclists.

Figure 3.9: Q-Q-Plots of QRNN (dashed lines) and conditional Gaussian approach (dotted
lines) for different forecasting horizons: 0.2 s (cyan), 1.0 s (green), and 2.5 s (gray). The red
line corresponds to the theoretical optimal quantiles.

95 %, and 99 % quantiles, cover a larger space in the longitudinal direction. This
takes into account that in most cases the cyclist will stay where he/she is for the
next second, but there is still the possibility that he/she will suddenly start moving.
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ferent forecasting horizons.
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To evaluate the reliability of our novel QS forecasting technique, we evaluate
the reliability of the issued forecasts using a Q-Q-plot. The results obtained on
the complete data set, as well as examinations according to different movement
types, are depicted in Fig. 3.9. As a reference, we also depict the results of the
conditional Gaussian approach. As it can be seen in Fig. 3.9a, the QS issues wellcalibrated forecasts for the entire range of quantile levels, while the conditional
Gaussian approach generally issues underconfident estimates. Moreover, inspecting
the dependence on the forecasting horizon, we observe that the QS approach also issues
well-calibrated forecasts even for higher forecasting horizons, while the conditional
Gaussian approach deteriorates. Investigating the behavior of the issued forecasts for
different movement types, e.g., “moving” (see Fig. 3.9b) and “waiting” (see Fig. 3.9c)
cyclists, we observe that the issued forecasts are still well-calibrated. This result
is particularly noteworthy as the conditional Gaussian approach has tremendous
problems for issuing a reliable forecast for “waiting” cyclists. This result is not
surprising because the forecasting distribution is extremely skewed, i.e., we do not
know when the actual starting motion of the cyclist will happen. Henceforth, issuing
sharp yet, reliable forecasts poses a big challenge. Our QS approach can represent
such a skewed distribution. As it can be seen in Figs 3.9e and 3.9f, the predictions
of our QS approach are also well-calibrated for cyclists that are turning right or left.
Again, our approach is superior to the conditional Gaussian approach.
Next, we examine the sharpness of the issued predictive distributions. Therefore,
we evaluate the average size of the covered area with respect to different nominal
coverage probabilities. The results for different forecasting horizons are depicted in
Fig. 3.10a. As one might expect, we can observe an extreme increase in the average
sharpness (i.e., area covered) when reaching the extreme quantiles. We can also see
that for shorter horizons up to 1.5 s and coverage probabilities (α ≥ 0.95) the issued
QS are relatively small. For larger horizons, we observe an exponential increase.
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Lead Time

0.2 s

0.5 s

1.0 s

1.5 s

2.0 s

2.5 s

CRPSDIR [m]
Skill [%]

0.008
99

0.022
97

0.053
96

0.103
93

0.164
89

0.242
83

Table 3.1: CRPSDIR and skill of QS forecasting methodology with respect to baseline, i.e.,
unconditional Gaussian model.

However, the mean coverage does not tell us anything about the distribution of
forecasted QS. We cannot deduce whether our method perhaps always only predicts
the same predictive distribution regardless of the current input. Therefore, we inspect
the distribution of the surface area covered by a distinct coverage probability level
α. We considered a probability coverage of α = 0.99. The surface area distributions
are depicted in Fig. 3.10b. Here, we also observe sharp distributions concerning
the surface area for shorter forecasting horizons, while for larger horizons, these
distributions are broader and more skewed. This observation indicates that the
QSNN is capable of automatically identifying situations where it can predict the
future cyclist position with smaller or higher uncertainty.
The results of the average directional CRPS for different forecasting horizons are
depicted in Table 3.1. As expected, we observe that our forecasting methodology
outperforms the baseline with an improvement of up to 99% regarding the average
directional CRPS. We displayed the distribution of the directional CRPS for the
QSNN, the conditional Gaussian (i.e., the neural network with Gaussian output),
and the unconditional Gaussian approach for a forecasting horizon of 1 s in the
violin plot in Fig. 3.11. For this purpose, we determine the directional CRPS for
each sample in the test set and subsequently inspect the resulting distribution of
the directional CRPS. We see that the distribution of the directional CRPS of the
QSNN has a sharp peak around the mean value of the directional CRPS. The other
two approaches not only have a considerably higher mean directional CRPS, but
the distributions also have a substantially larger dispersion. Furthermore, both the
conditional and the unconditional Gaussian approach’s distribution have a noticeable
tail towards higher CRPS values. This tail can barely be observed for the QSNN
approach.

3.6 Discussion and Intermediate Conclusion
In this chapter, we present a generalization of quantile regression for multivariate
targets, which allows for flexible non-linear, non-parametric, probabilistic forecasts.
Our QS approach consists of a two-stage model involving a deterministic point
forecasting followed by the actual probabilistic modeling using the novel QS concept.
The key innovation of the QS approach is the directional representation of the
data points through direction and vector length. We fit a one-dimensional quantile
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Figure 3.11: Violin plot showing the distribution of CRP SDIR for different probabilistic
forecasting techniques. We removed outliers, i.e., the violin plot only incorporates values
smaller than the 0.999 quantile of the resulting CRP SDIR of the respective method. All
violins, i.e., plotted distributions, have the same width. The white dots denote the median
values.

regression model to the vector length with the corresponding direction as input.
Through this, our QS approach can represent arbitrary star domain sets. We can
now easily extend arbitrary existing deterministic central tendency forecasts with
QSNN and convert them into probabilistic forecasts.
In addition to the new probabilistic forecasting methodology, we also develop new
methodologies for assessing the reliability and the sharpness of issued QS forecasts.
Furthermore, with the directional CRPS (i.e., CRP SDIR ), we present a new score,
which allows us to compare our QS method with other probabilistic methods. The
use of other scoring methods, such as the energy score [114], is for our QS approach
not straightforward and is an important point for future research.
In the experimental evaluation of our new QS approach for probabilistic trajectory
prediction, we demonstrate that even with small neural networks (here, with a single
hidden layer and ten neurons), it is possible to achieve excellent results. The issued
QS forecasts are always well-calibrated, and this for all movements. In particular,
we can now provide sharp and yet reliable trajectory forecasts of waiting cyclists.
This result is particularly worth mentioning because the uncertainty margin for
waiting cyclists is vast: The cyclist can start at any time with no indication, or
the cyclist can also remain waiting. Conventional methods, such as the approach
using a neural network with a Gaussian distribution as output, as presented by
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Zernetsch et al. [331], have difficulties in issuing sharp and yet reliable forecasts
of waiting cyclists. Regarding the evaluation of the average directional CRPSDIR ,
we achieve an improvement of up to 99 % compared to the baseline. These results
impressively demonstrate the suitability of the QS methodology for cyclist trajectory
forecasting.
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4 Cyclists as Additional Sensors
Nowadays, almost everyone carries smartphones and other wearable devices with
him/her. Modern smartphones, as well as wearables, are equipped with a great
variety of sensors, e.g., inertial sensors or GNSS receivers. These sensors allow, for
example, fitness training applications to recognize the currently pursued activity or
mapping services to determine the current position and plan the route to the desired
destination. To work mobile, most smartphones are permanently on-line; they share
their location or send the accelerometer profile to the server of the fitness application
provider for further analysis. Essential for this are communication technologies such
as UMTS, G4, or in the future G5 and G6, which allow us to send and receive large
amounts of data within a few milliseconds. In 2010, David and Flach [72] proposed
to use smartphones for advanced pedestrian protection, i.e., as a sort of wireless
safety belt. Many studies are investigating the usage of smartphones and other
wearables for pedestrians in C-ITS [283]. However, until now, cyclists have gained
little attention. In the following, we use smart devices as an umbrella term to refer
to smartphones and other wearable devices, such as smartwatches, smart helmets etc.
In this chapter, we investigate the usage of smart devices as additional sensors to
better anticipate cyclist’s future behavior. We investigate various aspects including
smart device-based positioning as well as influence of the smart devices’ wearing
location. We propose a novel basic movement detection approach for robust and
yet fast basic movement detection using the smart device’s inertial sensors solely.
Moreover, in the context of a case study, we extend this approach to cyclist trajectory
forecasting. Besides, we investigate the usage of multiple cooperating smart devices
(e.g., smartphone, smartwatch, or sensor-equipped helmets) at the same time. The
content presented in this chapter is largely based on [3, 6, 7, 8, 13].
The remainder of this chapter is structured as follows: In Section 4.1, we review
the state of the art regarding smart devices and body-worn sensors in the field of
C-ITS. Then, in Section 4.2, we present our approach to cyclist basic movement
detection using smart devices. In Section 4.3, we describe the experimental setup
used for evaluation and subsequently, in Section 4.4, in the context of a case study,
we investigate different aspects of smart device-based intention detection, such as the
GNSS position, the influence of the wearing location, basic movement detection, and
trajectory forecasting using smart devices. In Section 4.5, we examine the usage of
multiple cooperating smart devices for intention detection of cyclists. In particular,
we investigate the use of an intelligent sensor-equipped bicycle helmet. Finally, in
Section 4.6, we end with a short discussion and intermediate conclusion.

147

4.1 State of the Art – Smart Devices and
Body-Worn Sensors in C-ITS
Unlike camera-based systems, smart device-based approaches to cyclist intention
detection can provide information about the cyclist’s current position, movement
state, and forecasted trajectory, even in the case of occlusion and bad visibility. Hence,
cooperative approaches using V2X-communication [293] and smart devices can be
used to resolve occlusion situations [4, 72, 153, 283]. In this section, we review the
state of the art regarding the usage of smart devices and body-worn sensors in C-ITS.
We investigate opportunities and requirements to integrate smart devices into C-ITS,
e.g., we reason about the required communication abilities, etc. Moreover, we study
related work on the necessary positioning accuracy of smart devices, i.e., the required
positional accuracy such that smart devices can be used in C-ITS. Furthermore, we
present the current state of the art in human activity recognition (HAR). Finally,
we review related work applying human activity recognition techniques and smart
devices in C-ITS.
Smart Devices and Body-Worn Sensors in C-ITS
There are many different types of smart devices. Among others, a smart device can be
either stand-alone (e.g., a smartphone), integrated into the bicycle (e.g., bicycle computer), or tethered, such as a smart sensor integrated into the cyclist’s helmet [283].
According to [283], there are basically four different ways to realize vehicle-to-VRU
communication: radio-tag-based communication (e.g., RFID-chips [25, 271, 279]), signals transmitted via Bluetooth Low Energy (e.g., iBeacon-based VRU detection [22]),
dedicated VRU devices equipped with Vehicle-to-Vehicle (V2V) communication
technology [208], and applications running on a smart device or smartphone carried
by the users communicating via Wi-Fi, HSDPA, ITS-G5 (i.e., IEEE 802.11p), or
5G/LTE (e.g., [72, 84, 99, 145, 153, 181, 190, 200, 217, 224, 299, 301, 323]).
In [72], the authors investigate an accident scenario between an approaching vehicle
and a crossing pedestrian. Based on the scenario, they perform an analysis of the
maximum system time available between the detection of the pedestrian, the emitted
warning, and the reaction to avoid the upcoming accident. They show that the
relationship between the communication, the detection range, and the system time
available is linear [72, 99]. Their investigations include ad hoc as well as cellular
communication technologies, i.e., HSDPA. They investigate the required time for
connection establishment and ping response time. Under the assumption that the
pedestrian’s current and future position is known, they conclude that the nonoptimized Wi-Fi standard or HSDPA and a communication range of 50 m are enough
to resolve many critical situations. However, as stated in [299], a communication delay
of no more than 200 ms is required to exchange information between a pedestrian
and a vehicle. To cope with such situations, communication technologies with less
communication delay such as dedicated short-range communication DSRC [153, 323]
(∼ 100 ms) technology or 5G/LTE [96, 145] (∼ 1 ms) are required.
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According to Jutila et al. [153], the transmission time for time-critical applications should not exceed 100 ms. In experiments, Jutila et al. [153] show that the
transmission latency of ITS-G5 at different transmission powers for typical urban
traffic scenarios involving communication between a vehicle and a smart device
carried by the pedestrian is in the range of 0.1-1.4 ms. When a smart device is
close to the human body, the body shields the wireless signal. Furthermore, the
transmission power limits the possible transmission range. Jutila et al. [153] report
that the device transmission power, especially for smart devices, carried close to the
human body is not enough to warn fast-moving vehicles (> 50 km/h). For vehicles
at moderate speeds (< 50 km/h) warnings about the presence of the VRU could be
emitted on average 3 s to 5 s prior to a potential conflict. The authors advise that the
transmission power, i.e., the signal strength, concerning ITS-5G of a smart device
worn close to the human body, is not enough for cooperative safety applications,
especially for non-urban areas. Despite this advice, their experiments show that
in urban areas (i.e., assuming vehicles at moderate speed) only by looking at the
current VRU position, a considerable benefit regarding VRU safety can be achieved.
If we additionally consider the predicted future VRU trajectory, even greater benefits
are to be expected. Not to mention the introduction of the new 5G standard for
which even more improvements are expected [95]. A comprehensive and systematic
review of the literature on vehicle-to-pedestrian communication is given in [147].
Besides the communication delay, also, the communication range is important.
According to Scholliers et al. [283], in urban scenarios with a vehicle speed of 50 km/h
the communication range should be at least 100 m and in rural scenarios involving
vehicle speeds of 90 km/h it is should be at least 160 m.
Scholliers et al. state that a positioning accuracy of at least 0.5 m is required for
using smartphones in safety-critical applications. This required accuracy is widely in
line with the considerations of David and Flach [72] of 0.1-0.8 m required accuracy.
In [29], Bachmann et al. investigate the required movement recognition accuracy in
cooperative VRU collision avoidance systems on a “pedestrian crossing the street
scenario”. They found that a cooperative avoidance system requires a position
accuracy of at least 0.44 m and orientation accuracy of 13.5◦ . This accuracy cannot
be achieved with today’s smartphones. According to [21], one can currently expect a
positioning error of 10 m in good weather conditions. As shown in a first demo use
case [309], it is expected that soon (i.e., within the next few years), smart devices will
be able to provide such accuracy, e.g., using differential GPS or real-time kinematic
GPS allowing for cm-level precision [327].
Human Activity Recognition using Smart Devices
The inertial sensors of smart devices and GNSS-derived position information can be
used to detect the current context, e.g., the current motion state or the detection
of motion transitions. This process is referred to as human activity and context
recognition [15, 54], a well-established research field that aims to translate the
information provided by simple sensors into high-level knowledge about human
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activities. HAR is a wide field of research, ranging from the recognition of activities
in daily live [24], to gesture recognition [38], surveillance [138], health care [203], and
fitness applications [137]. Depending on the application, HAR can be applied with
different sensors as input. However, in the following, we limit the review to HAR
using inertial sensors and GNSS receivers.
In Bulling et al. propose a generalized framework for HAR [54]. It consists of an
activity recognition chain, i.e., a sequence of signal processing, pattern recognition,
and machine learning techniques that can be used to implement HAR systems.
The steps in this chain are the basis of our approach and the literature review.
The first stage of this chain is the sensor data acquisition and preprocessing. The
preprocessing involves resampling and filtering of the raw sensor data, e.g., the
application of band-pass filters [289]. The preprocessing is a crucial step, as can be
seen, in [298]. The authors use band-pass filters to split the accelerometer signal into
low- and high-frequency components. Subsequently, they use dedicated features for
the low- and high-frequency components and show that this considerably improves
activity recognition.
The data segmentation is the following step in the activity recognition chain. It
is about identifying segments in the input sensor data that are likely to contain
information about activities. Frequently employed techniques are sliding windows,
the sliding window and bottom-up [161] or the matrix profile approach [112], the
SwiftSeg approach [104], and methods which use context (e.g., GNSS location data
to identify interesting spots and segment the sensor data accordingly).
In the next step of the activity recognition chain, features are extracted from the
preprocessed sensor data. Bulling et al. refer to this stage as feature extraction and
selection [54]. In the literature, there are numerous possibilities to extract features
from segmented sensor data. This ranges from simple features like the mean and
variance of the sensor signal in the respective segment [188], to features based on
the discrete Fourier transformation (DFT) [241], and wavelets [303]. Besides, there
are numerous approaches examining features based on deep learning methods (e.g.,
CNN) [223, 226]. Moreover, there are approaches that automatically extract and
generate features, e.g., the tsfresh [67] and autofeat [135] library. These approaches
generate numerous features, which are subsequently filtered utilizing feature selection
techniques. The idea behind this is that not all extracted features are relevant
or useful for the task (e.g., detecting activities). Identifying the essential ones
is also referred to as feature selection [196] or dimensionality reduction [44]. A
comprehensive study on different features extraction and selection methods is given
in [188, 196].
The next step in the activity recognition chain is the training of classifiers. For
this purpose, machine learning methods are usually used, e.g., a k-nearest neighbor
approach in combination with appropriate similarity measures [245], a naive Bayes
classifier [298], decision tree and random forest [324], and SVM [24]. Another
direction of research in HAR is end-to-end deep learning, e.g., [146, 276].
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Human Activity Recognition and Smart Devices in C-ITS
The application of HAR in C-ITS to detect VRU activities in different traffic situations
is an active research topic (e.g., [28, 84, 145]). In [21, 99, 299], approaches to
cooperative active pedestrian safety applications are presented, i.e., the smart device
shares the current pedestrian’s position, velocity, and heading to avoid potential
collisions. In [84], a system relying on vehicle-to-pedestrian communication for
tracking pedestrians, is proposed. It combines GNSS data with inertial sensors
allowing to transmit position and movement type to an oncoming vehicle. A similar
system for cooperative tracking of cyclists and multiple VRU is proposed in [13, 169,
217, 250]. The authors in [217] present a cooperative system using smartphones and
vehicles. GPS information originating from the smartphone is used to resolve occlusion
situations and to enhance the perceptual horizon of vehicles. The authors solely focus
on GNSS and cooperative perception. They do not consider any other smartphone
sensors, such as inertial sensors. In [169], the authors combined a Kalman filterbased tracking with a cooperative movement classification involving inertial sensor
for faster pedestrian movement anticipation. Russ et al. [270], Thielen et al. [200],
and Liebner et al. [301] propose prototype systems for cooperative safety applications
involving cyclists equipped with smartphones. Liebner et al. mainly focus on the
evaluation of GNSS accuracy. Thielen et al. show a prototype application that warns
a vehicle driver if the collision with a crossing cyclist is likely to occur within the next
few seconds. The cyclist’s trajectory prediction is based on GNSS using least-squares
fitting for extrapolation. In [28], the authors introduce a smartphone-based collision
avoidance system that uses additional context information (e.g., about a pedestrian
stepping off the curb) obtained from a pedestrian’s smart device to improve the
detection quality. A collision avoidance system based on 5G/LTE given in [145].
It identifies VRU in potentially dangerous situations based on information about
the location and movement direction. In [227], the authors present an approach to
pedestrian path prediction using artificial neural networks. Their preliminary results
on a small evaluation set consisting of only two pedestrians are promising.
The approach to smart device-based cyclist intention detection presented in this
thesis represents an innovation to the state of the art in many ways. The stateof-the-art approaches to VRU intention detection so far do not focus on detecting
fast and critical movement changes (e.g., [200, 301] rely on GPS, which is currently
rather slow and imprecise), nor do they consider the evaluation of different device
wearing locations. Furthermore, many of the studies are limited to pedestrians (e.g.,
[21, 72, 84, 99, 227, 299]); cyclists have gained little attention so far. Moreover, we
are not aware of any work investigating or studying a holistic approach to cyclist
intention detection, i.e., basic movement detection and trajectory forecasting, using
smart devices, smartphones, or other wearables. Therefore, in this thesis, we propose
a smart device-based system for fast and reliable detection of cyclist’s movement
transitions and trajectory forecasting. The approach described in this chapter involves
HAR techniques at its heart [54].
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Figure 4.1: Process for basic movement detection using smart devices. It consists of the
six stages: Preprocessing, segmentation, feature extraction, feature selection, classification,
as well as postprocessing and probability calibration.

4.2 Basic Movement Detection
In this section, we introduce our smart device-based approach to basic movement
detection. Our approach aims at detecting cyclists’ movement transitions, e.g.,
between “waiting” and “moving” (i.e., “starting”) as early as possible using smart
devices carried by cyclists. Smart devices and other wearables can detect the position,
orientation, and velocity using the device’s integrated GNSS receiver. However, the
GNSS is often affected by signal outage, especially in urban areas. This outage is
mostly caused by buildings or other objects that attenuate the GNSS signal or distort
it by multipath effects. Besides, only slow sampling rates are available for the GNSS
in smartphones today (i.e., 1 Hz). An evaluation regarding the use of smart device
integrated GNSS for intention detection is provided in Section 4.4.1. Inertial sensors,
such as the accelerometer and gyroscope, are available for high sampling rates and are
not affected by GNSS outage or other external environmental influences. Moreover,
they measure the cyclist’s movements or changes in movement directly. This makes
them perfectly suitable for the fast detection of motion transitions. We focus on
detecting cyclists’ basic movement fast and yet reliably using inertial sensors. Our
approach to detect starting movements is based on HAR [54] and machine learning
techniques.
A schematic of the basic movement detector consisting of six stages is depicted in
Fig. 4.1. The cyclists’ basic movement detection is modeled as a classification problem
(cf. Section 2.4). The basic movement detector uses inertial data, i.e., accelerometer
and gyroscope, as input. We do not utilize GNSS measurements for the detection
of basic movements for the reasons mentioned earlier. First, we preprocess the
inertial data, i.e., transform the data in a device orientation invariant representation.
Then we segment the preprocessed data and extract features. Subsequently, we
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apply feature selection to increase the generalization ability. Finally, the detection is
realized through machine learning-based classifiers, i.e., extreme gradient boosting
classifiers (XGBoost) [65]. Then as the postprocessing step, we perform an additional
smoothing and probability calibration. We smooth the prediction to increase the
robustness, e.g., to reduce false-positive detections. In [8], we introduced the approach
for the detection of cyclists’ starting intentions. Many of the descriptions of our
approach described below are taken from this work. In the remainder of this section,
we describe the stages in detail. Moreover, an extension of the approach presented
in the following to pedestrians is given in [9].

4.2.1 Preprocessing
The first stage of the basic movement detection is concerned with sensor data
preprocessing. Our approach uses the accelerometer and gyroscope sensor, which
we sample with a frequency of 50 Hz. We use the angular velocity provided by the
gyroscope to detect rotational movements, such as pedaling, while the accelerometer
is better suited to detect straight movements, e.g., forward movements. We use
gravity-compensated accelerometer data, which we refer to as linear acceleration
data. The gyroscope values are bias-corrected using the calibration supplied by the
manufacturer. We do not perform a further drift compensation. Modern smart
devices run sensor fusion algorithms. These incorporate data originating from the
gyroscope, accelerometer, and magnetometer to estimate the smart device orientation
with respect to a global reference frame, e.g., north-east direction frame. We can
distinguish between two types of orientation estimates provided by modern smart
devices’ operating systems. On the one hand side, this is an orientation estimate
incorporating only the accelerometer and gyroscope sensor and, on the other hand,
an orientation estimate that additionally includes the magnetometer sensor. With
the first, we can determine the axis of gravity, but we do not know the smart device’s
orientation with respect to a fixed global reference frame. If we use the magnetometer
the latter is possible because the earth’s magnetic field is taken into account. Besides,
the magnetometer allows to correct the drift introduced by the gyroscope. However,
the magnetometer is extremely sensitive to a precise calibration [218] and possible
magnetic perturbations, e.g., due to vehicles passing by. For this reason, the estimate
of the yaw angle, i.e., heading measured with respect to the geometric north, is
error-prone. Therefore, we avoid any dependence on the yaw angle estimate.
The preprocessing described in the following is depicted in Fig. 4.2. The idea of
Linear
Accelerometer
Gyroscope

Coordinate
Transformation

Magnitude
Magnitude

Device
Orientation
Estimation

Figure 4.2: Preprocessing of accelerometer and gyroscope signals involving coordinate
transformation and magnitude calculation.
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preprocessing is to represent the inertial data so that it is invariant to the device’s
orientation. The smart device coordinate system b is referred to as the body frame.
We transform the three components (x, y, and z) of the linear accelerometer b acc
and gyroscope b gyro signals using the orientation estimation supplied by the smart
device’s operating system. We can either use the orientation estimate involving the
fusion of the accelerometer, gyroscope, and magnetometer, or the orientation estimate
involving only the accelerometer and gyroscope. However, which orientation estimate
to use depends on whether the respective device has a built-in magnetometer. If the
device has a built-in magnetometer, we should use the orientation estimate involving
all three sensors since it has the advantage that the drift due to the gyroscope
is removed from the orientation estimate. In both cases, the transformed linear
acceleration and gyroscope data are in a coordinate frame, which is leveled with
the local earth ground plane, i.e., the z-axis is pointing towards the sky. This
coordinate frame is referred to as the local tangential frame t. Suppose we reliably
estimated the yaw angle, e.g., by using a well-calibrated magnetometer. In that
case, we could determine the smart device’s orientation with respect to the cyclist
movement direction, e.g., via GNSS usage. We could use this as a starting point for
defining a new coordinate frame, which, similar to the ego-frame, always points in the
direction of the cyclist’s movement. The transformed accelerometer and gyroscope
data in this new coordinate system would be invariant to the device’s orientation.
However, we cannot determine the transformation between the device coordinate
frame and this new coordinate frame without reliable yaw estimates originating
from a well-calibrated magnetometer. Therefore, we investigate a simpler approach.
Our approach does not necessarily require a magnetometer. This makes it also
applicable to smart devices, such as smartwatches, which do not have an integrated
magnetometer. We use the magnitude of the linear accelerometer ||t accx,y || and the
gyroscope ||t gyrox,y || in the local tangential horizontal x − y plane (also referred to
as ground plane). This representation is invariant concerning the device orientation.
Additionally, we consider the projection of the linear accelerometer t accz and the
gyroscope t gyroz on the local vertical z-axis, i.e., the gravity axis.

4.2.2 Segmentation and Feature Extraction
In the second stage, we perform a sliding window segmentation using different window
sizes of the transformed signals and consecutively use this segmentation to extract
features in the third stage. We consider features commonly used in HAR [54], such
as the energy, minimum, and maximum, which are computed for sliding window
sizes 0.1 s, 0.5 s, 1.0 s, and 2.0 s, respectively. Features computed for different window
sizes allow the detector to handle different time scales, i.e., features computed
with the smaller window sizes capture short-term dependencies, and larger window
sizes capture dependencies on a longer timescale. Furthermore, we use features
based on a polynomial approximation using orthogonal basis polynomials (with
maximal degree of three) for window lengths of 0.5 s, 1.0 s, and 2 s. The orthogonal
expansion coefficients are (in a least-squares sense) best estimators of the mean,
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slope, and curvature of the input signal [104] (cf. Section 2.5). Besides, we consider
the magnitudes of the discrete Fourier transform (DFT) coefficients for window sizes
0.64 s and 5.12 s, as successfully applied for human walking speed estimation in [241].
We only use coefficients up to the 5th order since typically human motion is best
represented by lower frequencies, e.g., the gait cycle of a pedestrian is typically
located around 1-2 Hz [241]. To make the DFT coefficients independent of the energy,
we normalize the coefficients with respect to the square root of the signal’s overall
energy within the respective window. In total, we consider 246 features.

4.2.3 Feature Selection
Selecting good features is the key to robust and yet fast basic movement detection.
The feature selection is realized in the fourth stage of our basic movement detection
approach. The feature selection uses the 246 features described in the previous
section as input. The goal is to reduce the number of features, i.e., to identify and
select only the relevant features. Subsequently, these can be used for the training of
the basic movement classifiers. The feature selection is performed off-line and can be
considered a preprocessing step. At runtime, we only use the selected features.
As with the classification in the subsequent stage, we face the difficulty of highly
imbalanced classes. To compensate for this, we balance the classes by random underand oversampling. For a detailed description of the class balancing, we refer to
Sections 2.4.1 and 2.8.1. We under- and oversample the data before the application
of the feature selection.
For the feature selection, we adopt the following approach: First, we apply
filters [196] combined with model-based approaches, and then we fine-tune the
selected features using a wrapper approach. A schematic of this is depicted in Fig. 4.3.
The goal of using filters is to pre-select a set of potentially important features and
to reduce the computational complexity. To get a large diversity concerning preselected features, we apply different filters, i.e., mutual information (MIFS), minimum
redundancy maximum relevance (mRMR) feature selection [243] and two modelbased selection techniques based on elastic net [336] and XGBoost classifier [65].
MIFS selects features that generally have a high mutual information score for the
classification target, whereas mRMR selects features with high mutual information
with minimal overlap. The model-based techniques select features suitable for the
respective classifier, i.e., the XGBoost classifier and linear discriminative model. The
model-based techniques work as follows: First, we train an XGBoost and a linear
MIFS
mRMR

XGBoost
Elas�c Net

∪

Backward
Feature Selec�on

Figure 4.3: Two-stage feature selection approach: First, we apply four different filters
(i.e., MIFS, mRMR, XGBoost, and elastic net) and take the union of the ten best scoring
features of each filter. Second, we apply backward feature selection.
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discriminative model (e.g., an elastic net) with L1 -norm as a regularizer. Subsequently,
we use proxy measures to assess the importance of the features. The classifiers provide
these proxy measures. We select ten features based on this importance measure for
each model-based technique.
We consider the union of the ten best scoring features of each method resulting
in at most 40 different features. Then, in the second stage of the feature selection,
we use these previously selected features in a wrapper approach, i.e., a backward
feature selection [126], in combination with the particular detector. As detectors, we
consider an SVM with a linear kernel and an XGBoost classifier. These are described
in the subsequent section. The wrapper approach fine-tunes the feature selection by
only selecting those which are seen as relevant by the optimization criteria. We use
an F1 -score as optimization criterion to perform a backward feature selection [126].
The hyperparameters of the classifier are fixed during the backward feature selection.

4.2.4 Classification and Postprocessing
In the fifth stage of the basic movement detector, the detection is realized utilizing a
frame-based classification. Therefore, we use classifiers trained by machine learning
methods. In this thesis, we focus on the usage of the XGBoost classifier [65].
However, any other classifier can also be used here as well. In this context, we also
investigated the usage of an SVM with a linear kernel [74]. However, the SVM
performed considerably worse than the XGBoost classifier, so we do not further
consider the SVM with a linear kernel in this thesis. Besides, in other publications on
cyclists’ starting intention detection, we examined also other classification methods,
including an SVM with radial basis function kernel [6, 8] and a CNN trained on
the extracted features as well as the raw sensor data [14]. However, we could not
find any significant improvements with either of these methods. Hence, we do not
consider them in this thesis. The frame-based classification is performed at discrete
time points with a frequency of 50 Hz. The XGBoost classifier is trained on labeled
data consisting of the longitudinal and lateral basic movements (cf. Section 2.6).
Again, we face the problem that the basic movement classes are highly imbalanced
(cf. Section 2.4.1). We solve this through randomly over- and undersampling the
different basic movement classes (cf. Section 2.8.1 for a detailed description). It
turned out that the class ratio, i.e, fraction of samples of each class used for training,
is an important factor influencing the design of the resulting movement detector. For
example, putting a strong emphasis on the waiting class results in a robust waiting
movement detection but with high delays regarding the starting detection. Hence,
this means, in addition to the ordinary hyperparameters of the XGBoost classifier, we
consider the class ratios as hyperparameters of our basic movement detector training
process. For the hyperparameter optimization, we apply a random search using three
different optimization criteria, i.e., we have a multi-objective optimization [219]. We
use the following criteria: the micro-average F1 -score, the seggt -score, and the mean
detection time.
Instead of directly using the classification returned by the frame-based classifier,
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we favor to use class probabilities representing confidence estimates about the
classification. Since the XGBoost classifier does not return proper probability
estimates (e.g., the XGBoost classifier tends to predict overconfident probabilities),
we perform a probability calibration as postprocessing step. Therefore, we fit an
additional sigmoid function, i.e., Platt calibration [234]. Next, we smooth the
probability estimates to reduce false detection. This is realized by means of a soft
voting ensemble approach [333]. We can interpret this as a moving average (i.e.,
sliding window) over the probability estimates.

4.3 Experimental Setup
In this section, we describe the experimental setup of our investigations. We limit our
description of the experimental setup to the smart device related part. We provide a
detailed description of the general experimental setup, the collected data, and the
determination of the ground truth in Section 2.6.
In our experiments, we used Samsung Galaxy S6 smartphones as well as Motorola Moto 360 and Polar M600 smartwatches. In the first measurement campaign
conducted in October 2016, we equipped the test subjects with six smart devices
(four smartphones and two smartwatches) each, whereas the purpose of using so
many devices was to investigate the impact of the wearing location. Therefore,
we equipped all test subjects with smartphones worn at different body locations.
These are also referred to as wearing locations. In our opinion, the four locations
listed in the following are typical representatives of wearing locations observed in
everyday life. We equipped the test subjects with a smartphone in their front trouser
pocket. Moreover, we equipped the test subjects with a smartphone placed in a
backpack. We placed another smart device in the front pocket of the test subjects’
jackets at their chests’ height. For those test subjects which did not possess a front
pocket at the chest, we put the smartphone within a pocket located at the chest
belt of the backpack. We mounted the fourth device at the rack of the bicycle. If no
rack was available, then we put the device into a bag mounted beneath the saddle.
The motivation behind choosing the placement on the rack is that many cyclists
carry their smartphone in a bag on their rack. Additionally, we equipped the test
subjects with two smartwatches: one at the wrist and the second one mounted to
the helmet. The latter emulates a smart sensor-equipped helmet. The smart devices
were all placed in predefined orientations, e.g., for front trouser pocket: Upright
position and display facing outwards. This placement makes the experimental setup
comprehensible and reproducible. We synchronized the time of the smart devices
with the infrastructure off-line via a so-called synchronization jump, i.e., a jump that
could be recognized on the accelerometer as well as on the video cameras. Also, in
the first measurement campaign, we recorded data from pedestrians equipped with
smart devices. In the measurement campaigns that followed, however, we restricted
ourselves to cyclists. As a result, we were able to acquire a much larger database of
cyclists equipped with smart devices in a shorter time. A more extensive database is
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beneficial for the training of the machine learning models and the representativeness
of the obtained results. Besides, in the second and third measurement campaigns (in
August 2018 and October 2018, respectively), we equipped the test subjects with
only three devices, i.e., one smartphone in the trouser pocket and two smartwatches
mounted to the wrist and helmet.

4.4 Case-Study: Smart Device-Based Intention
Detection
In this case study, we introduce the smart device-based intention detection. The case
study is organized as a collection of several smaller case studies in which we examine
different aspects of smart device-based cyclist intention detection. These smaller
case studies are based on previously published work on the topic of cyclist intention
detection [3, 6, 8, 13, 14]. In this section, these already published case studies are
complemented and put into an overall context. Besides, we consider new aspects
such as smart device-based basic movement detection for all longitudinal and lateral
basic movements as well as trajectory forecasting. The case studies considered in
this section each use parts of the data set presented in Section 2.6.
A schematic showing the structure of this section is given in Fig. 4.4. First,
in Section 4.4.1, we investigate the position and orientation estimates of current
smart devices. In particular, we evaluate the accuracy of GNSS, e.g., to be used
as a basis for trajectory forecasting. The wearing location of the smart device,
i.e., where the respective smart device is worn on the body, has a great influence
on the quality of the data measured by the respective device, e.g., position or
basic movement detection based on the inertial sensors. The detection, i.e., the
classification of the wearing location, is, therefore, an important factor to better assess

4.4.1 GNSS-based
Position, Velocity, and
Orientation Estimation

4.4.2 VRU Type and
Wearing Location
Classification

4.4.3 Starting Movement
Detection Involving
Different Wearing
Locations

4.4.5 Trajectory
Forecasting

4.4.4 Basic Movement
Detection

Figure 4.4: The organization and structure of the section as a selection of dedicated case
studies. The collection includes investigations on all essential aspects of smart device-based
intention detection.
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the quality of the measurements and predictions of a smart device. The knowledge
of the wearing location could be used to adapt the parameters of the detection
algorithms, e.g., the usage of basic movement detectors trained for dedicated wearing
locations, and thereby improve the detection accuracy. In Section 4.4.2, we present
our investigations regarding the classification of the VRU, i.e., pedestrian or cyclist,
as well as the classification of the wearing location in the context of a small case
study [3]. In Section 4.4.3, we then take a step further and evaluate the influence of
the wearing location on basic movement detection (using the detection methodology
from Section 4.2) in a case study on cyclist’s starting movement detection [8]. In
this context, we investigate the use of basic movement detectors that depend on the
wearing location. Moreover, we examine the extension of the detection methodology
introduced in Section 4.2 to other basic movements. The results of this investigation
regarding smart device-based basic movement detection for all four longitudinal and
lateral basic movements are presented in Section 4.4.4. The models described in this
case study are subsequently used for cooperative intention detection in Chapter 5.
All that is still missing for smart device-based intention detection is the smart
device-based trajectory forecast. We conclude this collection of case studies with the
presentation and evaluation of smart device-based cyclist trajectory forecasting in
Section 4.4.5.

4.4.1 GNSS-based Position, Velocity, and Orientation
Estimation
In this section, we evaluate the position, velocity, and orientation measurements
supplied by the smart device’s GNSS. In the case study presented hereafter, we
investigate the GNSS measurements of the Galaxy S6 smartphone and the Motorola
Moto 360 smartwatch (i.e., the smartwatches attached to the wrist and helmet).
Within the scope of the investigation are trajectories of cyclists equipped with smart
devices at the research intersection in Aschaffenburg, Germany. This means that
we are dealing with an urban environment. As ground truth we use the position
determined by the infrastructure cameras. The ground truth velocity and orientation
are obtained using the methodology described in Section 2.6.3. At this point, we
Test Subjects
Trajectories
Data set
Device Locations
Smart Devices

54
393
October 2016
Trouser pocket, bicycle rack, jacket pocket,
backpack, wrist, and helmet
Galaxy S6 and Motorola Moto 360

Table 4.1: Key indicators and statistics of data set used in use case GNSS-based position,
velocity, and orientation estimation.
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would like to emphasize that this is only a case study with commercially available
smart devices. The investigation is not exhaustive, nor does it reflect the current
technical possibilities, e.g., the usage of RTK-GPS and DGPS. We depict the key
indicators and statistics of the data set used in this case study in Table. 4.1. For the
recording, we used a frequency of 1 Hz. This is currently the fastest possible sampling
frequency of Android-based smartphones. Each recorded GNSS measurement consists
of position, velocity, and orientation estimates. The operating system and firmware
preprocess the recorded measurements. However, we do not have access to the code,
and therefore we were not able to determine which preprocessing was performed.
We depict the results regarding the position error in Fig. 4.5a. We see that the
averaged Euclidean error varies considerably for the different wearing locations. The
smartphones that are closer to the torso of the body, e.g., the device in the trouser
pocket and the jacket pocket, have a much larger position error. This increased error
is probably due to the shielding of the human body. The smartwatches positioned at
the wrist and on the helmet have the smallest position error. A possible explanation
for this is that the devices have a better line-of-sight to the satellites due to their
carrying location. Moreover, the smartwatch and smartphone GNSS receivers are
different, which might also explain the difference regarding the position error. These
findings regarding the position error are widely in-line with the findings of [21],
stating that we can expect an accuracy of approximately 10 m in good weather
conditions.
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Figure 4.5: In (a), we depict an evaluation of the GNSS position, velocity, and orientation
measurements for different wearing locations. In (b), we depict an analysis of the measurement delay of the velocity and orientation measurements. The results of the velocity
measurements are depict using solid lines, the results of the orientation using dashed lines.

Next, we analyze the results regarding the velocity and orientation measurements.
For the smartphone in the trouser pocket, we have a mean absolute error of 0.564 m/s
and 26.52◦ regarding the velocity and orientation measurement, respectively. However,
during our evaluations, we noticed a time shift regarding the measured velocity and
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orientation to the ground truth. This shift (or delay) is up to two seconds. This
shift is probably due to preprocessing by the firmware or operating system of the
smartphone or the smartwatch. We investigate this delay using the R2 -score. For this
purpose, we artificially shift the GNSS measurement in small steps of 100 ms up to 4 s.
For each step, we determine the R2 -score. We display the results of this investigation
in Fig. 4.5b. We restrict our investigation to the smartphone carried in the front
trouser pocket, and the smartwatch attached to the helmet. We observe that the
highest R2 -score is reached at shifts between 1.6 s and 2.6 s, depending on whether
we look at the velocity (solid lines) or orientation (dashed lines). We conclude that
the measurement is shifted (i.e., delayed) by about this period. If we correct this
shift, we obtain for the smartwatch attached to the helmet a mean absolute error
of 0.164 m/s and 10.08◦ for the velocity and orientation measurements, respectively.
The smartphone in the trouser pocket performs worse, i.e., with a mean absolute
error of 0.405 m/s and 22.76◦ , respectively. We repeat the same evaluation for other
devices. For the smartwatch Polar M600, which we used in the third measurement
campaign, we observe a similar result.
To sum up, we can conclude that the positional accuracy of GNSS receivers
integrated into today’s smartphones is not yet sufficient enough for intention detection
purposes. The error in the position measurement is too large, i.e., > 0.5 m as required
by Scholliers et al. [283]). However, the situation is different for the orientation
and velocity measurements. Apart from the delay, the measurements are already
fairly accurate. Bachmann et al. [29] require for C-ITS accuracies of 0.129 m/s and
13.5◦ for velocity and orientation measurements, respectively. Regarding the results
of the smartwatch placed on the helmet, we can state that these requirements are
almost met. Besides, in the course of writing this thesis, there have been three to
four new generations of smartphones and smartwatches. One can say that with each
generation, the positioning accuracy of the GNSS receiver is improving. Moreover,
new technology such as RTK-GPS is advancing into the market. We see these
improvements regarding new hardware with the Polar M600 smartwatch, which we
purchased in 2018. The Polar M600 is in terms of positioning error superior to
the Moto 360 purchased in 2016. If this trend continues, we can expect that the
positioning accuracy of modern smartphones will soon be high enough to implement
an intention detection system using the smart device’s integrated GNSS, only.
At this point, we would like to mention other promising approaches that rely on
the combination of GNSS with inertial sensors [84]. For example, in [13], we present
a promising approach for velocity estimation based on GNSS combined with inertial
sensors using a HAR approach.

4.4.2 VRU Type and Wearing Location Classification
In this section, we present case studies regarding the VRU type classification and
the smart device wearing location classification.
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VRU Type Classification An essential requirement for cyclist intention detection
is first to detect whether a person is cycling at all. This detection is one of the
central tasks of activity recognition [54] and mode of transportation detection [235].
In this case study, we want to investigate how well cycling can be distinguished from
other modes of transportation, in this case, walking. In this respect, we considered
16 test subjects who were both walking and cycling. We recorded a total of six hours
of data, with about three and a half hours of data from pedestrians and two and a
half hours from cyclists. For the detection, we use a Galaxy S6 smartphone, which
was carried in the front left trouser pocket. We use features based on inertial sensors,
i.e., the accelerometer and the gyroscope. The preprocessing is done analogously
to the method described in Section 4.2.1. As features, we consider the mean value,
variance, energy, and the number of zero crossings of the respective signal with a
window length of 4 s. As classifier, we use a Random Forest classifier [52] without
any further postprocessing. The evaluation is done by a three-fold cross-validation
over the VRU subjects. We achieve an F1 -score of 98.21 %. With this case study, we
show that the movement modalities cycling and walking are well differentiated. A
detailed review of methods and investigations regarding the mode of transportation
detection is given in [235].

Smart Device Wearing Location Classification The next case study deals with
the classification of smart device wearing locations [3]. We can use this information
about the wearing location to improve context-awareness and parameterize subsequent
algorithms, e.g., basic movement detection. For our case study, we consider the data
from the first measurement campaign (cf. Section 2.6). In total, we examine 49 test
subjects. We considered four smartphone wearing locations, i.e., the front trouser
pocket, the backpack, the front jacket pocket, and the bicycle’s rack. The smart
devices used for evaluation are Samsung Galaxy S6 smartphones. The smartwatches
are not covered in this case study, as we assume that their wearing locations are
known, e.g., the smartwatch on the helmet as a proxy for a smart helmet should
be located at the head. We use a two-stage approach, which comprises a moving
detection stage followed by the actual wearing location detection. The wearing
location classification is only performed if the cyclist is moving. This is based on
the idea that only during moving, there is relevant information for classifying the
wearing location. We use again features based on the inertial sensors, such as the
DFT coefficients (cf. [3] for more information). For classification, we train a random
forest classifier [52]. The results of this case study are depicted in Fig. 4.6. We can
classify the correct wearing location with an accuracy of 90 %. This result shows that
we can detect the wearing location of smart devices using only the inertial sensors.
The information about the smart device wearing location is now used to parameterize
subsequent algorithms, e.g., to select a dedicated wearing-location-specific basic
movement classifier.
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Figure 4.6: Results of the cyclist smartphone wearing location classification.

4.4.3 Starting Movement Detection Involving Different
Wearing Locations
In this case study, we examine the proposed basic movement detection process
exemplified by cyclist’s starting movement detection, i.e., we only consider the basic
movements waiting and starting. We focus in particular on investigating the effect
of the smart device wearing location on the detection results. The investigation has
been published before in [8].
Scene-Wise Evaluation and Mean Detection Delay
For evaluation, we propose a starting scene-wise evaluation. A starting scene
comprises the timespan after stopping till the cyclist is leaving the field of view
of the camera used for labeling. It consist of the waiting (I), starting movement
(II), and starting (III) phases (cf. Fig. 4.7), whereby the starting movement phase
is optional, since some cyclists start moving right away without showing any early
movements. The waiting and starting classes are defined analogously to Section 2.2.2.
Here, we additionally consider an auxiliary class starting movement, which allows to
integrate early movement indicators [139], i.e., body movements happening before the
beginning of the starting phase, indicating future behavior. The starting movement
phase is defined as the time between the first visible movement of the cyclist that
leads to a starting. The labels are defined manually based on the evaluation of
camera images. A sample starting scene involving the three phases is depicted in
Fig. 4.7. The timestamp for which the starting probability Pstarting first exceeds a
threshold s is denoted as starting detection time td .
A starting scene is rated as false-positive if the starting detection falls into phase I.
If the detection is in phase II or III, then it is rated as true-positive. If the starting
class is not detected, then it is rated as false-negative. Every waiting phase ends in
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Figure 4.7: Exemplary detection output of one scene with the moving probability Pstarting
(red), and the labeled start times of the starting movement (orange) phase and the starting
(purple) phase.

a starting phase. Therefore, we do not consider true negatives. The overall quality
regarding robustness (i.e., avoiding false detection) of the detectors is evaluated by
means of the scene-wise F1 -score calculated over all scenes.
Besides the robustness, also the starting detection time td is crucial. Therefore,
we calculate the mean time difference δt between the starting detection time td and
the labeled start time of phase III tIII of all true positives over all N scenes (Eq.
4.1). This is also referred to as mean detection delay. Smaller values are better, even
negative values are possible.
L

1X
δt =
(tdi − tIIIi )
L i=1

(4.1)

The difficulty concerning smart device-based starting movement detection is not
whether we will detect a starting movement but to detect it as early as possible, i.e., in
the range of a few hundred milliseconds after the actual starting movement. Nevertheless, the detector must also be robust, i.e., avoid false-positive detections, potentially
leading to unnecessary emergency braking maneuvers. We consider the trade-off regarding robustness and fast detection as a multi-objective optimization problem [219].
Therefore, we adopt the concept of Pareto optimality (cf. Section 2.7.1).
Starting Movement Detection
We evaluate the detection performance for four different wearing locations, i.e.,
front trouser pocket, bicycle rack, jacket pocket, and backpack. We depict the key
indicators and statistics of the data set used in this case study in Table. 4.2. We
train separate XGBoost classifiers on data originating from devices worn at the
four different wearing locations. These are referred as location-specific classifiers.
Additionally, we train a classifier incorporating data from all four wearing locations.
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Test Subjects
Trajectories
Data set
Device Locations
Smart Devices

49
84
October 2016
Trouser pocket, bicycle rack, jacket pocket,
and backpack
Galaxy S6

Table 4.2: Key indicators and statistics of data set used in use case regarding starting
movement detection involving different device wearing locations.

This classifier is referred to as location-agnostic classifier. The latter does not involve
the fusion of the data coming from all four devices; instead, we investigate whether it
is possible to develop a single classifier that can be applied for all wearing locations.
To create the Pareto front, we randomly sample and evaluate 250 different parameter combinations for each location-specific and the location-agnostic classifier. For the
XGBoost classifier, we consider the number of trees (50, 100, 200, 300, 500, and 700),
the maximum tree depth (between 3 and 10), and the learning rate (between 0.01
and 0.2) as parameters. To speed up the evaluation, we perform random subsampling.
We experimentally determined that at least approximately 7500 (30000) samples are
required to achieve reasonable results for a location-specific (location-agnostic) classifier. We consider the class weighting as an additional parameter. We integrate this
into our parameter sweep using different class subsample sizes. For a location-specific
classifier, we use sample sizes of 2500 to 15000 (in steps of 2500) for each class. For
a location-agnostic classifier we sample 10000 to 22500 (in steps of 2500) samples
from each class. The classifier is trained on labeled data from all three phases, i.e.,
phase I, II, and III. During run time only phase I and phase III are considered for
starting movement detection.
The Pareto fronts of scene-wise F1 -score and mean detection delay for the XGBoost
classifiers resulting from our random parameter sweep are depicted in Fig. 4.8. The
results of the location-agnostic classifiers are depicted in Fig. 4.8a. We observe a
strong dependency on the wearing location. We can see that the XGBoost locationagnostic classifier evaluated for smart devices located in the trouser pocket and
backpack show the best solutions concerning the scene-wise F1 -score as well as the
mean detection delay. The results for the location-specific classifiers are depicted in
Fig. 4.8b. For the location-specific XGBoost classifiers, we observe an improvement for
the trouser pocket and backpack wearing locations compared to the location-agnostic
classifier evaluated at the same wearing locations. The best XGBoost classifier with
a mean detection delay of under half a second has a scene-wise F1 -score of 94% and
a mean detection delay of 0.34 s. The detection results for the device positioned on
the rack of the bicycle are slightly better while we do not observe any noticeable
change for the device worn in the jacket pocket.
One major challenge that we observed with all classifiers is that many false-
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Figure 4.8: Pareto fronts of scene-wise F1 -scores and mean detection times for XGBoost
classifiers evaluated for different wearing locations (blue dot: trouser pocket, red square:
backpack, cyan star: jacket pocket/ chest, gray cross: bicycle rack, and yellow triangle:
Average over all wearing locations using the respective location-agnostic classifier). The
two upper figures show the evaluation of location-agnostic and location-specific classifiers.
The lower figure shows the evaluation of the location-specific classifiers on the shortened
starting scenes.

positive detections are due to misclassifications at the beginning of the waiting phase.
Movements, such as getting off the bike or adjustment of pedals, produce a similar
sensor pattern resulting in false-positive classification. To investigate the starting
detection performance more closely, we additionally examine shortened starting
scenes. We cut the scenes to 7 s before the labeled starting movement. This removes
the remaining motion originating from the stopping movement, e.g., getting off the
bike. The Pareto fronts of the shortened scenes of the XGBoost location-specific
classifiers are depicted in Fig. 4.8c. We observe an increased scene-wise F1 -score,
i.e., the XGBoost classifier reaches a scene-wise F1 -score of 97.6% at mean detection
delay of 0.35 s.
Next, we focus on the detailed evaluation of two selected starting movement
detectors. For evaluation, we compare a location-agnostic to a location-specific
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Figure 4.9: F1 -score (blue), precision (orange), and mean detection delay (green) over the
probability threshold of all starting scenes for the selected device location-specific (left) and
location-agnostic (right) classifier evaluated for the smart device worn in the trouser pocket.
The dashed lines indicate the results of location-agnostic classifier’s evaluation for all device
wearing locations.

classifier. The detectors are chosen from the Pareto front (cf. Fig. 4.8). As selection
criterion, we require a mean detection delay of at most 0.4 s. This is motivated
by the scenario mentioned in the introduction (see Section 1.2). In this scenario
of a cyclist crossing behind an obstruction, the vehicle has only 0.58 s to initiate a
breaking maneuver. If we additionally consider a communication delay of modern
Car2X-communication (e.g., IEEE 802.11p) of approximately 0.1 s, then we have
about 0.4 s seconds left for detecting the cyclists movement. For the location-agnostic
classifier, we select the XGBoost classifier with a scene-wise F1 -score of 67% and a
mean detection delay of 0.33 s. The number of trees is 100, the maximal tree depth is
eight, and the learning rate is 0.18. We compare this detector to the location-specific
XGBoost classifier for devices worn in the trouser pocket (scene-wise F1 -score of 94%
and mean detection delay of 0.34 s). The number of trees is 300, the maximal tree
depth is three, and the learning rate is 0.11. The scene-wise F1 -scores, precisions,
and mean detection delays for different probability thresholds on the moving class
are depicted in Fig. 4.9. We see that a good probability threshold for the locationspecific classifier is around 0.5. For the location-agnostic classifier, the scene-wise
F1 -score can be improved by applying a higher probability threshold. We observe
that the scene-wise F1 -score scales approximately linear with the mean detection
delay. We also see that a scene-wise F1 -score of one is not reached, not even when
the probability threshold is close to one. When approaching a threshold of one, the
scene-wise F1 -score deteriorates for both classifiers, i.e., starting is no longer detected.
Since the classifiers are calibrated, it can be concluded that the waiting and starting
classes cannot be entirely separated based on the selected features, i.e., the classes
possess a particular level of impurity.
In the following, we investigate the detection delays. We examine the distribution
of detection delays of the shortened starting scenes. The histograms of detection
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Figure 4.10: Histograms of detection delays. The histograms are smoothed by means of a
kernel density estimation with a Gaussian kernel of bandwidth 70 (Blue: trouser pocket,
Red: all wearing positions).

delays for the location-specific and location-agnostic XGBoost classifiers are depicted
in Figs. 4.10a and 4.10b. The histograms are normalized and smoothed with a kernel
density estimation using a Gaussian kernel. We see that for both, the location-specific
and location-agnostic XGBoost classifiers, some starting movements are detected
more than 1 s before the first movement of the bicycle wheel. The remaining detection
delays can be approximately described by a Gaussian centered at the mean detection
delay of the respective detectors. The distribution of the location-specific classifier is
narrower, and the one of the location-agnostic classifier is heavy-tailed.
In this case study, we present and evaluate an approach based on HAR to detect
cyclists’ starting movement using smart devices. We introduce an additional auxiliary
class to model the transition between the waiting and moving classes. This class
allows integrating early movement indicators, i.e., body movements indicating future
behavior [139]. In this way, we improve the robustness and reduce the detection
delay of the classifiers. Furthermore, we demonstrate that training distinct classifiers
for specific device wearing locations can notably improve starting detection results.

4.4.4 Basic Movement Detection
In this section, we analyze the smart device-based basic movement detection considering all four longitudinal and three lateral movement states (cf. Section 2.2.2). We
limit ourselves to the analysis of the smart device carried in the front trouser pocket.
We depict the key indicators and statistics of the data used in this case study in
Table. 4.3.
For the classification, we use an XGBoost classifier with isotonic probability
calibration [234]. Except for the probability calibration, we do not perform any
further postprocessing. The XGBoost classifier uses all 246 features (cf. Section 4.2.2),
i.e., we do not apply any preceding feature selection. Compared to the previous case
study on cyclist’s starting movement detection, the data basis in this case study is
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Test Subjects
Trajectories
Data set
Device Locations
Smart Devices

107
1.106
October 2016, August and October 2018
Trouser pocket
Galaxy S6

Table 4.3: Key indicators and statistics of data used in use case regarding smart device-based
basic movement detection and trajectory forecasting.

substantially larger. We use the complete data set presented in Section 2.6. Moreover,
the longitudinal and lateral basic movement detectors described in this case study
are later used for cooperative intention detection in Chapter 5.
We determine the hyperparameters of the XGBoost classifier using Bayesian
optimization. The XGBoost classifier for the longitudinal basic movements evaluated
in the following has a maximum tree depth of eight, a learning rate of 0.1, gamma
value of 0.0, and minimum child weight parameter of 1.0. The lateral basic movement
model has a maximum tree depth of three, a learning rate of 0.038, gamma value of
0.0, and minimum child weight parameter of 1.0. We depict the confusion matrices
for the longitudinal and lateral basic movement detection in Figs. 4.11a and 4.11c.
The F1 -scores, the seggt -scores, and the detection delays of the XGBoost classifiers
are depicted in Tables 4.4 and 4.5. The relative differences to the vehicle-based basic
movement detection approach (cf. Section 2.9.1) are shown in green (better) and red
(worse).
When examining the confusion matrix for the longitudinal basic movement detection, we observe that especially the classes starting and stopping are subject
to misclassification. The transition from “waiting” to “starting” is detected well.
Here, the misclassifications are mostly due to the delayed detection of the starting
movement. This is reflected in the detection delay of 0.356 s. However, it is difficult
for the classifier to separate the starting class from the moving class. Moreover, the
stopping class is also incorrectly classified or detected late. A possible reason for
this is the preprocessing of the sensor data. Here, we consider the magnitude of the
inertial data in the x − y plane. This representation is orientation-invariant, but it
also removes any information about the cyclist’s heading. Only from the magnitude,
it is impossible to recover whether the cyclist is currently accelerating or decelerating.
This complicates the detection of stopping movements. Another possible cause lies
in the device wearing location considered in this experiment. In many cases, cyclists
still move their legs, even when the bicycle itself (to be more precise the bicyclist’s
rear wheel) is already standing, e.g., many cyclists get off their bikes or adjust their
pedals. These movements are then often wrongly classified as “moving” or “stopping”.
This explains the very high detection delay of 0.792 s.
Furthermore, we also observe that the seggt -scores (see Tab 4.4) of the smart
device-based approach are better than that of the vehicle-based approach, i.e., the
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Figure 4.11: Normalized confusion matrices as well as reliability curves of the smart
device-based basic movement detection.

basic movement detection is more robust. The only exception is the detection of the
stopping movement. Here, the smart device-based approach performs substantially
worse. Regarding the detection of the lateral basic movements, the results are almost
comparable to those of the vehicle-based detection. With respect to the F1 -score,
“turn right” is detected slightly better, whereas “turn left” is detected slightly worse.
The seggt -scores of the smart device-based approach for the lateral basic movements
are slightly higher than those of the vehicle-based approach. However, the detection
delay of the smart device-based approach is much larger. The more considerable
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detection delay of “straight” is probably because “straight” also contains “waiting”, and
for the waiting class the smart device-based approach per se already has a relatively
high detection delay. From the reliability diagrams in Figs. 4.11b and 4.11d, we
can conclude that the probabilities of the classifiers are well-calibrated with a minor
exception only for the stopping class.

Longitudinal
Movements
Waiting
Starting
Moving
Stopping

F1 -score [-]

seggt -score [-]

Detection Delay [s]

0.961 (- 2.0 %) 0.491 (+ 9.4 %)
0.757 (- 7.8 %) 0.383 (+ 29.1 %)
0.904 (+ 2.7 %) 0.747 (+ 25.8 %)
0.286 (- 65.1 %) 0.302 (- 56.7 %)

0.356 (+
0.254 (0.074 (0.792 (+

130.7 %)
25.2 %)
21.3 %)
271.2 %)

0.727 (- 16.9 %)
0.894 (- 4.32 %)

0.367 (+ 47.8 %)
0.258 (+ 83.9 %)

Complete
Longitudinal
Macro Average
Micro Average

0.481 (- 5.6 %)
0.589 (+ 14.5 %)

Table 4.4: Statistics of the smart device-based longitudinal basic movement detection.
The percentage changes with respect to the vehicle-based basic movements detections (cf.
Table 2.6) are depicted in brackets where improvements and deteriorations are depicted in
green and red, respectively.

Lateral
Movements
Straight
Turn Right
Turn Left

F1 -score [-]

seggt -score [-]

Detection Delay [s]

0.962 (- 1.8 %) 0.759 (+ 3.6 %)
0.813 (+ 4.7 %) 0.617 (+ 5.3 %)
0.693 (- 7.8 %) 0.515 (+ 5.8 %)

0.119 (+ 512.3 %)
0.433 (+ 63.4 %)
0.602 (+ 128.3 %)

0.823 (- 1.6 %)
0.938 (- 2.6 %)

0.385 (+ 110.6 %)
0.236 (+ 109.6 %)

Complete Lateral
Macro Average
Micro Average

0.630 (+ 4.7 %)
0.703 (+ 6.5 %)

Table 4.5: Statistics of the smart device-based lateral basic movement detection. The
percentage changes with respect to the vehicle-based basic movements detections (cf.
Table 2.7) are depicted in brackets. Where improvements and deterioration are depicted in
green and red, respectively.
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4.4.5 Trajectory Forecasting
In this section, we investigate the usage of smart devices for trajectory forecasting.
As before with the basic movement detection, we focus on a single wearing position.
In our investigations, we consider a Samsung Galaxy S6 device placed in the trouser
pocket. In this investigation, we do not use the two-stage intention detection process
consisting of basic movement detection followed by trajectory forecasting. Instead,
we focus on the realization of a trajectory forecasting module using the smart device’s
sensors and examine the potential of this approach in principle. We depict the key
indicators and statistics of the data used in this case study in Table. 4.3. Since
the GNSS is too inaccurate, we only forecast relative positions in the ego-frame.
In doing so, we do not need absolute positioning information for forecasting. If
we want to use the issued forecast with respect to a global coordinate system, we
merely have to transform it back from the ego-frame. A possible use case would
be, for example, that the smartphone issues a trajectory forecast in the ego-frame
and transmits this forecast to an oncoming vehicle. The vehicle sees the cyclist
and can determine the cyclist’s position. This vehicle can now use the cyclist’s
position to transform the received forecast into a global or its local coordinate system.
The advantage of forecasting the trajectories in the ego-frame is that the trajectory
forecast is independent from the possible large absolute positioning error of the
smart device’s integrated GNSS receiver. Furthermore, this approach allows us to
predict trajectories based on the inertial sensors only. In the following case study, we
investigate an approach to cyclist’s trajectory forecasting using the smart device’s
inertial sensors only.
We use a neural network for trajectory forecasting. The forecasting time horizon
is 2.5 s and we have a lead time increment of 40 ms. Hence, the neural network
has an output dimensionality of 126 (63 × 2, i.e., one for the longitudinal and one
for the lateral position). The process of preprocessing and feature extraction of
our smart device-based forecasting approach is mostly analogous to the approach
described in Section 4.2 for basic movement detection, i.e., we use the features
described in Section 4.2.2 as input for the neural network. However, the feature
selection for trajectory forecasting is more difficult because we have not only one
output variable but two output variables for each forecasting lead time, i.e., 126
in total. The feature selection method described in Section 4.2.3 is designed for
classification tasks, i.e., basic movement detection. Hence, we cannot transfer it in a
straightforward way. Hence, our approach aims to convert the multivariate regression
Model Type
All Features
Selected Features

Complete

Waiting

Starting

Moving

Stopping

Straight

Turning Right

Turning Left

0.353
0.463

0.342
0.459

0.303
0.379

0.375
0.483

0.378
0.489

0.353
0.462

0.334
0.480

0.363
0.456

Table 4.6: The table shows the ASAEE in m/s of the respective motion types. We consider
two different smart device trajectory forecasting models: One model using all features and
a second using only the features selected by the feature selection procedure.

172

task into a multi-class classification task. Therefore, we first perform clustering in
the output domain, i.e., in the 126-dimensional target space. We use the cluster
assignments to discretized the output variables into a set of 100 target classes. In
this way, we reduce the multivariate regression to a classification task and may apply
feature selection methods for classification tasks. Note, we only use this modeling
for feature selection. We apply two feature selection approaches: a filter based on
the chi-squared statistics and a model-based approach using a gradient boosting
classifier. We union the features selected by both methods. As before, the intuition
about using the combination of two different feature selection methods is to get a
diverse set of different features (cf. Section 4.2.3). Subsequently, we train a neural
network with these features. For this purpose, we first standardize the features. We
optimize the neural network on the ASAEE using the Adam optimizer [167]. The
hyperparameters of the neural network, i.e., the learning rate, the number of hidden
layers, the number of neurons in the hidden layers, and the number of epochs for
training are determined using Bayesian optimization [292]. We use exponential linear
units (ELU) as the activation function [68].
The results of our investigation are presented in Table 4.6. We compare the
approach using feature selection to the approach where we do not reduce the number
of features. As we can see, the model that uses all features has better ASAEE scores
across all movement types. In the following, we compare the smart device-based
model, which uses all features, to the infrastructure- and vehicle-based trajectory
forecasting approaches (cf. Sections 2.8.2 and 2.9.2). The results of this investigation
are shown in Fig. 4.12.
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Figure 4.12: Boxplot showing the results of the trajectory forecasting comparing the three
different modalities, i.e., smart devices, vehicle- and infrastructure-camera-based trajectory
forecasting. The box plot is created by considering 21 test subjects.
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As we can see, the smart device-based approach has worse ASAEE scores for almost
all movement types compared to the vehicle- or infrastructure-based approaches.
However, there are a few exceptions, e.g., the ASAEE for starting movements is
lower. Furthermore, the forecasting errors for turning, i.e., right as well as left, are
comparable to those of the infrastructure-based approach. The smart device-based
approach performs here better than the vehicle-based approach. We observe a similar
result for moving cyclists. Besides, we also observe that the variance or interquartile
range (IQR) is usually noticeably greater for the smart device-based approach with
regard to the ASAEE. This applies to both directions, i.e., in some cases the smart
device-based approach is considerably better but sometimes also notably worse.
Based on these results, we see that the smart device-based approach is not yet
fully competitive with the vehicle- or infrastructure-based approaches. However,
the smart device-based approach already performs comparably or better in some
cases. We would like to exploit the potential for improvement within a cooperative
approach in Chapter 5.

4.5 Incorporating Multiple Devices
In the future, people will carry, instead of a single smart device, e.g., a smartphone,
a large number of smart devices with them. These are, for example, smartwatches,
which are already widely used today. In the future, these may also include cloths
containing sensors or helmets equipped with sensors, i.e., smart helmets. It is also
likely that future bicycle generations are equipped with intelligent assistance systems,
sensors (e.g., cameras and LIDAR) and V2X communication capability [42]. In the
following, we refer to all these devices described before as smart devices. All of
these smart devices can potentially be used to anticipate cyclists’ movements, to
communicate them (e.g., to an oncoming vehicle), and thereby make an important
contribution to improving cyclists’ safety. The smart devices described previously
measure different aspects of cyclist movement due to their different wearing locations
or other sensor types. If these devices are connected, for example, using a kind of
wireless body area network (BAN) [187] for cyclists, then the smart devices can
exchange information. This information can be fused and refined and subsequently
be used for cyclist intention detection. We refer to such a wireless network as a
bicycle area network (BicAN). An example BicAN is shown in Fig. 4.13. Here, a
cyclist is equipped with a smart helmet and a smartwatch. The cyclist also carries
a smartphone with him/her. The devices communicate via Bluetooth to exchange
information. The smart helmet and the smartwatch, for example, might have better
GNSS signal due to their wearing location, so that their information should be
preferably used for positioning. The smartphone, which is located, for example, in
the trouser pocket, can give information about the pedaling frequency. If we combine
these two pieces of information, we could, for example, improve the positioning or the
forecasting of the future trajectory. We can fuse this information either centralized
(e.g., on the smartphone) or in a decentralized fashion (e.g., on each device itself).
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Figure 4.13: Exemplary illustration of a BiCAN using multiple smart devices, e.g., smart
helmet, smartwatch, and smartphone.

In the following, we present two case studies to demonstrate the potential of
a BicAN incorporating the usage of multiple smart devices for cyclist movement
anticipation. In the first case study, we investigate the use of a helmet equipped
with sensors, i.e., a smart helmet. However, as we do not have a ready-to-use smart
helmet yet, we use a smartwatch attached to the cyclist’s helmet. In the second
case study, we investigate the use of multiple smart devices for longitudinal basic
movement detection.

4.5.1 Smart Helmet Combined with a Smartphone for
Improved Orientation Estimation
In this section, we investigate the possibility to use of a smart helmet as an additional
device connected to a smartphone. In our investigations concerning GNSS-based
position, velocity, and orientation estimation (cf. Section 4.4.1), we found that
especially the device placed on the helmet provides excellent velocity and orientation
measurements. However, the sampling rate of 1 Hz is far too low for our intended
applications, e.g., basic movement detection. Therefore, we present an approach
where we combine inertial sensor measurements with GNSS measurements. In this
case study, we combine the GNSS measurements from the smart helmet with the
inertial sensors of a smartphone carried in the trouser pocket. We display the key
indicators of the data used in this case study in Table. 4.7. An implementation of our
approach could be that the smart helmet sends its current GNSS measurement via
Bluetooth to the cyclist’s smartphone. On the smartphone, the GNSS data is now
combined with the smartphone’s inertial sensor data to obtain an improved velocity
or orientation estimate. For the orientation estimation, we use a Kalman filter [302]
running on the smartphone. The velocity estimation based on the combination of
GNSS and inertial sensor data turned out to be much more difficult. However, we
were able to achieve very good results using machine learning models and HAR
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Test Subjects
Trajectories
Data set
Device Locations
Smart Devices

48
257
October 2016
Trouser pocket and helmet
Galaxy S6 and Motorola Moto 360

Table 4.7: Key indicators and statistics of data used in use case regarding combination of
smart helmet and smartphone for improved orientation estimation.

techniques. But, for the sake of brevity, we omit this approach here and refer the
interested reader to [4].
We use a delayed Kalman Filter [189] to fuse the GNSS measurement with the
inertial sensor data. The delayed Kalman filter is intended to account for the delayed
measurement of the orientation measurements provided by the GNSS receiver of the
smart helmet. We determined the delay by considering the R2 -score (see Section 4.4.1).
Regarding the smartphone’s inertial sensors, we consider the gyroscope solely. The
values measured by the gyroscope are first converted into the local tangential frame
(see Section 4.2.1). In this coordinate system, we then consider t gyroz , i.e., the
angular velocity around the vertical z-axis, solely. In the following, we denote this
with ω̂t .
The state-space of our Kalman filter is given by the orientation of the bicycle ϕ.
The process and measurement models are given by
ϕt = ϕt−1 + Bt ut + wt ,
zt = ϕt + vt .

(4.2)
(4.3)

The process wt and the measurement noise vt are assumed to be normally distributed
with wt ∼ N (0, σϕ,t ) and vt ∼ N (0, σz,t ), respectively. Bt denotes the control-input
matrix and ut the control-input. zt models the measurement at time t. We interpret
the measurements of the gyroscope as the control-input, a technique that is widely
used in the field of robotics [302]. Using this, our process model simplifies to
ϕt = ϕt−1 + δt ω̂t + wt ,

(4.4)

where δt is the discrete-time increment. With respect to the integration of timedelayed measurement, we distinguish two points in time. This is the time at which
the measurement is available to the Kalman filter t0 and then the time t∗ , which is
associated with the measurement. When integrating a time-delayed measurement, we
first “unwind” the Kalman filter to the time t∗ . Then, we integrate the measurement,
i.e., we perform a regular Kalman filter update [302]. Then we “wind up” the Kalman
filter again until t0 . This is done using the process model. Depending on the sampling
and delay under consideration, an integration of delayed measurements can be very
computationally expensive. Further information, as well as an improved realization
regarding the processing time, can be found in [189].
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Figure 4.14: Bar plots showing the evaluation of the orientation estimation of the approach
using both the smartphone and the smart helmet, as well as the smart helmet only. We
evaluated the orientation estimates for different velocity ranges, i.e., the complete data set,
moving faster than 0.5 m/s, and slower than 0.5 m/s.

In the following, we present the results of the orientation estimation involving a
smartphone and a smart helmet. We examine the following device combinations:
First, GNSS from the smart helmet with gyroscope data from the smartphone in the
trouser pocket and, second, only the smart helmet (i.e., GNSS and gyroscope data
from the helmet). The experiments are conducted off-line with real data. The results
are based on data from the first measurement campaign in 2016 (see Section 2.6).
We do not consider any communication delays, as these are not large compared to
the delay of the GNSS measurement. We tune the hyperparameters of the Kalman
filter, i.e., the process- and measurement noise, using a grid search. We depict the
results of our investigation in Fig. 4.14.
The fusion of the GNSS measurements obtained from the smart helmet and the
gyroscope measurements of the smartphone in the trouser pocket can greatly improve
the orientation estimation. We see this by inspection of the improved R2 -score and
the lower RMSE. If we consider the R2 -score of the orientation estimation for lower
velocities, we notice that the estimates yield poor results. For the smart helmet only,
the R2 -score is negative, which means that the predictions here are worse than a
simple mean value prediction. There are apparently two reasons for this. The first
reason is the ground truth orientation data, which is not necessarily faultless for slowly
moving or standing cyclists (cf. Section 2.6). We assume that in some cases, where
the cyclists are standing or slowly moving, the orientation measurements provided by
the smart helmet is indeed more accurate than the ground truth. Moreover, the poor
RMSE of the approach, which uses only the smart helmet’s sensors, may also be due
to the fact that the measurements of the gyroscope do not measure the change in
orientation of the bicycle, especially when waiting. This is due to the fact that many
cyclists look around while standing, which is then mistakenly interpreted as a change
in the bicyclist’s orientation. However, in contrast to the head orientation of the
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Test Subjects
Trajectories
Data set
Device Locations
Smart Devices

51
208
October 2016
Trouser pocket, wrist, and helmet
Galaxy S6 and Motorola Moto 360

Table 4.8: Key indicators and statistics of data used in use case inter-device cooperation
for basic movement detection.

cyclist’s head, the orientation of the bicycle has not changed. The smartphone in the
trouser pocket is less susceptible to this. During our experiments, the smartphone
remained untouched in the trouser pocket the whole time. This explains the slightly
better R2 -score. However, it should be noted that this benefit is, of course, lost as
soon as the cyclist moves or uses his/her smartphone while standing.

4.5.2 Inter-device Cooperation for Basic Movement Detection
In this section, we present a case study for longitudinal basic movement detection
using multiple smart devices. For this purpose, we consider the smartphone carried
in the trouser pocket, the smartwatch at the wrist, and the device at the helmet.
The results of the case study presented in the following have been published in [74].
The data basis for this case study comprises of 49 cyclists recorded during the first
measurement campaign in 2016 (cf. Section 2.6). In this case study, we restrict
ourselves to data originating from the inertial sensors, i.e., we do not consider
GNSS measurements. For comparison, we train classifiers for each of the three
considered devices. These are our baseline models. We use the features and feature
selection methodology described in Section 4.2. For classification, we apply XGBoost
classifiers [65], followed by an isotonic regression for probability calibration [234].
To assess the trade-off between robustness and detection time, we consider Pareto
fronts. Therefore, we evaluate different hyperparameters using a randomized search
with 250 trials. In this respect, we apply ten-fold cross-validation over the test
subjects. Moreover, we measure the robustness of a detector using the seggt -score
(cf. Section 2.7.1). We reveal the essential indicators of the data used in this case
study in Table. 4.8.
Fusion Paradigms
We considered three different methods to combine the measurements of the three
smart devices:
• Fusion of the feature spaces of all devices (feature stacking),
• Fusion at the decision-level of the basic movement detections (classifier stacking),
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• Hybrid approach combining the fusion of the feature spaces and the decisionlevel fusion.
We restrict ourselves to a centralistic fusion approach. In the case under consideration,
we assume that the fusion of the measurements and predictions of the smart devices
is performed on the smartphone. The choice of the smartphone as the point of fusion
is based on the premise that today’s smartphones have the necessary computing
power, enabling more complex calculations to be performed here. However, this
is only an example; the fusion could also be carried out on any other device. In
this case study, we do not consider communication delays, i.e., we assume that the
communication delay between the devices is negligible.
Smartphone
Smart Helmet

Stacked Featurespace

Smartwatch

BM Classiﬁer

Smartphone
Features

Figure 4.15: Fusion of feature spaces (i.e., feature stacking) with subsequent basic movement
(BM) detection.

For the fusion of the feature spaces (see Fig. 4.15), we propose a stacking of the
feature spaces of the three devices. As the devices are all worn at different locations
on the body, they also measure different aspects of the motions performed by the
cyclist. For this reason, we have decided against fusing the individual features (e.g.,
averaging) and instead decided to stack the feature spaces. The merged feature space
therefore has 3 × 246 =738 dimensions. We reduce the dimensionality of this feature
space by applying the two-stage feature selection procedure presented in Section 4.2.3.
Based on the selected features, we then train a classifier for the detection of the
longitudinal basic movements.
Smart Helmet
Features
Smartwatch
Features
Smartphone
Features

Smart Helmet BM Classiﬁer
Smartwatch BM Classiﬁer

Smartphone

Fusion BM Classiﬁer

Smartphone BM Classiﬁer

Figure 4.16: Combination of basic movement (BM) detections by classifier stacking.

The fusion at decision-level (Fig. 4.16) is based on the trained classifiers of the
individual smart devices. For each smart device, we train a dedicated classifier.
These are referred to as base classifiers. Their outputs (i.e., predicted probabilities
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of the individual classes) constitute a new feature space. Subsequently, we train a
new classifier based on this feature space. In literature, this approach is also known
as classifier stacking or stacking ensemble [333]. We obtain the predictions of the
base classifiers used for training the stacked classifiers using cross-validation (cf.
Section 2.6).
The third and last approach is a hybrid approach. This hybrid approach (see
Fig. 4.17) uses the stacked feature space of all smart devices, and additionally, the
predicted probabilities, as described before. The feature space is again reduced
through the application of the two-stage feature selection procedure.
None of these methods is genuinely adaptive. If a new smart device enters or leaves
the cooperation, all classifiers used for fusing the measurements of the devices have
to be adapted accordingly. We do not examine the adaptivity aspect in detail in the
case study under consideration. However, this is an important point for future work.
In the following, we refer to a detector (or classifier) based on the data of a
single device as a single-device basic movement detector, or single-device classifier.
On the contrary, we refer to a detector which is based on multiple devices as a
multiple-devices basic movement detector, or alternatively multiple-devices classifier.
Thereby, we always assume that a multiple-devices basic movement detector fuses
data from several devices.
Smart Helmet
Features

Smart Helmet BM Classiﬁer

Smartphone

Smartwatch
Features

Smartwatch BM Classiﬁer

Fusion BM Classiﬁer

Smartphone
Features

Smartphone BM Classiﬁer

Stacked Featurespace

Figure 4.17: Combination of basic movement (BM) detections using a hybrid approach
consisting of classifier stacking with additional feature stacking.

Results of Single-Device Basic Movement Detectors
In the following, we present the results of the classification of the three considered
smart devices. We use the results of the single-device classifiers later as a baseline.
At this point, we refer to the findings of the case study on smart device-based basic
movement detection in Section 4.4.4. However, the difference here is that we consider
different wearing locations as well as different hyperparameter combinations and
multiple optimization criteria. In this case study, we only use data of the first
measurement campaign (see Section 2.6). The Pareto fronts, which resulted from
the evaluation of XGBoost classifier’s hyperparameter evaluations, are shown in
Fig. 4.18a. The F1 -scores of the same classifiers are depicted in Fig 4.18b. Note that
the Pareto optimal classifiers with respect to the seggt -score and average detection
delay are not Pareto optimal with respect to the F1 -score and average detection time.
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(a) Pareto fronts of the single-device classifiers with respect to seggt -score and average detection
delay.
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(b) Results of the single-device classifiers with respect to F1 -score and average detection delay.

Figure 4.18: Pareto fronts of single-device classifiers with respect to seggt -score and average
detection delay are shown in (a). The F1 -scores of the same single-device classifiers plotted
against the average detection delays are given in (b). The colors indicate different device
wearing locations, i.e., yellow: trouser pocket, blue: smartwatch, and red: smart helmet.
The selected classifiers for further inspection are marked with a black box.
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The seggt -scores are in the range of 0.21 to 0.54, the average detection delays over
all classes are between 0.281 s and 0.978 s. We observe substantial differences in the
Pareto fronts. Surprisingly, the smart helmet performs rather poorly in terms of the
scores considered. Altogether, we can conclude that the classifiers based on the data
from the smartwatch mounted at the wrist provide the best detection results.
For decision-level fusion and fusion using a hybrid approach, we have to choose
for each smart device a base classifier. We choose the classifier with the highest
seggt -score, which has an average detection delay of less than 0.7 s. The scores of the
selected classifiers are marked with a black box (see Fig. 4.18a). The three selected
classifiers have seggt -scores from 0.47 to 0.54 and average detection times of less than
0.7 s.
Results of Multiple-Devices Basic Movement Detectors
In the following, we discuss the results of longitudinal basic movement detection
using multiple cooperating smart devices. We evaluate the three fusion approaches
presented before. The Pareto fronts are based on a randomized hyperparameter
search with 250 random trials (cf. Section 4.4.3 for more details). Hereafter, we first
examine whether the fusion of several smart devices provides an advantage. For
this purpose, we examine the Pareto fronts of the single-device classifiers and the
multiple-device classifiers considering different fusion approaches. Fig 4.19 shows
the Pareto fronts of the single-device classifiers, as well as the Pareto fronts of the
different fusion approaches. The blue stars represent multiple-device classifiers, and
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Figure 4.19: Results of the single-device approaches as well as the multiple-devices approaches with respect to the seggt -score and the average detection delay (blue stars:
multiple-devices classifier, red circles: single-device classifier)
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the red circles represent classifiers without fusion. Since the Pareto fronts of different
single-device classifiers, as well as different multiple-devices classifier approaches are
shown simultaneously, some of the points shown are no longer Pareto optimal when
considering the scores of all models.
We see that the combination of data originating from multiple smart devices leads
to both faster and more robust longitudinal basic movement detection. Nevertheless,
it is noticeable that the maximum seggt -score is below 0.6. The fusion seems to have
more effect on the average detection delay. With regard to the robustness in the
form of the seggt -score, we cannot see any major improvements.
In the following, we examine and compare the results of the different fusion
methods. The Pareto fronts of the three approaches are shown in Fig. 4.20. The
results show that the different fusion paradigms yield considerably different results
in some cases. The decision-level fusion multiple-devices classifiers on the respective
Pareto front have smaller detection delays compared to the other approaches. The
detection delays are in a range from 0.194 s to 0.38 The hybrid approach achieves
detection delays between 0.24 s and 0.72 s. Thus, the hybrid approach is regarding
the detection speed slower but reaches higher seggt -scores. The feature stacking
approach usually performs slightly worse than the hybrid approach both in terms of
detection delay as well as seggt -score.
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Figure 4.20: Pareto fronts of the different fusion approaches with respect to the seggt score and the average detection delay (blue: fusion of the feature space, yellow: fusion at
decision-level, and red: hybrid approach)

Fig. 4.21 shows the same classifiers as before, but this time, the y-axis denotes
the F1 -score instead of the seggt -score. This allows a different assessment of the
classification performance. We see that the Pareto optimal classifiers regarding the
seggt -score and the average detection delay are not Pareto optimal regarding the
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F1 -score and the average detection delay. On the other hand, it is striking that high
F1 -scores are achieved with low average detection delays. On the other hand, these
classifiers have a rather low seggt -score. This indicates that the “faster” models have
more insertion or fragmentation errors than the “slower” models.
Further detailed consideration and extensive evaluation regarding the use of
multiple smart devices for basic movement detection is provided in the work of
Depping [74].
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Figure 4.21: Multiple-devices classifiers Pareto fronts with respect to seggt -score and the
average detection delay plotted for the F1 -score and the average detection delay. (blue:
fusion of the feature space, yellow: fusion at decision-level, and red: hybrid approach)

4.6 Discussion and Intermediate Conclusion
In this chapter, we present a great variety of different studies regarding the use of
smart devices for cyclist intention detection. Moreover, we introduce a new HARbased process for both robust and yet fast basic movement detection. In a case study
on GNSS-based positioning accuracy, we show that the current positional accuracy
is not yet sufficient for smart device GNSS-based intention detection. However, we
also demonstrate that GNSS-based orientation and velocity estimates are already
reasonably accurate. Furthermore, we observe a strong relationship between the
accuracy of the measurements and the device wearing location. We confirm the same
observation for basic movement detection. Therefore, we consider in a case study the
cyclist starting movement detection. Here, we demonstrate that the device wearing
location has a great impact on detection performance. Also, in this case study,
we show that training distinct classifiers for different wearing locations improves
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detection results. In this respect, we investigate in another case study that the
wearing location of a smartphone can reliably be detected using HAR. Regarding
the longitudinal and lateral basic movement detection, we show that the results of
a smart device-based detection are comparable to those of vehicle-based detection.
Only the stopping movements are detected worse. All other basic movements are,
regarding our robustness measure, i.e., the seggt -score, detected much more robust.
Besides, we demonstrate a smart device-based trajectory forecast approach within a
case study. The results of this approach are not yet comparable with those of the
vehicle- and infrastructure-based trajectory forecasting. However, for some movement
types (e.g., “starting” and “turning”), the smart device-based trajectory forecasting
approach achieves smaller forecasting errors.
Finally, we take a further look into the future and elaborate on the use of multiple
cooperating smart devices. In this respect, we suggest the introduction of a BicAN.
We demonstrate the advantages of a BicAN, i.e., the cooperation among different
smart devices, in two case studies. In the first case study, we show the advantages
of a smart helmet for improved orientation estimation of cyclists. In the second
case study, we exhibit that the use of multiple devices allows faster and more robust
longitudinal basic movement detection.
Using smart devices, the cyclist himself or herself becomes a sensor that can actively
participate in the C-ITS. Among other reasons, the usage of information originating
from smart devices is especially appealing in case of bad visibility and occlusion. The
approaches proposed in this chapter are applied to the cooperative cyclist intention
detection in Chapter 5. For example, the smart device’s GNSS-derived position, the
orientation, and velocity estimates from Sections 4.4.1 and 4.5.1 are used as input to
the probabilistic trajectory fusion. The resulting probabilistic model of the input
trajectory is then employed for intention detection, i.e., basic movement detection
and trajectory forecasting. The smart device-based basic movement detections (see
Section 4.4.4) are utilized in the cooperative basic movement detection approaches in
Section 5.4. The same applies to the trajectory forecasts of the smart device-based
trajectory forecasting approach (cf. Section 4.4.5). The forecasts issued by this
approach are combined with vehicle- and infrastructure-based forecasts in Section 5.6
using a CSGE. To sum up, smart devices are an integral part of our approach to
cooperative cyclist intention detection.
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5 Cooperative Intention Detection
In this chapter, we consider cooperative approaches to cyclist intention detection.
For this, we use in particular the findings from the preceding Chapters 2 and 4. In
this chapter, we investigate cooperation at different levels, including cooperation
based on input trajectories (i.e., cyclist position and orientation), cooperation based
on basic movements, and cooperation based on trajectory forecasts. We provide and
evaluate a multitude of different methods from the field of sensor-data fusion and
machine learning. In this context, we present innovative solutions for a wide range
of challenges such as delay, sensor outage and occlusion, out-of-sequence fusion, and
information loops. In addition to the methodical aspects, we also discuss potential
realizations using the currently available technological possibilities (from the side of
V2X) as well as current communication standards and protocols.
A schematic of the structure of this chapter is depicted in Fig. 5.1. The chapter
is structured as follows: First, in Section 5.1, we review the state of the art in
cooperative intelligent transportation systems (C-ITS) and cooperative perception
in vehicular networks. Subsequently, we present the fundamentals of multi-sensor
data and knowledge fusion in Section 5.2. This section also includes a review of
the state of the art in the field of multi-sensor data fusion. Then, in Section 5.3,
we introduce the fundamentals of the coopetitive soft gating ensemble (CSGE) as
this ensemble is one of the central methods used for cooperative intention detection.
Next, we present our first approach to cooperative intention detection in Section 5.4.
The first approach is the cooperative probabilistic trajectory fusion using orthogonal
polynomials. Subsequently in Section 5.5, we present and evaluate multiple methods
for cooperation on the level of basic movement detections. In Section 5.6, we introduce
an approach to cooperative trajectory forecasting using the CSGE. Subsequently, we
compare the different approaches to cooperative intention detection in Section 5.7.
Finally, we conclude this chapter with a discussion and intermediate conclusion in
Section 5.8.

5.1 State of the Art – C-ITS
In this section, we review the state of the art regarding cooperative perception and
intention detection. However, before we can give an overview of the state of the
art, we first clarify the term “cooperative behavior”. In the literature, the term
cooperation is often used, but many articles lack a clear definition of cooperation
and cooperative behavior [76]. In the following, we review various definitions of
cooperative behavior in the context of intelligent transportation systems (ITS),
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Figure 5.1: Organization and structure of the chapter with its respective subsections.

automated driving, as well as cooperative perception and prediction.
The Oxford Dictionary defines cooperation as the action of working together to
the same end [246]. In this particular situation “to the same end” refers to increased
safety of pedestrians, cyclists, and other road users, which can be accomplished
through early and reliable anticipation of the VRU’s intention. Aramrattana et al.
define cooperative behavior as behavior that includes two or more actors working
towards a common goal or mutually beneficial goal [26]. They consider interaction
and information exchange using explicit as well as implicit communication as a
basic requirement for cooperative behavior. In [76], Düring et al. propose a different
definition of cooperative behavior based on consideration of an individual utility
function for each road user. This road user-specific utility function might include
conflicting goals. According to this work, a cooperative behavior “willingly and
knowingly increases the total utility of participating road users [...] compared to a
non-cooperative reference behavior”. Zimmerman et al. and Burger et al. propose a
more general definition of cooperative behavior: Cooperation can be described as a
mechanism of acting and working together towards a common goal with the use of
limited and shared resources [335, 55]. The common goal is modeled and specified
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through a utility function that incorporates the individual road user’s goals, e.g.,
reaching their destination comfortably and timely while driving efficiently under
the prerequisite of safety. Hence, a cooperative behavior is defined in terms of the
maximization of the total utility of all road users involved. This definition allows for
a quantification or rating of cooperative behavior, i.e., by accounting for the total
amount of utility of all road users involved [55]. Throughout this thesis, we adopt
this general definition of cooperation and apply it to cooperative intention detection.
As proposed by Burger et al., there are multiple levels of cooperation involving
information- and maneuver-based cooperation [55]. The latter refers to cooperative
maneuver planning. In contrast, information-based cooperation incorporates the
willingly, knowingly, and explicitly sharing of information and (sensor-)data to
increase the utility of other road users. The utility can, for example, be measured
in terms of the range of the perceptual horizon, the number of resolved occlusion
situations, the ability to detect objects, pedestrians, or cyclists faster and more
reliable, or reduced perceptive uncertainties. Information-based cooperation includes
cooperative perception and cooperative prediction as sub-modules. The cooperative
intention detection aspired in this thesis can be embedded in this framework. The road
users’ utility function then essentially comprises the intention detection performance,
e.g., measured by the trajectory forecasting error. Hence, in our case cooperation
essential refers to sharing and combing information originating from different agents
to improve cyclist intention detection.

5.1.1 Cooperative Systems and Perception with Focus on
VRU
Cooperative automated driving [77, 297] and cooperative perception [166] is strongly
linked to C-ITS. As discussed earlier, C-ITS aim at providing safety, comfort, less
congestion, and environmental benefits [296].
Aramrattana et al. define a C-ITS as “a technical system that implements cooperative behavior based on communication between two or more actors in the system”.
Within such a C-ITS, information is shared between many actors such as vehicles,
infrastructure, and cloud services. It consists of six integral components aimed
for communication, sensor fusion, environment perception, decision making, actuation, and human driver interaction. Wireless communication via vehicle to vehicle
(V2V), vehicle to infrastructure (V2I), and cellular communication systems are basic
requirements and enabling technologies.
Currently, two communication technologies are competing: the Wi-Fi-based ITSG5 and the novel upcoming 5G/LTE. In Europe as well as the US, the Wi-Fi-based
(i.e., IEEE 802.11p) standard is already in the maturity and deployment phase,
whereas the 5G/LTE is in the setup phase. The European Telecommunication
Standards Institute (ETSI) standardized a higher-layer protocol stack for vehicular
communication [90]. We describe this protocol stack in the following. The medium
access layer of this protocol stack is designed such that it does not favor any particular
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technology. Henceforth, the protocol stack can be used in conjunction with ITSG5 (i.e., 802.11p), as well as Wi-Fi and cellular 3G technology, and in the future
also with 5G. Based on the medium access layer, there resides the transport and
network layer. This layer implements basic broadcasting, IP, as well as a dedicated
GeoNetworking service, for addressing neighboring road users using their geographic
locations (e.g., to address following vehicles) [293]. In the higher layers, facility and
application-related protocols for the realization of C-ITS applications are specified.
In Europe, the ETSI has developed and published technical specifications of two
message types intended for the realization of European C-ITS applications [90]. This
is the cooperative awareness message (CAM) [88] and the decentralized environment
notification message (DENM) [89]. The main purpose of CAM is the periodical
dissemination of information regarding the presence, position, and status of a road
user, i.e., a vehicle, truck, motorcycle, bicycle, and even pedestrian. According to
the ETSI specification, the information is aimed for other road users located within
a single hop distance [88]. Therefore, the CAM format implements a single-hop
broadcasting protocol. In the vehicular networking community, this is also referred to
as beaconing protocol [293]. Thereby, a road user beacons, i.e., broadcasts, its status
with a frequency between 1-10 Hz. In exceptional cases, the standard also allows
frequencies of up to 40 Hz. However, if too many road users use the communication
medium at the same time, this increases the risk of congesting the communication
channel. In contrast to the periodical CAM, DENM are event-driven messages that
are used to inform neighboring vehicles about detected local traffic events, e.g.,
dangerous traffic situations, accidents, and hazardous locations. DENM are bound
to a dedicated geographic position, detection time, and duration. Moreover, they
are allowed to be forwarded to road users who are not in the direct communication
range (i.e., multi-hop communication). A comprehensive review on CAM and DENM,
including a C-ITS reference architecture and experimental evaluation, is given in [277].
Although the ETSI specification of C-ITS specially aims at integrated VRU, it lacks
a clear concept and description of how to integrate them. Scholliers et al. address
this challenge [283]. They identify requirements for the integration of VRU in C-ITS
applications (see Sections 1.3 and 4.1). Based on these requirements, they propose a
conceptual architecture [283] for implementing VRU safety service, e.g., cooperative
VRU protection. According to Scholliers et al., a safety service can be defined at
two different levels: the levels of awareness and collision detection [283]. At the
level of awareness, road users are warned about the presence of other road users.
For this, no high positional accuracy is required. At the level of collision detection,
accurate data and estimates about future trajectories are exchanged. Therefore, high
positional accuracy is required. The approach to cooperative intention detection in
this thesis aims at both levels, but with a stronger emphasis on the second level.
However, the focus of this thesis is not on increasing the positioning accuracy but on
more accurate estimates of future trajectories.
In the following, we review other approaches that aim to integrate VRU in CITS. CAM is designed for messages to describe the status, e.g., position, velocity,
orientation, etc., of the sender itself. If a vehicle or RSU detects a pedestrian and
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wants to broadcast the position of the pedestrian to other road users, this is not
supported by the current CAM specification. However, this ability to exchange data
about other traffic participants and roads is essential in our envisioned cooperative
intention detection system (see Section 1.1). The CAM compatible ProxyCAM
message framework [168, 306] provides a remedy here. As the name already indicates,
CAM messages are distributed here in the name of another road user (e.g., a
pedestrian).
In the Ko-PER project, a novel message type referred to as cooperative perception
message is proposed [256, 257]. It is mainly used for the transmission of perceived
dynamic objects in a cooperative tracking setting. A similar approach is presented
in [123] by Günther et al. They propose the Environmental Perception Messaging
(EPM) message format for the realization of collective perception in VANets, allowing
to share locally perceived static as well as dynamic objects. Sensory Observatory
Messaging (SOM) is a message format that allows sensor-equipped RSU to exchange
data concerning crossing pedestrians and cyclists with vehicles close by [46]. In [21],
the authors use CAM messages originating from a smartphone carried by a pedestrian
transmitted over Wi-Fi to warn approaching vehicles of a potential collision. In [216],
the authors proposed an extended CAM format named Geo-CAM, which includes
the vehicle’s field of view as well as a dedicated pedestrian to vehicle message [217].
This information is used to track pedestrians cooperatively and to detect potentially
dangerous non-line-of-sight situations involving vehicles and pedestrians.
Using the current CAM as well as DEMN standard, it is difficult to realize
VRU protection as it is not possible to incorporate relevant information specific
to pedestrians and cyclists, e.g., their current movement state or future trajectory.
In [202], the authors proposed an extension of the CAM and DENM standard that
incorporates cyclists-related information (e.g., a new CyclistSubType data field).
Therefore, the authors propose to use containers that include cyclist related data. The
original CAM format already provides these containers. Henceforth, their proposed
message format is fully downward compatible with the existing CAM standard.
In [130], Heinovski et al. consider a cooperative intersection collision warning system
involving a cyclist and a vehicle approaching an intersection in a non-line-of-sight
situation. They use a simulator to evaluate their approach. They investigate different
scenarios in a virtual environment paired with a VANet simulation. The authors
apply a simple one-hop beaconing approach based on extended CAM messages to
warn the vehicle of the approaching cyclist [202]. They showed that communication
is beneficial already with a beaconing frequency of 1 Hz. Joerer et al. further support
this statement [149]. They show in simulations that a periodically static beaconing
system (i.e., CAM) using a frequency of just 10 Hz could tremendously reduce the
likelihood of crashes at intersections. These first studies successfully demonstrate
that it is possible to integrate pedestrian and cyclist in VANets using existing Wi-Fi
technology, standards, and message formats. This includes the dissemination of the
VRU’s current as well as predicted future positions.
Other related approaches are cooperative perception [193], localization [27, 136, 155,
194], tracking [13, 105, 314], and mapping [195, 209, 302]. These approaches, which
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involve intelligent sensor-equipped vehicles, can also be coarsely classified as C-ITS.
Among others, the German project Ko-PER of the Ko-FAS research initiative [170]
aims to increase road safety by combining infrastructure-based perception with
data originating from vehicles enabling cooperative perception. The SAFESPOT
project [272] introduces a novel concept termed local dynamic map (LDM), which is
a cooperatively determined and maintained decentralized map of the current traffic
situation. In the IMAGinE and Ko-HAF project [141, 171], V2V communication for
cooperative automated driving involving cooperative perception, mapping, as well as
driving itself is being promoted. A comprehensive review of data fusion techniques
and requirements in C-ITS system can be found in [82].
Altogether, there is a great variety of research concerning C-ITS, cooperative
driving, and cooperative perception. However, there is still little research regarding
cooperative methods for intention detection of VRU in general and cyclists in
particular. As just pointed out, the communication technology which enables the
realization of the envisioned traffic scenario and cooperative cyclist intention detection
process is about to enter the market. Hence, this stresses the need for research in
this particular area of cooperative intention detection.

5.1.2 Collective Perception Messages
ETSI has recently decided to standardize collective perception messages (CPM) [93].
Similar to cooperative perception messages of the Ko-PER project, these allow
distributing measurements about other road users as well as relaying data from other
road users. In contrast to CAM, the traffic participants broadcast information about
their current environment rather than about their current state. Hence, according
to the ETSI, the CPM standard allows road users and RSU to exchange locally
perceived objects using V2X communication technology. The use cases targeted by
ETSI include the cooperative detection of non-connected road users, the detection
of safety-critical objects (e.g., hazardous objects blocking the road), and CAM
information aggregation. The latter use case is motivated by two subcases: First, if
there are too many traffic participants, the communication channel might become
congested, leading to a decreased cooperative awareness (i.e., CAM message are not
received any longer). This problem is mitigated using CAM information aggregation.
The second case is the aggregation of information received by other road users, e.g.,
by pedestrians using V2P. The information are aggregated and then passed on to
other vehicles if necessary. The CPM standardization process is mostly complete
so that a standard exists, which has the potential to be incorporated into series
production vehicles within the next few years. This standard constitutes a starting
point for consideration about cooperative intention detection. For this reason, we
describe the CPM standard in more detail below.
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CPM Dissemination and Redundancy Mitigation
In the following, we refer to a traffic participant or an RSU that actively participates
in a C-ITS network, i.e., sends and receives messages, as an ITS station (ITS-S).
CPM are periodic messages for point-to-multipoint communication, i.e., broadcasting.
The messages are intended to be used by vehicles and RSU only. Other road users,
such as pedestrians and cyclists, are not foreseen for the time being. The messages
are transmitted periodically by the ITS-S with a maximum frequency of 10 Hz but
at least 1 Hz. Even if no information is available, an ITS-S should generate and send
empty CPM. The intention behind this mechanism is to report to other ITS-S that
the ITS-S can still detect potential objects and share their position.
CPM must be seen in connection with CAM that are also transmitted periodically.
A CAM contains information about the ITS-S itself, whereas a CPM includes
information on detected objects, such as other vehicles, pedestrians, animals, and
obstacles. Formally speaking, an object is described by its state space, for example,
position, orientation, speed, etc.. Besides, we may also add sensor-specific properties
and characteristics, e.g., its class and physical dimension. Furthermore, CPM
messages also contain information about free space. This information is vital for
cooperative maneuver planning.
The CPM standard is based on the assumption that ITS-S update the state space
for each detected object periodically using new measurements originating from their
sensors. After each measurement, the computed state space of each detected object is
provided in an object list that is specific to the timestamp of the measurement. This
object list is then transmitted to other ITS-S via a CPM. Other ITS-S can combine
the received object list with their locally maintained object list. An exchange of
raw data (e.g., camera images) is not planned at present, but can be added later if
necessary, provided the channel load allows for this.
A particular challenge with CPM lies in the mitigation of redundant and unnecessary frequent updates about objects. The CPM standard proposes numerous
redundancy mitigation techniques. Among others, these are the dynamics-based
redundancy mitigation rule or the confidence-based redundancy mitigation rule. The
dynamics-based redundancy rule considers an object only in a CPM, if the position,
velocity, or orientation has changed considerably. The confidence-based redundancy
rule considers only objects in CPM for which the classification confidence is high, e.g.,
for which the transmitting ITS-S is sure that the object class is correctly detected.
We refer the interested reader for a complete list of all redundancy mitigation rules
and a more detailed description to [93].
Collective Perception Message Format
A CPM is composed of a header and multiple containers. A schematic of the general
structure of a CPM is depicted in Fig. 5.2. The ITS PDU header is a standard header
that includes the information of the protocol version, the message type and, the
ITS-S ID of the originating ITS-S [93]. The management container contains general
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information about the originating ITS-S, e.g., the station type and the reference
position. The station data container holds additional information about the sending
ITS-S. In the case of a vehicle, this information is partly redundant with the CAM,
i.e., it contains the position, velocity, and orientation, etc. Besides, the container may
provide information about the vehicle’s physical dimensions. In the case of an RSU,
the container may additionally include information about the local road topology, e.g.,
the number of lanes. The sensor information container holds information about the
individual sensor of the transmitting ITS-S. In this container, information regarding
the sensor type, e.g., LIDAR, RADAR, or a multi-sensor fusion system, but also the
sensor setup and sensors’ FoV are deposited. This information about the FoV can be
used by the receiving ITS-S to reason on the combined FoV, i.e., its FoV combined
with the FoV of other ITS-S’s sensors, about what area is currently covered by the
sensors and what space is missing. This information can be used in the dissemination
of future CPM messages, e.g., for the mitigation of the transmission of redundant
information. Moreover, for each sensor of an ITS-S, there is a dedicated container
in the CPM. Moreover, every sensor described by a sensor information container is
provided with an unique Sensor ID.

Figure 5.2: General Structure of CPM as specified by ETSI in [93].

The perceived object container enables a detailed description of the dynamic state
and properties of a detected object. For each object, there is a dedicated container.
A Sensor ID is utilized in the perceived object container to relate measured object
information to a particular sensor. The perceived object container has a dedicated
field for the measurement time. This information is essential for data fusion on
the receiving side, such that the received objects are associated and included in
the object list with the correct measurement time. Moreover, the perceived object
container provides several optional fields to describe the characteristics of perceived
objects, e.g., distance to object, velocity, and acceleration in three dimensions along
with the yaw angle. Additionally, also a three-dimensional description of an object’s
geometric extension can be included. But more importantly, uncertainties regarding
the object class as well as the position (i.e., a confidence ellipse [92]) can be deposited
in the container.
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The CPM message standard also includes containers to represent the free space,
e.g., to be used for cooperative maneuver planning. A more detailed description of
the message format can be found in [93].
As the name suggests, the CPM standard was developed for cooperative perception,
focusing on cooperative tracking. The standard represents an important step towards
future C-ITS, such as the envisioned traffic system (see Section 1.1). However, the
standard neither considers aspects of cooperative intention detection nor trajectory
forecasting. The CPM and CAM standards can be extended through the utilization
of containers. Henceforth, these standards provide a solid basis for developing C-ITS
applications, such as cooperative cyclist intention detection (i.e., basic movement
detection and trajectory forecasting). In this thesis, we use CPM and CAM (with the
CyclistSubType field to represent cyclist-related information) as basis for a discussion
on possible realizations of our approach to cooperative cyclist intention detection.

5.2 Multi-Sensor Data and Knowledge Fusion
The essence of cooperative cyclist intention detection is the combination, i.e., fusion,
of information originating from different agents with the overall goal to improve
cyclist intention detection. Fusion takes place on different levels of abstraction
ranging from the fusion of “raw” sensor data (e.g., the position or trajectory of the
cyclist) to the fusion of high-level knowledge (e.g., the basic movements and predicted
future trajectories). In this section, we review the state of the art in multi-sensor
data and knowledge fusion.
The generic term fusion describes the combination of data, information, or knowledge originating from different sources. A more specific definition of fusion is only
possible regarding the context and the purpose of the fusion, i.e., in particular, the
data, information, or knowledge to fuse. In general, the assumption behind the
application of fusion is that combining different sources of information improves the
performance of the subsequent data processing. Unfortunately, inconsistent vocabulary often complicates the precise definition and description of fusion techniques
and, as a result, makes the categorization difficult. When we review the state of the
art, it soon becomes apparent that there is an almost endless number of different
terms relating to fusion, e.g., sensor fusion [125], multi-sensor data fusion [220], data
fusion [221], information fusion [47], and knowledge fusion [23]. The section aims
to clarify the terminology, defines the term fusion, introduces fusion levels, and the
fusion architectures as well as sensor configurations. We use this terminology, the fusion levels, and the definition of sensor configurations later to classify our approaches
to cooperative intention detection. Subsequently, we present the fundamentals as
well as the state of the art regarding different fusion techniques. Moreover, we also
discuss the challenges in the field of multi-sensor data fusion with a particular focus
on cooperative intention detection.
Probably the most widely used definition of fusion is the definition originating
from the Joint Directors of Laboratories (JDL). According to the JDL data fu-
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sion lexicon [317], the fusion process is described as “association, correlation, and
combination of data and information from single and multiple sources to achieve
refined position and identity estimates”. Moreover, the JDL states that fusion can
take place on different levels. In this thesis, we adopt this definition of the term
fusion. However, in literature, there is a large variety of different definitions of
fusion. A comprehensive overview and list, including definitions of sensor, data, and
information fusion, is given in [47] and [162]. A more detailed consideration, review,
and classification of the various definitions of fusion can be found in the work of
Beddar-Wiesing and Bieshaar [1].
The content of this section has partly been published in [1] and [11]. However,
we revised the explanation and changed the terminology to better suit the targeted
application of cooperative intention detection.

5.2.1 Fusion Levels
We have different types of abstraction, which we can describe hierarchically. Before we
introduce the fusion level, we first investigate different levels of abstraction regarding
data. There have been extensive studies about the categorization of data. In this
thesis, we use the data-information-knowledge-wisdom (DIKW)-hierarchy [16]. It
divides data into four categories: data, information, knowledge, and wisdom. In
DIKW-hierarchy data is the representation of objects or events. Processing data to
improve usability leads to information. Information is descriptive and essentially
gives answers to questions that begin with what, who, where, and how many. The
application of data and information generates knowledge. Knowledge can transform
information into instructions and answer questions that begin with how. At least,
wisdom includes the ability of judgment and the competence to deal with the value
of the data, information, and knowledge. According to Bellinger et al. understanding
is in this hierarchy the condition for the transition from a lower to a higher level of
abstraction [39]. This is schematized in Fig. 5.3. Thus, understanding relations relates
data to information, understanding patterns in information generates knowledge,
and understanding the underlying principles of knowledge results in wisdom.

Data

understanding
relations

Information

understanding
patterns

Knowledge

understanding
principles

Wisdom

Figure 5.3: The extended DIKW-hierarchy [1].

If we use this hierarchy, we can immediately classify the terms data fusion [221],
information fusion [47], and knowledge fusion [23] into a hierarchical context. In this
context, they refer to the fusion at the different levels of the DIKW-hierarchy.
The data fusion lexicon of the JDL specifies three different fusion levels [317].
However, it is more common to use the extended JDL definition. It consists of the
three levels from the original JDL specification (levels 1 – 3) and three additional

196

levels, as described in [201]. Initially, the definition was developed in the context of
military applications, but it can be extended to general fusion applications.
Level 0: Fusion of raw sensory data in form of signal refinement to obtain preliminary
information about the characteristics of the observed object or situation.
Level 1: Data is processed to specify the position or identity of an entity or to classify
characteristics of it. This is referred to as object refinement.
Level 2: Analyzing relationships between objects and events under consideration of
environmental constraints leads to a situation refinement.
Level 3: Characterized as the threat refinement or significance refinement. In general,
this can be interpreted as a risk estimation by drawing inferences or predictions
for application-specific operations, i.e., we project the current state into the
future and reason about possible scenarios, risks, and hazards.
Level 4: The performance improvement of the entire fusion process by refining the
elements of it during a suitable type of monitoring. This meta-process is also
referred to as process refinement.
Level 5: The process of cognitive refinement seeks to improve the interaction between
the fusion system and the user (i.e., data analyst). Among others, this process
includes visualization, bias remediation, collaboration, and team-based decision
making.
The work on cooperative cyclist intention detection presented in this thesis can be
mainly categorized as level zero and level one. However, the main part of the work
in this thesis is to be attributed to level one. Note that the probabilistic prediction
(see Chapter 3) provides the basis for the transition to levels two and three.
Dasarathy’s framework [71] offers an alternative definition of the fusion levels.
Here the fusion levels are defined according to the data flow (i.e., the input/output
mapping). A detailed description of the framework is given in [1, 201]. The rainbow
model, by Beddar-Wiesing and Bieshaar, is another way to define fusion levels [1]. It
is more oriented towards the DIKW-hierarchy and combines Dasarathy’s framework
with the definition from the data fusion lexicon of the JDL.

5.2.2 Fusion Architectures and Sensor Configurations
In the following, we briefly introduce some fundamental fusion architectures and sensor
configurations. According to [62] and [201], there are three different alternatives to
combine data from multiple sensors:
1. Direct fusion of raw or preprocessed data,
2. Representation of the sensor data via feature vectors and subsequent fusion,
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3. Processing of the data of each sensor to achieve high-level inferences and
decisions (e.g., class labels), which are then fused.

Feature-Level

Sensor 2
Sensor 3
Sensor 1

Decision-Level

Sensor 2
Sensor 3

Fusion

Decision

Sensor 1

Feature
Extraction

Sensor 3

Fusion

Feature
Extraction

Sensor 2

Preprocessing

Data-Level

Preprocessing

Sensor 1

Preprocessing

A schematic of these three processing levels is given in Fig. 5.4. These three levels,
i.e., data-, feature-, and decision-level, correspond in the DIKW hierarchy to the
levels of data, information, and knowledge.

Fusion

Figure 5.4: Three architectures for multi-sensor fusion at different levels of abstraction,
i.e., data-, feature- and decision-level.

Data-level fusion operates at the lowest level of abstraction, e.g., the concatenation
of single sensor modalities such as an RGB and depth image. Other prevalent
methods are recursive Bayesian filters such as the Kalman filter [302].
In feature-level fusion, we first extract features, such as the head position from a
camera image or the orthogonal polynomial coefficients that describe the cyclist’s
past trajectories. The fusion is then performed based on these features.
In the decision-level fusion, more abstract data or knowledge is fused. In our
case, these are basic movement detections and forecasted trajectories. Typical
approaches for the decision-level fusion are methods based on Bayesian inference [44],
Dempster-Shafers evidential theory [286], Fuzzy reasoning [328], machine learning,
and ensemble methods [333]. The advantage of the decision-level fusion is that we
can combine heterogeneous data sources, e.g., a basic movement detector based on
raw images with one on smart device inertial data.
Regarding the fusion architecture, we distinguish between centralized or decentralized fusion architectures [125]. In a centralized architecture, the measurements of
all sensors are available during the fusion process. There is a single central instance
that is responsible for fusing all measurements. In contrast to this, in a decentralized
fusion paradigm, there are multiple agents that fuse the sensor measurements on
their own. A mobile sensor network and a VANet are typical representatives of this
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kind of fusion paradigm. The decentralized fusion is preferred since the fusion process
is typically more robust [106], i.e., there is no single point of failure. However, this
robustness is at the expense of increased complexity. In the context of this thesis, we
investigate decentralized fusion approaches which combine information at all three
levels, i.e., data-, feature- and decision-level.
Sensor Configuration
Concerning the sensor configuration, we can distinguish the following three cases [78]:
Competitive Sensor Fusion The considered sensors have the same modality and
measure the same variables, e.g., the cyclist’s head trajectories extracted from
different camera images, e.g., from the infrastructure- and the vehicle-mounted
cameras (see Section 2.6). The sensors measure the same modality, i.e., the cyclist’s
head over time. Data fusion of competitive sensors can be used to reduce noise or
uncertainty, respectively.
Complementary Sensor Fusion Sensors measure different parts of the same event,
and by combining the measurements, we obtain a complementary picture. An
example is the cooperative tracking of multiple pedestrians and cyclists. Again, let us
look at the infrastructure and the vehicle camera. Since the infrastructure’s camera
and the vehicle’s camera have a different FoV, they also cover different areas. If we
now combine the information of both cameras, we get a complimentary picture of
the whole scenery.
Cooperative Sensor Fusion A sensor is configured depending on the information
of another sensor to generate more useful information. An example is the cooperative
trajectory forecasting from [6]. Here, the basic movement detection of the smartphone
is used to parameterize the trajectory forecasting model of an infrastructure-camerabased approach. The cooperation among both sensors (i.e., agents) enhances the
trajectory forecast.

5.2.3 Probabilistic Fusion
The inherent imperfection of data is a fundamental challenge among most data fusion
systems. Probability theory offers an elegant way to model these imperfections in
the data, e.g., measurement noise. Moreover, we can use rules of probability theory,
e.g., Bayes’ rule, to derive efficient fusion algorithms, such as the Kalman filter.
Probabilistic methods use probability distributions to express the uncertainty
about unknown variables, e.g., the current position of the cyclists or the current
basic movement. If we get a measurement of a sensor, we update the probability
distribution, i.e., we update our belief about the world given new data. The update
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of the probability distribution is done using Bayes’ theorem [44]:
p(z|M ) =

p(M |z) · p(z)
,
p(M )

(5.1)

determines the posterior probability distribution of the hidden state variable z
depending on the measurements M = (m(1) , . . . , m(J) ) originating from J sensors,
the likelihood p(M |z), and the (chosen) prior distribution p(z). Moreover, m(j)
denotes the measurement of the j-th sensor. The Bayes’ theorem is the starting
point for a multitude of different sensor fusion algorithms [125].
In the following, we shortly describe the fundamentals of probably the most popular
approach to probabilistic sensor fusion. The fusion formulae derived in the following
are used throughout many probabilistic methods, e.g., Kalman filters, particle filters,
or information filters [302]. We refer to the approach as independent likelihood pool
(ILP) [248], as it is based on the assumption that the measurements of the sensors
are independent of each other given the current state z, i.e.,
p(m(1) , m(2) , . . . , m(J) |z) = p(m(1) |z) · p(m(2) |z) · . . . · p(m(J) |z).

(5.2)

This is a central assumption because it allows us to treat measurements separately.
If we also assume that the sensors share the same prior, we obtain the fusion formula
(1)

(2)

p(z|m , m , . . . , m

(J)

) ∝ p(z)

J
Y
j=1

p(m(j) |z),

(5.3)

whereas p(m(j) |z) describes the likelihood of the measurement of the j-th sensor.
This likelihood is often referred to as measurement model. This modeling is not only
utilized in connection with the Kalman filter, but is also employed in the probabilistic
trajectory modeling using orthogonal polynomials (see Section 2.5.5) and in the
fusion based on these polynomials (see Section 5.4).
Bayes’ theorem is the starting point for the popular Kalman filter [34] and other
recursive Bayesian filters and estimators, such as the particle filter [302] and the
probability hypothesis density filter [311]. Recursive Bayesian estimators incorporate
a temporal dimension. They model the dynamics of the system under observation
using a dedicated process model. In general, all recursive Bayesian estimators have
two steps, a prediction step followed by an update step. In the prediction step, we use
a process model to predict the prior distribution. Subsequently, in the update step,
we compare our prediction to the respective measurement and update our probability
distribution using Bayes’ theorem. We consider the likelihood of a measurement
given the predicted prior. The fusion is realized in the update step.
The independent opinion pool is an alternative to the independent likelihood
pool [248]. We assume that the hidden state z conditioned on the set of measurements
is independent. The independent opinion pool is defined by the product
(1)

(2)

(J)

p(z|m , m , . . . , m
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)∝

J
Y
j=1

p(z|m(j) ).

(5.4)

However, in general, this independence condition is hard to satisfy. Moreover, when
all sensors share the same prior, the independent opinion pool is extreme in its
reinforcement of opinions [248]. An alternative modeling is the linear opinion pool
p(z|m(1) , m(2) , . . . , m(J) ) =

J
X

wj p(z|m(j) ),

(5.5)

j=1

whereas wj denotes the weight given to sensor j. Moreover, 0 ≤ wj ≤ 1 and
PJ
j=1 wj = 1 must hold. According to Punska [248], the linear opinion pool should
be used if the measurements of the sensors are dependent. However, if the weights
are not optimally modeled, the linear opinion pool is sensitive against outliers. Note
that the linear opinion pool is related to the ensemble techniques presented in the
following section.
Probabilistic fusion techniques are used for cooperative trajectory modeling, cooperative basic movement detection, and cooperative trajectory forecasting.

5.2.4 Ensemble Methods
In machine learning, the term ensemble describes the combination of multiple machine
learning models. The ensemble comprises a finite set of base models (i.e., ensemble
members) trained to solve the same learning problem, e.g., supervised classification.
The predictions of the base models are aggregated and form the ensemble prediction.
Ensemble methods are widely used today and achieve state-of-the-art performance
in many areas. A schematic of a general machine learning ensemble architecture
is depicted in Fig. 5.5. The content described in the following is has partly been
published in [10, 11].
Output

Input

Base Model ( 1 )
Input

Aggregation Function

Base Model ( 2 )
Input

Base Model( J )
Input

Figure 5.5: General machine learning ensemble architecture involving base models (i.e.,
ensemble members) and an aggregation function to combine the base models’ predictions
to an overall ensemble prediction.

The reason why ensemble methods often achieve better results than individual
models is due to the diversity of the ensemble’s base models. According to [186],
diversity refers to how differently the individual ensemble members spread their

201

errors over the feature space. The higher the diversity between the individual
ensemble members, the better the ensemble’s ability to generalize. Besides, the biasvariance-covariance decomposition offers a theoretical justification for the improved
performance of the ensemble over its constituent base models [265].
According to [265], there are several principles to achieve diverse ensemble. The
most important are data diversity, parameter diversity, as well as structure diversity.
For a complete list, we refer the interested reader to [265].
• The basic idea of the data diversity principle is to use a different data set for
the training of each ensemble member. This can mean that each ensemble
member is trained on a different part of the data while sharing the same input
features. However, it can also mean that the ensemble members are trained on
different features. Well-known examples of ensemble methods that rely on the
data diversity principle are Boosting [65, 280], and Bagging [51].
• The main idea of parameter diversity is to vary the parameters of the learning
algorithm to create different models. An example of this is multiple kernel
learning [120]. In the case of an ensemble of neural networks, we can achieve
parameter diversity, for example, by varying the initial weights of the neural
networks so that the final parameters (after training) differ.
• The idea of the structure diversity principle is to use different learning algorithms to train diverse ensemble members. An overview of those is given
in [263].
In the context of machine learning, the base models are often also referred to as
base learners. We distinguish between strong and weak learners. A strong learner is a
machine learning model that could also work independently, i.e., has an “acceptable”
performance. In contrast, weak learners are machine learning models that have a
poor performance on their own (e.g., only slightly better than random). An example
of an ensemble of weak learners is the AdaBoost algorithm [100]. However, in the
following, we restrict our review to ensembles with strong learners.
Ensemble methods are particularly popular in the field of weather prediction and
power forecasting of renewable energy. Many of the methods, which are explored
and used in this research area, can also be transferred to other applications. An
example of this is the CSGE [10, 11, 108], which was originally designed for power
forecasting of renewable energies but is now used for cooperative cyclist intention
detection (see Section 5.3). A detailed description of other ensemble methods from
the field of power forecasting is given in [11, 108].
In the following, we describe some ensemble methods. Probably the most simple
ensemble methods are so-called voting committees. In case of a classification task,
each member votes for a class. The class with the most votes is then output as
ensemble prediction. A probability for each class can also be output. Therefore, the
percentage of the votes of the ensemble members for the respective class is considered.
There are several different variants of the voting ensemble, e.g., weighted or soft
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voting or the consideration of arithmetic mean as aggregation function in regression
tasks. A comprehensive review of different aggregation strategies is given in [333].
Another flexible and widely used ensemble method is the stacking ensemble, also
referred to as model or classifier stacking [291, 333]. Here, the aggregation function
is given by a machine learning model, i.e., a meta learner. Hence, the aggregation
function is also learned from the data. This model offers a high degree of flexibility,
as different base learners can be combined with any meta learner. In this respect,
we still distinguish between the so-called simple classifier stacking and a hybrid
approach. In the case of simple classifier stacking, the meta learner only receives
the base models’ output as input. With the hybrid approach, the meta learner also
takes additional features as input. Further details regarding the stacking ensemble
are given in Section 4.5.2.
Another popular ensemble technique is Bayesian model averaging (BMA) [228, 255].
It accounts for the model uncertainty when deriving parameter estimates. The
ensemble estimate comprises the weighted mean of the different model hypotheses.
In the BMA, each classifier is weighted linearly by its posterior model probability.
Another ensemble method not to be confused with the BMA is the Bayesian model
combination (BMC) [165, 222]. Recently the mixture of experts ensemble technique
gained much attention. Here, a gating model, e.g., a neural network, is used to
weight the outputs of different base models. In contrast to stacking, the base models
and the gating model are trained together, whereas in stacking, the base models
and the meta learner are trained sequentially. Mixture of experts models achieve
state-of-the-art performance in language modeling [287] and multi-source machine
translation [107].
In this thesis, we apply ensemble techniques for cooperative basic movement
detection and cooperative trajectory forecasting.

5.2.5 Further Fusion Approaches and Challenges
In this section, we provide an overview of other fusion approaches. Moreover, we
review the central challenges for fusion techniques with respect to their application
in C-ITS in general and cooperative intention detection in particular.
Apart from the probabilistic approach, fusion algorithms based on the DempsterShafer evidential theory (DSET) are widely employed. In DSET, we assign beliefs
and plausibilities to measurements and hypotheses. Dempster’s rule of combination
is used to fuse two belief masses. The DSET provides a fusion framework that can
be seen as a generalization of the probabilistic (i.e., Bayesian) fusion [286]. Among
others, sample applications involving the fusion based on DSET are the cooperative
localization of traffic participants [169], the combination of classification results of
different sensor modalities [64, 262], and the application to fusion with imprecise
knowledge [23].
In contrast to the DSET, the fuzzy set theory is mainly designed to represent
and to operate on vague data and to model the fuzzy membership of an element in
set [328]. For this purpose, a gradual membership function is introduced that defines
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a fuzzy set by assigning a membership degree between zero and one to each element
of the universe. The higher the degree, the more the element belongs to the fuzzy
set. The fusing of membership degrees can be done in the form of conjunctive and
disjunctive fusion rules and fuzzy implication. Hence, fusion is realized by applying
the rules defined for fuzzy sets, e.g., [230]. The random set theory [205] is expected
to offer a unifying framework incorporating aspects of probability, DSET, and fuzzy
theory. The theory of random sets uses a form of generalized random variables, the
random sets, which take sets as random values. Many state-of-the-art multi-target
tracking algorithms are based on random set theory, e.g., [267, 311]. Another current
development is the use of machine learning methods and especially deep learning for
data fusion [215, 332].
In [162], Khaleghi et al. give a comprehensive review of multi-sensor data fusion
systems. In this respect, they also list the major challenges for data fusion systems.
Many challenges and problems listed by the authors also apply to cooperative
intention detection, e.g., data imperfection and uncertainties, outliers, different
sensor modalities, correlated measurements and self-reinforcing feedback loops, data
association, data alignment, delayed measurements, and high data dimensionality.

Data Association
The data association problem is mainly present in the context of multi-target tracking [172]. Here, it primarily concerns the measurement-to-track and the track-to-track
association. Even though the problem is also present in our intended application
(i.e., cooperative intention detection), we do not consider the problem in detail in
this thesis. Instead, we assume that this problem is solved by cooperative tracking,
e.g., as shown in [13]. In [13], the authors apply a Kalman filter in conjunction
with the Munkres algorithm [225] to solve the data association problem. Further
alternatives are the multiple hypothesis tracking [45], the joint probability data
association filter [33], the random finite set framework [205], or filters derived from
random finite set framework [214, 267, 311].

Data Alignment and Registration
The challenge of data alignment and registration refers to transferring all sensor
measurements in a joint representation, e.g., a common coordinate frame, before fusion
occurs. This transformation is an important step, which is crucial for the success of a
fusion system. In this thesis, we face this challenge with the cooperative probabilistic
trajectory fusion (cf. Section 5.4) and the cooperative trajectory forecasting using the
CSGE (cf. Section 5.6). We approach the problem in two ways. In the probabilistic
trajectory fusion approach, we are fusing the trajectories in a global metric coordinate
system, i.e., the UTM system (cf. Section 2.6.2). In the cooperative trajectory
forecasting approach, we fuse directly in the ego-frame (cf. Section 2.4.2).
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Self-Reinforcing Information Loops and Correlated Data
In distributed sensor fusion, we need to take the correlations among local estimates
into account. For illustration, consider the following setting: A smart device carried
by a cyclist communicates it’s detected basic movement to an approaching vehicle.
The oncoming vehicle fuses the basic movement with its detection and sends the fused
result to the cyclist. If the smart device treats this measurement as independent,
fuses it with its local knowledge, and transmits it back to the vehicle, this will
lead to an information loop with an overconfident estimate about the current basic
movement. This phenomenon is known in the data fusion literature under many
different names, e.g., circular reasoning [136], information loops, data incest [213],
and correlated measurements or data [162].
Formally, data incest or correlated data, as we term it in the following, arises
from conditioning an estimate multiple times on the same piece of information. This
conditioning typically leads to overconfident and sub-optimal estimates. In our case,
the problem occurs at sharing and fusing features, basic movements, or trajectory
forecasts among the different road users.
In a centralized approach, where there is a single fusion system, this can be avoided
since we can check which information is already contained in the fused estimates and
which information is new, i.e., we can keep track of the correlations. In distributed
sensor networks, such as VANets, this problem is more complicated. Note, that
according to [213], the data incest problem is even further complicated if variable
delays between nodes are introduced. There are essentially three ways to cope with
the data increst problem: First, we exchange independent estimates. Second, we
monitor the data stream and avoid the inclusion of correlated data. Third, we design
fusion techniques that produce consistent estimates even in the face of incest and
correlation.
1. Independent Estimate Exchange The most obvious method to avoid data
increst and circular reasoning is to share only data that has not undergone
any fusion process, i.e., “raw”, uncorrelated data. This process is referred to as
independent estimate exchange. In [27, 155], the authors propose a cooperative
localization system using independent estimate exchange to avoid circular
reasoning. Every agent in this context updates and maintains the state of
every other agent, i.e., a group state. This group state is broadcast to all
other agents. Each agent gathers all of these locally acquired group states and
fuses them to a globally consistent fused state vector. This global state vector
is never communicated by any of the agents. This strategy avoids circular
updates. However, this strategy also has some disadvantages. The amount of
information to be transmitted might become large if one agent drops out and
later drops in again. Then, it might take some time until the other agents have
updated their group state with the newly arriving data from that particular
agent. Moreover, a vehicle can not benefit from other vehicles that are outside
its direct neighborhood. Despite these limitations, the method is simple and
effective
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2. Data Stream Monitoring In data stream monitoring, the data stream is
observed, and possible redundancies are detected and removed before they
enter the fusion [212]. This process is also referred to as data decorrelation [31]
or data incest removal [213]. One possibility is the so-called double counting,
i.e., double-counted or possibly redundant data is removed before fusion. This
method assumes a specific network structure and does not scale well [213]
Another opportunity is the dedicated tracking and modeling of correlations.
Howard et al. resolve the problem of circular reasoning using a heuristic, which
involves the tracking of the interdependencies between agents using a distinct
dependence tree [136]. If potential circular reasoning is detected, no fusion is
performed. However, this approach is a heuristic and fails if the information
loop involves more agents than the depth of the dependence tree used for
tracking.
3. Consistent Fusion is also referred as safe fusion [125], i.e., the fusion techniques is designed such that is produces consistent estimates even in the face
of correlated data. We assume that the correlation between the data to be
fused is unknown. The covariance intersection algorithm determines a covariance that defines the minimal ellipsoid that encloses the intersection of
two or more covariances [152]. There are different variants of the covariance
intersection algorithm. The original version by Julier and Uhlmann assumes
that the data is heavily correlated and hence produces extremely conservative
fused covariance estimates [152]. Other less conservative variants are the split
covariance intersection algorithm [194] and other extensions [27, 155]. The
split covariance intersection algorithm is successfully applied to cooperative
vehicle localization [194].
A comprehensive review of distributed multi-sensor data fusion under unknown
correlations is given in [31].
Delay and Out-of-Sequence Measurements
Other challenges for fusion systems are delays due to communication or data processing and out-of-sequence measurements (OOSM). The latter means that the
data to be fused arrives out of sequence at the fusion system. This can be due to
variable propagation times (e.g., communication delays) for different data sources or
due to sensors operating at multiple rates. The problem of OOSM is particularly
present in distributed mobile networks such as VANets addressed in this thesis. Here,
data in the form of messages might arrive out of sequence, due to package loss and
re-transmission or message relaying and multi-hop communication.
Delayed measurements and OOSM constitute a significant issue, especially in
the tracking community. Therefore, many of the studies presented in the following
are concerned with tracking using recursive Bayesian filters such as the Kalman
filter. Based on time-discrete modeling, in literature, we distinguish between two
cases: single-lag and multiple-lag [32]. In the single-lag case, the measurement is
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delayed by at most one discrete time unit. For the single-lag problem, there is an
efficient solution based on a modified Kalman filter [32]. Moreover, there are also
various approaches for the multi-lag problem [35, 60, 239]. The approach from [60]
uses an augmented state space to deal with time delays. Alternative approaches
store the measurements up to a predefined maximum delay. Each time a new
measurement is received, it is stored and the measurements are sorted according to
their measurement time. Then the filter processes all measurements in the correct
order. The Kalman filter in [206] and the particle filter in [239] use this technique.
Most of the approaches to deal with multi-lag OOSM are usually expensive in terms
of computational complexity and storage [162]. The exploration of new innovative
and efficient methods for dealing with delays and OOSM is an enormous challenge.
In the context of this thesis, we present two new possibilities for coping with OOSM.
Among them is the cooperative trajectory modeling using orthogonal polynomials.
Besides, a comprehensive overview of different OOSM is given in [162].

5.3 Coopetitive Soft Gating Ensemble
The Coopetitive Soft Gating Ensemble (CSGE) is one of the central techniques and
methods used in this thesis for both for the cooperative basic movement detection
and the cooperative trajectory forecasting. It is an ensemble technique that is used
to fuse forecasts of different base models. The methodology is, therefore, located at
the decision level. In this section, we introduce and explain the fundamentals of the
CSGE, as proposed by Gensler in [108, 109, 110] After a brief general overview, we
detail the different characteristics of the ensemble method, namely the soft gating
principle and three different weighting aspects, i.e., global-, local-, and lead timedependent weighting. In the final sections, we give details on the training process.
The explanations presented in the following are essentially based on [10, 11].

5.3.1 Foundations of CSGE
In the field of ensemble methods, there are two paradigms to combine predictions
of individual ensemble members [110]. Weighting linearly combines all ensemble
members, while gating selects only one ensemble member. The idea of the CSGE
is to have a mixture of both principles. The CSGE supports weighting as well as
gating. The CSGE ensemble chooses which concept to use for the combination of
different predictions. With the weighting concept, all ensemble members contribute
to the overall prediction – they cooperate. Instead, the selection paradigm uses the
winner-takes-it-all concept – the ensemble members are in a competition. Since the
CSGE can act as selecting- as well as weighting ensemble, the name coopetitive is a
suitcase word, which combines both words, cooperation and competition. The CSGE
is a combining classifiers ensemble, since it uses strong learners. There are no specific
requirements on the type of the ensemble members’ learning algorithms, therefore
the CSGE is neither a pure homogenous-, nor a pure heterogenous ensemble.
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In the following, we use the Hadamard operations [150] to denote the mathematical concept behind the CSGE. The Hadamard operations allows us to compute
elementwise operations on two vectors, i.e., ◦ denotes the Hadamard product and
the Hadamard division. Fig. 5.6 shows a schematic of the CSGE as described
in the following. The ensemble includes J-ensemble members, with j ∈ {1, ..., J}.
(j)
Each ensemble member provides multivariate estimates ŷt+k|t ∈ RD for the input
x ∈ RM . Let D be the dimension of the target and M the dimensionality of the
input feature vector x. Let t denote the forecasting origin and k denote the lead time,
with k ∈ {1, ..., kmax }, where kmax is the maximum lead time. We use a time discrete
(j,d)
modeling of the lead times. Moreover, let ŷt+k|t denote the d-th dimension of the
j-th ensemble member’s prediction. For each prediction of each ensemble member,
we compute a weight, regarding three aspects: global, local and lead time-dependent.
The overall weighting is obtained by aggregating the weights of these three aspects.
The three aspects are the core components of the ensemble and are explained in
(j)
detail later. Each multivariate prediction of each ensemble member ŷt+k|t is weighted
(j)

using a corresponding weight vector wt+k|t ∈ RD . In the last step, we obtain the
ensemble’s prediction by aggregation of the ensemble members’ prediction, i.e., a
weighted summation. Formally, we can express the aggregation of the ensembles
prediction using
¯ t+k|t =
ŷ

J
X
j=1

(j)

(j)

wt+k|t ◦ ŷt+k|t .

(5.6)

Moreover, we require the following constraints
J
X
j=1

(j,d)

wt|t+k = 1

∀k ∈ {0, ..., kmax }, ∀d ∈ {1, ..., D},

(5.7)

(j,d)

where wt|t+k denotes the weight of the d-th dimension of the j-th ensemble member’s
prediction with lead time k. These constraints ensure that the weights of each
dimension d and each lead time k summed over all J ensemble members add to one,
i.e., it guarantees that the ensemble’s predictions are not distorted by not properly
normalized weights.
(j)
The main goal of the CSGE is to adjust the weights wt+k|t optimally regarding the
individual prediction performance of the ensemble members, e.g., measured in terms
of forecasting error. To evaluate the performance of a model, we use error measures
such as the AEE for trajectory forecasting or cross-entropy loss for basic movement
classification [44]. The performance of an ensemble member is characterized using
three human-comprehensible aspects:
• The global weight considers the overall ensemble member’s performance. The
global weights are determined by evaluating the training performance for each
ensemble member, e.g., forecasting error averaged over all samples. Thereby,
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Figure 5.6: The architecture of the CSGE. The ensemble members’ predictions ŷt+k|t for
the input x are passed to the CSGE. The ensemble member’s weights are given by the
aggregation of the respective global-, local- and lead time-dependent weights. Subsequently,
the weights are normalized. In the final step, the ensemble members’ predictions are
weighted and aggregated. For the sake of clarity, we only depict a single lead time.

overall well-performing models have more influence than worse performing
models. The global weights are learned off-line from training data and remain
fixed during runtime.
• The local weight considers the aspect that different ensemble members perform differently in different areas of the feature space, or varying contexts and
situations. For example, the smart device-based trajectory forecasting model
(cf. Section 4.4.5) performs well for cyclists who are turning left or right, while
for stopping movements, it performs worse. Given the currently detected basic
movement, the smart device-based trajectory forecasting model has a high local
weight if the detected basic movement is turning. However, if the currently
detected basic movement is stopping, the local weight is smaller. The local
weighting rewards ensemble members with a higher weight, which performed
well in similar situations in the past. A situation might be identified by the
feature space used for trajectory prediction(e.g., the orthogonal polynomial
coefficients), basic movements, or other any other context information. The
local weights are adjusted on-line for each prediction during runtime.
• The lead time-dependent weight considers the fact that different ensemble
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members may perform differently for different lead times, e.g., one ensemble
member might achieve good results on short time horizons, while losing quality
for larger time horizons. Other ensemble members may perform worse in the
short-term, but have a better performance for larger lead times. Similar to
the global weighting, these lead time-dependent weights are computed off-line
during training and are fixed during runtime.
The weight at time t involving all three weighting aspects for a specific ensemble
member j is given by
(j)

(j,t)

w̄t+k|t = wg(j) ◦ wl
(j)

(j,k)

◦ wlt

,

(5.8)

(j,t)

where wg ∈ RD denotes the global weight, wl ∈ RD the local weight at time t,
(j,k)
and wlt ∈ RD the lead time-dependent weight for lead time k. Next, we normalize
the weights to ensure that the sum of weights over all ensemble members is one, i.e.,
(j)
Eq. 5.7 holds. The normalized weight at time t for the j-th ensemble member wt+k|t
is given by
(j)

(j)

wt+k|t = w̄t+k|t

J
X

(j̃)

w̄t+k|t .

(5.9)

j̃=1

5.3.2 Soft Gating Principle
The main goal of the CSGE is to improve the overall prediction by weighting the
predictions of well-performing ensemble members greater than the predictions of
worse-performing ensemble members. Therefore, we use a function that maps the
ensemble member’s performance to an actual weight. An error scoring function
S : RD × RD → R+ is used to determine the ensemble member’s performance. In
our case this is
S(ŷt+k|t , ot+k ),

(5.10)

where ŷt+k|t ∈ RD denotes the multivariate prediction at forecasting origin t and
(j)
lead time k. The prediction is given by the ensemble members’ predictions ŷt+k|t ,
whose performance we want to score. The ot+k ∈ RD denote the multivariate
observations at time t + k. In this thesis, we score multivariate predictions, e.g.,
using the AEE or ASAEE. This also leads to the effect that we obtain a single
weight shared by all target dimensions. However, it is also possible that we evaluate
each target dimension individually such that we get a weight for each dimension.
More information about this can be found in [11]. In the following, we restrict our
explanation to the former case, i.e., one weight shared by all D target dimensions.
0
The following function ςη : (R+ )J+1 → R+ maps a given error score to a weight.
There are various alternatives to realize the mapping from error scores to weights
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(cf. [108] for a detailed review). In this thesis, we use the coopetitive soft gating
weighting formula [108]. It is given by
PJ

0

ςη (Φ, ρ) =

j=1 ϕj
,η
ρη + 

∈ R+
0,

(5.11)

where Φ denotes the set, which contains the respective error scores of all J ensemble
members. This set is in the following also referred to as the set of reference error
scores. In this context, ϕj denotes the performance, i.e., error score, of the j-th
ensemble member. Note, the same error score function S is used to rate all J
ensemble members. This ensures that the error scores of all ensemble members are
comparable. Moreover, ρ ∈ R+ denotes the error score of an ensemble member for
that we want to compute the weight.  > 0 is a small constant to prevent division
by zero. The parameter η is chosen by the user. It controls the non-linearity of the
weighting function, i.e., the mapping from error scores to weights. For greater η, the
CSGE tends to work as a selecting ensemble, whereas smaller η result in a weighting
0
ensemble. By taking a closer look on the function ςη , we can discover the following
characteristics:
0

• The function ςη is falling monotonously (see Fig. 5.7a),
• for greater the error scores of an ensemble member (i.e., smaller performance),
0
ςη results in smaller weights,
• for η = 0 every ensemble member is weighted with J1 , disrespecting the error
scores.
P
0
(j)
To ensure that Jj=1 wd = 1, ∀d ∈ {1, ..., D}, we have to normalize ςη (Φ, ρ). The
soft gating function ςη : (R+ )J+1 → [0, 1] that we used is thus obtained by
0

ςη (Φ, ρ) = PJ

ςη (Φ, ρ)
0

j=1 ςη (Φ, ϕj )

(5.12)

We can further simplify this to
ςη (Φ, ρ) =

1
(ρη

+ )

PJ

j=1 ((ϕj )

η

+ )−1

(5.13)

which yields the final coopetitive soft gating formula [108]. We use this function as
basis for determining the weights of the ensemble members. An example of the soft
gating function with different values of η is given in Fig. 5.7. Besides the fact of
having only one parameter η, the soft gating function has the advantage of operating
directly on error scores of the ensemble members, i.e., it directly links the ensemble
members’ performances to the weights as explained in the following sections.
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(a) The error (AEE) of the fourth ensemble member (see table below) is drawn on the x-axis, while
the y-axis shows the corresponding weight computed with ςη .
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(b) Example of resulting weights of a set of four error scores Φ depending on the parameter η.

Figure 5.7: Exemplary weighting computed by the coopetitive soft gating formula ςη (see
Eq. 5.13) for an ensemble of consisting of four ensemble members. The four ensemble
members’ error scores Φ are depicted in the header of the table in (b). In this table, the
ensemble members’ weights for different parameter values of η are displayed. In (a), the
fourth ensemble member’s weight for various error scores and different parameterizations of
η are shown.

5.3.3 Global Weighting
The global weights are calculated during ensemble training and then remain constant.
The weighting technique aims at weighting ensemble members according to their
performance, measured in terms of the error score, using the coopetitive soft gating
principle. Ensemble members that performed well during training get higher weights
compared to those that performed worse. For the global weighting, we consider
the complete forecast horizon. As introduced earlier, let S be an arbitrary error
metric, which, for example, could be the AEE for regression or the cross-entropy
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for classification. The only condition that has to hold is that it has to be falling
monotonously with decreasing performance (i.e., increasing error) to work properly
with the soft gating principle, see Eq. 5.13. The global weighting is independent of
the lead time. Hence, depending on the considered application, it might be necessary
to sum or average over all lead times. In the case of trajectory forecasting, we do this
by considering the ASAEE, instead of the AEE, as error score. For sake of brevity,
we omit the dependence on the lead time in the following. The error score r(j) ∈ R+
of the j-th ensemble member is given by
r(j) =

N
1 X
·
S(ŷn(j) , on ),
N n=1

(5.14)

where N refers to the number of samples in the training set. The set R contains all
reference error scores of the J ensemble members
R = (r(1) , . . . , r(j) , . . . , r(J) ).

(5.15)

We obtain the global weight of each ensemble member by
wg(j) = ςη (R, r(j) ).

(5.16)

The parameter ηg is chosen during ensemble training as described in Section 5.3.6.

5.3.4 Local Weighting and Context Space
The local weighting takes into account that the ensemble members perform differently in different situations. A situation might be described by additional context
information or might refer to a separate area of the feature space. In contrast to the
global weighting, the local weighting is calculated for each ensemble member and each
prediction at runtime. We proceed as follows: First, we estimate the expected error
score of the prediction of each ensemble member, then we use the coopetitive soft
gating formula to map the expected errors to weights. The intuition behind this is: If
a model has already provided a solid prediction in a certain situation in the past, it
will do so in similar situations in the future. For the local weighting, we must predict
the expected error score of an ensemble member’s predictions based on historical
observations. Therefore, we use the training set and make predictions for all ensemble
members. Afterward, we calculate the error per sample using our scoring function S,
e.g., the AEE, ASAEE, or cross-entropy. As before with the global weighting, we
do not consider time-dependent aspects here either. Moreover, the local weight of
an ensemble member is shared for all output dimensions. Subsequently, we train a
regression model per ensemble member. The regression model can be described as a
(j)
function Ml : RC → R+ . The regression model uses features c ∈ RC as input and
outputs the expected error score q̂ ∈ R+ . The feature space may but must not be
identical to that of the ensemble members, i.e., we might already consider additional
context information. Therefore, in the following, we refer to this as context space.
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(j)

C refers to the dimension of the context space. The regression model Ml can be
any arbitrary regression model, e.g., a k-nearest neighbor (k-NN) regressor, a linear
(j)
regression model, or an MLP. The expected local error score q̂t of the j-th ensemble
member at time t is given by
(j)

(j)

q̂t = Ml (ct ),

(5.17)

where ct denotes the context vector at time t. Note that this methodology can be
seen as a generalization of the k-NN-based approach presented by Gensler [108]. In
the following, we calculate the weighting analogous to the global weighting using the
soft gating formula. Therefore, let Qt ∈ RJ be the set which contains all predicted
error scores of the J ensemble members at time t with
(1)

(j)

(J)

Qt = (q̂t , . . . , q̂t , . . . , q̂t ).
(j,t)

The local weight wl

(5.18)

for time t is calculated by using the soft gating formula
(j,t)

wl

(j)

= ςη (Qt , q̂t ).

(5.19)

5.3.5 Lead Time-Dependent Weighting
The lead time-dependent weighting considers the fact that the quality of an ensemble
member may vary for different lead times, e.g., some ensemble base models might be
better in the short-term while others are better in the long-term. We use the average
error score during training to calculate the weights. The weights are again obtained
by applying the soft gating formula (Eq. 5.13). At runtime, the lead time-dependent
weights are fixed. The average error score of an ensemble member j for specific lead
time k is given by
(j)
pk

N
1 X
(j)
S(ŷt+k|t , ot+k ).
·
=
N n=1

(5.20)

(j)

The weight ωk is calculated analogous to the global and local weighting using the
soft gating formula (cf. Eq. 5.13) with
(1)

(j)

(J)

Pk = (pk , . . . , pk , . . . , pk ),
(j,k)

wlt

(j)

= ςη (Pk , pk ).

(5.21)
(5.22)

5.3.6 Model Fusion and Ensemble Training
As stated above, the overall weighting including all aspects is given by Eqs. 5.8 and 5.9.
Moreover, we obtain the ensemble prediction using Eq. 5.6. The main parameter of
the CSGE is the hyperparameter η, which determines whether CSGE acts more as
a gating or more as a weighting ensemble. The parameter η is chosen by the user.
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However, depending on the considered forecasting task, the optimal value of η may
vary. Furthermore, there might be even a different η for each of the weighting aspects.
Since there are three aspects, global-, local- and lead time-dependent weighting, it
follows that we have to choose also three η = (η1 , η2 , η3 ).
To find the optimal coopetitive soft gating parameters η, we formulate the following
optimization problem. In this context, let on ∈ RD×kmax be the n-th D-dimensional
multivariate observation, where additionally we incorporated the respective observa(j)
tions for all kmax lead times. Moreover, let wn+1|n (η) ∈ (R+ )D denote the composed
weight including all three weighting aspects, whereas (η) reflects the dependence on
(η)

the coopetitive soft gating parameters η. Moreover, let Ŷ n ∈ RD×kmax be a matrix
consisting of the CSGE’s predictions for the n-th sample. Each column in this matrix
corresponds to a dedicated lead time k. The predictions for each lead time k are
obtained by applying Eq 5.6 with the ensemble members’ predictions and weights
corresponding to the particular lead time k. The matrix depends on the parameter
η which is expressed by the superscript. The weights are obtained by Eq. 5.8 and
the soft gating formula (see Eq. 5.13). The optimization problem is given by
minimize
η

N
3
X
1 X
(η)
S(ŷ n , on ) + ζ ·
ηz ,
N n=1
z=1
(η)

where

Ŷ n =

J 
X
j=1

subject to

each ηz ≥ 0,

(j)
wn+1|n (η)

◦

(j)
ŷn+1|n

...

(j)
wn+kmax |n (η)

◦

(j)
ŷn+kmax |n



,

(5.23)

where S denotes the error score and NPthe total number of samples. The second
part of the optimization problem ζ · 3z=1 ηz is a regularization term to control
potential overfitting. Therefore, ζ is an additional hyperparameter. For a more
detailed derivation of the optimization problem, we refer to [108]. The minimization
problem can be solved by any appropriate algorithm, such as the gradient-based
interior-point optimization algorithm [56].
The advantage of the CSGE is, that during training we do not need to change the
base models, i.e., ensemble members. This property makes the ensemble particularly
attractive for use in the context of cooperative intention detection of cyclists since
here we assume that the base models are already trained. Furthermore, by using
the context space, we can incorporate additional context information, e.g., about
the cyclist’s state of movement or other environmental conditions. Moreover, we
only have three parameters that govern the behavior of the CSGE. The soft gating
formula maps the expected error of prediction directly to weights. This makes the
prediction processes easier to understand and more human-comprehensible.
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5.4 Cooperative Probabilistic Trajectory Fusion
using Orthogonal Polynomials
In this section, we present our first approach to cooperative cyclist intention detection.
In this approach, we use orthogonal polynomials to fuse position and orientation
measurements of a tracked cyclist probabilistically. By using polynomials that model
the past trajectory, we can elegantly consider delayed and OOSM. The coefficients
of the orthogonal polynomials are used for intention detection, i.e., basic movement
detection and trajectory forecasting. The fusion system under consideration uses
a competitive sensor configuration since measurements of the same modality (i.e.,
position and orientation) are fused. The fusion occurs at the data level.
CPM

CAM

CAM

Figure 5.8: Communication paths and message types transmitted between agents of the
C-ITS implementing the cooperative probabilistic trajectory fusion for cyclist intention
detection. As agents, we consider vehicles, RSU, and smart devices carried by cyclists.

The underlying idea of the cooperative approach presented in this section is
that the agents, i.e., ITS-S including vehicles, RSU, and cyclists themselves, share
position and orientation measurements of cyclists. In the following, we describe the
cooperative approach with regard to the ETSI standard. However, the underlying
method of cooperative intention detection is general and could be used in conjunction
with any arbitrary standard for message exchange. An agent can share the position
and orientation of a cyclist for example using CPM (see Section 5.1.2). Furthermore,
we assume that a cyclist may be equipped with one or more smart devices. These
devices may provide information about the position and the orientation of the cyclist.
Moreover, we assume that a smart device is capable of communicating with vehicles
and RSU via V2X. Hence, they can share and send information, such as their current
position and orientation, to other agents. For this, we use standard CAM with
an additional CyclistSubType data field [202]. Note, in this section, we use the
term sensors and agents interchangeably. A schematic of the C-ITS including the
transmitted messages is depicted in Fig. 5.8. For reasons of convenience, not all
communication paths are shown. Besides, we also omitted the CAM messages sent
by the vehicles. As defined in the ETSI standard, the message dissemination of CAM
and CPM is single-hop broadcasting.
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5.4.1 Cooperative Cyclist Intention Detection using
Probabilistic Trajectory Fusion
In this section, we describe the approach to cooperative cyclist intention detection
using probabilistic trajectory fusing. We fuse position and orientation measurements
using orthogonal polynomials and subsequently use the orthogonal expansion coefficients to detect the current basic movement and forecast the future trajectory.
A schematic of this approach is depicted in Fig. 5.9. Here, we see the cooperative
approach from the perspective of an ego vehicle, which receives position and orientation measurements originating from other agents and smart devices of cyclists.
Note, that we omitted potential preprocessing steps such as data association and
data object management for tracking multiple objects. These aspects relating to
cooperative tracking are not considered in this thesis.

Trajectory
Forecasting

Basic
Movement
Detection

Orthogonal
Expansion
Coefficients

Transformation
Ego Coordinate
Frame

Cooperative Cyclist Intention Detection using Probabilistic Trajectory Fusion

Approximate Trajectory
using Polynomial
…

CPM of
other ITS-S

Sensor
Measurement

Trajectory
Forecast

Cyclist‘s
CAM

Figure 5.9: Cooperative cyclist intention system using trajectory fusion from the view of a
single agent, e.g., vehicle. The position and orientation estimates (indicated by the blue
crosses and gray triangles) received via CPM or CAM are fused probabilistically using an
polynomial approximation with orthogonal basis polynomials. Subsequently, the orthogonal
expansion coefficients are transformed into the ego-frame. These coefficients are used for
basic movement detection and trajectory forecasting.

The fusion of the measurements originating from different agents is realized through
a polynomial approximation with orthogonal basis polynomials. In this regard, we
use the DSSW to model the past trajectory of the longitudinal and lateral position as
well as the orientation. We fit a polynomial over all locally available measurements,
i.e., all measurements from the locally available sensors as well as measurements
received from other agents, of the last Tl seconds. Tl corresponds to the desired
window length of DSSW (cf. Section 2.5.6). For the sake of clarity, we also omit the
fitted orthogonal polynomials for the lateral position and the orientation in Fig. 5.9.
The consideration of a time window and the use of orthogonal polynomials for the
representation of the trajectory in this window allows the seamless integration of
delayed or out-of-sequence measurements. As with the DSSW, the time window
is dynamically sized, i.e., the effective window size depends on the number and
distribution of samples in the window. Moreover, we can weight measurements
individually. The weighting is based on different factors, e.g., the expected accuracy
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of a sensor or the expected performance of a sensor depending on the current
situation. For this purpose, we use the probabilistic modeling of the polynomial
approximation, i.e., the weighted Bayesian linear regression (see Section 2.5.5). This
framework supports an overall “global” sensor-dependent weighting as well as a local
situation-dependent weighting of measurements. The on-line capability of the fusion
approach is ensured by the usage of the efficient up- and downdating procedure of
the polynomial approximation, according to Elhay et al. [83]. The fusion is carried
out in a global metric coordinate system, such as the UTM system. After fusion in
this global coordinate frame, the orthogonal expansion coefficients are transformed
into the ego-frame of the cyclist (see Section 2.5.7). Therefore, we use the current
position and orientation estimates. These are obtained by the evaluation of the
fitted polynomials at the current timestamp. Subsequently, the orthogonal expansion
coefficients are used for basic movement detection and trajectory forecasting.
Probabilistic Fusion and Weighting
In this section, we describe the fusion methodology in more detail. We also take a
closer look at the different aspects to weight measurements. As the name suggests,
the approach involves a probabilistic fusion methodology at its core. We use the
framework of Bayesian linear regression. This framework uses Bayes’ theorem
to describe the posterior distribution over the model’s parameters given the prior
distribution, the likelihood, and the data. In particular, we use the weighted Bayesian
linear regression model. The likelihood of data under this model is given in Eq. 2.52.
The posterior distribution over the measurements of J sensors is given by
!
Nj
J Y
−1
Y
ρ
j
p(β|y, mÑ , ΣÑ ) ∝
N yn(j) f (t(j)
N (β|m0 , Σ0 ) ,
(5.24)
n ; β), (j)
w
n
j=1 n=1
where Nj denotes the number of samples of the j-th sensor. Moreover, mÑ and
ΣÑ denote the mean and covariance of the posterior distribution, respectively.
P
Ñ = J1 Nj is the total number of samples in the window. Furthermore, y denotes
(j)
the vector containing all samples of all sensors. yn denote a sample from this
(j)
vector, i.e., the n-th sample of the j-th sensor with tn being the corresponding time
(j)
stamp. ρ−1
j is the sensor-specific precision parameter and wn denotes the situationspecific weight of the n-th sample of the j-th sensor. As before in Section 2.5, f is a
polynomial with orthogonal basis, β is the vector holding the polynomial coefficients.
The prior is modeled by a Gaussian where m0 and Σ0 are the prior mean and
covariance. To prevent the prior from causing an undesired bias, we set the prior
mean to zero, i.e., m0 = 0, and the covariance to Σ0 = λI with λ = 105 .
As before, the parameters of the posterior can be expressed through a combination
of prior and weighted least-squares solution (cf. Eq. 2.55 and 2.54). However, the
precision parameter is now sensor-specific and not same for all samples in the window.
This means we cannot longer multiply the weight matrix W by a single precision
parameter ρs (cf. Eq. 2.54). Instead, we must use a different precision for each sensor.
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We do this by including the sensor-specific precision in the weight matrix. The
matrix is then given by
W = diag



(1)
(1)
(2)
(2)
(J)
(J)
ρ1 w1 , . . . , ρ1 wN1 , ρ2 w1 , . . . , ρ2 wN2 , . . . , ρJ w1 , . . . , ρJ wNJ



. (5.25)

This matrix is used to computed the weighed BLR solution using the efficient upand downdating procedures described in Section 2.5.5. We see that a sample’s
weight is the product of the sensor-specific weighting and a local situation- or contextdependent weighting. This is very similar to the combination of the weighting aspects
of CSGE (see Section 5.3).
In the following, we take a closer look at the weighting. Let us first assume
for the sake of simplicity that all measurements of a sensor have a weight of one,
(j)
i.e. ∀nj ∈ (1, . . . , Nj ), ∀j ∈ (1, . . . , J) : wnj = 1. In this case, the decisive aspect
regarding the fusion of multiple sensors is the sensor-specific weighting, i.e., the
measurement precision ρj of the respective sensor. We assume that the precision is
supplied by the sensor manufacturer or determined in advance by means of dedicated
experiments. In this case, the measurements of a less noisy sensor get higher weights
than those of a sensor with noisier measurements. In this case, the weighting of a
sample is inversely proportional to the variance of that sample. The sensor-specific
precision can, therefore, be obtained by evaluation of the sensor’s measurement noise.
In the following, we always assume that the sensor’s measurement noise is known or
can be determined in advance. In this thesis, we do not consider any approaches to
the on-line estimation of the measurement noise [44]. Moreover, we do not consider
any deterministic measurement errors in our fusion approach, such as measurement
biases. Instead, we assume that all measurements are bias-corrected.
Concerning the sample-specific weighting, we identified the following aspects: (measurement) time-dependent weighting, situation- and context-dependent weighting,
sensor-frequency-dependent weighting, outlier detection and weighting.
Time-Dependent Weighting The time-dependent weights take the timeliness of
measurements into account, i.e., “newer” measurements get a higher weight than
“older” ones. The time-dependent weighting can be used to fade-out older information
and measurements. Consequently, a measurement that arrives late gets a lower weight.
This kind of weighting is used in many sensor fusion algorithms, such as the recursive
least-squares algorithm [125]. In our case, however, this weighting method has a
major drawback. If we used time-dependent weighting, e.g., in the form of exponential
decay, we would have to weigh new data points in this way, but we would also have
to re-weight the data points already contained in the weighted least-squares solution.
This would mean that we would have to re-weight all samples by applying the upor downdating of the polynomial approximation. This eliminates the advantage
of having an up- and downdating procedure whose runtime is independent of the
number samples in the window. For this reason, we do not consider time-dependent
weighting in this thesis.
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Situation- and Context-Dependent Weighting These weights take into account
that the sensors or models perform differently in different situations and contexts.
This weighting can be realized, for example, by using situation- and context-dependent
measurement models. Furthermore, if a measurement itself is the result of a filtering
process, e.g., a Kalman filter, the resulting uncertainty, i.e., the variance of the
filtered measurement, can also be used for the situation- and context-dependent
weighting. Another option is to consider the expected error, i.e., the locally expected
error of a sensor and use this estimate for weighting. The procedure is then analogous
to the local weighting in the CSGE. Further situation-dependent weighting strategies,
e.g., based on the current approximation error of the approximating polynomial, can
be found in the work of Becker [37].
Sensor-Frequency-Dependent Weighting In theory, polynomials are robust against
different update frequencies, e.g., sensor values might arrive at different update rates
or even infrequently. However, in practice, this leads to solutions in which sensors
with higher update rates dominate the polynomial fit. Merely because a sensor is
sampled with a high frequency, this does not mean that this sensor’s measurements
are better than the measurements of a sensor sampled with a lower frequency, i.e., a
noisy sensor may dominate the solution just because this sensor is sampled with a
high frequency. Henceforth, we must consider the sensor frequency in our weighting
strategy. In this context, we propose to normalize the weights of all sensors to the
same frequency. For instance, let us consider a sensor that has a weight of 1 and
operates at a measurement frequency of 10 Hz. We also have a sensor that has a
weight of 0.5, but it operates at a frequency of 50 Hz. Accordingly, in one second, the
first sensor has an accumulated weight (i.e., the sum of the weights of all samples)
of 10, whereas the second sensor has an accumulated weight of 25. In other words,
although a sample from sensor one is weighted twice as much as a sample from sensor
two, the accumulated weight of sensor two is after one second already 2.5 times the
accumulated weight of sensor one. Therefore, we propose to normalize the weights of
the sensor sampled with a higher frequency to that of the lower one. The normalized
weight of the second sensor is therefore 0.5
= 0.1. This normalization ensures that
5
the ratio of the sensor’s weights under consideration of the different sensor sampling
rates is maintained. This can be easily verified by looking again at the accumulated
weights.
Outlier Detection and Weighting An outlier is an observation or measurement
that lies outside the data overall distribution [304]. Especially methods that use a
Gaussian likelihood, i.e., methods that are directly related to the minimization of the
least-squares objective, are known for their sensitivity against outliers. One method
that considers outliers when fitting linear regression models is the Bayesian automatic
outlier detection proposed by Ting et at. [304]. However, an alternative is to remove
outliers before they are included in the polynomial fit. This can be accomplished by
examining the Mahalanobis distance of the measurement to the current estimated
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value. In this thesis, we do not consider explicit outlier weighting because there are
only a handful of outliers in the data set under consideration. Most of the outliers
are already sorted out by the trajectory preprocessing (cf. Sections 2.6.5 and 2.6.6).
Further Aspects Regarding Weights The combination of the different weighting
aspects is analogous to the combination of weighting aspects in CSGE (see Section 5.3),
i.e., by multiplication and re-normalization of the joined weights such that the summed
weights add up to one. In this thesis, we do not consider any covariance of multivariate
measurements. At this point, we would like to point out that it is possible to consider
covariances without any major modifications. This can be achieved by considering
the difference time series, e.g., time series obtained by subtracting the y from the x
coordinate. Further information on this can be found in the work of Gruber [122].
Basic Movement Detection and Trajectory Forecasting
In this section, we describe basic movement detection and trajectory forecasting.
With a few exceptions, the techniques used are mostly identical to the framework
presented in Section 2.4. As features, we use orthogonal expansion coefficients
in the ego-frame. Unlike the framework presented in Section 2.4, we do not use
the approximation error of polynomials in the dynamically sized sliding window as
features for basic movement detection and trajectory forecasting. This is because, for
sensor fusion, the approximation error can become arbitrarily large. To illustrate this,
we consider the fusion of measurements from a very accurate and low-noise sensor
with measurements from a very noisy sensor. We choose the weighting inversely
proportional to the measurement noise of the sensor. Hence, the result of the fusion is
expected to be closer to the measurements of sensor one. However, the approximation
error is determined under consideration of all measurements (those of sensors one
and two). The second sensor’s noisy measurements raise the approximation errors so
that it becomes useless as a feature.
Another novelty is the training of the machine learning models for basic movement
detection and trajectory forecasting. Many machine learning models are susceptible
to changes in the underlying data distributions. If the data distribution at runtime
does not correspond to the data distribution at training time (e.g., due to the
consideration of a different or new yet unknown sensor as input), the prediction error
can increase considerably. In literature, this is often referred to as concept drift [307].
To avoid this problem, we train our basic movement and trajectory forecasting
models on an augmented training data set, which contains data of all possible sensor
modalities. Besides, we examine different permutations of the available sensors, e.g.,
fusion of cyclist’s position and orientation estimates originating from a vehicle with
those of an RSU, fusion of cyclist’s position and orientation estimates from a vehicle
with those originating from a smart device, etc. One of the biggest challenges and
limitations of this approach is the necessity to adapt the machine learning models to
a continually changing data basis. So, the machine learning model must be re-trained
when a new vehicle with a novel sensor is added to the cooperative system. The key
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Fusion Architecture

Decentralized fusion.

Fusion Level

Data-level.

Sensor Configuration

Competitive sensor configuration.

Fusion Methodology

Probabilistic fusion using weighted BLR (cf. Section 2.5.5).

OOSM and Delayed Measurements

Natively supported by polynomial approximation. Maximum delay given by window length.

Scalability to Different Agent Configurations

Good scalability (only weight for each agent and
measurement is required).

Information Loop Mitigation

Independent estimate exchange.

Weighting Strategy

Weights are set inversely proportional to variance of the sensor noise. Normalization of
weights to uniform reference frequency.

Basic Movement Detection and
Trajectory Forecasting

Orthogonal expansion coefficients of fused polynomial in ego-frame (cf. Section 2.4.2) without
approximation error used as features.

Realization using CPM and CAM

Possible without major modifications to ETSI
standard.

Table 5.1: Key characteristics of probabilistic trajectory fusion using orthogonal polynomials.

characteristic of the approach to cooperative intention detection using probabilistic
trajectory fusion are depicted in Table 5.1.

5.4.2 Realization using CAM and CPM
In this section, we describe the possible realization of our approach from a technological point of view using the existing ETSI standard message formats. As already
described before and visualized in Fig. 5.8, we rely on CAM and CPM. Our approach
only uses information (i.e., position and orientation) that is already defined in the
ETSI standard. Moreover, the data required by our cooperative approach uses only
data which is, according to the standard, already intended to be communicated, e.g.,
for cooperative tracking. We do not need to extend the standard with additional
data fields and data types to be transmitted. On the contrary, the ETSI standard,
e.g., for CAM, specifies even more information to be shared. We limit ourselves here
to the consideration of the data (i.e., position and orientation), which are required
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for the cyclist intention detection using orthogonal expansion coefficients as input
(see Section 2.4).
Each ITS-S, i.e., vehicle and RSU, shares information regarding the tracked cyclists.
The data types are defined according to the ETSI common data dictionary [92]. The
cyclists’ longitudinal and lateral positions are shared in WGS 84, and the headings
of the cyclists are represented with regard to the WGS 84 north. Moreover, for the
polynomial approximation, we convert the received and measured positions into the
metric UTM coordinate system. Besides, we also include information regarding the
reliability of the position and heading measurement. Following the ETSI standard [92],
these are specified as absolute accuracy values for a predefined confidence level. The
CAM standard considers 95 % confidence level [88]. The confidence of the position
is specified in terms of a confidence ellipse. If we assume that the distribution
underlying these confidence estimates is Gaussian, we can recover the variance (i.e.,
precision) from the absolute accuracy values for the given confidence levels. Given
an observation X of a normally distributed random variable, with µ being the mean,
and σ the standard deviation, then P (µ − 2σ ≤ X ≤ µ + 2σ) ≈ 0.95. From the
variance, we can derive the weight of the measurement to be fused. We set the weight
to the inverse variance, i.e., the precision. In this context, we implicitly assume that
each agent or ITS-S is benevolent and, besides, can determine confidence for its
measurements. We are also considering frequency-dependent weights. In this respect,
we normalize the weights of all measurements to a uniform reference frequency, i.e.,
1 Hz. The receiving ITS-S realize this frequency weighting by normalization. In the
experiments described in the following section we use a reference frequency of 25 Hz.
To avoid circular reasoning (i.e., information loop mitigation), we only use the
independent estimate exchange strategy (see Section 5.2.5). We assume that only
raw and independent measurements are transmitted, i.e., we do not transmit position
and orientation estimates which rely on sensor-data of other agents. In CPM, the
sensors or sensor systems for each object must be described explicitly. We use this
description to ensure that we only use “unfused” data. We discard all measurements
that are based on the fusion of data from multiple vehicles.

5.4.3 Experimental Results
This section presents the experimental evaluation of the approach to cooperative
cyclist intention detection using probabilistic trajectory fusion. We evaluate our
approach off-line using real-word involving data from a research vehicle, an RSU
(i.e., sensor-equipped research intersection), and smart devices carried by the cyclists.
We consider the sensor-equipped research intersection as a representative of an
RSU. In the following, this sensor-equipped intersection is also referred to as the
infrastructure-based approach. We built our evaluation upon the experimental setup
described in Section 2.6. The split of the test subjects into the training, validation,
and testing sets is also analogous to Section 2.6. Throughout this evaluation, we use
the experimentally determined DSSW window length of 2 s (cf. Section 2.8). We also
consider fused position and orientation estimates originating from the combination
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of a smartphone’s INS measurements and a smart helmet’s GNSS measurements. A
description of this is given in Section 4.5. In this section, we refer to this combination
of the devices as a smart device-based approach. Finally, we evaluate the scalability
of our approach to multiple vehicles on synthetic data.
Position and Orientation Estimation
First, we consider the evaluation of the position and orientation estimation derived
from the probabilistic trajectory fusion. Therefore, we evaluate the approximating
polynomial at the current time. The results of the cooperative approach regarding
basic movement detection and trajectory forecasting are presented later. The ego
vehicle is the baseline. We evaluate the positioning and the orientation error in
terms of AEE and RMSE, respectively. For evaluation, we consider only those cyclist
trajectories recorded by all three modalities, i.e., vehicle, infrastructure, and smart
device to guarantee comparability. We use a test set comprising of 67 trajectories
originating from 21 cyclists. Besides, we set a fixed message dissemination frequency
of 25 Hz and choose a fixed sensor-specific weighting. The weights for the position and
orientation estimates of the agents are set to their inverse variances, i.e., precisions.
The precision of the estimates supplied by the different agents are depicted in
Table 5.2. In this respect, the infrastructure’s measurements have the highest weight,
followed by the vehicle’s measurements. The position measurements derived from the
smart device’s GNSS have a high standard deviation (cf. Section 4.4.1). Henceforth,
their weight regarding the positioning is rather small. The results of our investigation
are depicted in Fig. 5.10. For the sake of clarity, we omit the AEE of the smart
device measurements.
We can see that the fusion offers an advantage in virtually all cases from the
perspective of the ego vehicle. In particular, the integration of infrastructure-based
measurements can significantly improve the position and orientation estimation. This
improvement can be observed for all agent configurations involving infrastructure
measurements (i.e., vehicle and infrastructure, infrastructure and smart device, and
all three agents together). In these cases, the measurements of the infrastructure
dominate the solution. When considering all three agents, the orientation error
is slightly increased. This deterioration is probably due to the circumstance that,
especially for cyclist’s trajectories, which contain many standing cyclists, the ground
Infrastructure

Vehicle

Smart Device (GPS)

Position [m−2 ]

12.86 ·105

4.48

0.023

Orientation [rad−2 ]

9.46

5.82

1.92

Table 5.2: Precisions of the position and orientation estimates provided by the different
agents
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Figure 5.10: Results of the polynomial-based fusion mechanism. We depicted the results
of the position as well as the orientation estimation using box plots. The box plots show
the results of the fusion of the position and orientation measurements of various agent
combinations. The box plots are created for 67 cyclist trajectories.

truth orientation estimation is not always correct. The consequence is a slightly
distorted error, i.e., the fused orientation estimate is most likely closer to the actual
ground truth orientation. Moreover, we observe that the use of smart device-based
orientation measurements leads to a slight deterioration of the average error and a
slightly increased spread.
To better understand the results, we compare the probabilistic trajectory fusion
approach to a Kalman filter for the fusion of the position measurements. The
results of this investigation are depicted in Fig. 5.11. We see that for some agent
configurations, the probabilistic trajectory fusion performs better, while for others,
the fusion using the Kalman filter performs better. The Kalman filter’s extraordinary
performance regarding the AEE of the infrastructure-based position filtering can
be explained by the fact that an RTS-Kalman filter is used to generate the ground
truth. Hence, by construction, the result of Kalman filtering will be close to the
ground truth. We conclude that the results of our approach are comparable to those
of the Kalman filter. Henceforth, our approach may also be suitable for cooperative
tracking. Moreover, it must be noted that the position estimates are the results of
the evaluation of the approximating polynomial at the sliding window’s boundary.
Hence, the measurements are slightly deteriorated by the sliding window boundary
value problem (see Section 2.5.7 or [122]). The evaluation of the approximating
polynomial in the middle of the window could improve the position estimation.
However, this introduces an estimation delay.
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Figure 5.11: Box plot showing the AEE of the position estimates originating from the
probabilistic trajectory fusion and Kalman filter. The box plots are created for 67 cyclist
trajectories.

We also study the probabilistic trajectory fusion approach’s behavior under message
and measurement delays. The results of this investigation are shown in Fig. 5.12. We
see that the positioning error increases with the increasing delay. The positioning
error of the fused estimates converges against the performance of the vehicle. The use
of position and orientation estimates supplied by the infrastructure is from an ego
vehicle’s perspective even for larger delays beneficial. The fused estimate does not
worsen and up to a delay of about 0.7 s always leads to an improvement of the AEE.
Incorporating the smart device’s position estimates does not produce any substantial
advantages.

AEE [m]

Median of Position AEE
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0.05
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Delay [s]
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Figure 5.12: Median position estimation error for different delays and agent configuration.
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Deterministic Trajectory Forecasting
In this section, we explore the results of deterministic trajectory forecasting based
on the probabilistic trajectory fusion. The results of this investigation are presented
in Figs. 5.13 and 5.14. For evaluation of the deterministic trajectory, we consider the
ASAEE. Note that, the scores for the single agents differ slightly from the results
presented in Chapter 2 and 4. The slightly different feature space explains this
difference, i.e., we do not consider the approximation error as a feature. Again,
from the perspective of an ego vehicle, we see that the combination of different
agents’ measurements provides a better trajectory forecast in almost all cases. This
is especially true for the use of the sensor data originating from the infrastructure.
If we examine only the combination of vehicle and smart device measurements, we
see that the incorporation of smart device data yields an advantage. We recognize that
the cooperative approach based on probabilistic trajectory fusion yields particularly
for starting movements and turning better results. The mean and the median are not
substantially different, but the spread of the distribution is much smaller. The reason
why the use of smart devices is beneficial for the forecasting and not for the position
or orientation estimation is probably due to the circumstance that we consider the
trajectory model of the entire window. For the position or orientation estimation, we
only considered the evaluation of the trajectory model at a particular point, e.g., the
currently estimated position of the cyclist. Even if the position is not exact, the model
itself can still be useful for trajectory forecasting. For example, quantities like the
cyclist’s velocity and acceleration might be well modeled by the orthogonal expansion
coefficients of the approximating polynomial. This might explain why smart devices
are beneficial for forecasting but not for position or orientation estimation.
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Figure 5.13: The box plots show the ASAEE evaluated of the forecasting models for turning
cyclist. The box plots are create using 67 trajectories of 21 cyclists.
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Figure 5.14: The box plots show the ASAEE evaluated of the forecasting models for
different longitudinal movement types. The box plots are create using 67 trajectories of 21
cyclists. The plot at the bottom contains all movement types, i.e., the evaluation on the
complete data set.

Case-Study: Scaling to Multiple Vehicles
In this case study, we analyze the behavior of the probabilistic trajectory fusion
approach for multiple vehicles. Since we have only one vehicle available in our
investigation, we rely on synthetic data. As a starting point, we use the ground truth
trajectories. In this case study, we investigate the current position and orientation
estimation using our probabilistic fusion approach. We assume that each vehicle
is capable of providing unbiased estimates of the cyclist positions. Henceforth,
our simulation comprises the ground truth trajectory with additional Gaussian
measurement noise. The variance parameter governing the amount of measurement
noise is obtained by the evaluation of the real data recorded from the experimental
vehicle (cf. Section 2.6). In this way, we can simulate multiple vehicles. Again, we
evaluate the fusion from the perspective of an ego vehicle. Moreover, we consider
message and measurement delays of up to 1 s. The results of this simulation are
depicted in Fig. 5.15. We observe that integrating the measurements originating
from multiple vehicles leads to better position and orientation estimates. We also
see that the position and the orientation errors increase sharply until about 0.4 s.
Then the position and orientation errors of the fusion converge against the result of
the single ego vehicle. However, we observe an improvement even with a delay of 1 s.
Based on this case study, we demonstrate that the fusion approach scales to multiple
vehicles. The most remarkable improvements in positioning accuracy are achievable
with three to four vehicles. The use of more than four vehicles only leads to marginal
improvements. The situation is similar for the cooperative orientation estimates.
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Figure 5.15: The figure shows the average position (AEE) and orientation error (RMSE)
for different numbers of vehicles and delays.
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5.5 Cooperative Basic Movement Detection with
Various Approaches
In this section, we investigate the second approach to cooperative cyclist intention
detection, i.e., cooperative basic movement detection. We use multi-sensor data
fusion methods to combine data and information originating from different agents
for improved basic movement detection. These cooperatively determined basic movements can then be used for the trajectory forecasting, i.e., for the parameterization of
the forecasting models. In this section, we do not examine fusion based on trajectory
forecasts. Cooperation on the basis of trajectory forecasting is dealt with separately
in Section 5.6. Instead, we assume that the trajectory forecasts are solely based on
the agent’s local perception, and the cooperatively obtained basic movements. A
graphical illustration for a better understanding of the intended cooperative process
is given in Fig. 5.16. As in Section 5.4, we consider the fusion process from the
perspective of an ego vehicle.

…

CPM of
other ITS-S

Sensor
Measurement

Process of Cooperative Cyclist Intention Detection

Cooperative
Basic Movement
Detection

Cyclist‘s
CAM

Trajectory
Forecasting

Trajectory
Forecast

Ego Vehicle

Figure 5.16: Cyclist intention detection using cooperatively detected basic movements
from the perspective of an ego vehicle. The cooperative basic movement detection fuses
information originating from other agents on different levels, e.g., on the feature- and
decision-level. The cooperative basic movements prediction is subsequently for trajectory
forecasting.

In this thesis, we investigate different methods for the realization of cooperative
basic movement detection. In this section, we present four methods for cooperative
cyclist basic movement detection. In this context, the spectrum of the covered
methods ranges from feature- to the decision-level fusion approaches.

5.5.1 Feature Space Stacking
In feature space stacking, we assume that the agents exchange preprocessed features
with each other. These features which originate from different sensors are combined
and used for basic movement detection. In feature space stacking, we realize fusion
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by concatenating the feature spaces of different sensors. This is, for example,
the concatenation of orthogonal expansion coefficients describing the past cyclist’s
trajectory with Fourier coefficients describing the acceleration profile derived from
the smart device’s inertial sensors. A schematic of this fusion strategy is depicted in
Fig. 5.17. The fusion methodology resides on the feature-level since we are using
high-level features such as orthogonal expansion coefficients. Moreover, we can
classify the methodology as a complementary fusion. The method is not suitable for
the fusion of competitive sensor configurations. However, we can combine the feature
space stacking with competitive fusion methods. In Fig. 5.17, we exemplify this by
the preceding probabilistic trajectory fusion to combine position and orientation
measurements and to derive fused orthogonal expansion coefficients. These coefficients
are then fused with the smart device derived features by feature space stacking.
Sensor
Measurements

CPM of
other ITS-S

Cyclist‘s
CAM

…
Ego Vehicle
Prob. Trajectory Fusion
Orthogonal Poly. Coef.

Smart Device Features

Stacked Feature Space

Basic Movement Detection
Fused Basic
Movement Pred.

Figure 5.17: An exemplary illustration of the fusion of two complementary feature spaces
based on feature space stacking with subsequent basic movement detection. The optional
combination with probabilistic trajectory fusion is depicted in light gray.

Model Training and Sensor Outage
We train the machine learning models for basic movement detection based on the
concatenated feature space. Depending on the feature spaces to be combined, the
amount of data to be transferred and, thus, the required network bandwidth may be
substantial. We can optimize for the network bandwidth by reducing the feature
spaces, e.g., by applying feature selection or dimensionality reduction. At the same
time, feature selection also improves the generalization capability of machine learning
models.
One major difficulty with this approach is the dynamics of the C-ITS. At any
given time, new agents can join, and others drop out. Consequently, the composition
of the sensors to be fused and, of course, the feature space is also subject to constant
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change. In the following, we refer to a dedicated composition of agents whose feature
space are to be combined as a configuration of agents.
We first train a model on a fixed feature space setup, e.g., orthogonal expansion
coefficients and Fourier coefficients. If new features are added or if an agent drops
out, then the machine learning model cannot be applied anymore. This is a general
problem with machine learning models. One possible solution is the usage of nearest
neighbor methods with kernels to determine the similarity of patterns. The kernel
function over the entire feature space is composed of the addition of the kernel
functions of the individual agents’ sub-feature spaces. If an agent drops out, then we
only consider the subpart of the kernel function. The same applies to the addition
of a new sensor, i.e., new features. This method is referred to as multiple kernel
learning [120]. Unfortunately, an extension of the approach to other classifiers, such
as the XGBoost classifier used throughout this thesis, is not possible. An alternative
is the usage of a single machine learning model for each agent configuration. However,
this approach is only practicable for a small number of agents, i.e., feature space
combinations. Another alternative is the consideration of an overall joint feature
space comprising of features from all agents. In this case, it is necessary to define
the term “all” agents. Here it is defined as the largest possible set of agents that
could potential take part in the cooperative basic movement detection, e.g., “all”
could mean four vehicles, one smartphone, and one RSU. Suppose we have such a
set, then we have a feature space that includes all agents. However, all agents will
probably never contribute to this feature space simultaneously, i.e., feature values
are missing. We use synthetic imputation of missing feature values. The imputation
may be realized by considering the average or most frequently occurring value of the
respective feature. This method is widely used in data science [319]. In this thesis, we
examine the second approach, i.e., considering a dedicated machine learning model
for each possible configuration of agents.
Concept shifts and the integration of new agents (e.g., a sensor that shares the
feature space but with a slightly different sensor characteristic) are also enormous
challenges, resulting in the necessity of re-training the machine learning models. This
problem is referred to as domain adaption [258]. However, for this fusion approach,
we do not consider this issue any further in this thesis.
Delayed Measurements and Information Loops
In this section, we examine the incorporation of time-delayed measurements, i.e.,
features. One way to include delayed measurements is to use a separate feature that
includes the delay (e.g., in seconds) for each agent. We would use an augmented
data set for training the models, e.g., by artificially delaying measurements of the
agents. The machine learning model can thus learn from data on how to handle
delayed messages and measurements. An alternative possibility is the usage of a
separate machine learning model for each possible delay, e.g., a model for delayed
measurements of 0.1 s, one for 0.2 s etc. Since we have to consider this for all possible
agent configurations, this quickly leads to a combinatorial explosion of the required
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Figure 5.18: Exemplary illustration of the stacking ensemble approach. The combination
with feature stacking is referred to as hybrid approach. This extension is depicted in red.

number models. This approach is, therefore, not scalable. In this thesis, we consider
the first variant.
Moreover, we only examine the latest available features. Features that are further
in the past are not taken into account. Furthermore, we also assume that the
temporal order of the features is not relevant for the classification, i.e., in particular,
we do not consider time-dependent models such as RNN or LSTM. Henceforth,
we only use the latest available features. In this context, OOSM does not pose a
technical problem. Circular reasoning and information loops are also not a problem
for this fusion approach. The feature space stacking approach uses only features as
input and generates predictions. No basic movement predictions from other agents
are used. This means that there are no self-reinforcing information loops.

5.5.2 Stacking Ensemble
In the stacking ensemble fusion methodology, we fuse basic movement predictions.
These basic movement predictions which originate from the basic movement detection
models of other agents are combined using a dedicated machine learning model. The
ensemble strategy has been introduced earlier in Section 4.5.2 for the combination
of basic movements prediction of different smart devices and in the context of
ensemble strategies in Section 5.2.4. We can combine the stacking ensemble with
the feature-level stacking. The resulting fusion methodology is referred to as hybrid
stacking ensemble or hybrid approach. Additional information about the current
context, represented by the current feature vector, might improve the fusion result. A
schematic of the stacking ensemble and the hybrid approach is depicted in Fig. 5.18.
The stacking ensemble operates on the decision-level. Moreover, in terms of sensorsetup configuration, we can classify the stacking ensemble as competitive. The hybrid
approach operates on the feature- as well as the decision-level.
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Model Training, Sensor Outage, and Delayed Measurements
The stacking ensemble for basic movement detection can be trained using the ensemble
members’ predictions as input. The ensembles members’ predictions for training the
ensemble can be obtained using cross-validation (cf. Section 2.6) The training of the
hybrid approach is analogous, but with the difference that also the concatenated
feature space must be included. With this respect, the training is similar to the
feature stacking approach presented earlier.
As the stacking ensemble and the hybrid approach are machine learning-based
approaches, they have problems with handling varying input configurations, e.g., due
to a new agent joining or an existing agent being replaced by a new one. We can
alleviate this problem by training a dedicated model for each input configuration.
However, as before with the feature stacking approach (cf. Section 5.5.1) this approach
is only practicable for a small number of agents. However, in this thesis, we investigate
the latter approach, i.e., we train dedicated models for each input configuration.
The possibilities for handling delayed measurements are analogous to the feature
stacking approach, i.e., training of separate models for discrete delays or the use of
dedicated features that numerically map the delays of each involved agent.

5.5.3 Independent Likelihood Pool
Another method that we examine within the context of this thesis for the cooperative
basic movement detection is the independent likelihood fusion (ILP) fusion (cf.
Section 5.2.3).
Model Training and Sensor Outage
In the following, we describe the fusion methodology in detail. We assume that each
of the agents (J in total) provides a basic movement prediction based on its local
sensor measurements. In this context, x(j) denotes the measurement (i.e., feature
vector) of the basic movement classifier of the j-th agent. We do not distinguish
between longitudinal and lateral basic movements in the subsequent explanation
because the method is analogous for both basic movement types. Instead, we use
a placeholder bmt for the basic movement at time t. We assume that each agent
provides a classification probability regarding the basic movement p(bmt |x(j) ) at
time t. The ILP approach makes use of the conditional independence property [44],
p(x(1) , . . . , x(J) |bmt ) = p(x(1) |bmt ) · . . . · p(x(J) |bmt ),

(5.26)

i.e., the measurements (i.e., features) are independent of each other given the basic
movement bmt . The posterior distribution, i.e., the fused estimate comprising of the
measurements of all agents, is then given by
(1)

p(bmt |x , . . . , x
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(J)

p(x(1) , . . . , x(J) |bmt ) · p(bmt )
)=
,
p(x(1) , . . . , x(J) )

(5.27)

where p(bmt ) denotes the basic movement prior probabilities. Moreover, p(x(1) , . . . , x(J) )
is a normalization term, which we omit in the following. Then by application of the
conditional independence property, we obtain the fusion equation
p(bmt |x(1) , . . . , x(J) ) ∝ p(x(1) |bmt ) · . . . · p(x(J) |bmt ) · p(bmt ).

(5.28)

However, the agents do not provide us with the measurements or features x(j) , but
with probabilities about the basic movement. For this, the equation is modified
p(bmt |x(1) , . . . , x(J) ) ∝

p(bmt |x(1) ) · p(x(1) )
p(bmt |x(J) ) · p(x(J) )
· ... ·
· p(bmt ),
p(bmt )
p(bmt )
(5.29)

again p(x(1) ), . . . , p(x(J) ) can be interpreted as normalization factors, which can thus
be omitted (as long as we re-normalize the final fused posterior probability to one
again). Hence, the ILP fusion equation for cooperative basic movement detection is
given by
p(bmt |x(1) , . . . , x(J) ) ∝

p(bmt |x(J) )
p(bmt |x(1) )
· ... ·
p(bmt ).
p(bmt )
p(bmt )

(5.30)

The obtained posterior probability must be normalized again to account for the
omitted normalization terms. This probabilistic method is almost parameter-free
except for the class prior probabilities. These class prior probabilities are learned from
training data. Besides, ILP is extremely easy to implement. It is a straightforward
multiplication of the prior and the predicted class probabilities. Sensor outage is
straightforward to handle using this fusion methodology, i.e., by leaving out the
corresponding term of the agent in the ILP fusion Eq. 5.30. The ILP is a decision-level
fusion technique for competitive sensor-configurations.
Delayed Measurements and Temporal Smoothing
For the consideration of time-delayed basic movement predictions in the ILP fusion,
we consider an approach of artificially “aging” basic movement predictions. For this
purpose, we model the cyclist’s behavior in terms of a stochastic state machine, i.e.,
a time-discrete Markov chain. To illustrate the underlying idea, we consider the
example of the fusion of infrastructure- and vehicle-based basic movement predictions.
The fusion is realized on the vehicle. Moreover, we assume that the infrastructurebased basic movement predictions are delayed. The vehicle receives the delayed basic
movement predictions. We now use the modeling as a Markov chain and take the
delayed basic movement prediction as the Markov chain’s initial state. Then we
simulate the delay using the Markov chain, i.e., we multiply the initial state ntd
times by the state transition matrix of the Markov chain. Here, ntd corresponds to
the actual delay td approximated in terms of discrete time steps of the Markov chain.
We refer to this process as artificial “aging” of basic movement predictions. These
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artificially aged basic movement predictions are used as input for the fusion with the
vehicle-based prediction.
We use previous knowledge about the structure of the basic movements, i.e.,
the state machine, to assess the extent to which the time-delayed basic movement
predictions are still correct. This methodology is, to a certain extent, a form of
basic movement forecasting. The state transition matrices Alon and Alat for the
longitudinal and lateral basic movements are learned from training data. In our case,
for a frequency of 25 Hz the matrices are given by


Alon

0.998
0.000
=
0.000
0.018

0.002
0.994
0.000
0.000

0.000
0.006
0.999
0.000


0.000
0.000
,
0.001
0.981



Alat


0.998 0.001 0.001
= 0.001 0.999 0.000 .
0.001 0.000 0.999
(5.31)

We can see that the probability of remaining in the current state is high. This is one
of the big challenges of this approach, which deserves further investigation in future
work. We could alleviate this by explicitly modeling the duration in a particular
state as in [44]. However, in this thesis, we limit ourselves to the investigation of the
basic approach.
The modeling via a Markov chain can also be used for additional smoothing of the
cooperative basic movement predictions. The fused probability posterior is used as
new prior in the ILP fusion at the next time step. Before that, however, the posterior
is adjusted by simulating a step of the Markov chain. This algorithm is known as
Bayes’ Filter [302]. The challenge of this smoothing approach, however, is circular
reasoning or data incest [213]. For this reason, we do not use any additional temporal
smoothing. Instead, we require that only unfused basic movement probabilities are
exchanged.

5.5.4 CSGE for Basic Movement Detection
In this section, we describe the application of the CSGE for fusing basic movement
predictions. As the CSGE involves the computation of a weighted average of the
prediction of its ensemble members, it can be seen as a linear opinion pool fusion
method [248]. Henceforth, the CSGE can be classified as a decision-level fusion with
a competitive sensor setup. In the following, we describe the underlying realization
using the concrete example of the fusion of vehicle, infrastructure, and smart devicebased longitudinal basic movement predictions. The method for the lateral basic
movement predictions is identical. The explanations presented hereafter also include
preliminary investigations regarding the design and choice of the parameters of the
CSGE-based approach to cooperative basic movement detection. These investigations
are based on the data set described in Section 2.6.
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Model Training and Sensor Outage
In this section, we describe the CSGE model training. The central underlying idea
of the CSGE is to weight ensemble members according to their expected prediction
error. The estimation of the prediction errors of the individual ensemble members is,
therefore, of central importance. Besides, we distinguish between different aspects,
i.e., the global, the local, and the lead time-dependent error. The weights are derived
from these expected errors using the soft gating principle (cf. Section 5.3.2) The
basic movement detection is a prediction for the current point in time, which means
that the lead time-dependent part is not applicable.
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Figure 5.19: Log loss of longitudinal basic movement classifiers for different agents.

We use the log loss, i.e., the cross-entropy, to optimize the parameters of the
CSGE, i.e., η1 and η2 to parameterize the soft gating functions for the global and
local weights, respectively. Consequently, the global and local errors of the ensemble
members are measured in terms of the log loss. We assume that the ensemble
members are already trained and that there is a separate data set for the ensemble
training. For this purpose, we use ten-fold cross-validation to create the ensemble
training data set (cf. Section 2.6). We estimate the average log loss for each ensemble
member using this dedicated ensemble training set. In Fig. 5.19a, we exemplified
this for vehicle-, infrastructure, and smart device-based longitudinal basic movement
detection. Fig. 5.19b also shows the distribution of log loss errors for the three
ensemble members. To this end, we conducted a five-fold cross-validation over the
entire training data set consisting of 74 cyclists (cf. Section 2.6).
Another crucial aspect is the estimation of the situation-dependent, locally expected
error (also referred to as local error) of the ensemble members. For this purpose,
we train dedicated machine learning models that predict the log loss for given
predictions of the ensemble members. The prediction of the expected error is based
on the ensemble members’ locally available features, e.g., the smart device uses only
locally available information. The results for the exemplary application of the fusion
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of vehicle, infrastructure, and smart device-based basic movement predictions are
provided in Fig. 5.20. We evaluate a linear regression and an XGBoost regressor for
the prediction of the log loss. As can be seen in Fig. 5.20a, the log loss is highly
unpredictable. The R2 -score is hardly larger than zero. The R2 -score is even below
zero for the vehicle, meaning that the prediction is worse than the simple sample
average. Furthermore, the consideration of the residuals in Fig. 5.20b shows that the
predictions are biased and the log loss is overestimated. The predictability analysis
shows that the expected log loss for the prediction of the basic movement is severe.
This investigation indicates that the usage of the local situation-dependent weighting
of the predictions might not be beneficial. We explore this later in our experimental
evaluation in more detail. Further examinations of the predictability of the local
prediction error for basic movements can be found in the works of Botache [48] and
Deist [11].
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Figure 5.20: Results of log loss prediction using linear regression and XGBoost regression
models. The plots are created on the basis of a five-fold cross-validation over the training
data set consisting of 74 cyclists. The predictions of the models are subsequently used for
local weighting.

A dynamic variation of the ensemble composition, i.e., the removal of an ensemble
member or the addition of a new ensemble member, is natively supported by the
CSGE [108]. For example, if a member drops out, the weighting can be dynamically
readjusted, i.e., the weights are re-normalized so that they add up to one again.
The situation is similar for the introduction of a new ensemble member. Here, only
an estimation of the global and local error is needed to integrate a new ensemble
member into the ensemble. However, in both cases, we can no longer guarantee
that the soft gating parameters η = (η1 , η2 ) are still optimal in terms of log loss.
Regarding implementation, we suggest that each agent shares its global and local
error estimation in addition to the basic movement prediction. The CSGE on the
receiving side can then use these error estimates to weight the basic movement
prediction and fuse it with other basic movement predictions.
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Delayed Measurements
In the following section, we describe the fusion of basic movement predictions arriving
with a time delay in a CSGE. The basic idea is that we model the increase of the
error as a function of the delay. In other words, we try to answer the question of
how good a certain prediction is if it was delayed by a certain time interval of td .
Thus, we consider the expected error of the prediction and use it in the CSGE to
adjust the weights for the corresponding ensemble member.
We consider an additive increase in the expected prediction error
êt+td = êt + δLog Loss (td ),

(5.32)

where t denotes the current timestamp and td the delay, êt denotes the expected error
at time t without consideration of delays, and δLog Loss (td ) reflects the increase of the
log loss depending on the delay td . This function can be learned from training data
using machine learning models by introducing artificial delays in the training data.
The increase in log loss for different ensemble members is depicted in Fig. 5.21. For
this purpose, we consider the average increase of log loss over the complete training
data set. In this context, we model the increase in log loss due to delay using a
polynomial,
δLog Loss (t) = max(0, a · t2 + b · t + c),

(5.33)

where a, b, and c denote the parameters of the polynomial, which are learned from
data. In the following, we refer to this model as the delay error model. We use
this delay error model to model the increase in the expected global and the local
prediction error, i.e., we do not consider situation-dependent aspects in the delay
error model.
The delay error model itself precedes the CSGE and adjusts the expected errors.
In the CSGE, this leads to a changed weighting of the involved ensemble members.
In addition, as shown in Fig. 5.21, we have a separate delay error model for each
ensemble member, i.e., ITS-S type. The delay error model can be interpreted as
prior knowledge determined at the design time of the CSGE. Accordingly, each agent
would have to maintain such a model for all other types of agents. Alternatively, the
delay model could also be sent with the basic movement prediction. This could be
realized efficiently because we only have to transfer the polynomial coefficients a, b,
and c. This approach has the advantage that each agent can have its delay error
model and that the fusing agent does not need to know the model at the design time
of the system. Such an approach is, therefore, much more flexible.

5.5.5 Realization using CAM and CPM
In this section, we provide a brief description of the possible implementation of the
previously presented methods with respect to the current CAM and CPM standards.
In Table 5.3, we summarize the key characteristic of the various approaches to
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Figure 5.21: Polynomial delay error model for log loss. The gray crosses represent the
average δLog Loss for the respective agent. The dashed lines represent the fitted polynomial
delay error models. The polynomial delay error models are fitted on training data consisting
of 74 cyclists (cf. Section 2.6) for which the basic movement predictions are artificially
delayed. Subsequently, the average log loss for each artificial delay is evaluated. From this,
the “undelayed” average log loss is subtracted to obtain the average increase of log loss for
a particular delay. The polynomials are fitted over the obtained average increases of log
loss for different delays.

cooperative basic movement detection. All procedures except feature stacking use the
basic movement predictions of other agents as input. These must also be transmitted.
The current standard does not yet provide message types for this purpose. In the
standard for CPM messages, the perceived object container only contains a field
for the specification of the object classification and a field to describe whether the
detected object is static or dynamic. Especially the classification field in the perceived
object container allows for a specification of confidences [93]. Here, for example, we
could add a new class for each basic movement. Nevertheless, we need to extend
the standard since we have to transfer longitudinal and lateral basic movement
predictions. Besides, we must also transmit other information, such as expected
errors for the CSGE. To this end, we must extend both the CPM and the CAM
standard with custom fields. A starting point for the extension is the CyclistSubType
data field [202], which supplements the CAM standard with information relevant for
cyclists and is at the same time downward compatible with the existing standard.
Another problem arises with feature space stacking and the hybrid approach. In
principle, feature space stacking can be applied to any feature space. The fusion
method can be used, e.g., for features extracted from images and for features
extracted from LASER scanner measurements or data from smart devices. The
resulting diversity of different data types complicates the integration into the existing
ETSI standard. In this thesis, we limit ourselves to the consideration of the fusion of
features based on inertial sensor data from smart devices and orthogonal expansion
coefficients describing the cyclist’s past trajectory. We have to add custom containers
or data fields to the CAM or CPM standard for both types of features.
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Table 5.3: Key characteristics of the various approaches to cooperative basic movement detection.

For almost all the methods described in this section, the challenge of circular
reasoning and information loops arises. We solve this problem by sending only
unfused predictions, i.e., we apply the independent estimate exchange method [155].

5.5.6 Experimental Results
In this section, we present the results of our experimental investigations of the
fusion methods described before. For the evaluation, we use the data described in
Section 2.6, i.e., we use the entire data set from all three measurement campaigns. We
examine the cooperation among three agents: a research vehicle, a sensor-equipped
infrastructure, and a cyclist, i.e., a smart device carried in the cyclist’s trouser pocket.
We use the XGBoost models described in Sections 2.8.1 and 2.9.1 for infrastructure
and vehicle-based basic movement detection. For smart device-based basic movement
detection, we use the approach described in Section 4.4.4. The key characteristics
of the different cooperative basic movement detection approaches presented in this
section are depicted in Table 5.3.
The remainder of this section is structured as follows: First, we compare the
different fusion methods for cooperative basic movement detection without considering
message delays. Subsequently, we present a case study involving delayed basic
movement predictions.
Cooperative Basic Movement Detection
In this section, we compare different fusion methods for cooperative basic movement
detection, including feature stacking, the stacking ensemble approach, the hybrid
approach, as well as the ILP- and the CSGE-based fusion. Moreover, we additionally
examine the data-level fusion methodology based on orthogonal polynomials (cf.
Section 5.4). Here, we analyze an XGBoost classifier trained on fused orthogonal
polynomials. We investigate different agent configuration, e.g., vehicle, infrastructure,
and smart device or only vehicle and infrastructure. At this point, it is worth
mentioning that not every fusion technique is possible for each agent configuration.
The feature stacking method requires a complementary sensor setup, which is not
possible, e.g., for the combination of the vehicle- and infrastructure-based approaches.
Since the both measure the cyclist’s head trajectory, the feature spaces are competitive
and not complementary. Moreover, all classifiers employed are optimized on the
micro average F1 -score.
The results of our investigation are depicted in Figs. 5.22, 5.23, and 5.24. We
evaluate the results of the cooperative approaches from the perspective of a noncooperatively ego vehicle. The vehicle-based approach is, therefore, our baseline
against which we compare the cooperative approaches. We see that almost all fusion
methods outperform the baseline for almost all considered agent configurations.
Regarding the longitudinal basic movement detection this is valid for the micro
average F1 -score (see Fig. 5.22a), as well as for the seggt -score (see Fig. 5.22b), which
measures the robustness, and also the mean detection time (see Fig. 5.24a). Only
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the cooperative basic movement detection based on orthogonal polynomials performs
slightly worse. In particular, concerning the robustness of the detection, i.e., the
seggt -score, we see considerable improvements over the baseline. Also, the mean
detection time can be substantially improved by cooperation. The only exception is
the fusion of infrastructure and smart devices. Here, many of the cooperative methods
have a slightly higher average detection time. However, this is also accompanied by
a noticeable increase in robustness, i.e., the seggt -score.
Especially remarkable is the performance of the ILP approach. This method is
almost parameter-free and performs better or at least as good as other methods
with significantly more parameters. Regarding the seggt -score, the ILP approach
achieves improvements of up to 43% for the configuration involving all three agents.
The situation is similar for CSGE. Here, the improvement in terms of seggt -score is
with up to 35% slightly more moderate. Altogether, the improvements regarding
the F1 -score are compared to the improvements of the seggt -score a little smaller
for all fusion methods. Here, the CSGE shows the most significant improvement
with up to 30% compared to the baseline. Moreover, the stacking ensemble performs
as well as the ILP-based Fusion and CSGE. This applies to both the F1 -score as
well as the seggt -score of the stacking ensemble. Concerning the mean detection
time, the CSGE performs best with an improvement of up to 30% compared to the
baseline. Overall, the purely decision-level based fusion approaches, i.e., the stacking
ensemble, the CSGE-, and the ILP-based approaches perform best. This leads to
the conclusion that the use of additional features, such as in the feature stacking or
hybrid approach, does not provide a substantial improvement.
The result is considerably more diverse for the lateral basic movements. Concerning
the micro average F1 -score, only the ILP approach shows evident improvements,
however, not for all agent configurations. Interestingly, all cooperative approaches
for the combination of infrastructure and smart devices perform considerably worse
than the baseline in terms of the micro average F1 -score. With respect to robustness,
the results are entirely different. Here, the cooperative procedures outperform the
baseline for lateral basic movement detection (see Fig. 5.23b). In this case, we observe
improvements of up to 50% for the seggt -score. Especially for the agent configuration
infrastructure and smart devices, major improvements can be observed. The mean
detection delay is slightly better for most of the fusion methods (see Fig. 5.24b).
Nevertheless, with CSGE- and the orthogonal polynomial-based approach, there are
two fusion methods that have a much higher detection delay than the baseline.
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(a) Micro average F1 -score for cooperative longitudinal basic movement detection.
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(b) seggt -score for cooperative longitudinal basic movement detection.

Figure 5.22: Results of cooperative longitudinal basic movement detection for different
agent configurations. The colored bars represent different fusion types. The baseline, i.e.,
the ego vehicle only, is given by the black, dashed line.
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(b) seggt -score for cooperative lateral basic movement detection.

Figure 5.23: Results of cooperative lateral basic movement detection for different agent
configuration. The colored bars represent different fusion types. The baseline, i.e., the ego
vehicle only, is given by the black, dashed line.
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(a) Mean detection time for cooperative longitudinal basic movement detection.
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(b) Mean detection time for cooperative lateral basic movement detection.

Figure 5.24: Results of cooperative longitudinal and lateral basic movement detection
for different agent configuration. The colored bars represent different fusion types. The
baseline, i.e., the ego vehicle only, is given by the black, dashed line.
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Regarding the CSGE, it is noteworthy that the η2 parameter is set to almost
zero by the optimizer during training. This means that all ensemble members are
weighted equally concerning local situation-dependent factors. In other words, the
local weighting has no influence. Instead, only the global weighting is crucial. The
result can be explained by the poor predictability of the locally expected prediction
error.
In the following, we investigate whether there is a statistically significant difference
between the performance of the individual fusion methods and the baseline. In
this respect, we study the performance of the different fusion methods grouped by
trajectories on the test data set. In the following, we restrict our investigation to the
configuration involving all three different agent types.
We perform a ranked performance test, based on the micro average F1 -scores of
the fusion methods on the single test trajectories. The results of the Nemenyi post
hoc test applied to the average ranks of the different cooperative and non-cooperative
methods for longitudinal and lateral basic movement detection are depicted in
Figs. 5.25a and 5.25b, respectively. We see that the methods which only fuse at
the decision-level perform best. However, we also see that at the given significance
level of α = 0.01 there is no significant difference in rank between the cooperative
approaches and the baseline. This applies to both longitudinal as well as lateral
basic movement detection. This result is surprising in the face of the large differences
regarding the micro average F1 -score (see Fig. 5.22a) and is probably due to the
small sample size of only 67 trajectories.
Friedman p = 6.89E-14
CD = 0.87
1
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4
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CSGE
Independent Opinion Pool
Stacking Ensemble

Orthogonal Polynomial
Vehicle Only

(a) Cooperative longitudinal basic movement detection.
Friedman p = 1.61E-08
CD = 0.87
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(b) Cooperative lateral basic movement detection.

Figure 5.25: Evaluation of ranked performance using Nemenyi post hoc test for the fusion
of vehicle-, infrastructure-, and smart device basic movement predictions of 21 cyclist with
67 trajectories. CD-Plots for micro average F1 -score for longitudinal and lateral basic
movement detection with α = 0.01. If the difference between the average ranks of the
models exceeds the critical distance (CD), the methods’ ranks can be considered statically
different.
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(b) Relative improvement of F1 -score.

Figure 5.26: Evaluation of cooperative longitudinal basic movement detection considering
delays. The figure shows the relative improvement, i.e., skill score, of the ILP- and CSGEbased fusion of longitudinal basic movement predictions with respect to the baseline, i.e., a
non-cooperative ego vehicle. The dashed line represents the performance of the ego vehicle.

Case-Study: Delayed Basic Movement Predictions
In this section, we investigate the integration of delayed basic movement predictions.
For this purpose, we consider the fusion of basic movement predictions originating
from the vehicle- and infrastructure-based approaches. Moreover, we restrict our
investigation to the longitudinal basic movements. We assume that the fusion is
conducted on the vehicle. In this context, we artificially delay the basic movement
predictions of the infrastructure to simulate communication delays. We limit ourselves
to the consideration of the ILP- and CSGE-based fusion. In this case study, we
can only provide the relative improvements, since the composition of the test data
changes as a result of the introduction of an artificial delay. For the evaluation, we
only use the trajectory parts for which both, vehicle and infrastructure predictions are
available. Thus, for example, many shorter trajectories are omitted for the evaluation
already when we introduce small artificial delays since here, i.e., only predictions
of the vehicle are available. The overlap between vehicle predictions and delayed
predictions of the infrastructure becomes smaller with increasing artificial delay. The
same applies to the stopping movements at the beginning of many trajectories in
the test data set. As these movements are difficult to detect, the removal of these
trajectories increases the detection performance per se. For this reason, we examine
relative improvements in the form of the skill score. The results of the case study
are given in Fig. 5.26. We can see that the fusion of basic movement predictions
provides a substantial improvement even for more considerable delays. This applies
to both the seggt - and the F1 -score. The relatively chaotic course of the seggt -scores
is probably due to its sensitivity against false predictions, i.e., even a short incorrect
prediction is sufficient to change the evaluation of an entire segment. We observe
a convergence of the scores of the cooperative methods against the baseline for
increasing delays. For the F1 score, the convergence against the performance of the
baseline is more apparent. The increase of the CSGE-based fusion skill around 0.8 s
is probably due to the non-linearity of the soft gating formula used for the weights.
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5.6 Cooperative Trajectory Forecasting using the
CSGE
In this section, we outline a CSGE-based approach to cooperative cycling trajectory
forecasting. The underlying idea is that agents share predictions about their future
trajectory. The trajectory forecasts are then combined using a CSGE. The approach
described in this section fuses deterministic trajectory forecasts. The fused forecast
is then the starting point of the probabilistic trajectory forecast (cf. Chapter 3). The
fusion of probabilistic forecasts is not covered in this thesis, this is left open for future
research. As in the two approaches (cf. Sections 5.4 and 5.5) presented earlier, we
look at the fusion from the perspective of an ego vehicle, i.e., the fusion is conducted
on the vehicle. The approach can be considered as decision-level fusion. From the
perspective of sensor configuration, the approach can be classified as competitive
fusion.

5.6.1 Model Training and Sensor Outage
In this section, we describe the training of the CSGE. As described in Section 5.3,
we have to adjust three parameters, i.e., the soft gating parameters η = (η1 , η2 , η3 ),
which determine the weights of the individual ensemble members according to three
influencing factors. We use the ASAEE as the target function to optimize these
parameters of the CSGE. Moreover, we assume that the ensemble members are
already trained. We also pretend that there is a data set not yet used for training
the ensemble members, which can be used for the CSGE training. We use ten-fold
cross-validation to create this ensemble training data set.
The agents share their trajectory forecasts in the cyclist’s ego-frame. The usage of
this coordinate system has the advantage that errors in the absolute positioning (e.g.,
in the global coordinate system) of the respective agent do not influence the actual
trajectory forecast. This allows us to include trajectory forecasts of agents with poor
absolute positioning. This is the case, for example, with smart devices whose absolute
positioning is not comparable to that of modern infrastructure- or vehicle-based
approaches (see Section 4.4.1). Nevertheless, smart device-based trajectory forecasts
can be helpful in some situations (cf. Section 4.4.5).
We determine the ASAEE of each ensemble member on the ensemble training
data set for the global weights. The local weights are based on an estimate of the
expected forecasting error given the current situation. We also use the ASAEE here.
As shown in Section 2.8.4, the expected local trajectory forecasting error can be
estimated using machine learning methods such as a linear regression model. For
the estimation of the local forecasting error of the smart device-based approach, we
use an XGBoost regressor [65], since this has proven to be better in experiments.
The expected local forecasting error is provided by each agent in addition to the
trajectory forecast. Each agent uses only locally available features to estimate its
expected forecasting error. The estimate of the local forecasting error is transmitted
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along with the trajectory forecast. We use the AEE of each ensemble member to
determine the lead time-dependent weights.
The CSGE [108] natively supports the outage of a sensor or ensemble member.
Similar to the CSGE approach for cooperative basic movement detection, we only
have to re-compute the weights (cf. Eq. 5.9). The introduction of a new ensemble
member can be handled similarly. The prerequisite for this is that the corresponding
error estimates, i.e., global, local, and lead time-dependent errors, are available.
However, in both cases (i.e., outage and introduction of a new ensemble member),
we cannot guarantee that the soft gating parameters η are still optimal.

5.6.2 Delayed Forecasts
In this section, we propose an extension of the CSGE for the fusion of trajectory
forecasts, that allows the integration of delayed trajectory forecasts. We investigate
the extension in a case study considering the fusion of vehicle- and infrastructurebased trajectory forecasts. The fundamental idea of our modeling is analogous to
the one used for the integration of time-delayed basic movement predictions (see
Section 5.5.4). The provider of the forecast always provides an estimate of the
forecast quality, i.e., the expected error. The receiver uses this as a starting point
and tries to model the increased expected error due to the delay. Of course, we
still distinguish three different types of expected errors, i.e., global, local, and lead
time-dependent errors (cf. Section 5.3).
The challenge which we are facing with delayed forecasts is that the cyclist’s egoframe is changing over time. To illustrate this, let us consider the following example
where an RSU, i.e., sensor-equipped infrastructure, tracks a cyclist and generates a
trajectory forecast and sends this forecast to an approaching vehicle. The trajectory
forecast of the infrastructure is fused with the vehicle’s trajectory forecast onboard
of the vehicle. The challenge that we face is that in the time it takes to create the
forecast, transmit the forecast, and process it at the receiving end, the reference
point of the cyclist’s ego-frame changes. This offset is not only temporal but is also
spatial, i.e., a simple temporal shift of the forecast is not sufficient. Additionally, to
the temporal shifting, we must also simultaneously translate and rotate the cyclist’s
ego-frame. Hence, we cannot simply compare and fuse two trajectory forecasts of two
agents without considering the time- and -spatial alignment of the ego-coordinate
frames first. We have two possibilities for this purpose. First, the vehicle itself
can estimate the change of the cyclist’s ego-frame, i.e., the translation and the
rotation, and apply these to the received trajectory forecast. For this purpose, the
vehicle must estimate the current and the past (i.e., the time of the creation of
the trajectory forecast) position and orientation of the cyclist. Subsequently, the
vehicle can use these estimates to determine the translation and rotational shift. The
second possibility investigated in this thesis is to use the trajectory forecast itself to
estimate the change in terms of the cyclist’s ego-frame and then use this estimation
to translate and rotate the forecast accordingly. This procedure is illustrated in
Fig. 5.27. This method has the advantage that we can even fuse two trajectory
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forecasts if we cannot reconstruct exactly the past position and orientation at the
time of the creation of the trajectory forecast. By artificially shifting the forecasting
origin, our maximum lead time changes as well. We compensate this by extrapolating
the forecast based on its local trend, and then padding it again.

Figure 5.27: Time- and spatial alignment of ego-frame for delayed forecasts. The trajectory
forecast is represented by the dashed gray line. The green arrow denotes the translational
transformation of the coordinate frame. The red coordinate frame indicates the new origin
of the time- and spatial aligned ego-coordinate frame.

One of the fundamental considerations of CSGE is that the weights are chosen
according to the expected model error. If we now examine delayed trajectory forecasts,
i.e., we perform a temporal-spatial alignment and then evaluate the forecast, we find
that larger delays lead to a bigger forecasting error. In the following, we consider
the increase of the expected trajectory forecasting error δASAEE. We observe an
exponential relationship if we plot δASAEE averaged over all trajectory forecasts
against the delay. This relationship is illustrated in Fig. 5.28 for the infrastructurebased trajectory forecasts. We describe the relationship by an exponential function
f (td ) = a · exp(b · td + c).

(5.34)

a, b, and c are parameters that can be determined based on training data and the
non-linear least-squares algorithm [44]. The approach is analogous to the procedure
described in Section 5.5.4 for integrating time-delayed basic movement predictions
into the CSGE. We fit a separate model for each agent, e.g., vehicle and infrastructure.
We can now describe the expected forecasting error as
êt+td = êt + f (td ),

(5.35)

where t is the forecasting origin and td is the delay (e.g., introduced by the transmission
of the forecast). We describe the increase of the expected forecasting error in an
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Figure 5.28: The figure shows the increase of the ASAEE as a function of the delay. The
fitted exponential function that models the dependence between the additional error due to
the delay is depicted in red.

additive fashion, i.e., undelayed expected error plus error due to the delayed message.
In the remainder of this section, we refer to this as the delay error model.
We use this model to model the global as well as the local error growth due to
the delay. Thus, in this thesis, we do not consider any feature-specific aspects for
modeling of the increase of the local error as a function of delay. However, the use
of additional features represents a possible extension and is an interesting starting
point for future research.
If we apply the delay error model, we notice a considerable improvement regarding
the predictability of the local forecasting error of delayed forecasts. To investigate this,
we again explore the predictability of the local error of the forecast provided by the
infrastructure. This investigation uses the findings presented earlier in Section 2.8.4.
The results of our analysis are given in Fig. 5.29. We compare the results of our
approach using the delay error model with an approach without the delay error
model. We see that our approach involving the delay error model outperforms the
approach without any delay error model regarding the R2 -score. The local error
remains well predictable, even with increasing delays.
In the following, we describe the delay error model for the lead time-dependent
error. We cannot simply apply the model described before for the following two
reasons: First, we have to consider a different error measure, namely the AEE, for
the lead time-dependent error. Second, we have two input variables here. On the
one hand, this is the delay of the trajectory forecast and, on the other hand, the lead
time itself. If we plot them against each other and determine the AEE, we get the
3D error surface depicted in Fig. 5.30, exemplarily shown for infrastructure-based
trajectory forecasts.
We approximate this 3D error surface by a Gaussian process [44]. We then use
this machine learning model to estimate the lead time-dependent error for a given
delay. We assume that the delay lead time-dependent error model is stored on the
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Figure 5.29: R2 -score of the estimated expected local model error plotted against the delay.
The green line depicts the local model error with additional consideration of the delay error
model. The gray line represents the R2 -score of the approach without using the delay error
model to compensate for the errors introduced by the delay.

receiver side, i.e., in our case on the vehicle that fuses the trajectory forecasts. This
has the advantage that we do not have to transmit the delay lead time-dependent
error model with the trajectory prediction. Moreover, we have a dedicated delay
model for each agent, e.g., vehicle, infrastructure, and smart device.
We observe an interesting effect concerning the lead time-dependent error in
connection with the delay. As can be seen in Fig. 5.30, the error for a delayed
trajectory forecast barely increases for short forecast periods. First, with larger lead
times and larger delays, we observe a stronger increase of the error. We explain
this by the following consideration. To begin, we can assume that the forecasts
(both the original and the delayed ones) are relatively smooth (not precisely in the
mathematical sense), i.e., they do not show any significant jumps from one discrete
lead time to the other. This property causes the forecasting error not to increase
substantially, at least for small delays. For smaller delays, the error cannot be
substantially larger, since it is physically impossible for the cyclist’s position to
change by several orders of magnitude within a few milliseconds. This is reflected in
the “smoothness” of the trajectory forecasts. Furthermore, the error introduced by
the temporal-spatial alignment is still small for short delays, especially the estimated
change of orientation is quite close to the true orientation change. However, for more
considerable delays, the forecasting error also increases considerably. This is because
the error introduced by the temporal-spatial alignment is now also significantly
larger, i.e., we base our alignment on a prediction that becomes more uncertain with
increasing lead time.
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Figure 5.30: 3D surface plot showing the average Euclidean error (AEE) of the infrastructure
head-trajectory based trajectory forecasting model with respect to the lead time and delay.

5.6.3 Realization using CAM and CPM
To the best of our current knowledge, no message format or standard in the C-ITS
domain allows the realization of the approach described in this section. However, an
extension of the CPM or CAM standard would be conceivable. For this purpose, we
must add additional containers or fields for the forecasted trajectories.
An essential prerequisite for implementing such a system is that it can be realized
in a resource-efficient manner. This applies particularly to the requirements regarding
communication bandwidth, which can be quite considerable in the case of a highresolution trajectory (with many lead times). As shown in the study on the lead time
increment (cf. Section 2.8.3), we can choose a relatively coarse lead time resolution of
the trajectory forecast without major losses regarding the ASAEE. Accordingly, we
could implement the sharing of trajectory forecasts in a bandwidth-efficient manner
by sending compressed trajectory forecasts, i.e., the transmitting agent sends its
forecast with a coarse temporal resolution, e.g., 0.5 s, 1.0 s, . . ., 2.5 s. The receiving
agent can then increase the temporal resolution of the forecast by interpolation.
The CSGE requires the global, local, and lead time-dependent error estimates
for each ensemble member. The global and lead time-dependent error estimates of
each ensemble member are fixed and determined in advance during training. This
also includes the delay error model for each agent, i.e., ITS-S type. The local or
situation-related expected forecasting error is determined at runtime by each agent
and must be appended to each trajectory forecasting message. The machine learning
model for determining the expected local forecasting error can be seen as a priori
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Fusion Architecture

Decentralized fusion.

Fusion Level

Decision-level.

Sensor Configuration

Competitive sensor configuration.

Fusion Methodology

Ensemble.

OOSM and Delayed Measurements

Model delay as increase of forecasting error including temporal-spatial alignment of ego-frame.

Scalability to Different Agent Configurations

Scalable with modifications (i.e., need global,
local, and time-dependent weights for each agent
and measurement).

Information Loop Mitigation

Independent estimate exchange.

Realization using CPM and CAM

Difficult, i.e., major modifications to standard
are required.

Table 5.4: Key characteristics of cooperative trajectory forecasting using CSGE.

knowledge of each agent. It is learned from training data. Furthermore, we avoid
information loops by applying the independent estimate exchange strategy, i.e., only
sharing the “unfused” trajectory forecasts. The key characteristics of the CSGE-based
approach to cooperative trajectory forecasting are summarized in Tab. 5.4.

5.6.4 Experimental Results
In this section, we present the findings of our approach to cooperative trajectory
forecasting. First, we evaluate the performance of the CSGE-based approach for
different agent configuration without message delays. Subsequently, we present a
case study involving delayed trajectory forecasts. We use the complete data set
from all three measurements campaigns for evaluation of our approach (cf. 2.6 for a
detailed description).
Cooperative Trajectory Forecasting
We consider the combination of trajectory forecasts originating from three different
agents, i.e., vehicle, infrastructure, and smart device. We use the trajectory forecasting models described in Sections 2.8 and 2.9 for vehicle- and infrastructure-based
trajectory forecasting. The smart device-based trajectory forecasting model is based
on the approach described in Section 4.4.5.
We depict the results of our investigation in Figs. 5.31 and 5.32. We analyze
different configurations of participating agents, e.g., vehicle and infrastructure, as
well as vehicle, infrastructure, and smart device. We see that the fusion of trajectory
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Figure 5.31: The box plots show the ASAEE of the CSGE-based trajectory forecast fusion
for different longitudinal movement types. The box plots are created using 67 trajectories
of 21 cyclists. The plot at the bottom contains all movement types, i.e., the evaluation on
the complete data set.

forecasts leads to a substantial improvement for almost all considered configurations.
Especially for trajectory forecasts of starting, stopping, and turning cyclists, we see
a notable improvement of the ASAEE. Only for the configuration of the vehicle
and the smart device, we do not observe any improvements. On the contrary, the
results are even slightly worse, e.g., the spread is a slightly larger. This is probably
due to the prediction accuracy of the smart device-based trajectory forecasting
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methodology. The smart device-based approach is not yet comparable to the vehicleand infrastructure-based approaches. However, with improvements regarding the
localization of smart devices (e.g., RTK-GPS), one can expect considerable improvements of the smart device-based approach in the near future. These improvements
in localization will most likely have a strong positive impact on trajectory forecasts
and thus also significantly improve the cooperative approach. In general, however,
the results across all agent configurations impressively demonstrate the potential of
cooperative trajectory forecasting approach using the CSGE.
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Figure 5.32: The box plots show the ASAEE evaluated of the forecasting models for turning
cyclist. The box plots are create using 67 trajectories of 21 cyclists.

Case-Study: Delayed Trajectory Forecasts
In this case study, we examine the handling of delayed messages in the case where a
vehicle receives delayed infrastructure-based trajectory forecasts and fuses these with
its trajectory forecasts using the CSGE. We use the previously described modeling
of the delays for the different weighting aspects of the CSGE. We assume that only
the messages from the infrastructure are delayed. A delay on the side of the vehicle
(e.g., due to data processing) is not considered. The results of this analysis are given
in Fig. 5.33. We see that the improvement due to the combination of the trajectory
forecasts diminishes with increasing delay. We observe a slow convergence towards
the ASAEE of purely vehicle-based trajectory forecasting methodology. From this,
we can conclude that the fusion of trajectory forecasts is advantageous for a maximum
delay of approximately 1 s.

5.7 Comparison of Different Approaches to
Cooperative Intention Detection
In this chapter, we introduced different approaches to cooperative cyclist intention
detection. In the following, we compare the presented approaches to cooperative
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Figure 5.33: Forecasting skill of CSGE with respect to baseline for different delays.

intention detection, i.e., cooperation on the data-level using the probabilistic trajectory fusion method, cooperation on the level of basic movements using various
approaches, and cooperation on the level of trajectory forecasts using the CSGE. In
our comparison, we examine the cyclist trajectory forecasting results of the different
approaches using the example of three cooperating agents: vehicle, infrastructure,
and smart devices carried by the cyclist.
For the probabilistic trajectory fusion method using orthogonal polynomials, we
use the results from Section 5.4. The fusion is performed on the level of the input
trajectory, i.e., position and orientation. The basic movements are then determined
based on the fused trajectory, i.e., the orthogonal expansion coefficients. XGBoost
classifiers are employed for longitudinal and lateral basic movement detection. Subsequently, the future trajectory is forecasted using the orthogonal expansion coefficients
of the fused trajectory and the previously determined basic movements. We use the
deterministic trajectory forecasting methodology as described in Section 2.4.2 for this.
The second method for comparison is cooperation at the level of basic movements.
Therefore, we use the results from Section 5.5. We examine only the three best
performing cooperative basic movement detection techniques, i.e., the ILP, CSGE,
and stacking ensemble. We evaluate the forecasted cyclist trajectory to compare
the results of these cooperative basic movement detection methods with the other
methods for cooperative intention detection. In this respect, we assume that the cooperative basic movement detection is carried out in advance. Then, the cooperatively
determined basic movements are used by the ego vehicle to improve its prediction of
the cyclist trajectory, i.e., the cooperatively determined basic movements are used as
input by the ego vehicle to improve its trajectory forecast. We use this forecast for
the comparison with the other cooperative approaches. All models, which realize
cooperation based on basic movements, are prefixed with basic movement fusion (BM
Fusion). As the third method, we examine the cooperative trajectory forecasting
using the CSGE. Therefore, we use the results from Section 5.6. The method from
Section 5.6 is referred to as Trajectory Fusion CSGE in the following. As a baseline,
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we use the forecast based on a non-cooperatively acting ego vehicle. Therefore, we
use the method presented in Section 2.9. The results of our investigation are depicted
in Fig. 5.34. We see that the cooperative methods almost all perform better than the
baseline in terms of the median ASAEE. In addition, the spread is also considerably
smaller. Trajectory Fusion CSGE has the lowest ASAEE. Furthermore, the ASAEE
of the infrastructure-based approach is particularly striking. This result underlines
the potentials of using infrastructure-based technologies for C-ITS in general and
cyclist intention detection in particular.
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Figure 5.34: Box plot showing the ASAEE for different approaches to cyclist trajectory
forecasting. All cooperative approaches involve the combination of data originating from
three different agents, i.e., an intelligent vehicle, sensor-equipped infrastructure, and smart
device carried by the cyclist itself. The box plots are created using 67 trajectories of 21
test subjects.

Moreover, we examine whether there is a statistically significant difference between
the performances of cooperative methods and the baseline. Therefore, we perform
a ranked performance test involving the evaluation of 21 test subjects with 67
trajectories. The results of the Nemenyi post hoc test are depicted in Fig. 5.35. From
the results, we see a statistically significant difference between the average ranks of
the different approaches to cooperative intention detection. The trajectory fusion
CSGE approach ranks first. It is significantly better than all other approaches except
the infrastructure-based trajectory forecasting approach. All cooperative approaches
outperform the baseline, although the difference regarding the average rank is not
statistically significant. It is not surprising that the ranks of cooperative methods
for basic movements are not significantly different from the baseline. This is because
the actual trajectory forecasts only use the ego vehicle’s data and the cooperatively
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determined basic movements. Nevertheless, the superior average rank shows the
potential of cooperative basic movement detection. For future work, the cooperative
basic movement prediction may be supplemented by cooperation based on trajectory
forecasts. Moreover, as expected, the purely smart device-based approach performs
worst.
Friedman p = 2.49E-32
1
Trajectory Fusion CSGE
Infrastructure
BM Fusion Stacking
BM Fusion CSGE

CD = 1.49
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Figure 5.35: Evaluation of the ranked performance using the Nemenyi post hoc test. The
significance level is set to α = 0.01. If the difference between the average ranks of the
models (evaluated using 67 test trajectories) exceeds the critical distance (CD), the models’
ranks can be considered statically different.

5.8 Discussion and Intermediate Conclusion
In this chapter, we first give an overview of the state of the art in the field of C-ITS,
cooperative perception, and sensor-data fusion. Within the scope of this chapter,
we present three approaches to cooperative cyclist intention detection. First, we
introduce a probabilistic method relying on orthogonal polynomials to fuse different
agents’ positions and orientation measurements. The trajectory models, i.e., the
orthogonal expansion coefficients, are then used for basic movement detection and
trajectory forecasting. Subsequently, we describe and evaluate a variety of different
methods for cooperative basic movement detection. Finally, we investigate the
cooperation on the level of trajectory forecasts using the CSGE. We outline concrete
implementation possibilities for each of these approaches. Moreover, we also present
potential solutions for dealing with OOSM and circular reasoning. We analyze and
compare the different methods to cooperative cyclist intention detection in off-line
experiments with real-world data.
In the following, we recall the major findings. The main advantage of employing
the cooperative probabilistic trajectory fusion method using orthogonal polynomials
is that it provides a complete model of the cyclist’s past trajectory. Hence, even in
occlusion situations, the past trajectory and the cyclist’s current position are known.
However, as shown in previous investigations, the fusion method is not suitable for
the fast and robust detection of basic movements. Furthermore, the results regarding
trajectory forecasting are not notably different from those of the non-cooperatively
ego vehicle. Cooperation on the level of basic movement has proven to be extremely
promising. Our investigations with various approaches demonstrated that the fusion
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of basic movement predictions increases the robustness of basic movement detection
by up to 43% compared to a non-cooperative approach. At the same time, the average
detection delay is tremendously reduced. Since we do not need exact positioning
for the cooperation based on basic movements, this is an excellent opportunity to
integrate smart devices.
As the third level of cooperation, we investigate cooperation at the level of
forecasted trajectories using the CSGE. This method turns out to perform best, as
shown in the previous section. Compared to the non-cooperatively ego vehicle-based
approach, we can see a statistically significant difference regarding the average rank.
Under the aspects of feasibility using current standards, such as the ETSI CAM
or CPM, the cooperative probabilistic trajectory fusion method scores best. The
method only uses information that is already transmitted by ITS-S or is planned to
be transmitted in the near future. However, we see that the fusion on the different
levels themselves have different strengths and weaknesses. The combination of the
different methods seems very promising for future work.
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6 Conclusion and Future Work
This chapter summarizes the contents of this thesis in Section 6.1 and gives an
outlook on directions of future research in Section 6.2.

6.1 Summary of Contents of this Thesis
In this thesis, we aim for a cooperative intelligent transportation system (C-ITS) in
which the participating vehicles, roadside units (RSU), and smart devices carried by
cyclists are interconnected and exchange information by an ad hoc network. The
joined knowledge of all involved traffic participants is used to detect the cyclist
intentions cooperatively. The cooperatively detected intentions can be used by driver
assistant systems and automated vehicles to increase road safety in general and the
cyclist’s safety in particular. In this thesis, we investigate the cooperative intention
detection of cyclists using machine learning techniques.
First, we lay out the fundamentals of the cyclist behavior model and the intention
detection framework. The intention detection framework comprises of two stages:
basic movement detection followed by trajectory forecasting. It serves as the basis of
our approach to cooperative intention detection. The framework allows cooperation
on different levels: input trajectory and features, basic movements, and trajectory
forecasts. Furthermore, we introduce a novel probabilistic modeling of the cyclist’s
past trajectory using orthogonal polynomials. This probabilistic model and the
feature derived from it are essential building blocks for all intention detection
techniques used throughout this thesis. We examine the intention detection framework
under various aspects considering different agents, including a research vehicle and
a sensor-equipped research intersection. Based on empirical studies with 107 test
subjects, we show that using the two-stage framework, including basic movements,
leads to a statistically significant reduction of the ASAEE trajectory forecasting
error. Furthermore, we introduce new performance measures to assess the robustness
and detection delay of basic movement detection.
Moreover, we introduce a novel probabilistic forecasting concept, called quantile
surfaces (QS). The quantile surface forecasting is a generalization of the quantile
regression for multivariate targets, which allows for flexible non-linear, non-parametric,
probabilistic forecasts. Our QS approach consists of a two-stage model involving a
deterministic point forecasting followed by the actual probabilistic modeling. The
key innovation of the QS approach is the directional representation of the data
points through direction and vector length. Moreover, we introduce quantile surface
neural networks (QSNN), which are a concrete realization of the QS concept using
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neural networks. In empirical studies using real-world data, we show that QSNN can
issue reliable and, at the same time, sharp probabilistic cyclists trajectory forecasts.
QSNN are particularly well suited for modeling skewed distributions, e.g., the future
trajectory of waiting cyclists, and outperform other baseline methods.
Within the scope of this thesis, we also investigate the integration of information
originating from cyclists themselves into a C-ITS. Therefore, we consider incorporating
information originating from smart devices, e.g., smartphones or smartwatches,
carried by cyclists into cooperative intention detection. To this end, we present
various case studies regarding the use of smart devices for cyclist intent detection.
Moreover, we introduce a new human activity recognition (HAR)-based process for
both robust and yet fast basic movement detection. Besides, we demonstrate a smart
device-based trajectory forecast approach within a case study. We show that the
results of this approach are auspicious but not yet comparable with those of the
vehicle- and infrastructure-based trajectory forecasting. Finally, we take a further
look into the future and considered the use of multiple cooperating smart devices.
In this respect, we suggest the introduction of a Bicycle area network (BiCAN). We
demonstrate the encouraging potential of such a BiCAN in two selected case studies.
Finally, we present and evaluate three different approaches to cooperative intention
detection of cyclists. First, we introduce a probabilistic method relying on orthogonal
polynomials to combine positions and orientation measurements of different agents.
This methodology directly builds upon the probabilistic modeling of the past cyclist’s
trajectory using orthogonal polynomials. It provides a cooperatively acquired model
of the past cyclist trajectory, which can directly be used for basic movement detection
and cyclist trajectory forecasting. The method allows the seamless integration of
delayed as well as out-of-sequence measurements. Moreover, we introduce and
compare different machine learning methods for cooperation on the level of basic
movements. Our empirical studies show that the combination of basic movement
detections increases the robustness of basic movement detection by up to 43%
compared to a non-cooperative approach. While at the same time, the average
detection delay is reduced by up to 30%. Furthermore, we also investigate the
integration of delayed basic movement predictions. Also, we examine the cooperation
on the level of forecasted trajectories. In this context, we investigate the usage of
the coopetitive soft gating ensemble (CSGE) technique. We adapt the technique
to include delayed measurements. Moreover, we outline concrete implementation
possibilities for each of these approaches and present solutions for dealing with
circular reasoning. In a comparison of all methods based on real data, we show that
especially the cooperation on the level of trajectory forecasts using the CSGE yields
statistically significantly better results regarding the trajectory forecasting error. In
summary, we conclude that all cooperative approaches offer enormous potentials,
no matter whether this is for cooperative modeling of trajectories, or for a fused
and better estimate of the cyclists’ current positions, or for better basic movements
detection and trajectory forecasting.
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6.2 Directions of Future Research
Many of the techniques presented in this thesis for the detection of a cyclist’s
intentions and especially for cooperative intention detection exceed the state of
the art. However, naturally there is still a great variety of different open research
questions that have not been addressed so far and that may be the goal of future
research. In the following, we present and discuss some direction of future research.

6.2.1 Probabilistic Forecasting and Situation Analysis
The QS forecasting methodology has proven to be an auspicious approach for
probabilistic trajectory forecasting. To this end, there are still a variety of open
questions to be addressed in future work. For example, this includes the treatment of
multimodal predictive distributions, i.e., distributions with multiple modes. Moreover,
QS currently only models aleatoric uncertainty. However, in many cases (e.g., active
learning), we also need to model epistemic uncertainties. In this context, the
combination of the QS paradigm with Bayesian neural networks [44] is a promising
direction for future research. Further, using different machine learning models such as
gradient boosted regression trees for predicting QS is also an exciting topic. Besides,
also the joint optimization of models used for the deterministic point forecasting
and prediction of QS is promising. Additionally, an interesting point is also the
incorporation of context information, e.g., about the static objects, or the road
topology. Although we have already compared the QS forecasting methodology with
baseline methods in this thesis, a comparison with other methods such as MDN or
calibrated ensemble techniques, e.g., BMA, could also be worthy. The energy score
could be used to compare the methods. In this context, the calculation of the energy
score for QS forecasts must be investigated. One way to calculate the energy score is
to approximate it by sampling. For this purpose, the QS method must be extended
so that it is possible to sample from the predictive distribution.
These samples could also be used to simulate possible future scenarios. Based on
the simulated scenarios involving several road users, the criticality of a given traffic
situation could be assessed. The criticality of a situation could then be measured by
common risk indices, such as the consideration of the collision risk by evaluating the
number of simulated scenarios that end in a collision [148, 149]. The consideration of
a situation’s criticality constitutes an extension of probabilistic forecasts to situation
analysis.
Within the scope of further future investigations, the interaction of cyclist intention
detection and probabilistic trajectory forecasting with the trajectory planning of
autonomous vehicles could be investigated. In this context, we already conducted
some studies which consider a holistic approach, including trajectory planning and
intention detection. For more information on these studies, we refer to the work
of Eilbrecht et al. [12]. However, in this approach, we employed a very simple
probabilistic trajectory forecasting technique. An investigation with QS and other
advanced probabilistic forecasting techniques is a promising topic for future work.
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6.2.2 Cooperative Probabilistic Trajectory Forecasting
The combination of probabilistic trajectory forecasts with cooperative methods has
not been yet been addressed neither in this thesis nor in other related work.
In this thesis, we consider the probabilistic trajectory forecasting as a postprocessing
step. This means that we generate a probabilistic forecast based on an existing
deterministic forecast. We realize this through the QS methodology using a QSNN to
model the predictive distribution. The probabilistic forecast can therefore be viewed
separately from the actual deterministic trajectory forecast, which is possibly the
result of cooperation. Consequently, each agent bases its probabilistic forecast on
the locally available features and the deterministic forecast at hand. We consider the
following situation, in which the cooperatively determined deterministic trajectory
forecast deviates strongly from the non-cooperative trajectory forecast. The QSNN
models the predictive distribution for the non-cooperative case. This means that in
such a case, we can expect a large difference between the estimated and the actual
distribution. This could be resolved, for example, by giving the QSNN additional
information about the emergence of the deterministic trajectory prediction. This
could, for example, be information about the fusion methodology and the agents
that contributed to the fused deterministic trajectory forecast. The information can
be coded into features which are given to QSNN. Of course, a training of the QSNN
with these features is necessary.
An appealing alternative for future research is the consideration of cooperative
methods for probabilistic trajectory forecasting. The probabilistic trajectory fusion
method using orthogonal polynomials can be used as a starting point for a cooperative
probabilistic trajectory prediction without further adjustments. In this case, the
QSNN could use the cooperatively determined orthogonal expansion coefficients as
input for the probabilistic forecast. Another direction of future research is the usage
of the CSGE for the combination of probabilistic forecasts, i.e., quantile surfaces.
In this context an interesting research question is also the efficient realization of
cooperative approach involving quantile surfaces, e.g., the investigation of how to
transfer quantile surfaces efficiently.
Furthermore, the evaluation of more straightforward approaches, such as the
consideration of probabilistic forecasts, which only use the basic movements as input,
may also be interesting for future work. The advantage of an approach where the
predictive distribution only depends on the basic movement prediction is that it can
be easily implemented. Apart from the deterministic trajectory forecast, only the
basic movement prediction must be transmitted.

6.2.3 VRU as Additional Sensors
The poor position estimation is one of the central reasons limiting the consideration of
smart devices in C-ITS. The recently introduced ability of smartphones to access raw
GPS pseudoranges and carrier-phase measurements allow for more accurate absolute
positioning (cm-level) and high-accuracy relative positioning, e.g., by exchanging
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pseudoranges between an approaching vehicle and a cyclist. In this context, the
tighter integration of smart devices into cooperative tracking, i.e., improving the
positional accuracy of smart devices through cooperation, is a promising future
research direction.
Another interesting point for future research is the improvement of the smart
device-based basic movement detection. A presumably limiting factor of the approach
presented in this thesis is the preprocessing of the inertial sensor data. Any information about the cyclist’s direction of movement is discarded for the computation of
the features, i.e., we consider only the magnitude of the accelerometer and gyroscope
in the ground plane of the local tangential plane. A possible improvement is to
consider the inertial sensor data and the resulting features in a coordinate system
whose x-axis always points in the direction of the cyclist’s movement. The y-axis is
orthogonal to the direction of movement. This requires estimating the orientation of
the smart device relative to the cyclist’s direction of movement. The use of features
derived from inertial sensor data in such a coordinate system could considerably
improve basic movement detection. This is because we can now distinguish between
activities in the direction of movement and activities orthogonal to the direction of
movement. Jahn et al. already showed that the consideration of such a coordinate
approach could improve human activity detection [144].
Besides, further investigation of BiCAN is a promising area of future research.
The cooperation of multiple smart devices can improve the cyclist’s localization,
basic movement detection, and trajectory forecasting. Further investigation into
the incorporation of contextual and background information is also an interesting
starting point for future research. For example, we could use information from the
cyclist’s calendar or information about the planned route (e.g., from a navigation
app) to improve trajectory forecasting.

6.2.4 Cooperative Intention Detection
A great variety of new exciting research questions regarding cooperative intention
detection have arisen in the course of this thesis. In addition to the aforementioned
cooperative probabilistic intention detection, this is especially the investigation of the
combination of different cooperative methods, e.g., the simultaneous fusion of input
features, basic movements, and trajectory forecasts. One of the major challenges in
this context is the treatment of circular reasoning. Because we are now cooperating
at different levels, straightforward procedures such as the independent estimate
exchange strategy can no longer be applied without further ado. In general, the
investigation of other methods for dealing with circular reasoning is a promising
direction for future research. The generalized covariance intersection method is a
good starting point for this [312]. Furthermore, the improvement of the cooperative
methods presented in this thesis is also important. This is, for example, the extension
of the probabilistic trajectory fusion using orthogonal polynomials. In this context,
model-level fusion is particularly noteworthy. The idea is that we no longer fuse
individual data points using orthogonal polynomials. However, the agents share their
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complete trajectory model, i.e., coefficients of the orthogonal polynomials, and the
fusion is realized on the level of orthogonal polynomial coefficients. This approach
has the advantage that the receiving agent would have a complete model of the
cyclist’s trajectories available with only one single message. Since we would only have
to exchange the polynomial coefficients, the approach could be realized efficiently in
terms of the required bandwidth.
Another direction of future research is the development of a communication strategy
which is not only based on single-hop broadcasting of all information, but selects
and decides more intelligently, which information is shared. One criterion for this
could be the consideration of the situation’s criticality in a communication strategy.
In the course of this work, we observed for all machine learning models that with
a larger and high-quality data basis for the training, the intention detection results
could be considerably improved. However, data acquisition, as well as the subsequent
preprocessing and labeling itself, often prove to be costly and time-consuming.
Intelligent algorithms for highly-automated data acquisition and annotation using
methods of active learning and novelty detection represent a further compelling
direction of future research.
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