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Preface

The Organic Computing Doctoral Dissertation Colloquium (OC-DDC) series [8] is

part of the Organic Computing (OC) initiative which is steered by a Special Interest

Group of the German Society of Computer Science (Gesellschaft für Informatik

e.V.). It provides an environment for PhD students who have their research focus

within the broader OC [10] community to discuss their PhD project and current

trends in the corresponding research areas, including, for instance, research in the

context of Autonomic Computing [5], Self-adaptive (Software) Systems [7], ProActive

Computing [14], Complex Adaptive Systems [4], Self-Organisation [17], Self-Aware

Computing [6], Interwoven Systems [16], and related topics.

Organic Computing postulates to equip technical systems with ’life-like’ proper-

ties. Technically, this means to move traditional design-time decisions to runtime and

into the responsibility of systems themselves. As a result, systems have a dramatically

increased decision freedom that leads to highly autonomous behaviour [20]. The

goal of this process is to allow for self-adaptation and self-improvement of system

behaviour at runtime [19]. Especially since conditions that occur at runtime can only

be anticipated to a certain degree, efficient mechanisms are needed that guide the sys-

tem’s behaviour even in cases of missing knowledge or uncertain environmental status.

Consequently, Organic Computing summarises a variety of aspects and techniques

that are needed to finally develop such mechanisms [18].

The main goal of the colloquium is to foster excellence in OC-related research

by providing feedback and advice that are particularly relevant to the PhD students’

studies and career development. Thereby, participants are involved in all stages of the

colloquium organisation and the review process to gain experience. Consequently,

they all have been invited to serve in the Programme Committee, being supported

by organisers (Christian Krupitzer from University of Hohenheim and Sven Tom-

forde from University of Kassel) and the members of the advisory board (Christian

Müller-Schloer from Leibniz University of Hannover, Jörg Hähner from University of

Augsburg, and Bernhard Sick from University of Kassel).

Contributions from all over Germany have been accepted — allowing the authors

to present their work. In addition, valuable input has been provided to the OC-DDC

by Prof. Anthony Stein from the University of Hohenheim as invited speaker. We



VIII Preface

would like to take this opportunity to express our gratitude to all participants and in

particular to the invited speaker.

This book presents the results of the OC-DDC 2020. Successful participants have

been invited to extend their abstracts submitted to the event towards a full book

chapter by taking reviews and feedback received at the event into account. Eleven

participants prepared a contribution to this book, helped to perform a sophisticated

review process, and finally came up with interesting articles summarising their current

work in the context of Organic Computing. Hence, the book also gives an overview

of corresponding research activities in the field in Germany for the year 2020. The

collection of contributions reflects the diversity of the different aspects of Organic

Computing. In the following, we outline the contributions contained in this book.

The first contribution by Eric Hutter extends the Artificial Hormone System

(AHS) [1] with a priority-based self-healing mechanism to counter overload situations.

In particular, the idea is that — as soon as a critical number of nodes in the AHS

fails — these resources will no longer be sufficient to heal the system completely. A

task-level priority scheme allows for stopping tasks of low priority in order to free up

resources for the most critical tasks. As a result, a graceful degradation is achieved

which ensures the system’s most important functionality to remain working in such

overload situations.

The second contribution by Veronika Lesch continues work presented in [9] and

proposes a framework for self-learning adaptation planning through optimisation. The

framework contains several layers and incorporates an adaptation planning algorithm,

situation-awareness, algorithm selection, learning, and an optimisation component.

The idea is that using this as a fundamental basis allows engineers to dynamically

select and substitute optimisation techniques and their parametrisation at runtime —

resulting in a more efficient behaviour characterised by an improved performance.

The third contribution by Martin Neumayer is based on preliminary work on

self-organised production systems [12]. It introduces realistic product descriptions,

extends the framework to allow for dynamic scheduling in self-organising production

systems and aims at investigating solutions for deadlock-avoidance handling multiple

types of products at once.

The fourth contribution by Michael Pernpeintner proposes to extend the traditional

agent/environment model of a multi-agent system (MAS) with a so-called ’governance

component’. This component is able to observe publicly available information about

agents and environment, which is then used to guide the action spaces of agents. The

idea is that such a mechanism can prevent certain environmental transitions.

The fifth contribution by Wenzel Pilar von Pilchau focuses on the learning capab-

ility of OC systems — which has been identified as being central for achieving OC

properties [15] and SASO systems in general [3]. The paper focuses on extending

OC-based reinforcement learning concepts with (mathematical) interpolation to get in-

formation of data points in an area where only neighbouring samples are known. This

information then serves as a basis to extend the learning technique with a mechanism

for experience replay.

The sixth contribution by Simon Reichhuber is also located in the area of machine

learning for self-adaptive systems. Based on the initial vision presented in [2], it
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refines the Observer/Controller framework of OC [19] by addressing the challenges

of how an online learning system adapts its knowledge according to a changing

environment. Such new knowledge is modelled as, e.g., arrival of new classes or

changing noise functions. In the presented concept, the control mechanism itself is

represented by a traditional machine learning model, here realised as a static model

(Support Vector Machine, Decision Tree) which is retrained step-wise and an Online

learning model (learning classifier system, Q-learning) that continuously improves its

performance.

The seventh contribution by Jens Sager applies OC technology to the domain

of energy systems. Based on the motivation that the transition from fossil fuels to

renewable energy sources is characterised by an increased decentralisation of power

generation, he argues that classical control approaches are continuously replaced

by decentralised solutions with the primary goal to allow for better scalability and

adaptability. However, grid stability is still a system-wide goal that is to a certain

degree in conflict with decentralisation. His work aims at a verification system for

open, heterogeneous, stochastic systems by extending existing stochastic contract

approaches with reasoning about a changing number of components. This is proposed

to be done by the use of an extension of stochastic signal temporal logic contracts to

establish relationships between variables on different system levels.

The eighth contribution by Helena Stegherr focuses on the online optimisation

capability of OC systems. Since the number of nature-inspired meta-heuristics for

optimisation is still growing, she proposes an adaptive framework for testing and eval-

uation of these meta-heuristics. To analyse functional components of meta-heuristics

with respect to their effects on optimisation, each meta-heuristic is modelled in terms

of these components. The underlying idea is that this approach facilitates the detection

of general concepts as well as novelties in meta-heuristics, since components can be

abstracted and compared.

The ninth contribution by Ingo Thomsen is based on preliminary work on the

Organic Traffic Control (OTC) system — a self-adaptive, self-organising, and self-

improving traffic management system [11, 13]. Urban traffic is characterised by

fluctuating demands within the network and unforeseen disturbances caused by traffic

incidents — which can lead to congestion problems. Therefore, the paper proposes

a concept for the detection and cooperative validation of possible incidents, which

then serves as basis for optimised network-wide traffic light signalisation and route

recommendations.

The tenth contribution by Marvin Züfle deals with the challenge that automation

of systems results in huge amounts of data. Currently, these data are mostly stored

in databases but never analysed further. Based on the scenario of predicting critical

conditions from historical observations, the paper presents the vision of a system

model tailored for automatic application to monitoring data for predicting failures

and other critical conditions. The system model builds upon the design concept of

self-aware computing systems and integrates a meta analysis component for method

recommendation.

Finally, the eleventh contribution by Martin Jänicke et al. deals with challenges in

the field of activity recognition (AR). AR is typically performed on everyday devices
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such as smartphones to estimate the current user status and trigger automated actions

according to the user’s needs. In this work, a novel combination of modelling sensor

data and adapting classification systems is proposed that analyses acceleration time

series by means of Hidden Markov Models and uses the characteristics as features for

a recognition system. Afterwards, this recognition system applies a classifier that can

be adapted to be used with with additional sensors at runtime.

We thank all authors for their contributions and we are looking forward to seeing

again very interesting OC research at the next OC-DDC. Further, we thank Norbert

Schmitt for his involvement as Web Chair.

Hohenheim, January 2021 Christian Krupitzer
Kiel, January 2021 Sven Tomforde
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An Organic Computing Approach to Resilient Traffic
Management

Abstract. All over the globe, urban traffic control systems are characterised by ever increasing

congestion effects and negative impact of motorised transport on the environmental conditions.

Besides a shift towards alternative transportation systems, an optimisation of today’s road

network and a better utilisation of the existing infrastructure play a key role in developing coun-

termeasures for these challenges. Inherent properties such as saisonal effects, time-dependent

behaviour, and a local distribution of the control problem result in traffic control being an ideal

application domain for techniques from the field of self-adaptive and self-organised systems. In

this talk, the Organic Traffic Control (OTC) system [2, 3] is introduced, which applies Organic

Computing [1] techniques such as the generalised Observer/Controller pattern [5], continu-

ous self-adaptation, and reinforcement learning under safety considerations [4] to the control

of traffic signals. Based on the basic OTC system, extensions for establishing decentralised

progressive signal systems are presented [6, 7]. The system is evaluated in close-to-reality

simulations of road networks situated in Hamburg, Germany and analysed by means of traffic

domain specific metrics such as averaged travel times, number of stops, or emmissions.

Sven Tomforde
Intelligent Embedded Systems Lab, University of Kassel
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Degrading Systems by Priority-Based Self-Healing
using an Artificial Hormone System

Eric Hutter

Goethe University Frankfurt, Frankfurt am Main, Germany

hutter@es.cs.uni-frankfurt.de

Abstract. We outline concepts for resolving overload situations using priority-based self-

healing mechanisms in an Artificial Hormone System (AHS). The AHS is a distributed mid-

dleware based on Organic Computing principles. It allows to distribute tasks to processing

nodes in a self-organising way and has no single-point-of-failure. Node failures can be detected

automatically and cause the relocation of any affected tasks to operational nodes, providing

self-healing capabilities as long as sufficient computational resources are available.

However, once a certain number of nodes has failed, these resources might no longer be

sufficient to heal the system completely. By assigning each task with a priority, it is possible to

stop tasks of low priority in order to free up resources for the most critical tasks. This allows

graceful degradation and ensures the system’s most important functionality remains working in

such overload situations. We present a model for overload situations as well as two strategies to

realise this kind of self-healing.

Keywords: Artificial Hormone System, Organic Computing, Self-Organisation, Self-Healing,

Task Distribution

1.1 Introduction

While embedded systems grow increasingly complex, their components’ feature

size is shrinking. This increases the probability of failures, e.g. bit flips induced

by radiation effects [10]. Thus, ways to simultaneously handle the overall system’s

complexity while coping with component failures have to be found. The Artificial
Hormone System (AHS) [2,11], a distributed middleware based on Organic Computing

principles, attempts to achieve these goals. It adapts the biological endocrine system’s

fundamental principles to technical systems in order to assign tasks to a distributed

system’s nodes without having a single-point-of-failure. By automatically establishing

an initial task distribution, it is self-configuring. Additionally, if one processing node

fails, the other nodes automatically re-distribute the affected tasks. Thus, the AHS is

also self-healing.

However, these self-healing capabilities only work if the remaining nodes’ com-

putational capacities are sufficient for reassigning all failed tasks: If too many nodes
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fail, it is undefined which tasks will be running in the system. We thus propose a

priority-based extension to the AHS: By assigning a priority to each task, it is possible

to systematically degrade the system in such overload situations by stopping tasks of

low importance in order to keep high-priority tasks running. This can allow a system

to maintain at least its most important functionality.

Since the AHS is applicable for use in real-time systems because the time required

for self-configuration and self-healing can be bounded, the proposed priority-based

extension must also be real-time capable. As a result, bounding the time required to

degrade the system in an overload situation is a major concern.

This paper is structured as follows: We first present related work in Section 1.2

and briefly describe the AHS in Section 1.3. Afterwards, we present our priority-based

extension as well as our concept for degrading the system in overload situations in

Section 1.4. Section 1.5 analyses the time bounds of our degradation scheme and

Section 1.6 concludes this paper.

1.2 Related Work

The approach presented in this paper allows a distributed system to recover from

hardware failures by means of automatic and dynamic (re)configuration.

Traditionally, the robustness of systems against such failures has often been

increased by means of redundancy: By duplicating safety-critical functional units, a

redundant unit in a hot stand-by mode can take over in case the primary unit fails. This

kind of redundancy is often used for safety-critical electronic control units (ECUs) in

the automotive domain. However, recent approaches like the AutoKonf project [12]

try to reduce costs by using a single backup ECU that is shared between multiple

different ECUs. As a result, a single ECU failure can be compensated.

In contrast, our approach is more fine-grained by distributing individual tasks

to a distributed system’s available computing nodes. By introducing task priorities,

recovery from multiple node failures can be achieved by gradually degrading the

system. This allows to reduce the number of required backup units while still achieving

a high degree of failure tolerance. Our approach is based on the AHS which is

introduced in Section 1.3 and uses Organic Computing principles.

Organic Computing (OC) tries to adapt organisation principles observed in bio-

logical systems to technical systems. As a result, such OC-based systems exhibit

various so-called self-* properties such as self-organisation, self-configuration, self-

improvement and self-healing [14]. In general, OC entails a postponement of many

traditional design-time decisions into the system’s runtime [15].

The dynamics achieved by realizing our system based on OC principles distinguish

it from approaches like [5] where a (offline) pre-computed adaptation scenario is

applied when nodes fail or an overload situation occurs. Similarly, in the AutoKonf

project, the backup ECU that takes over on failures is also predetermined. In contrast,

the AHS allows a more dynamic reaction to system failures: Here, all affected tasks

may be relocated independently to possibly different nodes when a failure occurs, all
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relocations are determined dynamically and can respect the individual nodes’ states

(e.g. temperature or power budget).

However, the AHS is by no means the only approach to distribute tasks in distrib-

uted systems: [18] deals with an improved Contract Net Protocol for task assignment,

also employing self-healing capabilities and task priorities. However, by not being

completely decentralised and not guaranteeing hard real-time bounds, this approach’s

goals differ from ours.

Task distribution has been a research topic in Wireless Sensor Networks (WSNs)

for several years, with early uses of self-organization to tackle this problem [3] as

well as current ones [17]. More recent work has been using game theory [4] or

particle swarm optimization [8] with different notions of task priorities, ranging from

deadline-based priorities to ones derived from the task graph, e.g. the number of

dependent tasks. However, with WSNs typically having a limited energy budget

per node, energy-efficiency is one of the main concerns in these works rather than

guaranteeing hard real-time behaviour as in our approach.

1.3 The Artificial Hormone System

As mentioned before, the Artificial Hormone System (AHS) is a decentralised middle-

ware to assign tasks in a distributed system. It works by realising control loops based

on short digital messages, called hormones, on all processing elements (PEs) in the

system. Eager values are exchanged for all tasks and indicate a PE’s suitability for a

task. In every cycle of the hormone control loop (called a hormone cycle), each PE

tries to make a decision upon one task. This is done by comparing its own eager value

with all received eager values. If it has sent the highest eager value for some task T in

the current cycle, it has won T and may start executing it.

A PE executing a task sends out an additional hormone, called the acquisition

suppressor. When received by other PEs, this suppressor will reduce their eager values

for this specific task, preventing them from taking additional instances of this task

and thus stabilising the system.

A third class of hormones, the accelerators, act antagonistic to the suppressors

and increase a task’s eager value in order to form functional clusters of related tasks

on neighbouring PEs.

Figure 1.1 shows the AHS’ hormone control loop that distributes tasks among

PEs by exchanging the aforementioned types of hormones.

The AHS automatically distributes all tasks to the available PEs: Once all tasks

are distributed, the acquisition suppressors lower all sent eager values to 0 and thus

no additional instances are taken. Therefore, by finding an initial task distribution by

itself at run-time, the AHS is self-configuring.

In addition, by being entirely decentralised, the AHS has no single-point-of-failure:

If a PE fails, the remaining PEs will notice this failure since no suppressor hormones

will be received by the failed PE any longer. Thus, the affected tasks’ eager values

rise above 0 again and the tasks will be re-assigned to the available PEs. Therefore,
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by re-configuring the system, the AHS compensates this PE failure and can thus be

regarded as self-healing.

Furthermore, hard time bounds for the initial self-configuration as well as self-

healing can be guaranteed, thus making the AHS suitable for use in real-time systems:

The self-configuration needs at most m hormone cycles to distribute m different tasks

among the PEs while self-healing takes no longer than m f +a hormone cycles, where

m f is the number of failed tasks to be redistributed and a is a constant describing

the time required to notice the PE failure in the first place [1]. For the AHS’ current

implementation, a = 2 hormone cycles holds.

For more detailed information on the AHS and its time bounds, please refer

to [1, 2, 16].

1.4 Priority-Based Task Distribution

Our priority-based extension to the AHS works by monitoring the hormones ex-

changed in the system: Each PE postpones the allocation of some task T if the

received eager values suggest that another PE might allocate a task T ′ having a higher

priority than T .

In order to do so, the compute and decision stage shown in Figure 1.1 has been

modified to decide on all tasks in descending order of priority. In [9], we have

argued that this priority-based AHS takes at most 2m− 1 hormone cycles for self-

configuration of m tasks. This is worse than the m cycles guaranteed by the original

AHS but still linear in the number of tasks. Yet, the original AHS neither supports task

priorities nor guarantees any order of task assignment. In contrast, the priority-based

AHS guarantees that tasks of priority p′ > p will be assigned before tasks of priority

p, only the order of task assignment within each priority level is nondeterministic (as

it can be influenced by environmental conditions, e.g. PE temperature).

1.4.1 Detection of Overload Situations

PE1 PE2 PE3

1

2

3

4

5

6

7

8

9

(a) Before failure

PE1 PE2 PE3

1

2

3

9

4

5

6

8

(b) After failure and reassignment of tasks

Fig. 1.2. Failure of PE3 leads to overload situation

If the PEs’ combined computational capacities are not sufficient to execute all
tasks, only the most important ones (based on their high priorities) will be assigned
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during self-configuration: Once enough high-priority tasks have been assigned, no

PE will have remaining computational resources available and no further task can be

assigned in the system.

However, if the failure of a PE leads to such an overload situation, simply relying

on the deterministic order of task assignment is not sufficient. This is illustrated in

Figure 1.2: Here, each PE can execute at most four tasks. Each number i represents a

task of priority i running on a PE. Thus, when PE3 fails, the high-priority tasks 9, 8

and 7 have to be reassigned on PE1 and PE2. Using the mentioned strategy alone, this

would result in tasks 9 and 8 being taken by the remaining PEs, but task 7 could not

be assigned since both PEs already reached their maximum capacity. Ideally, task 1

would be stopped in order to free up capacities for task 7, but in order to do so, the

overload situation has to be detected first.

The AHS models system load in terms of special load suppressors that each PE

sends to itself, thus lowering the modified eager values it broadcasts and effectively

limiting the number of tasks it can take. As a result, overload situations in which

more tasks exist than can be taken in the system can be recognised by monitoring the

exchanged hormones:1 If, for some task T ,

a) Eager values but no suppressors are received: T is not assigned because the system

is currently self-configuring or self-healing. However, T could be assigned by

some PE in this cycle.

b) Suppressors, but no eager values are received: T is assigned to the PE that sent

the suppressor.

c) Neither eager values nor suppressors are received: Currently, no PE can execute

T and thus the system is in an overload situation.

If the system is determined to be in an overload situation but some high-priority

task T is not running, low-priority tasks have to be stopped in order to allow T ’s

assignment. This has to be done in a distributed manner, ensuring that it works reliably

and the total time required to bring the system into a well-defined (but degraded) state

must be bounded to allow meeting real-time requirements.

1.4.2 Analysis of Overload Situations

In order to formally analyse overload situations and compare different strategies to

quickly degrade the system, we propose the following model:

• PE× fails and PE1 . . .PEv remain operational.

• All tasks induce equal load on each PE and each PE is capable to execute any

task.

• Each PE can execute at most m tasks.

• At the instant PE× fails, all PEs are executing exactly m tasks.

1 In order to reduce the amount of communication required, hormones with value zero are

generally not sent. Thus, not receiving any modified eager values for some task T means

that each PE “sent” a modified eager value of zero.
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PE1 · · · PEv PE×

m tasks per PE

fa
il
ed

P
E

v remaining PEs

Fig. 1.3. Visualization of overload model

Figure 1.3 visualises this model. In addition, we make the following fundamental

assumption:

Assumption 1 Any task may be (temporarily) stopped at any time in order to free up
resources for allocation of some task with higher priority.

Using the AHS and utilising this model, the time required to self-heal the system

in an overload situation is dependent on the number of tasks that need to be stopped as

each task stop will eventually be followed by the (re-)assignment of a (possibly differ-

ent) task. Thus, it is of great importance to reliably stop as few tasks as possible. Since

calculating the optimal set of tasks to stop would require additional communication

between the PEs (and thus time), this is generally not feasible and an approximation

is necessary. We thus propose two strategies to stop tasks:

Strategy 1 Let T be the highest-priority task that is not currently running. Upon
noticing an overload situation, each PE shall stop all running tasks whose priority is
lower than T ’s priority.

Strategy 2 Let T be the highest-priority task that is not currently running. Upon
noticing an overload situation, each PE shall stop its lowest-priority running task if
its priority is lower than T ’s priority.

We call Strategy 1 naive task dropping since it is arguably the simplest strategy.

In contrast, Strategy 2 is called eager task dropping since dropping one task per PE

ensures its eager values rise above zero in the next hormone cycle for every task that

is not assigned to any PE.

1.4.2.1 Example

In order to show an example of how these strategies differ, consider the scenario with

m = 3 and v = 3 as shown in Figure 1.4. Task 12 is the highest-priority task that is

not currently running. Using Strategy 1, PE1 . . .PE3 would thus immediately stop all
mv = 9 running tasks. Afterwards, tasks 12, . . . ,4 would be assigned, completing the

self-healing.

In contrast, Strategy 2 would proceed in multiple phases, each characterised by

stopping k tasks, then followed by assigning the k highest-priority tasks. This is shown

in Figure 1.5:



10 E. Hutter

PE×
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5

4

3
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1

12

11
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PE1 PE2 PE3

Fig. 1.4. Example scenario with v = 3 and m = 3
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(a) After first phase

9

8

12

6

7

11

3

5

10

4

2

1

PE1 PE2 PE3

(b) After second phase

9
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1

PE1 PE2 PE3

(c) After third phase

Fig. 1.5. Degrading the system using Strategy 2. The rightmost column shows the non-running

tasks.

Phase 1: Tasks 1, 4 and 7 are stopped. Afterwards, tasks 12, 11 and 10 are assigned.

Phase 2: Tasks 5 and 2 are stopped. Afterwards, task 7 is assigned and task 5 is

re-assigned.

Phase 3: Task 3 is stopped. Afterwards, task 4 is re-assigned.

After the third phase, only the mv = 9 highest-priority tasks are running and the

self-healing is finished. As a result, only six tasks have been stopped in contrast to

Strategy 1 which stopped nine tasks.

1.5 Analysing the Naive Task Dropping Strategy

In the following, we analyse Strategy 1 in more detail.

1.5.1 Worst Case

Obviously, the worst case has already been shown in the example above: If the

system’s highest-priority task was running on PE×, all m · v running tasks will be

stopped. With a hormone cycles required to notice the failure of PE×, one hormone

cycle to drop mv tasks and send positive eager values again as well as 2 · (mv)−
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1 hormone cycles to assign the mv highest-priority tasks (cf. Section 1.4), the total

time required to bring the system into a stable state is bounded by 2mv+a hormone

cycles.

1.5.2 Average Case

As we have seen, the strategy’s worst case is particularly bad. Although the time

required for self-healing the system in an overload situation can be bounded, a

strategy that stops as few tasks as possible would still be favourable for (hard) real-

time applications. Consequently, the naive task dropping strategy is no good choice

for real-time applications.

However, should this worst case primarily be due to some rare outlier configur-

ations, the strategy might in fact be suited for use in applications without real-time

requirements despite its bad worst case behaviour. We thus want to look at the average

number of tasks that are stopped by Strategy 1: Should the expected number of task

stops be significantly lower than the worst case (m · v tasks), the strategy might still

be useful for certain applications.

The following theorem allows to calculate the expected number of task stops:

Theorem 1. Let all m · (v+1) tasks be distributed randomly among PE1 . . .PEv and
PE×. Furthermore, let X be a random variable that represents the number of tasks
stopped by Strategy 1 and E [X ] its expected value. Then,

E [X ] =
m2v

1+m

holds.

In [9], we have proven Theorem 1 by directly calculating the probability distri-

bution of X and deriving its expected value. However, we want to give an elegant

alternative proof of this result in the following.

1.5.2.1 Background: Number of Exceedances

In order to do so, we introduce the number of exceedances as defined in [6]:

Definition 1 (Number of exceedances, continuous case). Given two samples S1, S2

of sizes n and N whose elements are sampled independently from the same continuous
distribution, let ξi (1 ≤ i ≤ n) be the i-largest observation in the first sample S1 of
size n.

The number of exceedances Yi shall now be defined as the number of observations
in the second sample S2 that are equal to or exceed ξi:

Yi := |{s ∈ S2 | s ≥ ξi}|.

[13] generalises this definition to discrete probability distributions:
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Definition 2 (Number of exceedances, discrete case). Let S1 be a sample of n balls
that are drawn randomly and without replacement from an urn that contains L balls
numbered with different real numbers. Let S2 be a sample of N balls that are drawn
afterwards (also without replacement) from the remaining L−n balls (L ≥ n+N).
Furthermore, let ξi (1 ≤ i ≤ n) be the i-largest number in S1.

The number of exceedances Yi shall now be defined as the count of numbers in the
second sample S2 that exceed ξi:2

Yi := |{s ∈ S2 | s > ξi}|.
Interestingly, the distribution of the number of exceedances Yi is identical in both

cases [13]. In particular, its expected value can be calculated as follows:

Lemma 1. Let E [Yi] denote the expected value of Yi. Then,

E [Yi] = N · i
n+1

holds.

Proof. See [6]. An alternative proof can be found in [7].

1.5.2.2 Application to the Naive Task Dropping Strategy

In order to prove Theorem 1, we will now model the number of tasks stopped by

Strategy 1 in terms of the number of exceedances in the discrete case. Since our model

assumes all priorities to be different, we can consider the distribution of m · (v+1)
different tasks to v+1 PEs as an urn experiment in which, for each of the m failed

tasks on PE×, a priority is drawn without replacement from an urn containing the

priorities 1, . . . ,m · (v+1). Afterwards, for each of the m · v tasks on the remaining

PE1 . . .PEv, a priority is drawn without replacement from the remaining m ·v priorities

in the urn.

As illustrated in Figure 1.6a, the number of tasks dropped by the naive task

dropping strategy is now equal to the number of priorities in the second sample that

are lower than the highest priority in the first sample.

If we draw negative priorities instead (Figure 1.6b), the tasks stopped by the

strategy are all tasks whose priority is higher than the lowest priority running on

PE×. These, however, are the tasks from the second sample that exceed the m-highest

priority ξm from the first sample and thus the number of task stops equals the number

of exceedances Ym. This finally allows to prove Theorem 1 as follows:

Proof. As argued, X = Ym holds. With the first sample consisting of n = m elements

and the second sample consisting of N = m · v elements,

E [X ] = E [Ym] = N · m
n+1

= m · v · m
m+1

=
m2v

1+m

holds per Lemma 1. ��
2 Since the samples are drawn without replacement and all balls are numbered with different

numbers, no element in the second sample can be equal to ξi.
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Fig. 1.6. Example: Number of exceedances applied to naive task dropping strategy. The marked

tasks will be stopped by the strategy.

1.5.2.3 Discussion

When comparing the expected number of task stops as given by Theorem 1 with the

worst case of m ·v task stops (cf. Section 1.5.1), it becomes obvious that the naive task

dropping strategy does not perform significantly better on average than its worst case.

Especially for large values of m, the average number of task stops is approximately

equal to the worst case as the limit of their quotient approaches one:

lim
m→∞

worst case

average case
= lim

m→∞

mv
m2v
1+m

= lim
m→∞

(
1+

1

m

)
= 1.

As argued before, the naive task dropping strategy is not an optimal choice for

real-time systems. Furthermore, Theorem 1 shows that it also does not perform

substantially better on average which also limits its applicability to systems with no

hard real-time bounds. Nevertheless, these results may serve as an important baseline

that more sophisticated task dropping strategies will have to be compared to in order

to evaluate their usefulness. For instance, the example in Section 1.4.2 has already

shown a scenario in which Strategy 2 performed better than the naive task dropping

strategy. Future work will deal with bounding this strategy’s number of task stops and

comparing it to Strategy 1.

1.6 Conclusion and Outlook

We gave an overview about the basic ideas behind a priority-based extension to the

Artificial Hormone System. By utilising task priorities, it is possible to degrade the

system if too many PEs fail to execute all tasks. This is a situation not handled by the

original AHS: By being oblivious to task priorities, the actual tasks executed in such

overload situations would be chosen non-deterministically.

We presented a model for the analysis of such overload situations and two

strategies to degrade the system. While the first one naively stops all tasks whose

priority is lower than the highest priority of all failed tasks, the second strategy stops
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one task per PE and replaces it with a high-priority task until the system is correctly

degraded.

We have analysed the first strategy with regard to its worst and average cases: In

the worst case, all running tasks are stopped and it does not perform substantially

better on average, either.

In the future, we plan to bound the number of tasks stopped by the second strategy

and compare it to the first one, determining situations in which one strategy is superior

to the other. Additionally, we plan to develop more elaborate strategies that guarantee

even fewer task stops.
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Abstract. The increasing interest in Industry 4.0 and Intelligent Transportation Systems has

also increased the interest in so-called Self-adaptive Systems. These systems monitor their

environment and the system itself and can react to changes in their highly dynamic environment.

Besides Self-adaptive Systems, other research communities exist like Organic Computing,

Autonomic Computing, and Self-aware Computing Systems that also focus on transferring

responsibilities towards the system itself and reducing the effort at design time. The addressed

domains in this paper, i.e., Industry 4.0 and Intelligent Transportation Systems, become more

and more complex and increasing digitisation can be observed. Along with the rising demand for

automated optimisation in these domains, engineers face difficult challenges, such as deriving

the optimal technique and its parametrisation. This work aims to contribute to this development

by proposing a framework for self-learning adaptation planning through optimisation. The

framework contains several layers and incorporates an adaptation planning algorithm, situation-

awareness, algorithm selection, learning, and an optimisation component. By applying this

framework, engineers will be able to dynamically select and substitute optimisation techniques

and their parametrisation at runtime. Besides, we discuss the framework’s applicability in

several use cases and derive research questions that need to be addressed.

Keywords: Self-adaptive Systems, Optimisation, Framework, Industry 4.0, Intelligent Trans-

portation Systems.

2.1 Introduction

The latest trend on digitising machines and production processes toward Industry

4.0 and the increasing interest in Intelligent Transportation Systems (ITS) impels

academia and industry to research on and develop novel methods for adaptive systems

in dynamic environments. The research area of Self-adaptive Systems (SAS) [11]

tries to address these challenges. The SAS can change their behaviour and cope with

changes in their environment and the system itself. Diverse research communities

arose from the trend towards SAS, such as Organic Computing (OC) [17], Autonomic

Computing (AC) [8], and Self-aware Computing System (SeAC) [10]. OC, for ex-

ample, envisions to ‘enable future ICT systems to carry out certain tasks on their
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own’ [17, p.6] and thereby to ‘be able to adapt reasonably to changing requirements

of their operating environment’ [17, p.6]. This definition shows that OC systems try to

shift design time decisions towards run time and therefore put the systems themselves

into charge. Similar ideas drive the SAS and SeAC communities, as well as several

further research directions. Most of these systems incorporate mechanisms or control

loops to react to changes in the environment or the system itself and adapt the system’s

behaviour. A representative of the SAS community is the MAPE-K control loop [8],

while the OC community introduced the Observer/Controller concept [25]. The SeAC

domain defined the so-called LRA-M loop [10]. As all these concepts aim at the same

vision, most of them can be transferred into each other [13]. In this paper, we decided

to use the LRA-M loop as it explicitly integrates sensing of phenomena, includes

external goals and the interplay of learning and reasoning in such systems.

Besides these SAS, the need for ongoing progress and continuous optimisation in

Industry 4.0 and ITS domains raises further challenges for engineers. One example of

the Industry 4.0 domain is the optimisation of setup times in a dynamic production

environment. Here, multiple machines exist that need to handle several tasks. Each

task has a specific required setup time, which can be reduced if tasks of the same type

are processed directly after each other. Due to the high complexity of the problem

containing machines, tasks, task types, and type-specific setup times, calculating

the most efficient production plan is a complex task in itself and therefore requires

optimisation algorithms to find a solution in reasonable computing time. Another

example of the ITS domain could be vehicle routing. The task of scheduling orders to

vehicles and optimising their tours makes vehicle routing an NP-complete problem

and, therefore ‘one of the most widely studied topics in the field of Operations

Research’ [3]. As ‘there is no single method available for solving all optimisation

problems efficiently’ [22, p.1], the selection and optimal parameter configuration of

these methods is a critical task. Currently, this selection and configuration is performed

manually in most cases.

This work aims to contribute to these challenges by introducing the vision of a

framework that enables engineers to apply a self-learning optimisation mechanism.

This mechanism will be able to dynamically select the required adaptation planning

mechanism and tune its parametrisation in accordance with the system’s current

situation. Further, it learns on an ongoing basis about the executed decisions to

improve the decision-making mechanism. The vision of a self-learning optimisation

is described by a system model comprised of a layered architecture and an internal

control loop based on the LRA-M loop. Additionally, the applicability is discussed in

several use cases and results of a first feasibility study are given. Finally, we derive a

set of research questions that need to be assessed in the future to achieve the set goals.

The contributions of this work are threefold:

• Definition of a framework based on a layered architecture and an adapted LRA-M

control loop.

• Discussion of the applicability of the framework based on several use cases from

different domains.

• Derivation of research questions to be addressed in future work.



2 Self-Learning Adaptation Planning through Optimisation 19

The remainder of this paper is organised as follows. First, Section 2.2 introduces

essential background information and discusses related work. Section 2.3 proposes

the framework by presenting the system model, the internal control loop, how both are

connected, and finally clarifying the assumptions made for this work. The use cases

are introduced and discussed in Section 2.4 before Section 2.5 presents the derived

research questions. Finally, Section 2.6 concludes the paper.

2.2 Foundations and Related Work

This section introduces background information on optimisation techniques and

operations research approaches based on a classification by S. S. Rao [22]. Afterwards,

this section gives a brief overview of related work and discusses the delineation of

this work.

2.2.1 Foundations on Optimisation Techniques

According to S. S. Rao [22], operations research approaches can be classified into

four different categories: (i) mathematical programming or optimisation techniques,

(ii) stochastic process techniques, (iii) statistical methods, and (iv) modern or non-

traditional optimisation techniques. This work only integrates approaches from the

first and the last categories. In the following, some examples of these categories are

given. Linear programming is an example of mathematical programming that is part

of the first category. ‘Linear programming is an optimisation method applicable for

the solution of problems in which the objective function and the constraints appear

as linear functions of the decision variables’ [22, p. 119]. Some examples for the

last category of modern optimisation techniques and meta-heuristics are local search,

genetic algorithms, and ant-colony optimisation. Local search is a method that first

calculates a valid solution and then tries to achieve better solutions by exploring a

local neighbourhood [7]. Genetic algorithms are based on the natural evolution of a

population by using genetics and natural selection [22]. Here, the population size, the

parent size, the probability of mutations and many more parameters can be tuned. In

every evolution step, the population evolves by reproduction, crossover, and mutation.

Ant colony optimisation ‘is based on the behaviour of a colony or swarm of insects,

such as ants, termites, bees, and wasps’ [22, p. 708].

2.2.2 Related Work

The problem of reacting dynamically to unforeseen situations, optimising paramet-

risations of systems as well as comparing the performance of optimisation algorithms

in various domains is a highly researched field.

Perrouin et al. [19] propose a rule-based approach for meta-self-awareness. There-

fore, they use layered MAPE loops to optimise adaptation decisions and to make

an adaptive system ‘resilient to a larger number of unexpected situations’ [19]. Fre-

dericks et al. [5] present in their work from 2019 an approach that determines the



20 V. Lesch

current situation using clustering. Then, this information is used for optimisation

techniques to discover the optimal configuration for black-box systems. A related

approach is proposed by Porter et al. [20]. They introduce a framework for online

learning combined with unsupervised learning to find optimal configurations inside a

given search space. Kinneer et al. [9] propose the idea to re-use knowledge of previ-

ous plans for optimisation. They apply a white-box approach with knowledge of the

system combined with a genetic algorithm to react to unexpected adaptation scenarios.

Further, several authors compare optimisation techniques and analyse their perform-

ance. For example, Bischl et al. [2] compare model-based single- and multi-objective

optimisation techniques for black-box functions. Besides the NSGA-II algorithm,

they compare a couple of optimisation algorithms to a Bayesian approach. Another

work is from Moreno et al. [16]. The authors compare CobRA and PLA—two model

predictive control techniques—using the RUBiS benchmark for web and cloud ap-

plication performance. In their evaluation, the authors focus on the performance of

the techniques as well as the needed expertise to use these systems.

Another research direction related to this work is the field of Auto-ML. As the

name already indicates, automated machine learning focuses on automating machine

learning mechanisms by applying pipelines combined with hyperparameter optimisa-

tion to reduce the manual effort. Reinbo, for example, is an Auto-ML framework using

task pipelines and implementing reinforcement learning and Bayesian optimisation

to determine the parameters automatically [23]. A similar approach is applied by

Chai et al. in their preprint from 2019, where they propose an Auto-ML framework

covering the common machine learning issue of data drift [4]. Thornton et al. propose

a mechanism to select and optimise hyper-parameters in the context of classification

algorithms [24]. Finally, Li et al. try to solve the hyper-parameter tuning problem

using a random search mechanism in combination with adaptive resource allocation

and early-stopping [14].

All the approaches mentioned above already cover parts of our proposed frame-

work, such as a rule-based meta-self-aware approach, situation-awareness, determ-

ining the optimal configuration of a system, or a performance comparison of op-

timisation techniques. However, no other work integrates all these aspects into one

framework. The combination of a layered framework with the LRA-M loop and the

integration of adaptation planning algorithms, situation-awareness, algorithm selec-

tion, learning approaches, and optimisation techniques make the proposed approach

unique and a valid contribution to the research community.

2.3 Self-Learning Adaptation Planning Through Optimisation

The increasing interest in SAS, as well as the trend towards Industry 4.0 and Intelligent

Transportation Systems (ITS), raise several challenges for optimising these systems.

The dynamic structure of these systems and a dynamic environment require an in

the same measure flexible possibility to optimise these systems. Therefore, this

paper proposes a framework that addresses these challenges by combining a layered

architecture with control loop mechanisms from the SeAC area. This section first



2 Self-Learning Adaptation Planning through Optimisation 21

introduces the system model consisting of the layered framework, describes the

LRA-M loop adaptation, and states assumptions of this work.

2.3.1 System Model

This section introduces the framework to be proposed that is based on a layered

architecture. The system model (see Figure 2.1) integrates three layers: (i) Application,

(ii) Adaptation Planning, and (iii) Meta-Optimisation. Further, it integrates several

components as well as the flow of data for the framework.

The bottom layer of the system model is the application layer �. Real-world

applications from the domain of Industry 4.0 and ITS are considered and discussed in

Section 2.4. An assumption for this layer is that all considered systems are digitised

and adaptive, that is, to gather and transfer data and that they are able to adapt the

system and/or its processes according to given adaptations. The applications monitor

themselves as well as their environment and send the data to the next layer.

The middle layer, called adaptation planning �, includes the algorithm that re-

ceives data from the application and uses it to plan adaptations of the system. These

algorithms are selected among various existing algorithms and it is not part of the

contribution to develop a new algorithm for this layer. The algorithm can range from

simple rule-based algorithms over coordination algorithms for platooning to com-

plex (multi-objective) optimisation algorithms (see Section 2.2.1). Further, several

algorithms should be provided for each problem statement that are adapted for a

specific use case to provide the possibility of algorithm exchanges if necessary. One

crucial point for this layer is the monitoring, as performance data of the selected

algorithm need to be gathered and transferred– together with the application’s monit-

oring data– to the next level. This layer receives commands to change the algorithm’s

parametrisation or even exchange the algorithm itself.

Finally, the third layer is called meta-optimisation �. This layer is responsible

for optimising the parameters as well as the algorithm selection for layer (2) and

therefore integrates four components: (i) situation awareness, (ii) algorithm selection,

(iii) learning, and (iv) optimisation. The situation awareness component receives the

monitoring data of the application as well as the performance data and categorises

the current state of the system. The optimisation component also receives monitoring

data and tries to tune the parameters of the adaptation planning algorithm. All this

information from situation-awareness and optimisation is given—together with the

monitoring and performance data—to the algorithm selection. The algorithm selection

uses this information to determine how to tune the algorithm parameters if possible

or which algorithm best fits the current situation. This decision, in combination with

the monitoring and performance data as well as the determined situation, is given

to the learning component. The learning component manages a set of all known

situations and according decisions and learns on an ongoing basis which parameter

and algorithm combination fits best for the already experienced situations. Further, it

is possible to include a fifth component containing forecasting mechanisms to enable

a proactive adaptation of the system. Finally, the third layer gives the decisions to the

adaptation planning layer that executes them.
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Fig. 2.1. Layered architecture of the framework for self-learning optimisation. Layer 1 (ap-

plication layer) represents an adaptive system, the adaptation planning called layer is depicted

in layer 2 and layer 3 (meta-optimisation) shows the algorithm selection based on situation

awareness combined with a learning and an optimisation module.

2.3.2 Adaptation of the LRA-M Loop

The previous section described the general framework. This section explains the

control loop used to realise the vision of self-learning adaptation planning using

optimisation. The LRA-M loop was first introduced by Kounev et al. in 2017 [10]

in his work on Self-aware Computing Systems. This loop is quite similar to other

concepts like the MAPE-K control loop [8] or the Observer/Controller concept [25]

and most of these concepts can be transferred into each other [13]. Thus, we decided

to base our control loop on the LRA-M loop and adapt it to match the framework’s

requirements. Figure 2.2 depicts the concept of our modified LRA-M loop.

The loop displays the system, also called the self, and the interfaces to its environ-

ments. It interacts with the environment by (i) sensing Phenomena and storing them

as Empirical Observations, (ii) receiving Goals to be achieved, and (iii) perform

Actions based on the made decisions. The Empirical Observations are sensed in

the use case and are required in the Learn and Reason components. In the ongoing

learning process, the observations are abstracted into models that contain know-

ledge about the environment and the system itself. The learn module contains an

Analysis component that is able to interpret the observations and updates the models

to persist all gathered information. Further, the learning component contains the

Meta-Optimisation that learns the effects of the actions taken based on the current

situation. This enables the system to improve its reasoning and act on an ongoing basis

and improve the system’s models and the surrounding environment. These models are

used as a basis for the reasoning process that determines actions to be performed as a

reaction to a changing environment or to affect the reasoning and learning processes

itself. The reason module contains the Planning by Optimisation component. It

determines actions for the system to adapt to changes in the environment as well to
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Fig. 2.2. Modified Learn-Reason-Act-Model (LRA-M) Loop based on Kounev et al. 2017. The

basic LRA-M Loop is extended to contain an analysis and the meta-optimisation in the Learn

module and the planning by optimisation step in the Reason module.

adapt the optimisation algorithm and stores all gathered knowledge in the model. The

analysis and Meta-optimisation in the learning module, as well as the planning by

optimisation component in the reason module, are newly introduced parts and not

part of the original definition of the LRA-M loop. These three components build the

main contribution in terms of the proposed framework and are meant to be generically

applicable to a wide range of suitable use cases.

2.3.3 Mapping the LRA-M Loop to the Layered Architecture

The previous sections described the proposed framework as a rough overview of

components in a three-layered view and the analysis and learning perspective of

the system by using the adapted LRA-M loop. This section will now present the

connection between the two representations by mapping the modules from the loop

into the layered architecture. Further, this section gives a first glance at how the

framework’s generic applicability can be realised.

First of all, the empirical observations, including the phenomena and goals, are

sensed in the application layer of the framework as the use case is located there.

Further, the decisions of the adaptation planning layer are also part of the sensed

phenomena as these are required as additional information sources for the third layer.

The meta-optimisation layer of the framework contains the main parts of the LRA-M

loop, that is, the learning and reasoning modules. The analysis component inside the

learn module includes the situation-awareness and can determine the current situation



24 V. Lesch

based on the gathered observations, for example, by applying clustering algorithms.

The plan by optimisation component inside the reason module regards to the algorithm

selection component in the third layer as it determines actions for the second layer to

adapt to changes in the environment. The meta-optimisation component inside the

learn module includes the learning component of the meta-optimisation layer and is

responsible for creating models of the current decisions based on received feedback

from the application and adaptation planning layers and therefore improve future

decisions. This component contains algorithms that optimise the system itself as well

as the algorithm selection mechanisms.

Finally, as already mentioned, the framework is meant to be generically applicable

to a wide variety of use cases. The Representational State Transfer (REST) APIs will

enable this general applicability the framework will provide. On the one hand, a first

REST API provides the interface to send all domain-specific data to the framework

and give information about the key performance indicators of the lower-level system.

Based on this information, the framework will apply the situation analysis, algorithm

selection and parameter optimisation. Afterwards, the results of this process are made

available via the second REST API, which provides the adaptive system to retrieve

the decisions for adapting the used algorithm as well as its parametrisation.

2.3.4 Assumptions

As discussed in the previous section, the applicability in various use cases is one

crucial point for the framework. Several assumptions need to be made to realise the

framework and to allow for the general applicability.

First of all, it is assumed that the use case is digitised, that is, it can gather

and transfer data to a higher-level entity. Further, it utilises an adaptation planning

algorithm and adapts the system and/or its processes according to given adaptations.

Second, the use case and according adaptation planning work as a standalone system

and therefore remain functional regardless of whether the third layer already made

a decision. This is especially important when starting the third layer and requesting

the first optimised decision. Third, there is no interruption of the two lower levels

when the next decision of the third layer needs to be made. The adaptation planner

in layer two checks for new decisions from layer three regularly and remains as it

is if no decision is currently available. Fourth, the adaptation planner is assumed to

be interchangeable, and it may provide the possibility to change its parameters at

runtime. Therefore, a managing entity in the second layer is assumed to measure

relevant metrics and observations and send this information to the third layer. Fifth,

the managing entity in the second layer needs to retrieve adaptation commands from

the third layer and executes them. Finally, the framework is designed to handle one

adaptation planning entity in the second layer. Here, the amount of managed entities

in the first layer is irrelevant for the third layer and it does not make a difference if the

adaptation planning manages hundreds of vehicles or only a single production facility

with a very limited amount of machines.
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2.4 Use Cases

This section discusses several use cases to show the relevance as well as the ap-

plicability of the proposed framework. Therefore, use cases from two domains are

shown: (i) Industry 4.0 and (ii) Intelligent Transportation Systems. First, the results

of a preliminary case study in the domain of Industry 4.0 regarding setup times are

presented to show the requirement of an automated mechanism.

2.4.1 Industry 4.0

Optimisation is a central instance for Industry 4.0 as increasing digitisation of all

systems and workflows inside a production allows for the automated improvement of

all processes and a wide variety of use cases could be realised. However, in this work,

we focus on three characteristic use cases from a digitised production environment:

setup time reduction, production logistics, and storage assignment and order picking.

The first use case is explained in more detail, while the other examples are only briefly

outlined.

Setup times. In a flexible production environment, setup times build an important

factor for the success of a company as downtimes harm productivity. Hence, the

reduction of setup times is a significant part of optimising production processes.

However, each production facility has its own characteristics and the decision of the

best suitable optimisation mechanism is complicated. Moreover, the flexibility of

modern production environments requires adaptation to new situations, for example,

the introduction of new products or changes in the various production steps. Thus,

the optimisation algorithm needs to be adapted, that is, a reconfiguration or even an

exchange of the algorithm might be necessary.

In a first case study, we applied a genetic algorithm to the problem of minim-

ising setup times for a flexible job shop scheduling problem. We implemented the

genetic algorithm within the optimisation framework OptaPlanner1 and defined eight,

respectively, four problem-specific crossover and mutator moves. A real-world data

set which we received from a German company is used for this study. This data set

contains around 600 days during the years 2017 to 2019. However, as we conducted

a preliminary study, we selected one random day from the data set. On this day, 14

machines were available to which 85 jobs needed to be scheduled. Ten distinct job

types were considered for scheduling. Whenever two similar jobs were executed one

after the other, the setup time of the second job could be deleted. We then applied

the genetic algorithm on the data of this day and analysed the influence of the para-

meters that can be tuned to improve the performance of the algorithm. Please refer to

Section 2.2.1 for an explanation of the different parameters. We considered a set of

possible parameter values summarised in Table 2.1. When analysing the population

size, we fixed the other parameters, namely parent size to 50% of the individuals in

the population and iteration count to 50. For the analysis of the parent size, both the

population size and iteration count were fixed to a value of 50 individuals and 50

1 We used OptaPlanner with version 7.31.0: https://www.optaplanner.org/
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Table 2.1. Evaluated parameter values for the genetic algorithm.

Parameter Possible Values

Population Size 25, 50, 100, 200

Parent Size 10, 20, 30, 40, 50
Iteration Count 25, 50, 75, 100

Fig. 2.3. Example evaluation results for para-

metrising genetic algorithm regarding popu-

lation size.

Fig. 2.4. Example evaluation results for para-

metrising genetic algorithm regarding parent

size.

Fig. 2.5. Example evaluation results for para-

metrising genetic algorithm regarding itera-

tion count.

iterations, respectively. Finally, when analysing the iteration count, the population

size was set to 50 individuals and the parent size to 50%. These values are printed

in bold in the table. Each experiment was repeated ten times. Figures 2.3, 2.4, and

2.5 show the measurement results for the three parameters population size, parent

size, and iteration count, respectively. The first two figures show the influence of the

population size and the parent size on the total setup time, which is to be reduced.
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Hereby, we ensured that all jobs are fulfilled on the given day by using a hard score

in the OptaPlanner framework. In general, an increased value for both parameters

has a decreasing effect on the total setup time. However, the effect seems to be less

significant for higher parameters, for example, by increasing the parent size from 40 to

50, the total setup time cannot be reduced and can even—in the worst-case—increase

the total setup time. In contrast, a change in the iteration count parameter seems

not to affect the total setup time. This could be due to the relatively low amount of

jobs to be scheduled, which can be optimised within only a few iterations. Therefore,

the selected value of 50 iterations per evaluation run seems reasonable, but further

tests in the future need to be conducted. Additionally, an evaluation covering the

influence of the population size and iteration count on the overall runtime of the

algorithm is currently not conducted but planned for the future. All in all, this shows

the parametrisation’s fragility and, thus, the importance of carefully determining the

parametrisation. Further, possible mutual dependencies need to be analysed and taken

into account. Hence, the automated mechanism envisioned in this paper that learns

the best configuration for each situation is meaningful in this use case.

Production Logistics. As a second use case, we plan to apply our framework on

optimisation problems in production logistics. ‘The fundamental goal of production

logistics can be formulated as the pursuance of greater delivery capability and reliab-

ility’ [18, p.2]. To achieve this goal, the internal logistic concepts need to be analysed

and optimised on an ongoing basis. One part of production logistics can be tugger

train systems that take tours in the production facility to provide various materials at

different locations [15]. In most cases, these routes are planned statically based on a

specific timetable. However, with an increase of the dynamic Industry 4.0 structure of

production facilities and the trend towards a batch size of one create new challenges

for existing logistics concepts. Therefore, a dynamic planning concept for tugger train

systems that is able to adapt to the current situation will be required.

Storage Assignment and Order Picking. In line with the required flexibility of

production logistics, storage assignment and order picking face similar challenges

when facing digitisation in the domain of Industry 4.0. Currently, storage assignment

and order picking are considered separately in most of the literature [26] even if they

are strongly coupled [6]. We want to apply our framework in a use case in which we

optimise both aspects jointly. This introduces further challenges for our framework, as

several interdependent parallel optimisation processes need to be analysed and tuned

simultaneously.

2.4.2 Intelligent Transportation Systems

With increasing progress in automotive research and industry, intelligent transportation

systems (ITS) arose. In recent years, ITS evolved into ‘an efficient way of improving

the performance of transportation system’ [28, p.1] and the availability of data further

reinforces the technology. For the ITS domain, we selected two representative use

cases to discuss our proposed framework: (i) Vehicle routing and (ii) platooning

coordination.
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Vehicle Routing. In the literature as well as in industry, vehicle routing is a highly

researched field. Braekers et al. describe it as ‘one of the most widely studied topics

in the field of Operations Research’ [3]. It specifies the task of scheduling orders to

vehicles and optimising their tours, making it an NP-complete problem. Therefore,

solving the problem using heuristics and optimisation algorithms is mandatory. An

example for the Organic Computing domain is given in [21]. However, there is no

single vehicle routing problem but many different variants of it, which have different

characteristics. Thus, making it meaningful to learn the best working optimisation

algorithm and tuning parameters dependent on the current situation.

Platooning Coordination. The increasing trend towards self-driving vehicles in

the last years enables new applications such as Platooning. In platooning, vehicles

that communicate with each other drive with small inter-vehicle distances [1]. One

step further, platooning coordination is the act of determining a platoon to join. Here,

various objectives can be taken into account, such as desired driving speed and user

comfort [27]. In literature, various coordination mechanisms are proposed, each focus-

ing on different objectives and with diverse restrictions. This diversity in coordination

mechanisms and optimisation objectives provides a multifaceted basis to apply the pro-

posed framework for self-learning adaptation planning using optimisation. Platooning

coordination and its’ optimisation can be done both centralised and decentralised [13].

However, in this work, we focus on a centralised optimisation of the coordination

mechanism. Since the leader of a platoon profits the least of the platooning process,

fairness mechanisms should also be integrated into the coordination process. In [12],

we proposed a taxonomy of fairness mechanisms and several mechanisms to rotate

the leader of a platoon to split negative effects equally among all vehicles inside a

platoon.

2.5 Future Research Challenges

This section summarises a set of research questions that arose during the concep-

tualisation of the framework. These research questions need to be addressed in the

future and will guide the research of this work. The questions are structured into three

groups: (i) Approach, (ii) Implementation, and (iii) Evaluation.

1. Approach - How can all proposed ideas be integrated into one framework?

a) Which metrics need to be reported to assess the performance of the adaptation

planning algorithm?

b) Which monitoring data is required to identify a situation in which the system

is currently running?

c) How to combine information from the application, the optimisation al-

gorithm’s performance data, and knowledge about the current situation to

reason about the best fitting algorithm and / or its configuration?

d) How can learning be integrated?

e) Which learning techniques fit this approach and the targeted use cases?
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f) Is a justification of the modifications to the system operator required?

2. Implementation - Which challenges need to be faced when implementing the

approach?

a) Which strategies and techniques can be applied to exchange an optimisation

algorithm and / or its’ parametrisation at runtime?

b) How to integrate multiple objectives into the meta-optimisation?

c) How can interdependent optimisation problems be parallelly analysed?

d) How can the required actions be communicated to the application?

3. Evaluation - How to evaluate the meta-optimisation framework?

a) Which metrics are required to assess the performance of the framework?

b) Which data sets can be used to evaluate the framework?

c) Which use cases and scenarios provide a meaningful evaluation?

d) How transferable are the found results to other use cases?

2.6 Conclusion

The latest trends toward Industry 4.0 and Intelligent Transportation Systems have

also increased the interest in Self-adaptive Systems (SAS) as they operate in a highly

dynamic environment and can adapt to these changes. Besides these SAS, other

research communities with a similar vision arose, such as Organic Computing, Auto-

nomic Computing, and Self-aware Computing Systems. All communities proposed

concepts that support the development of dynamic and intelligent systems. Further,

the requirement to continuously improve a system and optimise processes advances

research in the optimisation and operations research area. In this work, we contribute

to both research areas by combining the benefits of both of them. We aim at a dynamic

and automated optimisation that can reason on the current situation in which the

system is situated and—using this information—exchange the adaptation planning

algorithm as well as its parametrisation. Therefore, we propose a framework com-

prised of several layers that contain the application, an adaptation planning layer, and

a meta-optimisation layer where a situation-awareness, an algorithm selection, and

a learning component are located. The approach also contains a control loop based

on the LRA-M loop known from the Self-aware Computing research. We discuss

the applicability of the framework on use cases from Industry 4.0 and Intelligent

Transportation Systems. For example, we present the results of a first feasibility study

in the domain of Industry 4.0 by minimising setup times in a production environment

with multiple machines. Further, we show the proposed framework’s meaningfulness

for production logistics and storage assignment and order picking scenarios. In the

domain of Intelligent Transportation Systems, we analyse the use cases of vehicle

routing and platooning coordination. Finally, we derive a set of research questions

that will guide the research on this framework in the future.
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Abstract. In times of personalised products, fluctuating demands and ever-increasing com-

plexity in hard- and software, production systems crave for flexibility and robustness. Self-

organisation can help to achieve these goals as self-organising systems autonomously monitor

themselves and their environment and adapt to changes observed. Despite extensive study,

researchers have hardly addressed some aspects of self-organising production systems. There-

fore, we identify three areas to contribute to the vision of self-organising production systems:

We plan to extend product descriptions to be more realistic. We further intend to investigate

extensions to dynamic scheduling in self-organising production systems. Lastly, we present an

approach to avoid deadlocks in self-organising production systems that handle multiple types

of products at once.

Keywords: Self-organisation, Production systems, Manufacturing systems, Autonomous sys-

tems.

3.1 Introduction

This section introduces the paradigms of organic computing and adaptive systems.

It further motivates the application of these paradigms to the manufacturing domain.

Lastly, it covers previous work on a special class of adaptive systems, so-called

product-flow systems to conclude with open research questions that have hardly been

discussed in previous work.

3.1.1 Organic Computing and Adaptive Systems

Organic Computing [40] is an initiative that aims to develop technical systems that

exhibit life-like properties, often found in biological systems. Most prominently these

life-like properties include robustness and flexibility against disturbances [39]. To

achieve these properties, Organic Computing systems observe their environment

and adapt autonomously to changes observed by manipulating their environment

accordingly. This involves a paradigm shift: Instead of human engineers taking

decisions at design time, we are now facing adaptive systems deciding at runtime [23].
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To fulfil these requirements, Organic Computing systems are designed to feature self-*

properties, including self-configuration and self-organisation. Self-configuration is the

ability of a system to change its parameters according to user goals. Self-organisation

describes systems autonomously changing their structure to accomplish higher-level

goals [40].

3.1.2 Motivation

The vision of applying the paradigm of adaptive systems to manufacturing is long-

standing, with publications dating back to the nineties [24]. Since then, the topic

has gained additional traction, as the manufacturing domain experiences a shift

from mass production to producing customised and even individual products. This

shift is accompanied by volatile markets and fluctuating demand. At the same time,

production systems consist of many increasingly complex and interconnected hard-

and software components. To adapt to these new circumstances, manufacturers focus

on gaining flexibility and robustness instead of solely increasing throughput. Adaptive

manufacturing systems offer a way to gain these properties:

1. Robustness: Adaptive production systems can deal with partial breakdowns by

detecting faults and finding new paths of production at runtime.

2. Flexibility: Adaptive production systems offer flexibility in terms of the products

manufactured and their quantity. As long as the needed capabilities for a new

product exist in the system, agents in the system can find new paths applying

the methods mentioned above. Adaptive production systems also enable flexib-

ility in terms of the objectives pursued, such as high throughput or low energy

consumption.

3.1.3 Background

One way of reaching robustness and flexibility for a special class of systems has been

explored in previous work [14, 26, 35], so-called resource-flow systems or product-
flow systems1. Product-flow systems contain agents dispatching, transporting, pro-

cessing or collecting products. Storages are agents dispatching and collecting products.

Agents, transporting products from one processing agent to another, are referred to as

autonomous guided vehicles (AGVs). Processing agents may offer several capabilities
to process a product, such as drilling. A task, the blueprint on how to manufacture

a product, is described as a sequence of capabilities. Matching the capabilities and

transports needed to manufacture a product and the capabilities offered by the agents

is termed reconfiguration. Reconfiguration can be seen as a form of task allocation [6]

or as a scheduling subproblem. The problem of reconfiguration is formulated as a

Constraint Satisfaction Problem (CSP) [3]. This CSP can then be solved at runtime

in different ways, e.g., centrally using a constraint solver [25] or through coalition

1 In contrast to previous work, we prefer the notion of product-flow systems as the word

resource is ambiguous in the manufacturing domain: It can serve as a term for a machine as

well as for a product [6].
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formation [26]. We denote the result of reconfiguration, i.e., the product’s path through

production, as product flow.

3.1.4 Research Questions

Despite these promising characteristics and ongoing research, some issues have hardly

been discussed in previous work. Therefore, we plan to contribute to the vision of

adaptive and self-organising production systems, especially product-flow systems.

Our research is guided by three partially interconnected questions.

How to ensure wide applicability? Previous work [26, 35] shows that adaptive pro-

duction systems can be implemented. However, there are still limitations, e.g.,

avoiding deadlocks while supporting multiple types of products at a time [37]

or allowing task descriptions beyond ordered sequences of capabilities [28]. We

plan to extend previous work to overcome these limitations and therefore ensure

applicability.

How to ensure performance and scalability? Overcoming limitations such as dead-

locks and simplified task descriptions might increase complexity. Thus, we have to

re-evaluate the methods used, also considering the scalability necessary for prac-

tical application. Concrete research questions subsumed by this main question are

whether the constraint-based approach is still suitable and whether decentralisa-

tion in the sense of distributed constraint optimisation can increase performance

and scalability.

How to achieve openness for human intervention? Lastly, being open for human in-

tervention is one integral feature of organic computing systems [33, 36, 40].

However, this aspect has hardly been studied in the context of adaptive produc-

tion systems. Therefore, we want to investigate the role of humans in adaptive

production systems: How can humans intervene and pose new constraints to

adaptive production systems? Is operation according to user-given constraints

opposed to performance? Or can human expertise help to relax problems?

From these research questions we derive three research challenges in Section 3.2:

Section 3.2.1 discusses the shortcomings of modelling tasks as a sequence of cap-

abilities and presents our planned contributions to address the problem. We cover

approaches towards the problem of dynamic scheduling in Section 3.2.2. In Sec-

tion 3.2.3, we examine the problem of deadlocks in self-organising production sys-

tems and briefly summarise an approach to avoid deadlocks in adaptive production

systems manufacturing multiple types of products at once. Section 3.3 concludes this

paper.

3.2 Research Challenges

This section presents the identified challenges in greater detail. The description of the

individual problems adheres to the following structure: Related work, our (planned)

contribution and plans to evaluate our contribution.
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3.2.1 Realistic Descriptions of Task and Capabilities

3.2.1.1 Related Work

Several publications describe a task as an ordered sequence of capabilities that are

executed one after another, altering one particular product [26, 41, 45]. This mod-

elling of a task contradicts practice in many areas of application [28]. E.g., in the

furniture industry wooden panels are sawn into several workpieces that are machined

individually and later assembled to make up the final product [28, 38].

Keddis et al. [17] refer to splitting an intermediate product or raw material into

several as a fork task. A fork task also splits the production process into two parallel

processes. In contrast, a synchronisation step synchronises two or more parallel

processes. Furthermore, there are cases where capabilities can be replaced by other

capabilities (selective tasks) or executed in arbitrary order [17]. Qiao et al. describe

similar structures in [32]. Figure 3.1 visualises the different task structures mentioned.

Supply Case

Test Height

Drill

Store

(a)

Supply Base

Fabric

Supply

Decoration Fabric

Sew

Store

Store

(b)

Supply Workpiece

Dissasemble

TestTest

StoreStore

(c)

Supply Fabric

Sew Glue

Cut

Store

(d)

Fig. 3.1. Visualisation of different task structures according to [17]: (a) Sequential task, (b)

synchronisation task, (c) fork task, (d) selective task.

The modelling of capabilities has to be more realistic as well. E.g., stating that

an agent can perform the capability ‘drill’ does not satisfy the need for practical

application. A realistic capability description encompasses parameters describing the

material, geometry, and process [17]. A description of the materials used is needed to

determine whether an agent can perform the required capability: An agent might be

able to drill a piece of wood, while the same agent might not be able to drill a piece

of metal. Alike, a description of the product’s geometry is needed to check whether

an agent can handle and execute a capability on a product. Due to specific grippers or

fixtures, geometry may prevent the execution of a capability. Lastly, process-related

information is needed. In our drilling example, we might need to know the exact

position, depth, and diameter of the hole. Process-related information should also

contain auxiliary materials, such as screws if needed. Depending on the process,

related information can take different forms. Therefore, flexible data structures are

required.



3 Research Challenges in Adaptive Production Systems 37

The increase of capabilities combined with the variety of data needed to describe

a task might also turn the modelling of tasks into a tedious and error-prone duty.

Here another challenge arises: Generating valid task descriptions from user input [31]

such as 3D models. E.g., Lau et al. demonstrate how 3D models of furniture can

automatically be split into parts and connectors, using formal grammars [19].

3.2.1.2 Contribution

Based on the related work presented, we identify the following areas of contribution:

1. Survey of descriptions: While the authors in [17] present a solution for the

realistic description of task and capabilities, they also state that there might

be other methods, e.g., the Business Process Model and Notation (BPMN). A

survey will help to compare different approaches and identify the advantages and

disadvantages of the approaches.

2. Implementation: After comparing different approaches, we will implement one

or several promising approaches for realistic task and capability description. The

implementation should include a user interface to create task descriptions, as well

as suitable data structures. Using a graph-based structure seems promising.

3. Finding suitable approaches to task allocation and product routing: Differentiating

between capabilities with different parameters will lead to an increase in overall

capabilities. Together with a realistic description of tasks, the problem of task

allocation might turn out more complex. We will have to re-evaluate the constraint-

based approach and compare it to other approaches to clarify, which approaches

are best suited to these requirements.

4. Generating task descriptions from user input: The approach of Lau et al. [19]

seems like a first step in this direction. We plan to reimplement and extend the

approach to generate a task description from the parts and connectors.

3.2.1.3 Evaluation

We plan to evaluate the contributions on a showcase basis, i.e., we will provide some

showcase products, possibly from the furniture domain, and check if the implemented

task and capability description can capture these products. Further, we can compare

different methods of task allocation with the provided descriptions, e.g., in terms of

runtime. Finally, using a 3D model of the showcase product, we can verify that a valid

task description can be generated automatically.

3.2.2 Dynamic Scheduling

3.2.2.1 Related Work - Traditional Scheduling Approaches

Controlling production facilities is a well-studied subject. Researchers have been

studying job shop scheduling problems (JSSP) as an NP-hard combinatorial optimisa-

tion problem since the 1950s. In a job shop, there is a finite set of products or jobs to
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be processed on a finite set of machines. Every product might have a different task,

comprised of a set of capabilities. These capabilities must be performed in the given

order. Every machine is specialised for its operation, i.e., it offers only one capability.

Also, machines can only process one product at a time without the possibility of

preemption [5].

With the advent of flexible and reconfigurable manufacturing systems, where

machines can perform different capabilities [18], the focus of research has extended to

the flexible job shop scheduling problem (FJSSP). Here a machine may offer several

capabilities, but switching between capabilities requires a setup time. Thus, an FJSSP

can be divided into two subproblems [5, 41]:

1. Assignment of operations to suitable machines.

2. Sequencing of operations on all selected machines to obtain a schedule.

We additionally focus on the subproblem of routing and transporting the products

to the machines selected in the assignment. Research on the classical FJSSP often

neglects this aspect [5]. The notion of job shop scheduling problems with transporta-

tion resources [29] extends the JSSP by a set of identical vehicles that can transport

any product. Whenever a product changes from one machine to another, a vehicle

must be scheduled to do the transport. Transportation times depend on the machines

involved [29].

The goal of all problem variants is to produce a feasible schedule that includes

all products or jobs. Furthermore, this schedule should minimise (or maximise) one

or several predefined objectives, such as the overall makespan, tardiness, lateness or

machine workload, considering transportation and setup times [5]. Recently, object-

ives considering the environmental impact, e.g., energy consumption, are becoming

increasingly relevant in scheduling [22].

Chaudhry and Khan reviewed the techniques used to solve FJSSP problems in [5]

to conclude that most of the studied journal contributions devised hybrid techniques

(35%) or some form of evolutionary algorithm (24%), e.g., genetic algorithms, differ-

ential evolution or learning classifier systems. The authors define hybrid techniques

as techniques that combine one or several (meta-) heuristics to benefit from their

strengths [5]. About 10% of the authors used deterministic heuristics, while tabu

search was used in 6% of the cited papers. Other techniques include integer/linear pro-

gramming and mathematical programming, as well as nature-inspired algorithms such

as particle swarm optimisation, simulated annealing, ant colony optimisation, or artifi-

cial bee colony [5]. Scott et al. investigated whether human expertise can help to solve

hard optimisation problems such as routing or scheduling [34]. In human-computer

optimisation, humans and computers collaborate, e.g., a user specifies a search space

that the computer then explores. Scott et al. conclude that human expertise can indeed

help to manage the usage of computational resources in optimisation [34].

Due to the complexity, researchers often tackle JSSP variants by splitting the prob-

lem into the aforementioned subproblems and solving them one after another [45].

Researchers also assume a deterministic environment [4] and omit complex con-

straints, e.g., regarding uncertain processing, transportation or setup times, main-

tenance, or machine breakdown to facilitate the problems [5]. Another method to
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relax the problem is to decrease the time horizon of the schedule [45]. However, bey-

ond these simplifications, manufacturing systems are characterised by unpredictable

events and disturbances [21, 30, 45]. Therefore, authors doubt whether centralised ap-

proaches can cope with the dynamic and sometimes even chaotic nature of production

systems [6, 45] and provide the required flexibility [21].

3.2.2.2 Related Work - Dynamic Scheduling through Self-Organisation

Instead of computing a schedule upfront using global knowledge, research in adaptive

production systems has focused on solving the problems of assignment, sequencing,

and routing through the interaction of the involved agents. This leads to a different

focus: From finding an optimal to finding a dynamic schedule [30, 42]. In return,

researchers hope to achieve greater robustness, flexibility and scalability.

Different authors [13, 20, 42, 45] have devised potential field approaches to solve

the assignment and routing subproblems and guide products through production: One

the one hand, machines send out potential fields to attract empty vehicles or vehicles

carrying products. On the other hand, vehicles sense the attraction fields sent out by

machines, decide for one and move towards it. Figure 3.2 shows the local interaction

between vehicles or AGVs and machines in [13].

Fig. 3.2. Local interaction between a processing agent and AGVs, adapted from [13]: The input

buffer on the left sends out a potential field to attract AGVs carrying products, while the output

buffer on the right emits a potential field to attract empty AGVs that remove products from the

output buffer.

While the approaches are conceptually similar, they differ in many details: Attrac-

tion fields can encode a simple enumeration of product types [13] or include more

complex concepts and constraints such as product size, quality of service, availability

and workload of machines [42,45]. Routing can take place on a fixed graph that repre-

sents routes of a shuttle system [20, 45] or a general two-dimensional space [13, 42].

Lastly, the control of attraction fields can be hardcoded [42] or learned, e.g., by

reinforcement learning [13].

The potential field approach exhibits strong self-organisation, as it requires no

central control [10]. However, quantitative analysis is challenging due to its dynamic
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nature [42]. Therefore, researchers resort to an experiment-based analysis: They

measure objectives during simulation [13] or produce a schedule by running a sim-

ulation [45]. This schedule or data is afterwards analysed in terms of optimality.

The experiment-based analysis does not allow for behavioural guarantees, which are

indispensable for production systems.

The Restore Invariant Approach (RIA) [26] tries to fill this gap by specifying

and enforcing a corridor of correct behaviour. Correct behaviour includes a feasible

assignment of machines and correct routing of products. Sequencing of products is

not part of the behavioural corridor. Instead, it arises as an emergent property. The

agents monitor the corridor to ensure that the agent that detects a violation starts a

reconfiguration. The purpose of reconfiguration is bringing the system back into the

corridor. Reconfiguration can be centralised [25] or partly decentralised using coalition

formation [35]. In the centralised variant, a central controller collects information

about all agents and can then solve the problems of assignment and routing by applying

constraint solving or a genetic algorithm. In the decentral reconfiguration, the agent

noticing the violation (leader) forms a coalition with its neighbouring agents. The

leader then tries to solve the problems of assignment and routing using the information

from its neighbours. If the leader can’t solve the problem, he enlarges the coalition and

re-tries to solve the problem until he finds a solution [26]. A verified result checker

then reviews the found solution before the leader distributes it among the agents in the

coalition. The verified result checker together with the verification of the functional

system allows guaranteeing that the system behaves as intended [26, 27].

3.2.2.3 Contribution

Building upon previous and related work, there are several areas of contribution:

1. The first area of contribution is related to the realistic description of tasks and

capabilities presented in Section 3.2.1. We plan to investigate how these realistic

descriptions affect finding a solution towards the assignment and product routing

in the context of the RIA. We assume that the realistic descriptions will increase

the complexity of the problems. Thus, we plan to re-evaluate the use of constraint

solving and genetic algorithms in comparison to other optimisation or learning

methods.

2. The second area of contribution is concerned with comparing the mechanisms

presented before: Can the different mechanisms profit from another? E.g., can we

get rid of partly centralised control of the coalition leader in the RIA to achieve

strong self-organisation as seen in the potential field approach? As a concrete

contribution, we plan to implement and evaluate a reconfiguration mechanism

based on distributed constraint optimisation.

3. Third, we plan to examine the use of machine learning techniques for dynamic

scheduling. One exemplary use case is predictive maintenance. Researchers

already use machine learning algorithms to predict machine or component fail-

ure successfully [8]. However, often effective countermeasures besides human

intervention are missing. The combination of dynamic scheduling and machine
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learning seems promising, as products could be re-assigned and rerouted autonom-

ously in case of imminent failure.

4. Lastly, we plan to investigate the role of humans in dynamic scheduling: Can hu-

man expertise help to solve the problem, like in Scott et al.? Can human-computer

cooperation help to build understanding and trust in the solution found? We

further want to answer the following questions: How can humans intervene and

post new constraints? Do those constraints oppose performance and scalability?

3.2.2.4 Evaluation

We plan to evaluate our contribution in comparative studies, where we compare two

variants, e.g., with and without realistic task descriptions, in a given scenario. These

comparative studies allow us to measure and compare the relevant attributes, e.g.,

runtime and solution quality. The evaluation should also cover different problem sizes,

e.g., number of agents or number of products, to draw conclusions about scalability.

Scenarios might also include disturbances, i.e., component or agent failure, to quantify

changes in robustness.

3.2.3 Dealing with Deadlocks

Deadlocks are situations where two or more agents are waiting for another to finish in

a way that no one ever finishes [9]. The risk of deadlocks in production systems is well-

known, and as deadlocks may halt production, they are also heavily studied [1,16,37].

Consider the motivating example in Figure 3.3 that demonstrates how a simple cyclic

arrangement can lead to a deadlock. Cyclic arrangements concerning multiple tasks

are also possible and might be even harder to detect locally.

a1

a2

a3 a4
t1

Fig. 3.3. Cyclic arrangement of two agents a1 and a2. The arrows denote the product flow

of task t1: a1 receives products from a3, processes them and hands them over to a2. After

processing at a2, a1 receives the products again and applies another capability before handing

them over to a4. If a1 accepts a product from a3 while a2 also holds a product a deadlock

emerges.
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3.2.3.1 Related Work

As Figure 3.3 suggests, deadlocks in manufacturing systems are caused by cycles.

Specifically, Wysk et al. proof that the following two conditions must be met for a

deadlock to occur [7, 44]:

1. There has to be at least one cycle in the product flow.

2. Each agent in the cycle has to be occupied by a product.

To deal with deadlocks, researchers devised a variety of methods, including

Petri nets [1, 43] that restrict the agent’s actions to prevent deadlocks. Event-based

approaches [11, 12] use global knowledge to detect cycles and decide on save transac-

tions. However, as both methods require global knowledge or control, they are not

suitable for distributed systems.

Distributed cycle detection algorithms, such as the one presented in [2], detect

cycles by passing messages between the agents. Messages are forwarded until they

return to their sender or they reach the end of the system and cannot be forwarded any

further. This algorithm allows determining whether an agent is in a cycle. Though, it

does not provide additional information, such as the cycle’s size, which is essential

for avoiding deadlocks in a distributed manner.

Lastly, we directly build upon the work of Steghöfer et al. [37]. In their work,

the authors present a decentralised deadlock avoidance approach based on message

passing. However, dealing with multiple types of products is left as future work.

3.2.3.2 Contribution

Thus, in [15], we present a decentral approach to avoid deadlocks in production

systems that handle multiple tasks at once. We refrain from generally averting cycles,

as this results in a loss of flexibility. Instead, we rely on the aforementioned theoretical

insight of Wysk et al. To prevent that each agent is occupied by a product, we employ

a two-step procedure [15]:

1. Cycle detection: Whenever the configuration of the system changes, e.g., due to a

new type of product or the (partial) failure of an agent, agents send out messages

to detect cyclic arrangements. Cycles are then stored alongside the number of

products that are allowed to enter.

2. Enforcing the limits for products in cycles: When production resumes, agents

keep track of the number of products that are currently in each cycle. The agents

that are entrances and exits of the cycles enforce the limits calculated in cycle

detection by coordinating through message-passing.

3.2.3.3 Evaluation

To evaluate our approach experimentally, we run several simulations with different

configurations and measure the number of deadlocks encountered, the runtime needed,

and the number of messages sent. Additionally, we calculate the system’s throughput
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by dividing the number of manufactured products by the runtime. Our results suggest

that our approach effectively avoids deadlocks in the configurations considered.

Furthermore, our approach outperforms a simple conservative locking algorithm

in terms of message overhead and runtime. Therefore, systems using our approach

can realise higher throughput compared to systems using the conservative locking

algorithm [15].

3.2.3.4 Future Work

Despite the encouraging results, some challenges remain: First, our experimental

evaluation does not formally prove the deadlock avoiding property of our algorithm.

Therefore, we strive for formal proof confirming our experimental results. Addition-

ally, the experimental configurations only cover a small set of agents. To ensure the

scalability of our approach, we plan to conduct experiments with a larger number of

agents and also investigate the message overhead in a formal way. Lastly, we plan to

examine whether adding soft constraints that favour solutions without cycles to our

constraint model can relax the problem.

3.3 Conclusion

In this paper, we summarise research questions in adaptive production systems.

Namely, we suggest using more realistic task descriptions, including structures such

as selective tasks, forks, and synchronisations. Further, we plan to extend capability

descriptions to contain material-, geometry-, and process-related information. The

effects of elaborating task and capability descriptions on the problem of task allocation

have to be studied. We further plan to direct research to automatically generating task

descriptions from user input, as manually creating task descriptions becomes more

complex and error-prone.

In times of fluctuating markets, dynamic control is another key-issue for adaptive

production systems. We present different approaches towards the problem of dynamic

scheduling and propose to take advantage of the combination of the different con-

cepts. We intend to allow realistic task structures and human intervention in dynamic

scheduling. We further plan to integrate machine learning techniques into adaptive

production systems to benefit from the rapid progress in this area. Combining ma-

chine learning and self-organisation allows to detect failures beforehand and offer

countermeasures such as rerouting products. Therefore, the combination may further

increase the robustness of adaptive production systems.

Another problem in flexibly linked, decentral production systems with multiple

tasks is dealing with deadlocks. To handle both, the decentral nature of adaptive

systems as well as many products at a time, we present a message-based deadlock

avoidance approach in [15]. Our experimental evaluation shows that the approach

avoids deadlocks in several realistic system configurations with reasonable message

overhead. However, evaluating the scalability of our approach in larger configurations,

as well as formally proofing the deadlock-avoiding property remains as future work.
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Abstract. Multi-Agent Systems (MAS) are widely used as a succinct model for distributed

systems with (partly or fully) autonomous components. Whenever these components do not

intrinsically cooperate, but pursue their individual goals in a purely selfish way (Competitive
MAS), there is a natural challenge to prevent undesirable and destructive system behaviour and

to achieve system-level objectives.

While agent autonomy is an essential characteristic of an MAS and can therefore not simply

be replaced with full control or centralised management without losing its core functionality, it

is still possible to achieve a certain level of control by applying a suitable governance approach.

I am proposing a new solution for this challenge. My approach adds to the usual

agent/environment structure of an MAS a Governance component which can observe publicly

available information about agents and environment, and, in turn, has the right to restrict the

action spaces of agents and thus prevent certain environmental transitions.

As opposed to most existing methods, this approach does not rely on any assumptions about

agent utilities, strategies or preferences. It therefore takes into consideration the fundamental

fact that actions are not always directly linked to genuine agent preferences, but can also reflect

anticipated competitor behaviour, be a concession to a superior adversary or simply be intended

to mislead other agents.

The present paper motivates and describes the approach, defines the scope of the PhD

project and shows its current status and challenges.

Keywords: Multi-Agent System, Competition, Governance, Restriction.

4.1 Introduction

4.1.1 Motivation

An essential feature of Multi-Agent Systems is the fact that agents depend on each

other: The way the system behaves is not defined by the actions of one individual

agent, but rather by the combination of all actions [18]. Therefore, a single agent can

never be certain about the result of a chosen action. This mutual influence leads to
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strategic behaviour and sometimes even seemingly erratic actions—especially when

an agent is human—, and at the same time decouples intended and observed system

behaviour.

Example 1. Consider an MAS consisting of two agents X and Y , two environmental

states A (initial state) and B, and two actions 0 and 1 for each agent, resulting in

the joint action set {00,01,10,11} (the joint action 10 means that the first agent, X ,

chooses action 1, while the second agent, Y , takes action 0). The transition function

of the MAS is shown in Figure 4.1. Imagine now an observer who sees the following

sequence of actions and transitions:

A 10−→ A 01−→ A 00−→ B

The observer, as is does not know the preferences of X and Y , cannot tell from the

observed facts if X wanted to stay at state A and changed its action from 1 in the first

step to 0 in the second step because it anticipated Y ’s second action, or if X observed

the uselessness of its first action and then tried another strategy to reach state B (and

failed again). This shows that intentions are not immediately linked to observable

behaviour, and, in particular, no preference order over the environmental states can be

concluded.

A B

00,11

00,010
1
,1

0
1
0,1

1

Fig. 4.1. Transition graph of a simple MAS

On the one hand, this is a challenge for a participating agent which needs to

derive a strategy to counter its opponents’ actions based on what it can see, but on

the other hand, it makes it inherently hard to control or steer such a system using an

external governing entity. I am specifically interested in the latter case, where there

is a system-level objective (or “global desirable properties” [34]) to be achieved in

addition to the individual goals of the agents.

It follows that preference elicitation (the process of deriving preferences over

states from observed behaviour) is not feasible without additional assumptions about

the link between actions and preferences. In general, the resulting preference order

might be wrong, and relying on it could therefore lead to false conclusions about

target conflicts and controlling decisions.

Nevertheless, the task of governing such an MAS requires some sort of plan-

ning and prediction of behaviour: In order to achieve a system-level objective, the

Governance needs to prevent transitions which lead to violations of this objective.

Therefore, it relies on collecting observable information and deriving knowledge

about the future system behaviour. The two fundamental questions that it needs to
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answer based on this knowledge are: “What will agents do next?” and “Which actions
need to be forbidden in order to prevent undesirable transitions?”

This online learning mechanism guarantees that the system can self-adapt to both

changes in the setup–such as number of agents and system objective–and unforeseen

strategic behaviour of the agents. It therefore ensures that the overall MAS is at the

same time robust and flexible, without requiring manual intervention at run-time.

From an Organic Computing perspective, moving the Governance logic and the

selection of restrictions into the system makes the system “organic” in the sense that

it can handle human agents in the same way as it handles agents based on experts

systems, simple heuristics or sophisticated AI methods, and it therefore serves as a

means for flexibly balancing the influences of otherwise uncontrolled agents.

4.1.2 Setting and Contribution

My PhD project is situated in the broader field of Organic Computing [27] and targets

the problem of providing governance for competitive Multi-Agent Systems, purely

based on the observation of public behaviour, i.e., actions and transitions. In contrast

to most existing approaches for Governed MAS or Normative MAS, I argue that

it is not reasonable to assume a-priori knowledge of agent utilities, preferences or

strategies.

The contribution will consist of a new model for Governed MAS, proof of its feas-

ibility and applicability, thorough analysis with respect to capabilities and complexity,

and an evaluation which shows the performance of the framework in a real-world

use case. Thereby, the research questions listed in Section 4.3.1 will be answered

concisely and in depth.

4.1.3 Structure of the Paper

The remainder of this paper is organised as follows:

Section 4.2 defines the system model and the governing instance. Section 4.3 lists

the research questions, shows what has already been accomplished and describes

the necessary future work to complete the intended contribution. Section 4.4 recaps

relevant existing work and places this project within the context of these approaches,

while Section 4.5 outlines a real-world evaluation use case. Finally, Section 4.6 sums

the paper up.

A more formal treatment of the multi-attribute case, including a governance

algorithm and its evaluation, has recently been submitted [30]. Part of this submission

is being included here in shortened form to show motivation, general system model,

preliminary results and existing work.

4.2 Model

4.2.1 Agents and Environment

The general MAS model is based on [35]: Consider a finite set P = {p1, ..., pn} of

agents (or players). An agent pi perceives, at every time step t ∈ N0, the current state
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st ∈ S of a temporally discretised environment and then acts within this environment

by performing an action ai ∈ Ai, following a confidential (and not necessarily determ-

inistic) action policy πi : S → Ai. The environmental state then changes from time step

t to t+1 according to the combination of actions (the joint action a = (a1, ...,an)∈ A)

taken by the agents, as expressed by a transition function δ : S ×A → S .

Definition 1. A Multi-Agent System is the 6-tuple

M = (P ,S ,A ,π,δ,s0) .

4.2.2 Governance

In the basic MAS model of Section 4.2.1, the evolution of an MAS from t to t +1

follows the formula

st+1 = δ(st ,π(st)) .

Since the action policies πi are at the agents’ sole discretion, one can see immedi-

ately that this progression can be influenced by an external authority via two levers

only: Either by changing what agents can do (altering their action sets) or by changing

what consequences actions have (altering the transition function).

The proposed governance model of this paper follows a strict separation of con-

cerns: The transition function represents the unalterable evolution of the environment

according to the actions taken by all agents, while the restriction of actions is per-

formed by the Governance and therefore artificial. To use an analogy, the transition

function accounts for the laws of nature in the system, whereas the Governance plays

the role of the legislature.

4.2.2.1 Observation and Intervention

At the beginning of each cycle t, the Governance defines allowed actions before the

agents choose their respective actions from this restricted action set:

At = Γ
s(t)G

(st) ,

where At ⊆ A is a “rectangular” subset of a fundamental action set A = ∏i A i, i.e.,

A = ∏i A(t)
i with A(t)

I ⊆ A i ∀i. The subscript in Γ
s(t)G

(st) hints to the fact that Γ

implicitly uses as an input not only the current environmental state st , but also the

internal state s(t)G ∈ SG of the Governance, which includes the knowledge acquired

so far. Since this is always the case, the subscript will henceforth be omitted for

brevity. The shape of At needs to be rectangular for the simple reason that agents act

independently in each step, which means that it is not possible to make conditional

restrictions such as At = {(a,x),(b,x),(a,y)} since the Governance cannot, in this

example, force p1 to choose action a whenever p2 chooses action y.

For each agent pi, there is a neutral action ∅i ∈ A i which cannot be deleted from

the set of allowed actions. The resulting joint action ∅ is therefore always allowed.



4 Self-Learning Governance of Competitive Multi-Agent Systems 51

As soon as all agents have made and communicated their choice of action a =
(ai)i ∈ At , the Governance can use the information gathered by observing the actions

and the subsequent transition to learn about the agents and the effectiveness of Γ. This

learning step is expressed as an update of the Governance’s internal state which, in

turn, will be used by Γ in the next step, i.e.,

s(t+1)
G = λ

(
s(t)G ,s(t),a

)
.

As opposed to some authors [4], I make no distinction between legal and physical

power: An agent can choose only from the set of currently allowed actions (which

might change from one step to the next), and it is not possible to disobey this rule.

Nevertheless, the neutral action ensures that the system can operate with missing or

invalid input coming from the agents—it simply uses ∅i as a fallback.

4.2.2.2 System Objective

As mentioned in Section 4.1.1, I assume that there is a certain system objective which

is to be fulfilled, in addition to the agent-specific goals (and maybe conflicting with

those agent goals). This way, the restriction mechanism of the Governance has the

clear purpose of fulfilling this objective. Since the Governance has only probabilistic

information about the agents’ future actions, its objective needs to be compatible with

probabilistic reasoning and therefore quantifiable.

While the system objective can be an arbitrary function from S to R, there are

two common types: Either minimising (or maximising) a numerical parameter, which

can directly be expressed by cG , or dividing the state space into obeying states S+ and

violating states S− := S \S+. In the latter case, the function

cG (s) := �S−(s) (4.1)

describes a system objective which prefers all obeying states to all violating states by

minimising cG . Therefore, the Governance will pursue an obeying state with minimal

restriction of the agents.

Definition 2. The system objective of an MAS M is defined as a cost function cG :

S → R such that the Governance tries to reach and maintain a state of minimal cost.

This cost function simply defines the preference of the Governance over the states of

the environment; it does not necessarily correspond to a “real” cost.

The definition of a Governed Multi-Agent System is now that of an MAS, together

with a specification of the Governance’s behavior:

Definition 3. A Governed Multi-Agent System (GMAS) is the 10-tuple

MG =
(

P ,S ,A ,π,δ,s0,s
(0)
G ,cG ,Γ,λ

)

with Γ : S → 2A and λ : SG ×S ×A → SG .
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4.2.3 Run-time Process

The sequence of actions taken by the different components in one time step is shown

in Figure 4.2. At each step, the Governance can define allowed actions via Γ (before

the agents act) and learn from the observed actions via λ (after the agents have acted).

The environment itself is not affected at all by the existence of the Governance.

Agents

Governance

Environment

Governance

choose

their actions

le
ar

ns
fro

m

ac
tio

ns

m
akes a

transition

re
st
ric

ts

ac
tio

ns

Fig. 4.2. Run-time Process

The performance of the Governance can now be measured by looking at two

key parameters: (a) How high is the cost incurred at each state? and (b) How many

restrictions were applied to achieve this cost? The second question naturally gives

rise to the following notion:

Definition 4. The degree of restriction of G at time t is the ratio of forbidden actions
and fundamental actions:

rG (t) := 1− |At |
|A | ∈ [0,1]

Taking this value as an indicator for Governance performance implies that all

actions are equally important. Since this is not always the case, a more elaborate

measure (e.g. comparing the size—with respect to some environment-specific metric—

of the state set following from taking all actions in At and A) might be useful to better

capture the “real” magnitude of the Governance-induced restrictions. This is a topic

to be examined in future work.
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Example 2. Consider a smart home environment consisting of 7 binary variables:

S = T ×O×W ×B×H ×L×A ∼= B
7, where the variables denote Time (day/night),

Occupancy (occupied/empty), Window (open/closed), Blinds (open/closed), Heating

(on/off), Lights (on/off) and Alarm (on/off), respectively. n agents, who each have

their individual preferences over the state, can now choose to change at most one of

the variables W,B,H,L or A (the corresponding actions start at 1) at each step (they

cannot, however, influence the Time or the Occupancy of the house). A variable is

changed regardless of how many agents have chosen to change it at a single time step.

An exemplary progression of this system could be

s0 = 1100101
37∅−−→ 1110100

464−−→ 1111110

∅∅5−−−→ 1111010
564−−→ 1110100

436−−→ 1101110 ,

where states are written as binary numbers and there are three agents acting upon the

environment with the action sets

A i = {∅,3,4,5,6,7} ∀i .

Time and Occupancy would of course need to be controlled by non-controllable

environmental forces, but this is omitted here for simplicity.

Define now a Governance with cost function cG as in Definition 2 where

S+ =
{

s ∈ S :
(
w(s)∨h(s)

)∧ (a(s)∨o(s))∧ (
l(s)∨o(s)

)}
,

meaning that the system wants to make sure that (a) the window is not open while the

heating is turned on, (b) the alarm is on when the house is empty, and (c) the lights are

off when there’s nobody home. It is therefore the task of the Governance to impose

minimal restrictions on the agents while keeping st ∈ S+.

One can now see that s1 = 1110100 incurs cost cG (s1) = 1 since s1 /∈ S+. While

the Governance probably cannot anticipate and prevent this transition between t = 0

and t = 1 due to lack of knowledge, it might be able to do so at a later time when

enough information has been gathered. For example, at t = 3, the Governance could

forbid action 5 ∈ A1 such that the joint action 564 cannot happen. If p1 now chooses

action 3 instead, s4 = δ(s3,364) = 1100000 ∈ S+, and the Governance has therefore

successfully prevented an undesirable transition.

4.3 Scope

4.3.1 Research Questions

The goal of this PhD project is the theoretical foundation, development, analysis and

application of a GMAS platform which can be used to govern real-world Multi-Agent

Systems with arbitrary agents. Therefore, the following research questions describe

the gaps and open challenges in the current state of the art:
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RQ1 Is the observation of actions and transitions, together with hard restriction

of action spaces, sufficient and suitable for effective governance with respect

to a given system objective? If not, which further assumptions, limitations or

relaxations are necessary?

RQ2 Which data structures and algorithms can be used to create a scalable com-

putation framework which can be used for online (real-time) governance? How

does this framework perform in both benchmark and real-world applications?

RQ3 How can an agent (or a group of agents) manipulate the mechanism, and how

can the Governance effectively identify and prevent manipulation?

4.3.2 Current Status

A widely accepted environmental limitation in MAS research is to assume a multivari-

ate binary environment, i.e., S = ∏m
j=1 S j for fixed m ∈ N and S j = {s j,s j}, such that

S ∼= B
m. This has the advantage of a compact representation; states can be written

as Boolean arrays or encoded as natural numbers. I adopt this restriction for now,

but keep in mind that my governance approach should, if possible, not be limited to

this setting, but apply to (at least) arbitrary finite domains. I expect the permission of

infinite or continuous domains or even irregular environmental “shapes” to pose new

challenges, and will comment on this problem in Section 4.3.4.

Regarding actions and transitions, first assume that Ai ⊆ {∅,1, ...,m} and

δ(s,a) = s′ where s′j =

{
s j if ∃i : ai = j
s j else

which means that agents can choose to change one attribute per time step (or to do

nothing, by choosing the neutral action ∅), and each attribute is toggled if at least one

agent chooses to change it. As above, allowing more general environmental structures

and more complex actions and transitions would cause additional challenges and

require some additional assumptions. For example, aggregating agent actions with

respect to a non-binary attribute [23] can be complex in itself: Does an agent request

a certain value for a numerical attribute, or does it request a certain offset? Is the new

value simply the mean of all requested values? Does it maybe only change when the

agents can agree on a new value?

Theorem 1. Let M be a GMAS with n agents, m binary attributes and q fundamental
actions per agent. Then, for a given cost threshold α ≥ cG (δ(st ,∅), a Pareto-minimal

restriction At ⊆ A can be computed in time O
(

n2 ·q(n+2)
)

.

Proof. See [30].

Note that the complexity of this algorithm does not depend on the size of the

environment, as long as the past observed actions per state are readily available.

Therefore, it is suitable for MAS with large state spaces, but few actions—a typical
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scenario would be a video game where each player can take a constant (low) number

of actions.

As shown in a first prototypical setup, it turns out that the smart home case (Ex-

ample 2) can indeed be successfully governed by an algorithm built from Theorem 1.

Figure 4.3 shows a part of the evaluation of [30] using a variable number of agents (2

= dotted line, 3 = dashed, 5 = continuous) which were set up with random state-action

mappings and acted in this system for 0 ≤ t ≤ 100. The chart shows a comparison

between ungoverned and governed simulations, including the average cost for both

simulations and the degree of restriction in the governed simulation. To minimise

outliers, each line is the mean of 10 independent runs of the same simulation.
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Fig. 4.3. Simulation of the Smart Home Example

4.3.3 Implementation

A meaningful evaluation of the theoretical approach is an essential ingredient for a

PhD thesis which claims to provide a practical solution for governing competitive

MAS. Great attention must thus be paid to an evaluation framework which allows

for the testing of the approach as well as for a detailed comparison with competing

approaches. Although the Governance component is the core of research and develop-

ment, the overall performance and reliability also widely depend on realistic agents. If

those agents are not immediately controlled by human players, there is still a need for
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strategic and “intelligent” behaviour in order to validate (or invalidate) the capabilities

of the Governance.

In order to provide an optimal environment for development and testing, I am

developing a Python-based Multi-Agent framework, specifically designed to be fed

with different agent and governance functionalities. This framework provides measur-

ing, logging and analysis of performance as well as direct comparison of different

governance approaches (including no governance at all).

4.3.4 Challenges, Refinements and Extensions

While the general setting is very broad and applies to a wide range of MAS, I have

made some restrictions and neglected particular issues so far in order to reduce

complexity. Some of the topics which haven’t been considered but are crucial for a

deep understanding of Governed MAS are listed and explained in this section.

4.3.4.1 Fairness

In the current implementation (see Section 4.3.3), the Governance can effectively

reduce its cost by defining restrictions based on an expected cost matrix. This approach

forbids actions according to their expected cost impact, without taking into account

previous restrictions or balancing the degree of freedom between agents. In extreme

cases, the strategy can lead to some agents always being restricted to just one action,

while others are not affected at all.

A natural question regarding this issue is whether “fairness” should be part of

the Governance’s decision process or even part of the system-level objective. If so,

the concept of fairness needs to be well-defined in the context of MAS, and the

Governance must be given a means to distinguish restrictions with respect to their

evenness.

4.3.4.2 Derivation of Rules

The restriction function Γ is not required to provide any consistency, i.e., there is no

link between At and At+1 apart from the fact that both are subsets of A . Consequently,

agents cannot anticipate what restrictions will be posed on their action space in the

future. At the same time, the Governance does not justify its decisions or provide any

reasons for them, but merely states what it allowed at the current step.

It might be useful to derive explicit rules or criteria for restricted and allowed

actions, which could be expressed in a formal language. This would allow for better

analysis of a system, for example regarding the link between agent behaviour and rule

emergence. The field of Explainable AI deals with a similar issue of deriving abstract

knowledge from sub-symbolic data.
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4.3.4.3 Open agent sets

A typical problem with MAS is that agents, as they are autonomous entities, cannot

be forced to do something. This implies that an agent might not react at all when it

is asked to choose an action, or it might respond with incomprehensible or illegal

data. In Section 4.2.2, a neutral action was introduced to cater for this fact—simply

assume this action to be substituted for any invalid agent response. Nevertheless,

the problem of agents spontaneously entering or leaving the system raises another

question: Should the Governance treat all agents independently and individually? It

might be a good idea to have a model which can handle unknown agents and apply

some “general knowledge” to them, instead of assuming an empty knowledge base

for each new agent. Such an approach would on the one hand free the Governance

from having to identify and track each agent separately, and on the other hand allow

it to (partly) carry over its knowledge to new agents joining the system.

4.3.4.4 Dynamic Agent Goals

It cannot, in general, be expected that agents remain consistent in their goals over

the run-time of the system. In contrast, it is reasonable to assume that goals and

strategies change gradually (not abruptly) over time. Therefore, the Governance

should incorporate a mechanism which can deal with changing goals, for example

by discounting old observations, or by categorising former observations according

to consistency with the latest observed actions. This line of reasoning is closely

connected to the field of belief revision [13].

4.3.4.5 Structure of environments and actions

When the environment consists of binary attributes and actions are merely toggling

single attribute values, an MAS is fairly well-arranged. This, however, does not

always represent the reality: There can be continuous or entangled environmental

states, complex actions, non-trivial aggregation rules for different actions, and other

complications. While the concrete implementation of a governance algorithm most

likely depends on the choice of such properties, its general applicability should range

over as large a class of systems as possible, and thus be able to deal with the general

model from Section 4.2 instead of just binary multi-attribute MAS.

4.3.4.6 Distributed Governance

Multi-Agent Systems are one of the most common form of distributed systems, in

which the overall computation task is carried out by independent entities which do

not require central control and not even global information. Since this is a major asset

of such systems, it seems counterproductive to add a central Governance which needs

to aggregate and evaluate all agent actions at every step in order to do its job.

As a consequence, I will look at parallelising the Governance in order to ensure

scalability. It seems that much of its work can be executed in a map-and-reduce
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fashion, but the existing algorithms haven’t been designed according to this paradigm

yet.

4.4 Related Work

The bulk of Multi-Agent research deals with the task of teaching agents how to

act [17, 31], both in the cooperative case where there is a common goal and in

the competitive case where conflicts are inherent. In contrast, I take the viewpoint

of an outside entity wanting to “guarantee the successful coexistence of multiple

programs” [37], that is, to define a degree of success and then influence it via suitable

actions. Multi-Agent Systems can be classified with respect to this criterion as shown

in Figure 4.4:

Multi-Agent Systems

Unsupervised MAS Supervised MAS

Governed MAS Normative MAS

System Perspective Agent Perspective

Fig. 4.4. Classification of Multi-Agent Systems

An MAS can either have a supervising entity which interferes with the agents in

order to achieve a system objective, or this goal is achieved solely by the interaction

of the agents (self-organisation and/or emergence [41], [26]).

When there is a supervisor, its decisions can be either binding (which I will call

a governed MAS) or non-binding (normative). I follow here the reasoning of [4]

who state that norms are “a concept of social reality [which does] not physically

constrain the relations between individuals. Therefore it is possible to violate them.”

Note that this terminology is far from being unambiguous; for instance, [29] use the

term Normative Synthesis for the enforcement of equilibria.

There are two perspectives of a Governed MAS: The viewpoint of a participating

agent and that of the governing instance. In the latter case, the key points of interest

are the level of control (or level of satisfaction of the system objectives) that can be

achieved, and the necessary intervention.

There are many approaches developed from an agent perspective which can

partly be applied to the system point of view, e.g., opponent modelling and Multi-

Agent reinforcement learning. However, only few areas (e.g. Normative Multi-Agent
Systems [5]) have been thoroughly examined from an observer’s angle.

[17] and [16] identify two main research streams for competitive Multi-Agent

Learning: Game theoretic approaches including auctions and negotiations, and Multi-
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Agent Reinforcement Learning [36]. The latter add a layer of complexity to classical

reinforcement learning [9], since competitive agents all evolve at the same time and

therefore disturb the learning process of their opponents (moving-target problem) [28].

Both surveys, however, restrict their scope to learning agents, instead of external

entities learning about agents.

Game theory in this context oftentimes deals with small, well-defined (and mostly

contrived) scenarios [3, 15, 38] like two-player games with a fixed payoff matrix,

which can be formally examined and sometimes even completely solved in terms of

optimal responses and behavioural equilibria. What these solutions lack is widespread

applicability to real-world settings where information is incomplete, environments

are large and agents do not behave predictably. Therefore, the gap between academic

use cases on the one hand and industrial and societal applications on the other hand is

still large.

[37] realised that social laws can be used by designers of Multi-Agent Systems

to make agents cooperate without controlling the agents themselves. They describe

an approach to define such laws off-line and keep them fixed for the entire run-

time of the system, and they mention the possibility that their laws are not always

obeyed by the agents. From this reasoning, the two notions of hard norms and

soft norms [33, 34] have emerged—the two categories which I call Governed MAS

(GMAS) and Normative MAS (NMAS), respectively [19].

[34] argue that “achieving compliance by design can be very hard” due to various

reasons (e.g. norm consistency and complexity of enforcement). Therefore, they reach

the conclusion that NMAS are more suitable for open and distributed environments. In

turn, the lack of hard obligations leads to concepts like sanctions, norm revision, norm

conflict resolution, and others. NMAS have been researched from various perspectives

and with various theoretical frameworks, among them formal languages and logics

[7, 12, 29], Bayesian networks for the analysis of effectiveness [11], bottom-up norm

emergence [26], and online norm synthesis [25]. Many of these approaches are also

partially applicable to Governed MAS, but require adaptation and generalisation.

Another well-known problem of MAS is scalability [17, 40], especially for large

state spaces. While the number of states is obviously exponential in the number of

environmental variables, reasonable additional assumptions about the dependencies

between variables can lead to much more compact representations of knowledge

regarding preferences and utilities. Famously, this reasoning has been applied in the

development from Q-learning [39] to Deep Q-learning [24]. While Q-tables and the

corresponding Neural Networks describe the expected payoff of an action at a given

environmental state (from an agent perspective) and hence define the choice of the

next action, I need to describe the probability distribution of an action set, given an

environmental state (from an observer’s perspective).

Regarding preference orders over a set of alternatives, CP-nets [6] are among

the most common data structures for encoding partial orders and enriching given

knowledge with observations. They have been used extensively for preference aggreg-

ation [21, 32] and preference learning [8, 10, 14], both for general entities and in the

Multi-Agent context. Allen [1] has extended the framework to finite attribute domains
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and indifference, while others [2,22] have tackled the problem of deriving total orders

from a given CP-net.

Yet, those preference-based approaches represent orders over environmental states,

while I need to describe orders over action spaces, depending on the value of the envir-

onmental attributes. Although these approaches cannot (as illustrated in Section 4.1.1)

lead to accurate results in case of a discrepancy between observed and intended

behaviour, they still have some interesting implications for the present scenario: First,

they show how dependencies between attributes can be used to achieve a more com-

pact and exploitable data structure. Second, the process of deriving knowledge about

agent behaviour from observing them is similar (when preferences are not already

assumed to be known, as in [11]), such that the use of an analogous structure seems a

reasonable next step for my Governance approach.

The self-adaptivity and self-organisation properties of Multi-Agent Systems have

been seen as related to Organic Computing Systems by several researchers [20]. The

GMAS approach targets the conflicts stemming from differing agent goals and from

lack of cooperation by introducing a mediating Governance instance. A similar line of

thought was established in [41] in the context of self-organisation and the emergence

of cooperation.

4.5 Application for Evaluation

The domain chosen for Example 2 lends itself on several levels to examination as an

MAS with system objectives and subsequent need for governance: The agents can

have conflicting goals and only express them by acting within the system, there are

dependencies between agent actions, and there are undoubtedly undesirable states

which should be avoided even if this requires restricting the agents. However, it

lacks two more criteria which make an interesting case for an online self-learning

Governance, especially as a proof-of-concept for the contribution of the PhD project—

Safety-criticality and real-time requirements. Those criteria are satisfied by another

application domain: Autonomous vehicles.

The current baseline for designing autonomous cars is that they have to obey the

(static) local traffic rules, which includes the ability to detect anomalies and dangers

and react accordingly. These regulations are identical for all road users and do not, in

general, take into account any specific agent goals. As a consequence, avoiding traffic

jams or shortages of parking space can only be addressed globally or via explicit

human intervention.

I claim that a self-learning Governance which is given a set of objectives for an

autonomous traffic scenario can achieve this to a high extent in an ad-hoc fashion

while ensuring compliance with basic safety rules.

Since similar scenarios have been examined in related work, it should be possible

to establish a well-defined baseline against which the performance of the GMAS

approach can be measured.
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4.6 Conclusion

In Multi-Agent research, there is a large gap between agent-centric and system-

focused (or governance-focused) learning methods. While individual agents experi-

ence a lot of attention from the Game Theory, Logic and Machine Learning communit-

ies, governance (both centralised and distributed) leads more of a niche existence, and

oftentimes the prerequisites regarding agent behaviour are very specific.

I am aiming towards closing this gap and advancing the area of Governed Multi-

Agent Systems such that both effective and minimally restrictive governance becomes

available for large and currently uncontrollable systems. To achieve this, formal mod-

els and efficient data structures are just as important as governance algorithms which

can deal autonomously with incomplete information and unknown, ever-changing

agent strategies.
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Abstract. Reinforcement Learning and especially Deep Reinforcement Learning are fields

of great interest: (mathematical) interpolation is used to get information of data points in

an area where only neighbouring samples are known: This could be a promising extension

for the Experience Replay, which is a major component of deep Reinforcement Learning.

Interpolating experiences stored in the Experience Replay could speed up learning in the early

phase and reduce the amount of exploration needed. A first simple approach of averaging

rewards in a setting with unstable transition function and very low exploration is implemented.

The evaluation of this initial approach has shown promising results and warrants more detailed

research.

Keywords: Machine Learning, Organic Computing, Deep Reinforcement Learning, Deep

Q-Network, Experience Replay, Interpolation.

5.1 Motivation

Reinforcement Learning (RL) [24], as one of the big three Machine Learning (ML)

[13] domains next to Supervised and Unsupervised Learning, bears great potential

on the road towards an Artificial Intelligence. RL already showed great success in

(video-) games [14, 21, 27] and achieved ’super human performance’. An important

component of a lot of these algorithms is the Experience Replay (ER). Some Deep

Reinforcement Learning (DRL) algorithms even rely on it to work properly [15], and

others use it to improve their efficiency [9].

The ER, in its simplest form, represents a storage of experienced transitions of

the agent. These memories can then be used to improve sample efficiency or, through

a uniform sampling over the data, to remove the correlation of successive transitions.

Some more experienced versions [1, 19] alter the sampling probability or include

some kind of synthetic experiences to support the learning process of the agent.

The Concept of the Interpolated Experience Replay follows the idea of inducing

synthetic experiences by means of interpolation. In the long run the approach should

speed up the learning of a value function [24] in DRL algorithms.
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The rest of the paper is organized as follows: Section 5.2 gives an introduction to

some basic knowledge and arranges the intended research contribution in the context

of Organic Computing. An overview of work related to this approach in Section 5.4.3

is followed with a sketched overview of the research agenda in Section 5.4. Finally,

the paper is closed in Section 5.5

5.2 Background

This chapter gives a short reminder of some Organic Computing Concepts and how the

presented approach fits into this domain. Next a short introduction into the theoretical

basics of relevant research areas is given. Namely these are Reinforcement Learning,

Experience Replay, Deep Reinforcement Learning and Interpolation.

5.2.1 Organic Computing

Organic Computing (OC) [16,25] describes the design of “life-like” technical systems

with so-called self-* properties. An OC system therefore has the ability to act based

on its own decisions. A related topic is Autonomic Computing (AC), which uses the

biological principle of the autonomic nervous system as paradigm. Each OC system

is equipped with sensors (to observe the environment) and actuators (to act on it).

It adapts autonomously to the environment description received from its observer.

The reaction has to be in a way that the system remains functional. To fulfil this

requirement, even in, yet unseen states and unanticipated conditions, an OC system is

typically based on (machine) learning.

The identified research questions (Section 5.4.3) concerns machine learning in

general, and in particular RL, and so the presented approach fits the context of OC

very well. Also, ER is a nature inspired technique/concept. Due to its relationship to

Deep RL it lies within the scope of OC as well.

An example how the presented approach could be implemented in a real world

scenario would be a robot solving a maze. This robot has the ability to observe its

surroundings and can use this information to create a description of the current state.

Also it is able to move and therefore can change the state via its actions. Internally it

saves all the experienced state-transitions and can use these to create synthetic ones

via interpolation (this can somehow be compared with imagination of humans). These

synthetic experiences, together with the real ones, are then utilised to learn a policy

for reaching the exit of the maze.

5.2.2 Reinforcement Learning

This section in based on Sutton and Barto’s: “Reinforcement Learning: An Introduc-

tion” [24].

In general, RL can be seen as learning what to do. In a more precise way, this

means learning how to map situations to actions. A RL learner, also called agent,
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gets a numerical reward signal after executing an action and his task is to maximize

this signal. The agent has no initial knowledge about which action it should take, but

instead must discover which action returns the highest reward by trying them. This

trial-and-error search is called exploring and forms, together with the delayed reward,

the most important characteristics of RL. The latter explains the fact that an action

not only affects the immediate reward, but also has an impact on the next situation

and consequential all successional rewards.

Environment

Agent

state staction at reward rt

Fig. 5.1. The Reinforcement Learning Loop

In Figure 5.1 a basic RL scenario can bee seen. It consists of an agent which

interacts with an environment. At a time step t the agent gets the information of the

state st he is actual in from the environment. On basis of this information the agent

can calculate an action at he will perform in this state. After he has decided, he sends

the information to the environment, it calculates the reward rt that at returns and also

the next state st+1 the agent ends up in. Both are send to the agent and it can now

perform a learning step with the transition 4-tuple (st ,at ,rt ,st+1). This loop repeats

until the agent has converged or a stop criterion is reached.

On challenge in RL, which was already mentioned above, is the explore-exploit

dilemma. This describes the fact, that an agent trying to maximize its reward must

prioritize actions it has already tried in the past and found them to be effective in

generating reward. But to discover such actions, it has to try new - never chosen

before - actions. The agent has to exploit the knowledge he has already gained to

gather reward, but it also has to explore in order to make better decisions in the future.

The dilemma is that neither exploration nor exploitation can be executed exclusively

without failing at the task. The agent has to combine both to succeed.

The main subelements - beyond the recently discussed agent and environment - of

a RL system are the following four: a policy, a reward singal, a value function, and,

optionally, a model of the environment. We will take a deeper look at the first three

ones.

The way a learning agent behaves at a given time is called its policy. More precise:

the agent’s policy decides which action it takes in which state. Roughly speaking
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one could imagine the policy as a mapping of its to actions. The policy is the core

element of a RL agent as it alone is sufficient to determine behavior. A policy may

be stochastic, specifying probabilities for each action. The reward signal has already

been mentioned above and defines the goal of a RL problem. To determine which

events are good and which are bad, the agent uses the reward received from the

environment. The agent’s objective over the long run is to maximize the total reward

he receives and therefore these signals are the main component for the agent to alter

its policy. Contrary to this immediate measure of what is good, the value function
specifies what is good on the long run. The value of a state is the total reward an agent

can expect to accumulate over the future, starting in the particular state and following

its policy. For example, a state with a low immediate reward might have a high value,

because it is followed by other its which yield a high reward.

Many of the core algorithms of RL are inspired by biological learning systems,

and therefore RL is - compared to other forms of ML - the closest to the kind of

learning humans and other animals perform.

5.2.3 Experience Replay

The Experience Replay [10, 11] was introduced by Lin to increase sample efficiency

and speed up convergence in RL. It is a biological inspired mechanism [12, 17] and

can be understood as a collection of previous experiences the agent has made up

to this point. One experience is therefore defined as et = (st ,at ,rt ,st+1) and at each

time step t the agent stores its recent experience in a data set Dt = {e1, . . . ,et}. This

procedure is repeated over many episodes, where the end of an episode is defined

by a terminal state. In the training phase, the agent uses every transition, including a

policy action, stored in the ER for training. A policy action is defined as an action

the agent would choose for a state, if it follows the current policy, with a certain

probability above a threshold Pl . This technique was used together with so-called

”connectionist” implementations of Q-Learning [24] and Adaptive Heuristic Critic [2],

which describes an implementation using non-deep neuronal networks. The use of an

ER increases the sample efficiency and therefore the learning speed. It is very easy to

implement in its basic form and the cost of using it is mainly specified by the storage

space needed to store it. [10]

5.2.4 Deep Reinforcement Learning

The following section is based on the publication “Playing Atari with Deep Reinforce-

ment Learning” [14] and the dedicated article “Human-level control through deep

reinforcement learning” [15]. Both were published by DeepMind Technologies in the

Nature magazine.

Classical RL agents achieved some good results in a variety of domains, but are

limited by the feasibility of the state representation. Successful domains are those

where whether useful features can be handcrafted, or which are fully observable and

of low-dimensionality. Recent advances in deep learning, especially in computer

vision, made it possible to extract high-level features from raw sensory data and
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produced better representations than handcrafted features. These breakthroughs led to

a combination of RL and a class of artificial neural network called deep Q-network

(DQN) [14], which operates directly on RGB images. This algorithm was able to

successfully learn policies from high-dimensional sensory inputs using end-to-end

reinforcement learning. The DQN utilized its neural network to approximate a Q-

function in the form of:

Q∗(s,a) = max
π

E
[
rt + γrt+1 + γ2rt+2 + . . . |st = s,at = a,π

]
This function represents the maximum expected sum of rewards rt , discounted by γ at

each time step t, achievable by a policy π = P(a|s), after making an observation s and

taking an action a.

A neural network is said to be a nonlinear function approximator. Unfortunately

RL is known to be unstable or even diverge when the Q function is approximated by

such [26] because of the following reasons:

1. the correlations present in the sequence of observations

2. the fact that small updates to Q may significantly change the policy and therefore

change the data distribution

3. the correlations between the action-values and the target values

To address these issues an ER is used. In contrast to the basic ER from Lin described

above, where all experiences with policy actions were used, Q-learning updates are

applied on samples (or minibatches) of experience (s,a,r,s′) ∼ U(D), which are

drawn uniformly at random from the ER . This randomization breaks the correlation

of the observations and succeeds in reducing the variance of the updates. Another

advantage is that each experience is potentially used in more than one update, which

results in a greater data efficiency. Finally, in an on-policy [24] learning scenario,

current parameters determine the next data sample that the parameters are trained

on. This can result in the occurrence of unwanted feedback loops and the parameters

getting stuck in a poor local minimum, or even diverging catastrophically. ER prevents

that through averaging the behaviour distribution over many of its previous states and

smoothing out learning.

A deep CNN is used to parametrise an approximate value function Q(s,a;θ)
where θ are the weights of the network. The performed Q-learning update uses the

following loss function:

L(θ) = E(s,a,r,s′)∼U(D)

[(
r+ γmax

a′
Q(s′,a′;θ)−Q(s,a;θ)2

)]
(5.1)

This corresponds to the squared error of the Q value minus the target value where

the target value is expressed as r+ γmaxa′ Q(s′,a′;θ). The same parameters are used

for the Q and also the target value. In every weight update the parameters change.

Subsequently increasing Q(st ,at) often also increases Q(st+1,a) for all a and therefore

increases the target value. This could lead to oscillations or divergence of the policy.

To counteract this issue a second network, called target network, is introduced, which

is only used for calculating the target values. The Q network is copied every C steps
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to generate the target network. This procedure adds a delay between an update to Q
and the time the update affects the targets, making divergence or oscillations much

more unlikely.

5.2.5 Interpolation

In the process of approximating a function f , one tries to find another function ϕ
which minimizes the distance relative to a norm || · ||. As there exist several functions

ϕ which approximates f unequally well, ϕ̂ is denoted as the best approximation for

which holds:

|| f − ϕ̂|| ≤ || f −ϕ|| for all ϕ. (5.2)

To find an approximation some knowledge about the function f is required. This

knowledge is represented by a set of already seen data instances, more often denoted

as sampling points SP := (xi, f (xi)). The function f is either defined on a finite

interval si ∈ [a,b] or a finite set of points si ∈ SP. [6]

If the best approximation ϕ̂ in the discrete case holds the following condition:

|| f − ϕ̂||= 0 (5.3)

then it also satisfies:

ϕ̂(si) = f (si) for i = 1,2, . . .N (5.4)

This special case is called Interpolation and describes the state in which the best

approximation ϕ̂ is equal to the function f in every sampling point. To map a value to

a new and unknown query point xq, one can now approximate the interpolant between

surrounding sampling points using low-degree polynomials. This is reasonable be-

cause a sufficiently small interval can be approximated arbitrarily well by low degree

polynomials, even degree 1, or zero. Following this approach, not every sampling

point has to be taken into consideration for calculating the query point’s function

value ϕ̂(xq). It is possible to include all sampling points for calculation. This leads to

a classification into to categories of interpolation: global methods which satisfy the

latter and local methods which refer to the former. [6, 23]

One simple technique is the rather naive Nearest Neighbour Interpolation. It

belongs to the distance-based approaches, which, in more detail, explains the fact, that

the influence of each considered sampling point is directly related to the distance to

the query point xq. This technique searches for the sampling point si with the smallest

distance to the query point xq and assigns the associated function value f (si) to ϕ̂(xq).
More formally, this can be expressed as follows:

snearest = argmin
si

d(xq,si)2 (5.5)

d(xq,si)2 denotes the L2-norm, also known as the Euclidean norm. Equation (5.5)

states that snearest is the coordinate of the sampling point located nearest to xq. From

this follows the interpolation equation:

ϕ̂(xq) = f (snearest) (5.6)
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Because only one sampling point is taken into account, the method results in a step-

wise and non-smooth interpolation. This can be seen in Equation (5.6), as the function

value ϕ̂(xq) does not change until another sampling point has a smaller distance to xq
and is therefore denoted as snearest . This algorithm is of low complexity and therefore

cost-efficiently and easy implemented. [3, 23]

A more complex but also more accurate method represents the inverse distance

weighting method from Shepard [20]. This technique uses more than one sampling

point and therefore establishes a smoother interpolant.

5.3 Related Work

The classical ER, introduced in Section 5.2.4, is a basic, non-optimised technique,

which has been improved in many further publications. One prominent improvement

is the Prioritized Experience Replay [19], which replaces the uniform sampling with

a weighted sampling in favour of samples which might influence the learning process

the most. This induces bias and to correct this, importance-sampling has to be used.

The authors show that a prioritised sampling improves the learning efficiency. Because

replays store a lot of experiences and the sampling occurs in every training step, it is

crucial to reduce the computational cost to a minimum.

De Bruin et al. [5] investigated the composition of samples in the ER. They

discovered that for some tasks those transitions are important, that are created during

the exploration-heavy early stage: they prevent overfitting. Therefore they split the

ER in two parts, one with samples from the beginning and one with samples from

the current training process. They also show that the composition af the data in an

ER is vital for the stability of the learning process and at all times diverse samples

should be included. This work examines the impact of virtual experiences in an ER,

but instead of interpolation they use a simulator.

Jiang et al. investigated Experience Replays combined with model-based RL and

implemented a tree structure to represent the transition and reward function [8]. In

their research they trained a model of the problem and invented a tree structure to

represent it. With this model they could simulate virtual experiences which they used

in the planning phase to support learning. To increase sample efficiency, experiences

are stored in an ER. This approach has some similarities to interpolation but addresses

other aspects.

An interpolation of on-policy and off-policy model-free Deep Reinforcement

Learning techniques is presented by Gu et al. [7]. Interpolation between on- and

off-policy gradient mixes likelihood ratio gradient with Q-Learning. This provides

unbiased, but high-variance gradient estimations.

Stein et al. use interpolation in combination with eXtended Classifier Systems

to speed up learning in single-step problems [23]. They introduce a so-called Inter-

polation Component (IC), which this publication uses as basis for its interpolation

tasks.
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5.4 Interpolated Experience Replay

This section gives an introduction of the idea behind the Interpolated Experience

Replay and also introduces the Interpolation Component. After that the identified

research questions are presented and followed by an overview of the planned research

agenda.

5.4.1 Interpolation Component

For implementing the interpolation, the Interpolation Component from Stein et al.

[22, 23] is used as a basis. It consists of a Machine Learning Interface MLI, an

Interpolant, an Adjustment Component, an Evaluation Component and the Sampling

Points SP as shown in Figure 5.2. If the MLI decides it wants to alter its collection of

sampling points, the appropriate sample s∗ is handed to the Adjustment Component,

there, following a decision function A, it is added to or removed from SP. If an

interpolation is required, the Interpolation Component fetches required sampling

points from SP and computes, depending on an interpolation technique I, an output

oint . The Evaluation Component provides a metric E to track a so-called trust-level

TIC.

+/

Fig. 5.2. The Interpolation Component from Stein et al. [23]

The ER replaces SP and consists of a queue with a maximum length and FiFo

insert policy. This queue represents the standard ER and is filled only with real exper-

iences, to store the synthetic samples another queue, a so-called ShrinkingMemory, is

introduced. This second storage is of decreasing size, starting at a maximum it gets

smaller depending on the length of the real valued queue. The Interpolated Experience
Replay (IER) has a total size of the added length of both queues as can be seen in

Figure 5.3 and also a defined maximum size. If this size is reached, the length of the

ShrinkingMemory is decreased and the oldest items are removed, until either the real
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valued queue gets to its maximum length and there is some space left for interpolated

experiences or the IER fills up with real experiences.

Interpolated Experience Replay

real experiences synthetic experiences

sier

ser ssynthetic

Fig. 5.3. The Interpolated Experience Replay

5.4.2 Idea

The underlying idea of the IER is to utilise stored real transitions to create synthetic

experiences with interpolation. The storage can be seen as a kind of gathered know-

ledge about the problem space and in contrast to model-based RL [24], where the

agent tries to learn the model and then use it for planning, IER takes another, but

related, route and creates synthetic experiences to support the learning phase.

This method promises to improve the DQN algorithm, or similar approaches.

Those comprise all methods where the neural network output persists of one node for

every possible action, but only the chosen action is updated and all the other ones

are not considered. This stems from the absence of knowledge of the corresponding

reward and followup state from all but the chosen action. These missing values could

be interpolated and in combination an update would consider all actions and therefore

could speed up learning.

As the quality of the interpolation depends on the amount of gathered knowledge,

it will grow over time. An indicator of the actual quality estimation at the time of

the interpolation, e.q a metric of the accuracy, could be stored together with the

interpolation and then be used for the adjustment of the training update.

To realise the mentioned goals, a stepwise approach is planned, which is explained

after the presentation the identified research questions in the next section.

5.4.3 Research Questions

To the following research question where identified:

5.4.3.1 RQ1

How can the gathered knowledge in the ER (in combination with interpolation) be

utilised to assist the training process in Deep RL?
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5.4.3.2 RQ2

Which parts of an experience can be created in a synthetic way and how? Which parts

can be interpolated?

5.4.3.3 RQ3

How do synthetic experiences impact the performance of Deep RL?

5.4.4 Research agenda

Four different but related steps to answer the identified research questions are presen-

ted. The steps built up on one another.

5.4.4.1 Reward Averaging

Instead of creating synthetic rewards and followup states together, the initial focus was

on interpolating only the rewards and using actual seen followup states. The approach

was limited to discrete environments with discrete states. An unstable state-transition

function results in a stochastic behaviour and makes the problem hard to solve. An

action that started in one state will receive different rewards, depending of the next

state the agent ends up in, but the amount of possible followup states is discrete.

Based on stored experiences with the same start state and action, a synthetic reward

could be calculated, using simple averaging as a very basic form of interpolation. A

whole synthetic experience was created for every followup state, that was known to

be reachable.

This has already be done on the FrozenLakeEnv from OpenAI Gym [4]. [18]

shows that our approach can significantly increase learning efficiency in unstable,

discrete environments. This serves as a proof of concept and laid the foundation for

all the following research.

5.4.4.2 Interpolation of followup states

As “reward averaging” is limited to discrete and unstable environments, the next

step includes the interpolation of followup states, so that IER can solve continuous

environments as well. Several interpolation techniques (nearest neighbour, k-nearest

neighbour, inverse distance weighting, etc. [20]) will be used to create synthetic values

for the reward as well as the followup state.

In a first iteration, simple environments like e.g. MountainCar [4] will be used

to test the concept and identify weaknesses. Also, interesting aspects that are worth

a deeper investigation can be identified here. A second iteration will then examine

more complex environments like e.g. Atari [4] inputs and spatial data. To use these

states for interpolation in a realistic and result-oriented way, some pre-processing will

be necessary. A possible solution could be dimension reduction and/or auto-encoders.
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5.4.4.3 Parallel training of all possible actions

The last state of development would then be the simultaneous training of all possible

actions in a DQN. One problem to solve is the quality estimation metric. After every

step, when the agent gets the real values of the transition. The actual values could

be compared to the values that would be produced by an interpolation with the real

valued states as query points. The resulting error could hold for a starting point. But

this procedure can lead to new challenges like e.g. how to transfer this accuracy to

other transitions, where less stored data is available. Another question of efficiency:

To what degree does this approach increase resp. decrease the performance?

5.4.4.4 Model-based IER

After the implementation and evaluation of the final concept, another extension that

could be explore is the exchange of the interpolated followup states through states that

are predicted by a learned state-transition function. This reminds of model-based RL,

and one question that needs to be answered is: Does the positive effect outperform the

additional costs of learning another function? However, this approach could handle

complex state spaces utilising default techniques (e.g. Recurrent Neural Networks)

instead of applying dimension reduction methods before the interpolation.

5.5 Conclusion

This work outlines the idea of the combination of methods from the domain of Deep

RL, especially the experience replay and interpolation. After a short introduction of

background for these topics, a general roadmap is described. First aspects have already

been implemented and evaluated, but most still have to be investigated. In more detail:

The averaging of rewards performed very well in discrete and non-deterministic envir-

onments. But this approach is also limited to these kind of environments. Nevertheless

the results give a proof of concept. The presented combination is thought to bear great

potential for speeding up the training process in Deep RL.
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Abstract. In the context of Autonomous Learning, the question arises how an online learning

system adapts its knowledge according to a changing environment, i.e. arrival of new classes or

changing noise functions, to maintain a robust level of performance. As a solution, we suggest

an architectural design inspired by a variant of the Observer/Controller framework. Here, a

working unit is guided by a control mechanism which implements the Observer/Controller

pattern. The control mechanism itself can be represented by a classical Machine Learning

model, either a static model (Support Vector Machine, Decision Tree) step-by-step retrained

for a fixed state of available knowledge, or an Online Learning model (Learning Classifier

System, Q-Learning) continuously improving its performance. Having aggregated feedback

values from the environment about the quality progressing, a superior layer judges about the

learning and occasionally replaces the static training set, the learning model itself, or both. We

present a scenario, in which the presented architecture is assumed to improve the performance,

because the system is aware of currently available knowledge and can opportunistically exploit

this knowledge.

Keywords: Organic Computing, Online learning, Autonomous Learning, Knowledge Adapta-

tion

6.1 Introduction

In the year 1993, Marc Weiser postulated his vision about a future in which the

number of devices and their degree of connectivity explodes [20]. He claimed that the

interfaces should vanish unobtrusively into background. Later in 2003, the Autonomic

Computing initiative [8] and 2004 the Organic Computing initiative [11] described

blueprints for systems that are aware of themselves and their environment.

Driven by these general concepts, the last two decades have witnessed a strong

trend towards autonomous systems, i.e. a shift of responsibilities from engineers to

the systems themselves. As a reaction to the need of finding appropriate reactions to

unanticipated conditions, changing system constellations, and disturbances or even

attacks, the technical systems are increasingly equipped with capabilities to self-adapt

their behaviour, to identify new strategies, and to alter their integration status in the
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overall system structure. Such a process requires some kind of creativity – which is

realised by machine learning techniques.

The basis for these developments lies in the sub-domain of machine learning that

focuses on learning at runtime without the need of, e.g. large amounts of training

data and is called Autonomous Learning (AL). By now, most of the self-adaptation

and self-organising systems (SASO) have made use of a dedicated and problem-

based usage of specific machine learning techniques. However, the basic idea of this

PhD project is that this is not sufficient for dynamically changing problems, open

environments and hidden mutual influences among the behaviour of autonomous

subsystems. Consequently, the main research question of this PhD project is the

following

“How can we improve the utilisation of different dynamically available
knowledge sources as basis for learning the appropriate self-adaptation beha-
viour in SASO systems based on experiences?”

We call this concept ‘opportunistic meta-learning’, since it tries to make the best

of the currently available resources for improving the run-time learning behaviour at a

meta level [3]. This paper describes the motivation, the approach, and the current state

of the PhD project. Next, we mention the Related Work on the field of meta-learning,

clarify the used terminology (Section 6.2), and present the research questions that

we want to tackle (Section 6.3). With this in mind, we present the architecture as a

blueprint for an opportunistic knowledge adapting system (Section 6.4) and explain

the required self-* properties (Section 6.5). As a first showcase, we present a concrete

example scenario where the methodology can be applied to (Section 6.6). At the

end, we summarise the discussed elements and give an outlook on further research

(Section 6.7).

6.2 Related Work and Terminology

The field of Meta-Learning as a sub-domain of Machine Learning came up after

classical Machine Learning had been understood and only the task of learning how

to find the optimal model remained, which Calman et al. [3] denote as learning
to learn. In the year 2002, Vilalta and Drissi distinguished Meta-Learning from

classical Base-Learning by their levels of adaptation: Meta-Learning is able to adapt

its bias dynamically, whereas it is constant in Base-Learning [18]. Later, Huaxiu et

al. [21] introduced four state-of-the-art bias adaptation techniques: recurrent neural

networks capable of storing Meta-Knowledge [7], learning a Meta-Optimiser [22],

learning an effective distance metric between samples [14,19], or learn an appropriate

initialisation and adapt through few gradient steps [21]. Whereas Huaxiu et al. focus

on the latter, which induces a dependency between the meta-adaptation and the base-

learner since both, the initialisation and the gradient, has to be tuned for a specific

base-learner, we decided to focus on the meta-optimiser. The term opportunistic in

the context of a Machine Learning system was introduced by [2] and describes ‘a

system that has to make the best of the available information or knowledge’. In order

to establish knowledge exchange between agents, common protocols are required that
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every agent understands. These protocols can be from the Internet domain, as Holger

et. al. presented in [12], which used distance vector routing and link state routing.

In detail, they showed that autonomously acting traffic light systems can guarantee

improved route guidance in traffic by ensuring the synchronization of a green phase

at points of high traffic volume.

By tightly following the definitions in [3], we give an overview of the most

important phrases, i.e. knowledge, knowledge source, naı̈ve learner, meta learner,

and opportunistic.

Knowledge

As we do not want to constrict us to one certain representation of knowledge, like

in Machine Learning where training sample instances are often used synonym to

knowledge, we denote as knowledge or equivalently empirical data the manifestation

of experience made by one or more entities called knowledge sources. The latter

includes not only the classical training samples, which might be assigned with a

label but also trained machine learning models themselves including their specific

parametrisation and even the decision why a certain learning model was selected.

Knowledge Source

Knowledge source is an entity that provides knowledge. More specific, A. Calma et

al. [3] made out a list of various knowledge sources:

• Human

• Other productive systems

• Context and environment

• Free, open data

• Collateral knowledge

Occasionally, one of these knowledge sources is available to be explored and exploited

at runtime. This challenge is visualised in Figure 6.1.

Human

Humans can be ex perts that are able to fulfil the task of the autonomous system

manually on their own, they also may be able to describe the cause of a novel sensor

status. For these reasons, human knowledge is a valuable knowledge source but on

the other hand a survey of human experts is often accompanied by high economic

costs and can often not be used as an on-call service. D. Gorecky and M. Schmitt et

al. presented a Human-machine decision loop where the human intervention is placed

at last [5]. This has two direct benefits. First, machines can filter data and provide

only decision-relevant data for the user. Second, even if machines were involved in

the decision making process, the decision can be considered human which means the

decision is easier to understand and accept.
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Fig. 6.1. Occasionally available knowledge sources.

Other productive systems

In contrast to the human-machine interactions, other productive systems may be used

as knowledge source. Instead of hoarding knowledge in a monolithic place, several

agents may store Knowledge that is interesting only for a specific problem or location.

Whenever another agent finds the knowledge interesting it may ask for it.

Context and environment

If physical models of the environment are available, the agent may simulate certain

possible actions. On the other hand, if a certain model is not provided, with the help

of reinforcement learning agents are enabled to explore their environment without

neglecting their target functions.

Free, open data

Some data can be queried from the web or other databases, i.e. weather data or stock

market data.

Collateral knowledge

For certain situations there exist knowledge about the perfect action, also known as

best practices as represented in Figure 6.1. One of the challenges here is the non-

uniform sensor or action set. However, since best practices are often formulated in
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general terms, it is often possible to assign the sensor state of an agent to the general

state as described by the best practice.

Between these knowledge sources, we can clearly observe differences in various

dimensions. Not only the quality and the availability are different but also the way

of transference. One subset of the knowledge sources poses the knowledge in an

interpreted state, and access to this knowledge is granted over communication (hu-

mans, other productive systems), whereas other knowledge sources (context and

environment) need to be measured or collected.

Naı̈ve Learner

A naı̈ve learner is a classical Machine Learning model that expects training data either

sample-wise or as a batch of data. After receiving the data, the model fits the data

by approximating the hidden probability distribution. At the end, the performance

of the trained model can be analysed by providing a test set of samples which are

unknown for the model. The performance is highly sensible to a set of external model

parameters, called hyper parameters which has to be adjusted before the training

procedure. Here, we choose the term naı̈ve to indicate that the model offers no

possibility to select training data or to change its hyper parameters.

Meta Learner

The first term meta means above or outside, which means that the meta learner has a

different perspective in comparison to the naı̈ve learner. The meta learner reflects the

behaviour of the naiv̈e learner and compares the knowledge with knowledge from the

environment. As this behaviour can be summarised to a system learns to learn, we

call this system according to [3] a meta learner.

Opportunistic

The term opportunistic in the context of a learning system was used in [1] in order

to express the greediness of a system to acquire all available knowledge sources at

run-time.

6.3 Research Questions

We are motivated by the question how systems can self-reflect their knowledge in

comparison to other knowledge in the environment while simultaneously providing

the system’s function. Therefore, we develop approaches for a continuous adaptation

of the knowledge of an intelligent system in an opportunistic way, which means

exploiting available knowledge at run-time. The latter requires an appropriate model

to capture the state of knowledge sources in order to rank the knowledge sources

according to an intelligent system’s current needs. Knowing which knowledge sources

is relevant given a temporarily available pool of such instances, leads to the question
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under which protocol the knowledge transfer could be organised. Finally, in order to

manage the knowledge sources correctly, their status should be monitored over time

and an update routine should be developed that activates or deactivates knowledge

sources. In order to solve this, the following research questions can be summarised:

• How to define a model of knowledge sources that enables learning systems to

take advantage of occasionally appearing knowledge?

• Which protocol should be used to enable communication between the intelligent

system and the knowledge source?

• How to manage knowledge sources by an intelligent system?

• How to implement an update routine to activate or deactivate knowledge sources

at runtime?

6.4 Opportunistic Learning Architecture

SuOC

Meta Learner

Observer

Observer Controller

Controller

 Input Action

Naive Learner

Knowledge Sources

Performance Updated Parameters
Training Sets

Performance Feedback
Samples Discriminator

Evaluation

Report

Report

Fig. 6.2. Knowledge self-adaptation Observer/Controller framework.

In the traditional Observer/Controller framework, there are only two types of

layers. Layer 0 is called System under Observation and Control (SuOC) and the upper

layers are called Control Mechanisms (CM). To explain the concept of knowledge

adaptation, we rename the layers to clarify that the concept is a specific version

of the Observer/Controller framework. Hence, we stack up three layers upon each

other as seen in the Figure 6.2, namely, the System under Control and Observation
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at the bottom, the naı̈ve learner in the middle, and the meta learner on top. The

layers of the knowledge adaptation framework are created bottom-up but monitoring

and controlling is done top-down. That means, the layers do not rely on their upper

layers but the upper layers contribute to the system as a whole. Instead of using

a bottom-up escalation mechanism, which would add another responsibility to the

layer, the observer in the Observer/Controller control mechanism one layer above

monitors the behaviour of the layer beneath. This results in a stack of systems that are

only monitoring downwards and are still capable of working without their managing

superior layers.

In order to describe the learning procedure of the different entities, we assume a

scenario without a priori knowledge, that means the first observation at the input

is the first knowledge the system acquires. Depending on the kind of input which

arrives at the SuOC, we demonstrate three typical cycles: First, in case the sample

is very frequent, the SuOC might choose the correct action according to a default

discriminator, i.e. choose the same action for all incoming observations. Whether

the action was correct or not is provided for some of the observations and can be

implemented by a test loss function (cf. Performance Feedback in Figure 6.2). Second,

if the observation is more rare, the default action might lead to a negative Performance
Feedback. The observer of the naı̈ve learner reports these news to the controller which

may decide to exchanges the discriminator of the SuOC with the decision function

of a fresh trained standard ML model. This model is trained on samples which has

been observed over time. Third, for a sample that appears to the naive learner as new

either in the sensor characteristic or in the necessary action, the meta learner observes

a negative performance and provides the naı̈ve learner with updated parameters and

training sets that includes the novel sample. These training sets might be explored via

offline learning and simulations or might be taken from one of the knowledge sources.

Periodically, the meta learner updates a list of knowledge sources that are ranked

according to an information gain function that is weighted by the class distribution of

the input stream (knowledge sources containing more likely classes will be preferred)

and the class-loss of the naı̈ve learner (knowledge sources containing more classes

the naı̈ve learner misclassifies are preferred).

6.5 Self-* Properties

In the light of IBM’s vision for Autonomic Computing [6] and the subsequent vision

of Organic Computing [17], an autonomous system should fulfil the key elements of

an Autonomic Computing system. Some of them can be defined as self-* properties,

like self-optimisation, self-healing or self-protection. In the following, we list the

most important self-* properties required for our concepts.

6.5.1 Self-Optimisation

Self-loops that keep a system’s state within a well-defined working state are well

known from control theory [10]. However, we think in the case of knowledge ad-



86 S. Reichhuber

aptation, permanently applying a feedback control loop after every iteration is too

greedy.

6.5.2 Self-Healing

A required self-healing technique might be the replacement of a whole learning model

in case of malfunction. Multiple backup models may be trained for this purpose.

6.5.3 Self-Protection

Especially for an opportunistic learning system it is important to make sure that the

opportunistic behaviour is not exploited by an attacker, who might also be able to

apply adversarial attacks. Fooling the system with a malicious data set can be harmful

and is not easily detectable for humans. For example in [4], images with a minimal

amount of noise are misclassified by neural networks, whereas humans are not aware

of the corruption.

6.5.4 Self-Adaptation

Implementing a self-adaptation system according to Salehie and Tahvildari [13] we

have to answer the 5W+1H questions specifying the adaptation further. Simply listed,

the questions are: where, when, what, why, who, and how. However, Krupitzer et

al. [9] mentioned that the question about who is adapting is trivial as the adaptation is

done by the self-adaptation system and not by humans. For the presented architecture

we categorise two different types of adaptation: We denote the first adaptation between

layer 2 and 1 as the meta layer or also naı̈ve learner adaptation. That is, the meta

layer can adapt the naı̈ve learner either by changing the hyper parameters of the

model or replacing the learner with a different classical machine learning model. The

second adaptation between the naı̈ve learner and the SUOC noted correspondingly

naı̈ve learner/SuOC adaptation and controls the SuOC by the scenario-specific control

parameters.

Where?

In order to correspond to the Observer/Controller framework [16], the adaptation

should always be applied top-down from a superior to the lower layer and should

affect only the one layer underneath. This methodology carries two advantages.

First, the layer can directly observe the effects of its adaptation since it provides an

observer to the layer beneath. Second, for each layer, there exist at maximum one

adaptor. This means, there are no race conditions and the adaptations can be concerted

synchronously.
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When?

As the control mechanism is fully responsible for its underlying layer, it decides

when the adaptation happens. Internally, this can be implemented by an escalation

function that measures the performance and escalates if a certain threshold is reached.

Depending on where the adaptation took place, the process acts on different time

scales. Because the naı̈ve learner observes the SuOC itself, in case of significant

malfunction we want to adapt the SuOC as fast as possible. On the other hand, an

analysis of whether and when to adapt the naı̈ve learner is on a larger time scale

and a replacement of the naı̈ve learner or its knowledge source requires long-time

simulation runs to proof the performance of the new learner. Here, the training set,

the type of Machine Learning model, and its hyper parameter has to be adjusted.

However, offline learning procedures are able to train backup models and find optimal

hyper parameters independently from the time constraints of the SuOC. These backup

models might also be found in other Knowledge Sources.

What?

Every kind of knowledge samples, model parametrisations, and machine learning

models should be adaptable.

Why?

The key strength of the system’s adaptation is the ability to find an adequate trans-

formation even to the most unlikely unpredictable events like the arrival of inputs of

new classes or a completely unbalanced class distribution.

How?

The adaptation process should be as smooth as possible, so that a continuous func-

tioning of the productive system is guaranteed. Especially for the model adaptation,

a promising approach is to let both systems, the old and the optimised one, run in

parallel for a short adaptation period T . During this period at time t the old model’s

decision is taken into account with a probability p(t) = 1− t
T and the decision of the

new model is considered in 1− p(t) of the cases.

6.6 Scenario: Quality Assessment at a Conveyor Belt

We use quality assessment as an example scenario, where the task is to analyse the

quality of produced workpieces to decide whether the products can be sold or not.

This includes different error classes for different quality levels. In our approach, the

basic control loop is realised by means of observation, control, and productive parts

(i.e., the surface inspection system as a SuOC).

The SuOC in Figure 6.3 is just assigning the workpieces to different buckets (for

delivery or failure classes), while the decision is guided by the adaptation loop. The
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Input

Knowledge Sources
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Fig. 6.3. Quality assessment as a scenario for opportunistic self-awareness of meta-learning

components.

system starts without knowledge and has to make use of the dynamic sources (such as

humans, best practises, or other systems) depending on their availability, certainty, or

cost. In the simulation of the conveyor belt, we are streaming images of a hot-rolled

steel strip to the SuOC. We use the Northeastern University (NEU) surface defect

data set [15] with 6 error types (examples are shown in Figure 6.4) providing 300

images for each.

To these 1800 images we add the same amount of defect-free clones and extend

the data set by a multiple via augmentation. In the images, one out of six error types

can be found, which are exemplary listed in Figure 6.4. In detail the error types are

crazing (Cr), inclusion (In), patches (Pa), pitted surface (PS), rolled-in scale (RS), and

scratches (Sc). After receiving the sample, the SuOC classifies it according to a static

discriminator. The classification may subsequently trigger a feedback responding with

the ground truth label with a certain probability.

These information are dynamically observed by the naı̈ve learner above which

compares the predictions with the truth values and calculates a performance value. In

our application, we used a history-based accuracy. When the performance falls below

a certain threshold, the samples and truth labels are used to train a static machine

learning model. After training, the old discriminator is replaced by the new model if

its performance is better.

On a higher level, the meta learner trains multiple machine learning models, like

decision trees, support vector machines, and neural networks. Additionally, it extends
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(a) Crazing (Cr) (b) Inclusion (In) (c) Patches (Pa)

(d) Pitted surface (PS) (e) Rolled-in scale(RS) (f) Scratches (Sc)

Fig. 6.4. Northeastern University (NEU) surface defect database [15].

also the observed knowledge with knowledge from the top k knowledge sources

ranked by their Kullback–Leibler divergence of their sample and class distribution. If

the performance difference of the trained meta learner model and the naı̈ve learner

model exceeds a fixed threshold, the latter is replaced.

Furthermore, we model knowledge sources of different quality. The knowledge

sources contains classified images of the NEU surface defect data set which are not

used for the streaming. From these, we generated synthetic data by focusing on the

introduction of three types of disturbances or defects:

• unreliable
• distorted
• novel

In unreliable KS, a percentage of the samples is misclassified. Distorted KS is based

on images with an additive, zero-mean Gaussian noise of standard deviation σ. Finally,

in novel knowledge sources, there are samples that have not been observed up to the

time step ti.
Finally, the performance in terms of accuracy is monitored while stressing the

system with noisy images, new classes, or unreliable knowledge sources. In Figure 6.5

the advantage of the knowledge source adapting system can be seen, which is able to

increase the class accuracy of the defect class RS.
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(a) Without adaptation (b) With adaptation

Fig. 6.5. Class accuracy comparison of Multi-Layer Perceptron with (left) and without know-

ledge source adaption.

6.7 Summary and outlook

The paper has shown the concepts of a PhD project in the domain of self-adaptation

systems. After clarifying terminology terms, a concrete O/C architecture with a spe-

cification is presented. Subsequently, the knowledge self-adaptation abilities of this

architecture are analysed by answering the 5W+1H questions. In the end, a scenario

is presented which demonstrates a proof of work in the domain of quality assessment.

Given the presented scenario in quality assessment, a possible layer on top of the

O/C layers is imaginable which aggregates the whole knowledge learned so far and

is able to exchange this knowledge package and asks for more packages from other

learning systems that provide the same communication layer. Besides the simulation

of the conveyor belt, other scenarios are planned to be investigated. For example,

finding the shortest path to a target within a randomly generated maze is worth to

be analysed because of the limited sensor view and the local restrictions of agents

distributed at random positions in the maze. As the imperfect knowledge is another

difficulty in this scenario, the agents might then communicate over a channel in order

to help each other finding the target as fast as possible. As random maze generation

is computationally cheap, the usage of knowledge of previous runs as starting point

can be easily evaluated. Other scenarios are planned to show certain aspects of the

knowledge self-adaptation system. We think that the future of learning especially in

the domain of predictive maintenance cannot be handled with static machine learning

models engineered at design-time as there are always unpredictable observations to

which the system should react to at run-time.
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Abstract. The transition from fossil fuels to renewable energy sources is characterised by

an increased decentralisation of power generation. Classical control approaches are changed

in favour of decentral solutions, promising better scalability and adaptability. The resulting

increase in complexity may result in worse grid stability. To alleviate this issue this work

seeks to create a verification system for open, heterogeneous, stochastic systems by extending

existing stochastic contract approaches with reasoning about a changing number of components.

We explore the addition of operators to Stochastic Signal Temporal Logic (StSTL) contracts

that establish relationships between variables on different system levels, encompassing all

components of a given type. This allows us to quantify properties when the component count

changes during runtime.

Keywords: Contracts, Verification, Open Systems, Rely/Guarantee Reasoning.

7.1 Introduction

The transition towards renewable energy sources is characterised by the use of large

numbers of small generators. Additionally, market participation becomes increasingly

more decentralised, allowing access to smaller producers. An individual unit’s gen-

eration also becomes less dependable with photovoltaic (PV) and wind generators

being heavily dependant on the weather. This means a large number of different

participants may or may not be able to contribute to ancillary services at a given time.

When moving from large scale fossil power plants with predictable outputs to these

new renewable sources, classical approaches to stabilise the energy grid have to be

adapted.

This has resulted in a push to apply known schemes of decentralised control to

the new energy grid landscape. By applying principles of Organic Computing [14],

these systems can exhibit desirable self-{adaptive, healing, governing, . . .} properties

emerging from simple component behaviours. The cost is an increase in complexity

and reduced understanding of the system as a whole [21]. Consider the approach

presented by Lehnhoff et al. in [10]. They propose providing frequency response

reserve (FRR) with distributed energy resources (i.e. generators and batteries in
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different physical locations) by creating coalitions of agents. FRR is a predetermined

amount of power that must be made available by a provider in case of a supply/demand

imbalance, visible through a change in grid frequency. This power must be fully

available within 30s and kept available for at least 15min. In the presented approach,

generation units are matched into different pools for providing FRR based on their

opportunity costs, reliabilities and the small-signal stability (i.e. stability under small

disturbances) of a coalition.

The energy grid is a critical infrastructure and thus needs a special level of

certainty in any new technology introduced to it. The above approach is simulated

but not verified. We seek to alleviate that gap by providing a framework to verify

properties of systems made up of a varying number of different components, each

with its own stochastic behaviour. To achieve this, we first identify an initial contract

framework and extend it with operators to allow reasoning over a variable number

of components. We base this work on a system for providing a simplified version of

FRR with distributed batteries.

The remainder of this paper is structured as follows. Section 7.2 gives an overview

of the state of the art in verifying decentralised systems. In Section 7.3 the research

gap is identified and the main goals of the dissertation as well as the research questions

are explained. In Section 7.4 we show the criteria for our contract logic, the evaluated

logics and the decision process. Section 7.5 shows a first contract for a system

providing FRR to the energy grid and identifies operators to allow reasoning over

variable component counts. Finally, in Section 7.6 we present the next steps of the

project and give a conclusion in Section 7.7.

7.2 State of the Art

This section provides an overview of the state of the art for the verification of de-

centralised systems. The investigated starting points are the verification of swarms

of autonomous robots and the use of assume/guarantee (alternatively rely/guarantee)

reasoning to generalise over types of system components. Contracts are identified

as a popular variant of the assume/guarantee approach in the development of Cyber-

physical systems (CPS). In particular, we are interested in the static verification of

systems (i.e. without running the system).

7.2.1 Verification for Robot Swarm Behaviour

A robot swarm is a collection of simple autonomous robots, designed to cooperatively

achieve a common goal. Inspired by swarming behaviour in nature, their individual

abilities are usually very limited. The control challenge is to use simple rules and

large numbers of robots to achieve the goal as an emergent property. This is similar to

the goal of achieving certain energy grid properties through distributed autonomous

participants. Thus, robot swarm verification addresses similar challenges as faced in

the energy context.
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Kouvaros and Lomuscio have done extensive research into verifying properties

for robot swarms. Their focus is on swarms of equal agents, where each agent has an

internal state, a set of actions it can perform and deterministic [8] or probabilistic [13]

way of choosing an action. Their main verification approach is assuming some fixed

number of agents and proving a desired property for this system. Since agents can be

added or removed from the swarm this is not sufficient. To generalise, they look for

a cut-off theorem [7] meaning a certain number of agents exists such that for every

larger swarm the property holds. This is also reflected in their definition of emergence.

A property is emergent if there exists an emergence threshold n such that a system

with at least n agents fulfils the property [12] as shown in Figure 7.1.

Fig. 7.1. Concept of an emergence threshold as introduced in [12]: A property always holds

when the swarm consists of at least n robots.

For deterministic agents this allows them to verify properties of the form

φ = ∀{v}KvGFconv (ACT L∗K X ) [7], meaning each robot v knows (Kv) it will be

connected (conv) infinitely often (GF). These properties are formulated in ACT L∗K X .

That is the superset CT L∗ of Computational Tree Logic (CT L) and Linear Temporal

Logic (LT L) extended with epistemic properties (reasoning about knowledge, K)

and without the X(next) operator of CT L∗. This formalism is further extended with

indexed atomic propositions. This is used to distinguish between parametrised systems

over an unbounded number of agents and concrete systems over a specific number of

agents. It is used to verify fault tolerance in parametrised multi-agent systems with an

unknown number of agents during the design phase. [9]

For probabilistic agents they define probabilistic LTL (PLT L) properties of the

form P≥0.5[X6(connected,1)]. This means, the agent with ID 1 will be connected

after 6 time steps with probability of at least 0.5 [13]. For the subset of bounded

time properties they provide sound and complete algorithms for emergent property

identification (EPI) and emergence threshold identification (ETI) [12]. Extending the

expressiveness to broader properties and the question of finding a minimal emergence

threshold remain future work.

Cavalcanti et al. [1] have extended RoboChart—a domain specific language for

the modelling and verification of single robot systems—with facilities to verify hetero-

geneous swarms of robots. They achieve this by introducing collections that specify
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how many robots of each (predefined) type are present in the swarm. Communicating

Sequential Processes (CSP) are derived for each module. Additional aggregation

processes to capture system level properties are introduced and the entire model is

checked with the theorem prover Isabelle. The explicit definition of global properties

as well as probabilistic models and environment specifications are planned extensions

to the language.

Leofante et al. [11] propose a hybrid systems approach to swarm robotics, model-

ling the robots with hybrid automata and showing swarm properties via reachability

analysis. Verification is done for swarms of fixed size. They test their approach for

two case studies: synchronizing LED flashing of robots and collision avoidance while

exploring a square environment.

Konur et al. [6] present a probabilistic model checking approach to verify swarms

of identical robots. A robot is modelled as a probabilistic finite state machine. System

properties are defined in PCTL and analyzed with the PRISM model checker. Large

numbers of robots can be handled by using a counting abstraction technique (similar

to [8]). They introduce probabilistic methods to consider general population sizes in a

given system state, rather than calculating the actual number of robots. The approach

is tested with a foraging robot scenario but can be generalised to any robot that can be

modelled as a probabilistic finite automaton.

7.2.2 Decomposition and Rely/Guarantee Reasoning

Rely/guarantee reasoning specifies the function of a system component by giving a

set of properties it can expect from its environment (relies, sometimes also called

assumptions) and a set of properties it guarantees to other components (guarantees).

This is an effective method of abstracting implementation detail in a specification.

Nafz et al. [15] verify self-organizing systems with an observer and a controller

(Observer/Controller architecture) as shown in Figure 7.2. The normal function of the

system is defined by an invariant. As long as the invariant holds the controller remains

inactive. If the invariant is violated the functional system moves into a quiescent state

and is reconfigured by the controller back to working condition. Thus the approach is

named the Restore Invariant Approach (RIA).

Their verification is based on decomposing the system into the functional part,

consisting of a number of independent agents and an Observer/Controller part. Each

system component has relies and guarantees. Their main result is a composition

theorem in Rely Guarantee Interval Temporal Logic (RGITL), an extension of Interval

Temporal Logic (ITL) with relies and guarantees. By this theorem, a system-wide

property may be verified by verifying a set of component level properties. Thus a

system property may be decomposed to properties of the individual agents. If the

agents have a limited number of different types, then each agent type only needs to be

verified once.

A different approach using rely/guarantee reasoning is contract-based design [19].

Here, system components are also modelled by sets of assumptions and guarantees.

Contracts may be defined both on the same system layer (horizontally) and across

layers (vertically). Thus vertical contracts can be used to abstract implementation



7 Verification of Open Stochastic Heterogeneous Systems 97

Fig. 7.2. Observer/Controller Architecture resembling the basic concept presented in [23]

and [22].

detail of lower system levels. They define contract composition and contract refine-

ment via set operations on the assumption and guarantee sets of different contracts.

The composition of two contracts C1 and C2 combines them into a single contract

that holds when both C1 and C2 hold. C1 refines C2 if it has stricter guarantees and

relaxed assumptions. Thus whenever C1 is satisfied C2 must be as well. The veri-

fication process can then be broken down into computing the composition of all

component contracts and showing that the composite contract is a refinement of the

system contract.

An extension to probabilistic contracts with properties encoded in Stochastic

Signal Temporal Logic (StSTL) formulas is presented by Nuzzo et al. [16]. They

provide tools for the composition and refinement of their contracts by encoding

bounded StSTL formulas into Mixed Integer Programs (MIP) and using established

solvers for contract verification and control synthesis. Because their assumptions and

guarantees are not given as sets but as StSTL formulas, their contract operations are

also defined with regards to these formulas.

7.3 Research Gap

For the verification of electrical grid properties with decentralised components that

may enter or leave the system autonomously, the following properties are desirable:

• heterogeneous - support for different types of components

• stochastic - outcomes are given with a probability

• open - components may enter or leave the system at runtime

Table 7.1 shows which of the desirable properties are fulfilled by the state of the

art approaches. None contains all three. The identified research gap therefore is the

construction of a framework for the modelling and verification of open stochastic

heterogeneous systems. The ultimate goal is to create a solver that — given a set of

component types and a system goal — can compute a combination of components
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Table 7.1. Overview of State of the Art in relation to desirable framework properties.

State of the Art

[9] [1] [11] [6] [15] [19] [16]

P
ro

p
er

ti
es open � � � �

stochastic � � �

heterogeneous � � � � �

that will fulfil the system goal. Types and goals will be specified by assumptions and

guarantees. This provides an intuitive decoupling of the expected system behaviour

and its implementation. The main challenges is showing how contract refinement

and contract composition can be generalised to changing numbers of stochastic

components.

7.3.1 Goals

In the following, we illustrate the two main goals of this work. The first is system

verification, shown in Figure 7.3. Given a system, specified by a system contract

consisting of assumptions (A) and guarantees (G), a set of known component types,

and the possible amounts of each component in the system (component space), verify

that the contract is satisfied for all possible combinations of components. Additionally,

this should include that contract satisfaction is stable under changing component

numbers, i.e. under transitions in the component space.

Fig. 7.3. System Verification: Given a system contract (A,G), a set of component types, and

their allowed amounts in the system, prove that any possible combination of components fulfils

the contract.

The second goal, system synthesis, is illustrated in Figure 7.4. Given a set of

known component types and a system contract, generate combinations of components

that will satisfy the system contract. This can be an explicit solution, i.e. fixed numbers
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for each type, or a general solution describing the ratios of components necessary. The

main difference to the verification goal is that the component space is not necessarily

restricted and a single solution in the component space is sufficient (transitions are of

no concern). In practice, restrictions to the component space will probably speed up

finding a solution.

Fig. 7.4. System Synthesis: Given a system contract (A,G) and a set of component types,

generate a combination of components that fulfil the contract. Optionally, an allowed range of

components may be provided.

7.3.2 Research Questions

To achieve these overarching goals, the following research questions should be

answered in the PhD project.

RQ1 How can open, stochastic, heterogeneous systems be verified using contract

specifications.

a) How can contract operations be extended to be applicable to open systems?

b) How can satisfiability of such a system contract be verified?

c) Given a space of components and a system contract, how can we determine

if all component combinations in the space satisfy the system contract?

d) How can stability of contract satisfaction under transitions in the component

space be verified?

e) What characteristics are necessary for a system with a contract that is stable

under component space transitions?

RQ2 How can component combinations for open, stochastic, heterogeneous systems

be synthesised from a contract specifications.

a) How can the existence of a solution be determined?

b) How can explicit solutions be generated?

c) How and under what conditions can general solutions be generated?
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7.4 Logic Selection

In this section we summarise the selection process for an initial logic to focus on

in this work. We evaluate a set of temporal logics against criteria derived from an

example system in the energy domain.

7.4.1 Properties of a Contract Logic

A fundamental question going forward is with which logical framework these new

contracts can be achieved. An initial idea would be to extend any of the state of the art

formalisms with the properties they are lacking. These are, however, widely different

temporal logics with properties that would have to be proven again with any changes

made to them. Konur [5] conducted a survey and classification on temporal logics. In

general, these can be distinguished by their logic order (propositional or first-order),

their fundamental entity (time point or time interval) and their temporal structure

(linear or branching).

To evaluate the logics, a generalised system for providing FRR is modelled with

each. The system contract should encode the following properties:

• A frequency violation is defined as: vio := |f − 50| > 0.2 where f is the grid

frequency in Hz.

• The predetermined reserve power Ptarget is available to the grid within 30s of a

frequency violation occurring.

• Once the target power is reached it is held for at least 15min.

• The system contract holds with a probability of at least 95%

• The system components may then consist of any set of generators, consumers and

batteries that independently can observe the frequency and fulfil a component

contract.

Note that in reality the power output is scaled with the size of the frequency

violation and must be provided as both positive and negative power depending on the

direction of the violation. We neglect this for simplicity and provide the full positive

power at all times when a violation occurs. Based on this, the logics are evaluated on

the following criteria:

1. Can the system contract be modelled accurately?

2. Do necessary contract operations already exist or do we have to develop them?

3. Does an extension to open stochastic systems and contract reasoning break

important logic properties?

4. Is the logic easy to use for defining the system contract?

5. Is the notation intuitive?

7.4.2 Evaluation and Decision

The evaluated logics are PLTL [2] (a probabilistic extension of LTL), the probabil-

istic neighbourhood logic PNL [3], Simple Probabilistic DC (SPDC) [24], Interval
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Duration Logic (IDL) [17], the Stochastic Signal Temporal Logic (StSTL) [16] and

Probabilistic Signal Temporal Logic (PrSTL) [18], the probabilistic extension of Com-

putation Tree Logic (PCTL) [4] and finally the extension of ITL with rely/guarantee

reasoning RGITL [20]. For each criterion the logics are given one of these scores:
++ criterion applies fully

+ criterion applies mostly

o criterion applies partially or can not be properly evaluated

- criterion does not apply
The first three criteria can be objectively evaluated. The fourth and fifth criterion

are more subjective and evaluate if the system properties can be easily defined with

existing parts of a logic and how easily the underlying notions of a logic are applied

to the energy context. For example, PNL can encode time bounds of an interval by

defining properties of its neighbouring intervals (hence the name). This is somewhat

unwieldy when modelling the example system so the ease of use was evaluated as

o. It also was very different intuitively from the other logics. The final results of the

analysis are shown in Table 7.2.

Table 7.2. Results of the temporal logics analysis for applicability in the PhD project

Logic accurate contracts extension easy intuitive

PLTL o - + o +

PNL ++ - o o -

SPDC ++ - - o +

IDL ++ - o ++ +

StSTL ++ ++ o ++ +

PrSTL ++ - o + o

PCTL ++ - - ++ +

RGITL o ++ o - +

The main contenders for selection were PCTL, RGITL and StSTL. RGITL has

rely/guarantee reasoning and an existing decomposition theorem that is close to the

contract operations we want to implement. This theorem makes heavy restrictions on

the relies between system and component level, however and the overall modelling

process was tedious compared to the other two. PCTL was very pleasant to use

and could express the required properties but lacks any contract operations. It is

unclear, how the logic could be expanded to include an undetermined number of

components. This leads to the final decision of using StSTL because it has existing

contract operations and solvers that can be used as a guideline for the extended logic.

As a small caveat it is not entirely clear if modifications to use varying numbers of

components will break some of these desirable properties. We will tackle these issues

as we encounter them.
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7.5 Modelling a Frequency Response Reserve System in StSTL

This section introduces an example system for providing FRR modelled in StSTL.

We use it to motivate some of the extensions we will introduce to adapt the logic to

varying component numbers.

7.5.1 Introduction to StSTL

StSTL formulas are defined for stochastic systems. The following are the definitions as

used in [16]. A probability space is a triple (Ω,F ,P ) where Ω is a set of outcomes,

F is a set of events and P : F → [0,1] is the function assigning probabilities to events.

F is assumed to be a σ-algebra. That means F is a non-empty set of subsets of

Ω that is closed under complement and countable union. Elements of a σ-algebra

are called measurable sets. An ordered pair (T,T ) of a set T and a σ-algebra T is

called a measurable space. A function between measurable spaces is a measurable
function if the pre-image of every measurable set is measurable. This means given two

measurable spaces (S1,Σ1) and (S2,Σ2), a function f : S1 → S2 is measurable if for all

Y ∈ Σ2 f−1(Y ) := {x ∈ S1| f (x) ∈ Y} ∈ Σ1. Given a random variable v : Ω → R
nv ,

Fv denotes the σ-algebra generated by v, i.e. the smallest σ-algebra on Ω that makes

v measurable. A random process w : Ω×N0 → R
nw adds a filtration F= {Fk}k≥0,

that is an increasing sequence of σ-algebras to a probability space. Each element Fk
is a σ-algebra generated by the sequence {wt}k

t=0 with F−1 = { /0,Ω}.

A stochastic system is a tuple S = (z,x0,w, f ) with

• z = (x,u,w) the set of system variables separated into state variables x, control

input variables u and environment input variables w with cardinality nx,nu,nw
respectively,

• x0 ∈ R
nx the initial state,

• w : Ω×N0 → R
nw a random process describing the environment behaviour,

• f an arbitrary measurable function

The state process x : Ω×N0 → R
nx , control input process u : Ω×N0 → R

nu and

environment process wk describe the system dynamics such that:

xk+1 = f (xk,uk,wk)

In the following, we give the syntax and semantics of StSTL. StSTL formulas are

built on atomic predicates (or chance constraints) of the form:

μ[p] := P{μ(v)≤ 0} ≥ p

Here, μ is a real valued measurable function, v is a random variable on the probability

space (Ω,F ,P ) and p ∈ [0,1] is a probability. A chance constraint is true if and

only if the inequality μ(v) ≤ 0 holds with probability of at least p. Additionally, a

predicate may be deterministic, meaning it is true if and only if μ(v) ≤ 0 actually

holds, regardless of p. In this case, the superscript [p] may be omitted.
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The syntax of StSTL is given by the following grammar where μ[p] is a chance

constraint and ψ and φ are StSTL formulas:

ψ :=� | μ[p] | ¬ψ | ψ∨φ | ψU[t1,t2]φ

Other temporal and logical operators, such as conjunction (∧), eventually (F) and

globally (G), can be derived from this syntax.

Given a system behaviour z and a time k, we say that an StSTL formula φ holds

at time k of z, written as (z,k) |= φ if and only if φ holds for the remainder of the

sequence starting at time k. We write z |= φ if k = 0. With this, the semantics of any

StSTL formula is defined as follows (the definition of the globally operator is also

listed because we use it later):

(z,k) |=� ↔ true

(z,k) |= μ[p] ↔ P{μ(zk)≤ 0} ≥ p

(z,k) |= ¬ψ ↔¬((z,k) |= ψ)

(z,k) |= ψ∨φ ↔ (z,k) |= ψ∨ (z,k) |= φ

(z,k) |= ψU[t1,t2]φ ↔∃i ∈ [k+ t1,k+ t2] : (z, i) |= φ∧
(∀ j ∈ [k, i−1] : (z, j) |= ψ)

(z,k) |= G[t1,t2]ψ ↔∀i ∈ [k+ t1,k+ t2] : (z, i) |= ψ

7.5.2 System Contract

In this section we model the system contract for our example FRR system. This

means defining the necessary atomic predicates and combining them into assumption

(φA) and guarantee (φG) formulas. We can model the power availability (power fully

available - pfa) and frequency violation (vio) as chance constraints:

viot = |50− f SY S
t |> 0.2

pfat = |PSY S
t −Ptarget |< 0.1

Here, f SY S
t is the current system frequency and PSY S

t is the total power output. We

make no assumptions for the system to function properly. Thus the system assumption

is always fulfilled:

φA =�
For simplicity, each property is given indexed by a moment in time in which it

should hold. The referenced time is always the interval given by the last operator.

Ideally, the desired system property could be expressed in a single guarantee:

G[0,∞]¬viotUG[t+30,t+930]pfa0.95
t

This formula holds in two cases. When no frequency violation ever occurs ¬viot
always holds. Once a violation occurs ¬viot no longer holds and pfa0.95

t must hold
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in the interval [t +39, t +930]. This second part means that 30s until 930s after the

violation the target power is put out with probability of at least 95%. The issue with

this formulation is, that existing solvers only support bounded time properties. This

can be alleviated by a workaround. If we separate out the violation detection system

and only start the frequency response mechanism once a violation is detected then

that system can always start at the fixed time t = 0 making it a bounded time property.

Thus our system guarantee becomes:

φG = ¬vio0UG[30,930]pfa0.95
t

We may then evaluate if this property holds for some system M, with regards to

its variables V , written as M |= (V,φA,φG).
To apply StSTL to open systems we face another challenge. There are no operators

to quantify over components. To reason about system guarantees in a changing

component space we have to extend the logic.

7.5.3 Component Aggregation Operators

To make contracts scale regardless of the number of components, we establish gen-

eralised relationships between their variables. Operators between a system and its

subcomponents are called vertical operators. Operators between components of the

same level are horizontal operators. All vertical and horizontal operators are of the

form OP(V SY S;V comp) and OP(V comp1 ;V comp2) respectively where V SY S and V comp are

lists of system and component level variables. The precise definition of the relation is

then given by the semantics of the operator.

In the following, we show the kind of operators we want to introduce to StSTL

based on the example system. Satisfaction of a contract is expanded to include the set

of operators O on the system: M |= (V.φA,φG,O)
For simplicity, we start with a single type of component. These are batteries,

characterised by a maximum capacity Ebat,i
max and maximum power output Pbat,i

max where

i is the index of the given battery. Additionally, we assume that providing FRR is

only a secondary use-case. Over the day, a battery is charged and discharged based

on the various system loads and energy generation. Stored energy in excess of their

main purpose is called flexibility f lexbat,i and may be used to provide FRR. The

load profile (i.e. the load on the battery over time) may be modelled as a stochastic

process subsuming the uncertainties of generation and consumption (becoming the

environment process in the final model).

Before trying to answer if these batteries can fulfil the system contract, we start

with a simpler necessary precondition: Is there enough excess flexibility at a given

point in time? We can write this as a chance constraint:

f lex[p]t = P{ f lexSY S
t ≥ Ptarget ·900} ≥ p

To evaluate this chance constraint we need to establish the relation between the

system level flexibility f lexSY S and the component level flexibilities f lexbat,i. Clearly,

f lexSY S is the sum of all f lexbat,i. We introduce the sum relationship as an operator:
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SUM([ f lexSY S]; [ f lexbat ])⇔ f lexSY S
t =

n

∑
i=0

f lexbat,i
t

The grid frequency is the same no matter what point it is measured on, thus we

can define:

EQ([ f SY S]; [ f bat ])⇔∀i ∈ [1,n] f SY S
t = f bat,i

t

Even when enough flexibility is present in the system, we still need to coordinate

which battery should provide how much power at a given time. In a swarm-based

solution, agents would communicate the desired system property (Ptarget) or some

indicator for it with each other directly or through their environment (e.g. with some

extra system variable). We assume that the aggregate power output is known and

shared between batteries:

SUM([PSY S]; [Pbat ])⇔ PSY S
t =

n

∑
i=0

Pbat,i
t

EQ([PSY S]; [Pbat
agg])⇔∀i ∈ [1,n]PSY S

t = Pbat,i
agg,t

We could have made information about the aggregate power decentralised by

only defining it as the battery level variable Pbat
agg and holding that equal between

components.

With this we can define a naive control strategy as the battery contract. Whenever

there is a frequency violation and the output power is lower/higher than the target

power and the battery has flexibility to spare it will output its maximum power for

a time step or reduce its output to zero, respectively. We can define the necessary

properties as:

hight = Pagg,t ≥ Ptarget +0.1

lowt = Pagg,t ≤ Ptarget −0.1

have flext = f lexbat
t ≥ Pbat

max

providingt = Pbat
t > 0

output zerot = Pbat
t ≤ 0

output maxt = Pbat
t ≥ Pbat

max

We encode the decrease (dec P) and increase (inc P) of the power output based

on the system frequency and use them to define the battery guarantee. Once again, we

make no assumptions (φA,bat ) in the contract and ensure that the guarantee (φG,bat ) is

a bounded time property by moving the violation detection to a separate system and

always starting the power output at time 0.

φA,bat =�
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dec P= hight ∧providingt → output zerot+1

inc P= lowt ∧have flex[0.95]
t → output maxt+1

φG,bat = ¬vio0UG[30,930]dec P∧inc P

This is obviously a bad control strategy but depending on the number and sizes of

batteries it can provide a solution to the system contract and thus is fit for investigation.

7.6 Next Steps

After defining operators to collect aggregated information on contracts and estab-

lishing an example system, the next step will be to integrate these operators into the

verification process. This includes answering how we can do contract refinement and

composition and finally verify systems like these. Similar to the original contract

verification process we need to compute the composite contract of the components

and show that it refines the system contract. The challenge is deriving the composite

of an unspecified and changing number of components.

In that process the example system should be changed to more closely resemble

the requirements of a real FRR provider. This includes scaling the power output to

the size of the frequency violation, allowing negative power output (i.e. loading a

battery) and defining a workable control strategy. Further operators will be included

as necessary.

Once this is complete further examples should be found and the verification results

must be tested against simulations and real world tests to critically examine if the

assumptions made hold in a productive environment.

7.7 Conclusion

In this paper we presented an extension to StSTL with operators that allow the

aggregation of information over a variable number of components. This is a step

towards the verification and synthesis of heterogeneous stochastic open systems.

The motivating use-case behind this are the demands of the changing energy grid

landscape to be more decentralised and allow smaller participants. This in turn invites

the use of decentral control structures, promising better scalability and making the

system self-adaptive and self-organising in the process.

Under the umbrella of Organic Computing, many concrete control solutions for

this type of system are proposed and investigated. The increase in complexity on

critical infrastructure must be mitigated by ensuring correct system behaviour. In

a lot of cases this is done through simulation-based validation and testing. These

give valuable insights but are prone to missing edge cases that may be caught by

verification.

While the main motivation for this work is from the energy domain, the developed

modelling and verification framework should not be domain specific. It could also



7 Verification of Open Stochastic Heterogeneous Systems 107

be used for heterogeneous robot swarms, scalable contracts for embedded systems

and others. Our aspiration is that a sufficiently general verification framework will

be applied to many OC systems, establishing them as both viable and trustworthy

solutions for complex problems.
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Abstract. Metaheuristics present useful tools to approximately solve complex optimisation

problems. They are applied when mathematical optimisers either cannot be used because

no exact definition of the problem is known or their application is too time-consuming. To

develop new metaheuristics, nature is often used as a source of inspiration. However, the

number of these nature-inspired approaches is growing and it is increasingly difficult to keep

an overview of novel ideas and to find the most suitable metaheuristic for the problem at

hand. Additionally, with increasing problem complexity, it is necessary to make metaheuristics

more efficient, for example by the parallelisation of expensive computational steps or by

the adaptation of exploration and exploitation behaviour of the metaheuristic. Analysing

metaheuristics with a focus on solving these problems requires an adequate framework for

testing and evaluation. In this paper, the necessities of such a framework are described: To

analyse functional components of metaheuristics with respect to their effects on optimisation,

each metaheuristic has to be modelled in terms of these components. This will also facilitate

the detection of novelty in metaheuristics, as components can be abstracted and compared, and

even the construction of new metaheuristics from these components. The evaluation of different

parallelisation strategies is another important feature the framework should provide. However,

most interesting, especially for the field of Organic Computing, is that a component-based

design of metaheuristics allows for adaptive changes of these components during runtime,

depending on exploration and exploitation requirements.

Keywords: Metaheuristics, Stochastic Optimisation, Nature-inspired Algorithms, Optimisa-

tion Frameworks.

8.1 Introduction

Complex optimisation tasks present reoccurring problems in real life as well as in

many research areas, including the field of Organic Computing (OC) [47]. Many of

these problems cannot be solved by exact mathematical optimisers (that terminate

after finding the optimal solution) in acceptable time. Thus, stochastic optimisation

techniques like heuristics and metaheuristics are needed to approximate solutions for

these complex optimisation tasks.



110 H. Stegherr

However, the No-Free-Lunch theorem states that no metaheuristic performs

equally well on all problems [50]. In order to develop enough different but effi-

cient metaheuristics, nature is often used as a source of inspiration. By 2017, there

were already almost 200 “different”1 nature-inspired metaheuristics [37] and by 2020

over 300 [30]. This makes it exceedingly difficult to keep an overview of their func-

tionality, their capabilities, and the problems they have been applied to. Furthermore,

unique characteristics and novelty in the approaches are hard to detect, especially

under consideration of the definition of the term metaheuristic by Sörensen and Glover

in 2013 [42]:

A metaheuristic is a high-level problem-independent algorithmic frame-

work that provides a set of guidelines or strategies to develop heuristic optim-

ization algorithms. The term is also used to refer to a problem-specific imple-

mentation of a heuristic optimization algorithm according to the guidelines

expressed in such a framework.

It is necessary to distinguish between novel metaheuristic algorithms and frameworks,

as new algorithms are much easier to design but are not as comprehensive as frame-

works when considering new insights and applicability [27]. Software frameworks for

the evaluation of metaheuristics often incorporate the metaheuristic frameworks and

their different algorithmic variations. In the following, we will use the term metaheur-

istic to imply metaheuristic frameworks, while framework is used in a software-related

sense.

Finding the most suitable metaheuristic for the problem at hand is a difficult task,

especially for black box problems with unknown and complex fitness landscapes,

which are common to OC systems. Furthermore, these problems possess many differ-

ent characteristics. They can be real-valued or integer problems, static or dynamic,

single- or multi-objective, and even distributed [31]. This makes the selection of an

appropriate metaheuristic an important task. OC systems often utilise metaheuristics

as part of the Multi-Level Observer/Controller framework, for example in the Organic
Traffic Control system [36] or the Organic Network Control system [46]. In terms of

self-adaptivity in OC systems, metaheuristics are utilised to provide optimal system

parameters at runtime [16] and to establish self-adaptation when the fitness landscape

of the system is highly dynamic [11]. Again, the most suitable metaheuristic for the

specific situation has to be found, together with an appropriate configuration for it.

To alleviate these difficulties, it is beneficial to ascertain the individual compon-

ents’ performance impact on specific optimisation problems. The basis for this is a

framework in which metaheuristics can be assembled by basic functional structures.

This framework has to be both conceptual and computational. The conceptual part

has to allow for analysing the functional components of metaheuristics that are rel-

evant for the search process. The computational part has to enable the construction

of metaheuristics from these components and evaluate their capabilities in terms of

search behaviour and performance. Thus, to distinguish novel approaches from estab-

lished metaheuristics, the components used in their construction can be compared. In

1 Sörensen questions the amount of novelty in many new metaheuristics and expects some

repetition of ideas disguised by the prevalent use of metaphor-specific vocabulary [44].
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addition, the impact of certain components can be investigated by their integration or

substitution in the metaheuristic when solving the same problem. However, this ap-

proach needs a detailed analysis of metaheuristics to identify these basic components.

After the analysis of the components, it is possible to utilise the information as a basis

for the development of adaptation strategies to select the best components depending

on the optimisation problem, or even during the optimisation process. Another im-

portant feature of the framework is the possibility of parallelisation. With growing

problem complexity, the runtime of metaheuristics is increasing. Thus, parallelisation

and distribution of the computation is a necessity. Additionally, it has to be possible to

provide different strategies for this task, as some parallelisation strategies can be more

efficient for certain metaheuristics or problems. A comparison of the capabilities of

these strategies for the included metaheuristics has to be available. Furthermore, the

framework will have to incorporate extensive capabilities for experiment design and

evaluation.

This paper presents the necessary capabilities that should be included in a frame-

work that allows for a detailed analysis of metaheuristics. It entails the adequate

comparison of metaheuristics according to standardised testing and evaluation pro-

cedures, the possibility of a component-based analysis and the assessment of the

efficiency of different parallelisation strategies. Section 8.2 provides an overview

of metaheuristic research on component-based analysis, parallelisation and testing

and evaluation of metaheuristics, including aspects of research that still need to be

addressed. Sections 8.2.2 and 8.2.3 elaborate on existing metaheuristic frameworks

and the necessity to develop yet another one. The concept for a component-based

framework is presented in Section 8.3. It provides information on the conceptual

considerations when analysing metaheuristics in terms of their components (Sec-

tion 8.3.1). Afterwards, the basic features the framework needs are presented, as

well as the specific additions which have to be made to provide the capabilities for

informative comparisons, component analysis and parallelisation (Section 8.3.2). Sec-

tion 8.4 provides information of further requirements of the framework and Section 8.5

summarises the findings.

8.2 Related Work

This section presents an overview on metaheuristic research and open areas related

to the comparison and evaluation of metaheuristics. Existing frameworks for testing

metaheuristics will be presented and their advantages and disadvantages will be

summarised. This will be utilised in deciding if a new framework is necessary or if an

existing framework is worth extending.

8.2.1 Metaheuristic Research

The first step towards constructing a component-based metaheuristic framework is

determining what can be considered as a component. A generic framework that

categorises components according to their general effects in the metaheuristic is
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presented by Bandaru and Deb [5]. They structure the main components of a meta-

heuristic algorithm into five groups: the selection plan, generation plan, replacement
plan, update plan, and termination plan. Each of those can contain one or more

specific operators. Krawiec et al. provide a set of metaheuristic design patterns which

provide an abstraction of metaheuristics and help to identify the functional compon-

ents [24]. More direct descriptions of possible components are also available. An

analysis of components relating to the intensification and diversification capabilities

of metaheuristics is presented by Blum and Roli [9]. In addition, Lones provides a

component-based classification, focusing on the search heuristics the metaheuristic

incorporates [26, 27].

The testing and evaluation of the performance of metaheuristics is extremely

important. Thus, the experimental design and the applied statistical methods have to

follow standardised procedures. A standard for the design of experiments is presented

by Hooker [18,19] and Barr et al. [6]. Further information with a more specialised view

on metaheuristics is provided by Birattari et al. [8] and Rardin and Uzsoy [38]. Garcı́a

et al. present statistical methods for the evaluation of metaheuristic performance [17].

These are complemented by Eftimov et al., who developed a more significant statistical

evaluation [15].

Detailed information on parallel metaheuristics is provided by Alba et al. [2, 4].

They present not only different strategies and examples, but also detailed information

on the evaluation of these parallel approaches [3].

In terms of more specific research on metaheuristics and performance comparis-

ons, some categories of metaheuristics have been analysed more extensively, resulting

in an increased publication of methods [30]. Bio-inspired metaheuristics, especially

evolutionary algorithms and swarm-based metaheuristics, are in the focus of com-

parisons and evaluations [1, 7, 41]. Next to those comparisons, which are mostly

done using benchmark problems, metaheuristics have also been utilised in complex

real-world applications, for example for data mining, scheduling, and image pro-

cessing [21]. Furthermore, there are some general analyses of intensification and

diversification (or exploitation and exploration) in metaheuristics [51, 52], with ad-

ditional, more detailed evaluations in established metaheuristics, for example in

swarm-based methods [22, 39] and evolutionary algorithms [12].

Though metaheuristics have been researched for years, there are still open ques-

tions and problems to be solved. For some of those, a component-based framework

as proposed in this paper and the theoretical considerations behind it provide an

appropriate approach. These include [13, 33, 43]:

• adequate and standardised testing protocols, including methodologies for com-

parisons and the selection of appropriate benchmark problems

• a coherent implementation without focusing on metaphor-related vocabulary and

with an accessible source code

• a focus on better understanding and improvement of existing methods, especially

in terms of intensification and diversification (or exploitation and exploration)

behaviour and parallelisation strategies
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8.2.2 Metaheuristic Frameworks

This section first provides information on commonly used frameworks for evaluating

metaheuristics. Their major features and the resulting advantages and disadvantages

are summarised in Table 8.1.

A comprehensive summary and a detailed comparison of some of these frame-

works was presented by Parejo et al. in 2011 [35]. Furthermore, they developed their

own object-oriented framework, FOM, for the development and implementation of

metaheuristics [34]. An important aspect of FOM is the separation of the problem from

the algorithms. This leads to a reusability of metaheuristic components in different

problems.

Another early but extensive framework is ParadisEO [10]. It extends the EO

library for evolutionary computation [23]. ParadisEO is focused on a parallel and

distributed design of metaheuristics and their hybridisation. Another important feature

is its flexibility concerning data representation and operators. An extension for multi-

objective optimisation was developed in 2010 [25].

HeuristicLab presents a versatile framework which is still under active develop-

ment [48,49]. The optimisation process is abstracted to provide a universal, extensible

and paradigm-independent optimisation environment, without focusing on any spe-

cific kind of optimisation algorithm or problem. Additionally, the reuse of algorithms

and problems is facilitated and adding new ones is straightforward.

ECJ started as an evolutionary computation library [29,40]. It provides advantages

in genetic programming, massive distributed computation and coevolution. The frame-

work was further extended into a toolkit, including many metaheuristics. However,

only evolutionary-based metaheuristics are integrated into ECJ.

The opt4j framework is a modular framework for solving complex optimisa-

tion tasks [28]. Problems are decomposed into heterogeneous subtasks that require

concurrent optimisation.

jMetal is a framework designed focusing on multi-objective optimisation [14].

It is based on an object-oriented architecture and aims at being easy to use, flex-

ible and extensible. jMetal was re-designed in 2015 and now makes use of design

patterns [32]. Furthermore, it provides parallel execution and live interaction with

running algorithms.

8.2.3 Is there a Need for a New Framework?

With several established and comprehensive frameworks, the question arises, if an-

other one is necessary. However, none of the existing frameworks directly fits the

requirements for a component-based analysis of metaheuristics and additionally

provides the means for extensive parallelisation studies. Furthermore, extensibility of

the framework has to be possible in terms of adding new metaheuristics, components,

parallelisation strategies, and optimisation problems. Especially for the application in

real-world OC systems, the framework must be able to include complex real-world

problems. Additionally, combining the included metaheuristics with rule-based learn-

ing systems common to OC has to be possible. All this depends on the framework’s

structure, but also on the quality of its documentation.
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Table 8.1. Comparison of commonly used metaheuristic frameworks.

Framework Language Specialisation Advantages Disadvantages

FOM

[34]

Java reusability architecture number of included me-

taheuristics,

not actively maintained

ParadisEO

[10, 25]

C++ parallelisation parallelisation options number of included me-

taheuristics,

years without develop-

ment

HeuristicLab

[48, 49]

C# reusability,

expandability

architecture,

GUI,

under active development

number of included me-

taheuristics,

only supports Windows

ECJ

[29, 40]

Java distributed compu-

tation

library style number of included me-

taheuristics

opt4j

[28]

Java problem decom-

position

GUI number of included me-

taheuristics,

not actively maintained

jMetal

[14, 32]

Java multi-objective specialisation on multi-

objective,

under active development

number of included me-

taheuristics

Each framework is specialised on performing one specific task but lacks sufficient

support for other approaches. While capabilities for parallelisation are given in many

frameworks, for example ParadisEO, ECJ, jMetal and HeuristicLab, a component-

based structure in the required design is not available, though HeuristicLab and

FOM are based on an at least similar idea. Implementing this component-based

design within an existing extensive framework is immensely complicated and time-

consuming. However, designing this kind of framework from scratch also is. Another

problem is the number of pre-implemented metaheuristics. All frameworks only

include established methods, at most about 20 different metaheuristics. Thus, adding

more metaheuristics will be necessary, but is again time-consuming and requires

detailed knowledge of the framework.

These problems complicate the extension of existing frameworks too much and

make a more directly suitable novel approach necessary. However, all frameworks

still need to be reviewed in detail as they incorporate many features that should and

will be reused. ParadisEO provides the most extensive parallelisation capabilities that

will also be included in the novel framework. HeuristicLab, FOM and jMetal have a

similar structure as required by the new framework, though they do not implement

the components exactly the way required. The GUI of HeuristicLab is another feature

that will inspire the new implementation, though it will be extended. To facilitate the

combination with rule-based learning, the implementation of the new framework as a

library similar to ECJ, but with the option of using it with a GUI, is intended.
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8.3 Concept of a Component-based Framework

The identification, evaluation and (adaptive) recombination of relevant metaheuristic

components is one of the primary goals the framework has to accomplish. Another

goal is the application and analysis of different parallelisation strategies. Thus, the

user has to be able to interact with the framework in the following ways:

• The user will be able to specify the metaheuristic that should be used, or the

components it should contain, and apply it on the problem at hand.

• To determine which components could be relevant to this problem, the user can

draw on the information from the previous component analyses.

• For evaluating or comparing different algorithms on benchmark optimisation

problems, the user can utilise the framework’s GUI.

• Furthermore, a specification of the desired parallelisation strategy is possible.

• When the metaheuristics should be applied in a larger existing system, its library-

like style will allow for their utilisation.

To this end, we first have to differentiate the conceptual considerations necessary

for the framework development from the computational aspects. The conceptual

framework is concerned with the analysis of metaheuristics in terms of their com-

ponents. The computational framework will enable comparisons and performance

evaluations of metaheuristics by utilising the established component structure.

8.3.1 Conceptual Framework

Before implementing metaheuristics in a component-based way, it is imperative to

define those components. Blum and Roli describe their I&D components as “any

algorithmic or functional component that has an intensification and/or diversification

effect on the search process” [9]. In addition, Lones identifies common metaheuristic

concepts and general approaches that provide mutual high level categories for the

components. Thus, we will use the term component for all general concepts inherent

to metaheuristics that can influence the search behaviour in any way.

Finding and describing all necessary components still requires a detailed ana-

lysis of all metaheuristics that should be included in the framework. For common

metaheuristics, there already are detailed descriptions including at least their basic

components [45]. Less known metaheuristics or new approaches, however, need to be

reviewed individually. Components found are matched against the intensification and

diversification components as described by Blum and Roli [9] and the heuristic search

components described by Lones [26, 27]. Metaheuristic design patterns can also help

to identify and describe these components [24]. Additionally, functional structures

not previously described as metaheuristic components have to be examined.

An exemplary (but presumable still incomplete) component analysis for the Ge-
netic Algorithm is shown in Figure 8.1. The main components identified so far are

Selection, Crossover, Mutation, Population Generation and Replacement. These

fit the definitions of Blum and Roli [9] and Lones [26, 27] as they all exhibit in-

fluences on intensification and/or diversification behaviour and can be categorised
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into common search structures. Additionally, each main component can occur in

implementation-specific manifestations. For example, a mutation is performed as a

Gaussian perturbation, an insertion, an inversion, or one of many other possible pro-

cedures. These specific options have to be chosen depending on the problem. However,

a self-adaptive component selection can lead to more efficient search behaviour.

GA

Selection

random

tournament

elitist

...

Crossover

uniform

n-point

...

Mutation

Gaussian per-
turbation

invertion

insertion

...

Population
Generation

random

diversity

heuristic

...

Replacement

generational

replace par-
ents

probabilistic

...

...

hill climbing

neighbourhood
search

multi-start

population-
based search

intermediate
search

Fig. 8.1. Example of components of the Genetic Algorithm and the higher level categories

(depicted in red) developed by Lones [26, 27]

8.3.2 Computational Framework

The computational part of the framework is based on the determined component

structure, therefore enabling a component-based implementation of metaheuristics.

Its general structure will be similar to the generic framework described by Bandaru

and Deb [5]. This allows for a consistent implementation of all metaheuristics. It also

facilitates the addition or exchange of components within one metaheuristic, but also

between different metaheuristics. The computational framework must furthermore
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provide the means for standardised testing and evaluation of metaheuristics, their

comparison and an analysis of their components’ behaviour. Parallelisation of all

included metaheuristics must also be possible, utilising different established strategies.

The following sections will provide more details on these specific requirements.

8.3.2.1 Prerequisites

There are some fundamental considerations required for the framework. These include

factors that have to be taken into account when implementing, testing and evaluating

metaheuristics.

Considerations regarding the implementation, testing and evaluation of meta-

heuristics all aim at providing meaningful results for the performed analyses. When

a (new) metaheuristic is claimed to perform better than another one, there are too

often major differences in the amount of adaptation and optimisation put into the

metaheuristics [44]. For example, comparing a metaheuristic with tuned parameters

against one with basic parameters derived from literature may influence the outcome

of the experiment, if the basic parameters are not optimal for the optimisation problem.

This kind of bias needs to be avoided. With the knowledge of components inherent to

metaheuristics and additional information, e.g., if a metaheuristic is population-based,

swarm-based, evolutionary, etc., it is possible to classify metaheuristics according to

relevant criteria. It facilitates choosing suitable metaheuristics, for example if it is

of interest to find the best population-based algorithm with certain components for a

specific problem class. Assume, for example, that two population-based metaheur-

istics are compared in terms of the best solution found on a specific problem. Both

metaheuristics utilise crossover as one of their components. However, the crossover

operator of one metaheuristic is uniform crossover, while in the other it is n-point

crossover. To ascertain equal chances for a good performance, one has to at least test

what happens if both utilise the same operator.

A difficulty for both, the component analysis and the classification, lies in the

algorithmic descriptions of most nature-inspired metaheuristics [44]. There is no

standardised notation and inspiration-related descriptions are commonly used. There-

fore, it is necessary to analyse these descriptions to detect if they relate to the same

concepts and components.

Of less importance, but also to be taken into consideration, are implementation

basics, for example the programming language and the documentation. The framework

will presumably be implemented in either Rust or Scala. Both programming languages

facilitate building and managing larger projects and both are suitable for parallelisation

approaches. The framework and its functionalities have to be well documented, as it

will be available open source and therefore should be adaptable and extensible by all

users.

8.3.2.2 Implementation of Metaheuristics

With the focus on finding metaheuristic components with a high effectiveness on

specific problems, the framework should include as many metaheuristics and, thus, as
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many components as possible. Established metaheuristics, e.g. the Genetic Algorithm,

Particle Swarm Optimisation, Simulated Annealing and Ant Colony Optimisation,

have to be integrated in a way that allows for fast and easy application. All metaheur-

istics will be based on reusable components. These components are presented in a

way that allows for exchanging components of the same type. This applies especially

for search components as described by Blum and Roli which are included in many

different metaheuristics [9].

Furthermore, some more basic aspects have to be considered. All metaheuristics

have to be adaptable to different problems, e.g., combinatorial problems and problems

with real-valued solutions. This also includes that if a new optimisation problem is

added, the metaheuristics have to be applicable to this problem as well. Additionally,

it has to be possible to add new metaheuristics, as combination of already included

components as well as new components. This process has to be as simple as possible.

8.3.2.3 Evaluation

Testing and evaluation have to follow standardised procedures. Thus, these procedures

will be included in the framework, from the design of experiments to the statistical

evaluation. Experimental setups have to be prepared to facilitate the tests. Suitable

statistical methods also have to be included. However, it has to be possible to add new

experimental designs and the corresponding statistics, either if standards change or

if the researcher has a specific but not previously anticipated goal in mind. Finally,

adequate measures for the presentation of the results have to be prepared. This includes

the format of the output, for example as detailed tables, all additional information on

the statistical evaluation and corresponding graphical plots of the data.

8.3.2.4 Comparison

The framework has to allow for all metaheuristics to be compared on a range of

problems. Several metaheuristics can be selected and the evaluation is based on

the appropriate statistical methods. Additionally, if metaheuristics have extensions

or adaptations, it has to be possible to select the respective version. The parameters

necessary for the experiments, the metaheuristic parameters as well as which statistical

methods to apply and how to format the output, are also of importance. The framework

has to present a set of standard parameters, but they have to be adaptable for the

respective application.

8.3.2.5 Component Analysis

The aim is the analysis of exceptional components and their effects on optimisation.

Especially the effects on intensification and diversification behaviour and the overall

distribution of solutions in the search space will be analysed. Furthermore, it is of

interest how they can be recombined to present new strategies applicable to specific

problems or problem classes. The framework has to provide the option of choosing
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metaheuristics for comparisons according to the components they contain. Addition-

ally, it has to be possible to exchange components in a metaheuristic and compare it

against the basic version. This might not be possible for every component in every

metaheuristic, but will lead to detailed knowledge of the components’ performance

on the respective problem. Another factor that has to be considered are dependencies

between components. These have to be analysed conceptually, but it must also be

possible to evaluate them in the computational framework.

8.3.2.6 Parallelisation

For metaheuristic parallelisation studies, two main aspects have to be considered.

One is the algorithmic step that should be parallelised. Commonly, this step is the

calculation of the function value of the current solution, as this is usually the most

time-consuming part. However, parallelisation is also possible at other stages. Fur-

thermore, the method for parallelisation has to be defined. It can, for example, be

actor-based or based on multi-threading. In addition, especially for population-based

metaheuristics, there are several designs for parallelisation, such as the master-slave

model or the multiple-population model [2]. The framework has to be able to par-

allelise the metaheuristics in different ways and compare the results for specific

problems.

8.4 Further Extensions

Further extensions are necessary to make the computational framework generally

applicable to the analysis of metaheuristics and for finding the best metaheuristic

for a given problem. One of those is the optimisation of hyperparameters. As the

performance of a metaheuristic strongly depends on its parameter settings, methods for

optimising these parameters have to be available in the framework. These will include

the most common tuning approaches [20], but the framework has to enable adding

new or individual methods. Furthermore, basic parameter settings from literature have

to be available if a comparison with these results is required or only preliminary tests

are performed.

Another extension for the framework is the inclusion of multi-objective optim-

isation problems. This is especially important when utilising the framework to solve

complex real-world problems which are common to the field of OC. The frame-

work has to provide implementations of the metaheuristics capable of multi-objective

optimisation or facilitate the adaptation of the algorithms.

To enhance the applicability of the framework to problems from the field of

OC, but also to make use of some of the basic OC principles, the self-adaptive

selection of metaheuristic components will be considered as a major feature of the

framework. First, however, the intensification and diversification capabilities of the

components have to be evaluated. Furthermore, an analysis of their influence on the

distribution of the solutions in the search space is required, especially for population-

based metaheuristics. The results of both studies are problem-dependent and require
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generalisation, for example by analysing the behaviour over many different problems.

With this information as a knowledge-base, it is possible to derive adaptation strategies

for the usage of components in different situations of the search process. These

strategies consist of rules that will be predefined (or even learned) and allow for the

self-adaptation of the component composition during the search. Adaptation strategies

can also benefit from research on hyperheuristics. Hyperheuristics select the best

heuristic for an optimisation problem, while the component adaptation would select

the best combination of components within a metaheuristic. However, with a general

framework implementing the metaheuristics, it is possible to even adapt components

during the optimisation process.

8.5 Conclusion

There are still many open questions in metaheuristic research. However, there are too

many new nature-inspired metaheuristics to keep an overview of their potential and

novel ideas. The analysis of metaheuristics needs to be extended but also facilitated to

cope with these and still not miss any important development. To this end, metaheur-

istic frameworks provide help. They include different algorithmic approaches and the

adequate statistical tools for their evaluation. It is also essential that metaheuristics

which are compared are implemented in the same language and evaluated on the

same system. General metaheuristic frameworks facilitate this and standardise the

procedure.

However, the existing frameworks are not directly applicable to every task. They

are hard to extend as they either have been developed over years or have long gaps

between maintenance times and additions. Furthermore, they are complicated to

understand due to their documentation missing important details. Thus, a new concept

for a framework for the analysis of metaheuristics was created. This framework

is focused on evaluating the influence of metaheuristic components on the overall

search behaviour, especially on intensification and diversification. Furthermore, it

aims at facilitating the improvement of metaheuristic performance by enabling their

parallelisation and self-adaptive selection of components necessary for the given

search situation. To this end, the framework includes conceptual considerations,

especially in terms of defining and finding the components of a metaheuristic, and

computational capabilities to be able to conduct large-scale studies on metaheuristics.

The next steps to realise the proposed framework will include more detailed

analyses of metaheuristics in order to determine their components and the implement-

ation of a basic set of metaheuristics. Furthermore, a number of common benchmark

problems will be included and the necessary evaluation procedures will be established.

Additional optimisation problems and metaheuristics will then be added regularly.

Once a suitable scheme for these approaches has been found, the framework will

be extended to enable parallelisation, hyperparameter tuning and multi-objective

optimisation, as well as first component adaptation approaches.
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Abstract. The control and management of urban road networks can be challenging due

to overall rising traffic volumes, fluctuating demands within the network and unforeseen

disturbances caused by traffic incidents. This all can lead to congestion problems, which might

be difficult to be managed by centralised approaches that only react to the traffic without

assessing the underlying incidents. This PhD project engages in the development of the resilient

management system InTURN. It will define possible traffic incidents and their varying effects.

The detection and cooperative validation of these incidents will be used to offer suitable

network-wide traffic light signalisation and route recommendations. An explicit goal is the

development of a working system within the context of simulated traffic networks and demands.

Keywords: Organic Computing, Traffic Management, OTC, InTURN, Traffic Incident Detec-

tion

9.1 Introduction

Present road traffic is increasing due to an unbroken demand for public and individual

mobility, which can lead to serious congestion problems in urban traffic. Massive

traffic volumes put high demands on management systems due to time-dependent

changes. This is intensified by traffic disturbances with varying characteristics (dur-

ation, location, severity, . . . ) and the individual driver behaviour. Established ap-

proaches are often limited to reacting only to observed traffic without detecting and

assessing underlying incidents.

The project Incident-aware Resilient Traffic Management for Urban Road Net-
works – in short InTURN – aims for the development of a self-adaptive and self-

organising system (SASO). Such SASO systems tackle the complexity of controlling

by distributing the decisions making process among autonomous agents, which in turn

cooperate with each other: Goals can be reached in a large system without centralised

ruling. As traffic management deals with such a distributed system (see Section 9.2),

the incident detection and classification of InTURN is constantly adjusted by an

autonomous learning mechanism and supported by cooperative validation of incidents.
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This inherently allows for the detection of faulty traffic sensors as well. The starting

point for this development is the preliminary work of an integrated management

approach:

The Organic Traffic Control (OTC) [7] offers management of traffic light signal-

isation, route guidance and the formation of progressive signal systems (PSS), which

are also called “synchronised traffic lights” or “green waves”. They are the result of

coordinating signal phases between neighbouring intersections along roads with high

traffic demand. The goal is to reduce the mean waiting times and to minimise stops

when traversing the network. A distributed approach, called Decentralised Progressive

Signal Systems (DPSS) [11] is used in OTC.

The main contribution of this PhD project towards the envisioned InTURN system

is the constant assessment of traffic incidents and the utilisation of resulting insights

on multiple levels, ranging from alterations of individual traffic lights to network-

wide traffic guidance. For this, novel approaches will be developed, evaluated and

combined. That leads to resilient traffic management, and by incorporating the incident

assessment the following abilities of the OTC are extended: Self-organised traffic

signalisation, provision of progressive signal systems and dynamic route guidance

(see also Section 9.2.4).

The remainder of this paper is organised as follows: The next section presents the

basic aspects of urban traffic model as used within the bounds of InTURN, together

preliminary work of OTC as basis for the development. Section 3 then solely focuses

on incidents as an aspect of the model. This is followed by a depiction of the research

objectives and resulting challenges in Section 9.4. The actual development tasks and

their respective methods are described in Section 9.5. The final Section 9.6 then

summarises the scope of envisioned InTURN system.

9.2 Urban Roads Model and Preliminary Work

Traffic control and management in the context of urban road networks is challenging as

unforeseeable events and dynamic problems have to be handled. In order to formulate

these challenges and associated tasks within the scope of this PhD project, the domain

model (urban road networks and traffic demand) is presented below, followed by

preliminary work based on it. As incidents are fundamental to the InTURN project,

the incident model is described in more detail in Section 9.3.

9.2.1 Road Networks

The first aspect of the domain model are urban road networks itself. In addition to

the base idea of intersections connecting sections, each intersection is equipped with

industry-standard traffic light controllers (TLC) for each incoming section. They

follow a phase-based signalisation schedule as depicted in Figure 9.1.

The incoming and outgoing sections of a intersection are equipped with detect-

ors, that are able to count vehicles. A real-life equivalent could be induction loops.

Junctions differ from intersection: Here, a road does not intersect or “cross” another
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(a) signals for turns
“horizontal to left”

(b) complementary
signals to (a)

(c) signals for turns
“vertical to left”

(d) complementary
signals to (c)

Fig. 9.1. For a signalisation schedule the traffic signals are combined. In case of this exemplary

four-armed intersection it could result in the four signal groups (a) to (b), each with non-

blocking signals. The groups are combined into a signal plan where the individual phase times

add up to the total cycle time. Generally, neighbouring controllers with the same cycle time can

be synchronised.

one but merely merges with it. Junctions are not equipped with traffic lights or de-

tectors and are therefore not under control. The traffic lights of an intersection are

managed by an OTC controller (see Section 9.2.4) and its detectors form the sensor
horizon. The controller is aware of its immediate neighbourhood. In addition to the

traffic lights, all incoming roads are provided with variable message signs (VMS).

These represent real-life LED displays, which are mounted across roads and can be

programmed arbitrarily to relay route recommendations or other information to the

drivers. The connecting road sections are comprised of one or more lanes with fixed

driving directions and speed limits. Only cars and bigger vehicles are considered, and

only suitable roads are modelled. Bike lanes or public footpaths are not taken into ac-

count. Figure 9.2 shows examples of two types of road networks under consideration:

Manhattan-style and more complex networks.

9.2.2 Traffic Demands

The traffic demand forms the second aspect of the model. Using an Origin-Destination

matrix is a common approach. Such an O/D-Matrix defines how many vehicles/hour
traverse from every origin to every destination, without specifying the actual routes

trough the road network. Instead, the path for each vehicle is chosen by a simulator

while heeding a simple directive, e.g., minimising the travelling time. For example, in

network of Figure 9.2 the centroids A to L would each act as origin and destination.

The matrix may change during the simulation to represent changes in demand, for

instance, due to rush hour. Several traffic demands with and without such changes

will be modelled, to act as basis or “ground truth” for investing various incident types

described in Section 9.3.

9.2.3 Simulation

Within the scope of InTURN, the road networks, traffic demands and incidents are

modelled using a commercial traffic simulation software: Aimsun Next 20 [1]. The road
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(a) 3x3 Manhattan grid, containing nine
equidistant intersections

(b) HDI stadium in Hanover

Fig. 9.2. Different types of networks under consideration. Regular, fully connected Manhattan

networks are used for the initial development, followed by more complex, real-world models.

Generally, sections at the edge are connected to centroids, which describe the incoming and

outgoing traffic.

networks are designed using the GUI. Then traffic demand and incidents, combined

as experiments, are simulated by the software. During these simulations, the extensive

software API allows for the observation of runtime variables (e.g., detector readings)

and control of components (like alterations of TLCs or lane closures). Before resp.

after each simulation this is done by a separate management software that interprets

this runtime information to determine appropriate alterations of, for example, signal

phases or variable message signs.

9.2.4 Organic Traffic Control

A system developed according the principles of Organic Computing [4] consists of a

productive part and a control mechanism based on a observer/controller architecture.

It adapts dynamically to the environment it interacts with and exhibits desirable

so-called self*-properties: It can be self-organising, self-configuring, self-optimising,

self-healing and self-protecting.

The simulated TLCs in this context have fixed signal plans, but although they

therefore work autonomously, they do not dynamically adapt to changing traffic condi-

tions. To make the traffic management system aware of impaired road conditions due

to incidents, the InTURN system automatically identifies and classifies these incidents.

It expands the Organic Traffic Control (OTC), which based on the observer/controller
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paradigm above. Each intersection controller is equipped with one adaptation module.

The OTC system distinguishes between three interconnected goals:

• Alter TLC settings to accommodate for the current traffic situation and improve

this adaptation strategy over time based on reinforcement learning [9].

• Establish progressive signal systems in a self-organised manner using the

DPSS [10, 11]: In a synchronised, three-phase process the partners for a green

wave are determined. This requires explicit negotiation of partnerships and may

utilise additional centralised knowledge.

• Provide drivers through variable message signs with route recommendations that

take the current state of the traffic network into account [8].

Figure 9.3 outlines the multilevel design of the OTC system: The simulated traffic

light controller constitutes the System under Observation and Control (SuOC) accord-

ing to Organic Computing. The layer 1 on top of this contains a observer/controller

component that monitors the current traffic condition and reconfigures the TLC

settings. The appropriate parameter set is chosen using a modified Learning Clas-

sifier System (LCS), which is a rule-based reinforcement learning system. Layer 2

then provides an optimisation of the TLC parameters. This is done offline, using an

Evolutionary Algorithm (EA) and running a second traffic simulator instance.

Fig. 9.3. Overview of the multilevel OTC architecture, based on [11]. It consists of the SuOC

as well as the online control component at layer 1 and the offline optimisation at layer 2.

One task of the development towards InTURN is an initial migration based on a

modified software architecture. On the one hand this compensates for changes of the

simulation API. On the other hand it facilitates extended preprocessing necessary for

the incident detection and classification.
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9.3 Incidents

The model for urban road traffic as outlined in Section 9.2 has to include incidents.

Apart from their mere detection, the classification plays an important role for InTURN

as well. For instance, the road guidance in response to an incident might vary according

to its type. First, only cars, heavy load traffic and public transport are taken into

account as possible vehicles within network. Pedestrians, bikes or crossing trains are

neglected as the focus is on road traffic. Table 9.1 describes types and subtypes of

incidents under consideration, together with potential follow-up incidents.

Table 9.1. Traffic incidents under consideration in the context of InTURN. Some can be divided

into subtypes with varying characteristics. The listed potential follow-up events might prove

valuable for validation of the original events.

type subtype descriptive example possible effects
light broken down vehicle slow vehicles, blocked lane

accident severe collision slow/rescue vehicles, blocked lanes

critical severe accident heavy/rescue vehicles, full block

gauge smaller lanes due speed reduction

reduction due to road works or blocked road

slow single “Sunday driver”

vehicles multiple gawker or convoy

heavy duty heavy duty trucks escorting traffic

blocked single lane road works

road partial spilled cargo slow vehicles

full various causes

escorting police cars (with slow

traffic warning lights) vehicles

blocked partial broken down car blocked road for incoming

junction full accident and outgoing sections

speed single lane planned and maybe slow vehicles

reduction partial announced speed (compared with

full reduction other sections)

rescue ambulance, possibly accidents and

vehicles ignoring red lights slow vehicles

loading / small unloading/loading, one gauge reduction

unloading large or multiple lanes blocked and slow vehicles

stopping bus stopping without slow

bus a dedicated lane vehicles

road single lane temporary

works partial or ongoing slow vehicles

full road works

road weather frost or heavy rain accidents and

condition pollution spilled cargo slow vehicles
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With respect to these incidents several features can be defined. These are the

basis for the design of a sufficient training and test set, which is necessary for the

incident-oriented and collaborative incident detection outlined in Sections 9.5.1 and

9.5.2. Part of this design is specifying the details of these features. Also, it has to be

assessed if the variance within the features is significant for all types: Maybe some

incidents, like “road works” and “blocked roads”, can be combined. The selected

features can be divided into 3 groups: spacial, temporal and attribute features.

9.3.1 Spatial Features

These incident features specify spatial aspects with regard to the road networks

modelled in 9.2.1. The Table 9.2 lists how these features map to the incidents under

consideration.

Locality describes what area of the network is potentially affected. This only involves

the type – sections and intersection – independent of the actual network topology or

traffic demand:

intersection: intersection (fully or partly affected)

section: single point within a section

partial section: longer stretch of a section

whole section: whole length of a section

anywhere: anywhere in the network

Location in contrast describes certain places within a particular network where this

incident can happen:

restricted: only possible in parts of the network

fixed: at known locations (e.g., loading ramps)

anywhere: anywhere in the network

Breadth of an incident in a section is expressed as number of affected lanes:

single: only one line

multi: multiple, but not all lanes

full: all lanes

Movability of the incident within the road network:

stationary: no movement at all

section: movement within a section only

across intersection: from one section to another

partial network: within part(s) of the network

anywhere: unrestricted movement
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Table 9.2. Spatial features of the incidents outlined in Table 9.1.

Spatial Features
type subtype locality location breadth movability

light single

accident severe anywhere anywhere multi stationary

critical full

gauge partial section anywhere single stationary

reduction or multi

slow single

vehicles multiple anywhere anywhere single anywhere

heavy duty restricted

blocked single lane partial single

road partial or whole anywhere multi stationary

full section full

escorting anywhere anywhere single anywhere

traffic or multi

blocked partial intersection anywhere full stationary

junction full

speed single lane partial single

reduction partial or whole anywhere multi stationary

full section full

rescue anywhere anywhere single anywhere

vehicles or multi anywhere

loading / small section anywhere single stationary

unloading large partial section restricted multi

stopping anywhere fixed single stationary

bus

road single lane partial single

works partial or whole anywhere multi stationary

full section full

road weather anywhere anywhere any stationary

condition pollution

9.3.2 Temporal Features

The second import class of features deals with the temporal aspects. This is a coarse

classification, as especially the duration is dependent on the simulation (time) in

question and varying distributions might be necessary. Table 9.3 outlines the temporal

features of the relevant incidents.

Duration of the incident within the simulation time:

quick: less than a minute or the TLC cycle time

medium: minutes to maybe half an hour

long: hours to days

permanent: during the whole simulation
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Regularity of the times an incident occurs:

periodic: hourly, daily, weekly, . . .

special: follows time tables (e.g., public transport)

random: uniquely or irregular

Time when the incident (usually) occurs:

daytime, nighttime: night or day

mornings, afternoon, evenings: time periods of the day (e.g., rush hour)

fixed: fixed time or time period

anytime: no restriction

9.3.3 Attribute Features

The following features go beyond the spatial and temporal aspect. They could po-

tentially be taken into account for the dynamic road guidance. Table 9.3 gives more

details regarding the considered incidents.

Predictability denotes whether the time of the incident occurrence is known or can

be reasonably predicted:

full: point in time is known, e.g., panned road work

partly: known/assumed probability or “on short notice”

none: unpredictable

Subject involved in the incident:

one: single vehicle

multiple: two or more vehicles, maybe of varying type

road: e.g., in case of road pollution

9.4 Research Objectives

The general concept of the InTURN system is illustrated in Figure 9.4 and helps to

formulate related research questions: Each intersection in an urban traffic network

is under the control of a component following the Observer/Controller architecture.

These components can alter a TLC based on traffic incidents detected by the observer.

Components of neighbouring intersections can communicate along the road segments

to validate these detections and establish progressive signal systems and/or issue

dynamic route guidance (DRG).

Based on this outline of InTURN, overall objectives can be identified:

1. Automated detection of short-term and long-term traffic incidents at the level of

individual road segments by supervising intersection controllers that constantly

improve the detection performance.
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Table 9.3. Temporal and attribute features of the incidents outlined in Table 9.1.

Temporal Features Attribute Features
type subtype duration regularity daytime predictability subject

light medium one

accident severe long random any none or

critical persistent multiple

gauge persistent any or any partly road

reduction special

slow single one

vehicles multiple medium random any none or

heavy duty multiple

blocked single lane any

road partial long or any partly road

full special

escorting medium any any partly multiple

traffic or none

blocked partial long any any partly road

junction full

speed single lane long

reduction partial to any any partly road

full persistent

rescue medium random any none one or

vehicles multiple

loading / small quick to any daytime partly or one or

unloading large medium none multiple

stopping quick special any yes one

bus

road single lane long

works partial to special any full road

full persistent

road weather medium random any partly roads

condition pollution to long daytime none road

2. Cooperation of controllers to identify, validate and evaluate traffic incidents

beyond the constraint of single road segments.

3. Resilient traffic management through novel, incident-based approaches for self-

adaptive and self-organising traffic control.

These objectives correspond to several research challenges for which appropriate

techniques have to be developed:
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Fig. 9.4. Illustration of the self-adaptive InTURN system. Traffic network intersections are

controlled by components, which observe and detect traffic resp. traffic incidents. They control

– optionally using cooperation – the TLC and issue route recommendations for drivers.

9.4.0.1 Intersection-oriented incident detection

For the initial detection and classification of traffic incidents a time series analysis of

the sensor data will be conducted. Different approaches and their combinations have

to be evaluated for an autonomous and reliable classification. The detection scope is

defined by the sensor horizon of an intersection.

9.4.0.2 Collaborative incident detection and validation

As drivers traverse the network, neighbouring intersection controllers provide inter-

dependent traffic observations. These can be employed to validate and improve the

incident detection by correlating expected arrival times according to the known traffic

demand.

9.4.0.3 Incident-aware traffic management

Guidance mechanisms have to be developed that consider and communicate the

detected incidents in their route recommendations. They could also be used for an

autonomous notification of rescue services or for an automatic alteration of speed

limits.

9.4.0.4 Capacity-aware traffic management

Route guidance that is solely based on intersection-oriented decision making cannot

necessarily accommodate for network-wide traffic streams. Therefore, a region-wide

regulation that considers available traffic capacities is required.
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9.4.0.5 Evaluation

Finally, a running implementation of the InTURN system is necessary to assess the

assumptions made and the final performance using metrics like travel times, numbers

of stops, emissions and correctness of incident classifications.

9.5 Research Tasks and Methods

In order to address the research challenges above, several aspects have to be investig-

ated. They partly build upon each other and are outlined below.

9.5.1 Intersection-oriented Incident Detection

The starting point for the initial detection within the responsibility of an intersection

controller are lane-based techniques. One example already implemented in OTC is

the California algorithm family [5, 6]. However, this is more geared towards highway

traffic. These techniques usually rely on thresholds to determine conspicuous traffic

conditions between adjacent detectors. Such boundaries are learnt using simulated

test data.

Furthermore, novel detection methods based on time series analysis (for instance,

clustering) evaluate the normal road usage regarding vehicles/hour. For the clas-

sification of incident types similarity measures are devised to cluster incidents of

similar behaviour and derive prototypes for each. Those are then used to predict the

impact on the road segment. The classification is improved during runtime through

reinforcement learning, using a-posteriori feedback of incident reports. This is based

on the preliminary work of the OTC system with variants of Wilson’s Extended

Classifier System (XCS) [12], which can be improved by employing other classifiers

in an ensemble approach [3].

9.5.2 Collaborative Incident Detection and Validation

To further decrease the false alarm rate (detector readings wrongly classified as

incidents) and to detect faulty sensors, the existing information exchange protocols

of OTC (as used for establishing a PSS) needs modification: Controllers get (“pull”)

information from neighbours on traffic running over shared roads and the respective

TLC. This facilitates a collaborative validation of stream-based incident classifications

and also a collaborative self-assessment of detector plausibility through sensor data

comparison. Similar to the previous section, a reinforced reliability estimation of

neighbouring intersection controllers – again based on an XCS – is applied for

situations independent of traffic incidents.



9 InTURN 137

9.5.3 Incident-aware Traffic Management

The OTC system provides a control loop on top of each parametrisable TLC for an

intersection. This follows the Observer/Controller design pattern. The goal here is

to find methods to employ incident information within OTC for incident-responsive

self-adaptation of intersection controllers, PSS and route guidance.

9.5.4 Capacity-aware Traffic Management

The local strategies for altering the signalisation can have network-wide effects. For

example, independent changes to favour some traffic flows can lead to congestion

problems, when these flows merge “down the road”. To accommodate this, a hierarch-

ical component is introduced to assess the impact of such decisions on the capacity

utilisation. It is focused on the traffic demand and uses a simulation-based approach,

which employs a parameterisable topology model in Aimsun Next [2]. The goal here

is twofold: To what extent are the route recommendation accepted by the drivers?

And how is the traffic capacity utilised?

9.5.5 Evaluation

As an extension to the assessment of individual tasks presented so far, in-depth

evaluation and analysis of the implemented InTURN system is conducted. This

includes a comparison with other state-of-the-art solutions, if available. Based on

OTC and the underlying traffic simulations in Aimsun Next, the system performance is

assessed using existing, annotated real-world models as in Figure 9.2a (from Hanover

and Hamburg, Germany with about 10 – 15 intersections each) as well as newly

developed models with up to 100 intersections.

9.6 Summary

At the time of writing, the software migration mentioned in Section 9.3 and the

concept of the incident model in Section 9.3 has been addressed.

The further goal of this PhD project is a self-adaptive and self-organising system

of intersection controllers that can reliably detect and classify traffic incidents of

neighbouring sections. Furthermore, they are capable of cooperation to validate

those incidents and improve the performance employing reinforcement learning: The

traffic controller can quickly and appropriately alter signalisation and issue route

recommendations comprising the traffic disturbances. It can also accommodate for

capacity shortages using an additional hierarchical component to reduce congestion

effects network-wide. This all can be demonstrated in the context of a traffic simulator

with artificial urban road networks and some real-world examples.
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Abstract. In the era of digitalisation, more and more systems are being monitored automatic-

ally, resulting in huge amounts of data. Yet, most data is currently stored in databases but never

analysed further. However, these enormous data sets have the potential to form a basis for many

highly practical applications. One of these scenarios is the prediction of critical conditions. The

best known discipline in this area is failure prediction, which is the most important step towards

predictive maintenance technologies in Industry 4.0. This paper presents the vision of a system

model tailored for automatic application to monitoring data for predicting failures and other

critical conditions. The system model builds upon the design concept of self-aware computing

systems and integrates a meta analysis component for method recommendation. At that time,

first experiments have already been carried out and their results show a promising performance.

Keywords: Machine Learning, Failure Prediction, Time Series Forecasting, Method Recom-

mendation, Self-Aware Computing Systems

10.1 Introduction

The handling of changes and critical states is one of the most important tasks for

autonomous computing systems [32]. Therefore, such systems implement mechanisms

that analyse incoming monitoring data of the system and its environment. Typically,

models, thresholds, and utility functions are used to characterise the current state of

the system [19]. However, due to digitalisation and increased computing power, these

systems can nowadays collect much more information and store it for future analysis.

Thus, more advanced data-driven models can be applied to enable the integration of

proactive adaptations [19, 32]. The advantage of such proactive systems over typical

reactive adaptation-based systems is that the delays in the adaptation process can be

eliminated. In addition, in case of critical failures, reactive identification of the current

system state is pointless, whereas a proactive system could have predicted this event

in advance.

To make a reactive system proactive, the system must have estimates of future

states. In most cases, however, a priori modelling of the situations in which a system

might reside at runtime is not possible. Consider hard disk drives, for instance. In
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the past, a lot of work was put into selecting and collecting meaningful parameters

to estimate the current state of health of such hard disk drives [27].Based on these

parameters, experts have derived thresholds indicating whether a hard disk drive is still

operating normally or not. Using this expert knowledge at design time, as currently

implemented in most hard disk drives, only results in a system that detects current

anomalies. However, a more sophisticated system would not only signal current

malfunctions, but would also indicate an impending failure in advance. Therefore, the

mere integration of expert knowledge at design time is not sufficient for such proactive

autonomous computing systems. Thus, prediction methods must be integrated into the

system. However, simply adding machine learning predictors is not enough. Instead,

the system must perform more extensive data analysis and several challenges must be

overcome. First, the target must be clearly defined. Based on the target, meaningful

labels for the prediction methods must then be created, on which the quality of the

overall prediction depends heavily. Normally, monitoring applications are not error-

free, resulting in gaps in the recordings. However, most prediction methods cannot

handle missing values, so these gaps must be reconstructed. Next, the system must

preprocess the raw data to generate reasonable features. Of these features, only the

most relevant can be selected to reduce the time required for model learning and

to avoid distortion of the model. Another crucial task is the selection of a suitable

prediction method and the optimisation of its hyperparameters. Finally, the system

has to update the initial, offline learned model during runtime to adapt to changes in

the system and the environment. For this purpose, different strategies can be applied

to achieve a trade-off between computing time, required computational resources, and

model accuracy.

In this paper, we present the vision of a meta self-aware system model for the pre-

diction of critical states, which addresses all the challenges introduced in the previous

paragraph. Regarding the system architecture, we have chosen self-aware computing

systems because the design of the explicit learning and reasoning components fits very

well with our system model. Nevertheless, the system model can also be transferred

to other system architectures, such as autonomous and organic computing systems

(cf. Section 10.7).

The remainder of this paper is structured as follows. Section 10.2 contains back-

ground information and a nomenclature of the terms used in this paper. Then, we

present the research questions posed in this PhD project in Section 10.3. In Sec-

tion 10.4, we briefly describe the idea of self-aware computing and propose our

vision of a meta self-aware system model for predicting critical states, followed by a

summary of possible use cases and preliminary results in Section 10.5. Section 10.6

summarises existing related work, while the relation of this work to organic computing

is described in Section 10.7. Finally, we conclude the paper in Section 10.8.

10.2 Critical State Prediction

This section provides relevant background information for the prediction of critical

conditions that are required for the understanding of this paper. In particular, critical
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states can be divided into two types: (I) specific events, such as failures, and (II) critical

conditions, which are determined by their behaviour during a time period. Moreover,

various common prediction methods are presented.

10.2.1 Failures as Events

The first and most intuitive representation of a critical state is a concrete event. Here,

we define such a critical event as follows:

“A critical event is an incident that occurs only at low frequency and its
occurrence causes malfunctions of the observed environment.”

Thus, the most common critical event is a failure. However, we do not only consider

typical failures in a technological sense, such as outtakes of machines, but also

failures in a biological sense. In terms of biology, failures can for instance be found

in medicine (e.g., arrhythmia, apoplectic stroke, cardiac infarction) or nature (e.g.,

extinction of a certain colony or an entire species).

10.2.2 Critical Conditions

The second category of critical states are time spans that show a significantly different

behaviour compared to the expected behaviour. Therefore, we define them as follows:

“A critical condition is a future trend that deviates from normal behaviour
and therefore implies faults.”

That is, there is no specific point in time that can be considered the critical event.

Rather, the entire development must be regarded as critical. Therefore, the future

must be predicted, followed by some kind of anomaly detection, which classifies a

whole period of time as critical or non-critical. However, this type of critical state

is more difficult to predict because both the prediction of the future trend and the

classification must operate properly. If the future trend prediction does not provide

accurate estimates, the results of the anomaly detection can be arbitrary. An example

of such a critical condition would be the anomalous weight development of a bee

colony over one year. Here, for instance, the first months could be analysed to predict

the remaining development until the end of the year and then classify whether the

result is anomalous or not.

10.2.3 Prediction Methods

This section introduces common prediction methods covering a broad range from

simple univariate time series forecasting methods to highly complex deep learning

models.

10.2.3.1 Time Series Forecasting

The research field of forecasting mainly focuses on univariate, equidistant time series.

A univariate, equidistant time series ts with length n is an ordered set of n observations



142 M. Züfle

o, where each observation oi is mapped to a unique point in time ti and the temporal

difference between the observations Δt is of equal length. On the basis of such time

series, common forecasting methods examine the historical data to generate a predic-

tion (typically referred to as a forecast for forecasting methods) for the future. These

methods can be either one-step-ahead—i.e., they forecast only one observation—or

multi-step-ahead, i.e., they forecast an arbitrary number of observations. Common

forecasting methods comprise Autoregressive Integrate Moving Average Model (AR-

IMA) [4], Exponential Smoothing State Space Model (ETS) [13], Trigonometric,

Box-Cox Transformation, ARMA Errors, Trend and Seasonality Model (TBATS) [8],

and Generalized Autoregressive Conditional Heteroscedastic Model (GARCH) [3].

However, according to the “No-Free-Lunch” theorem [33], no method performs best

on all data. Therefore, current research in the field of time series forecasting mainly

focuses on hybrid methods that combine existing individual methods in an intelligent

way to overcome the disadvantages of one method with the advantages of another

method.

10.2.3.2 Machine Learning Methods

In contrast to time series forecasting, machine learning methods require features

to learn a relationship between the desired outcome (i.e., target or label) and the

features. Thus, machine learning models do not directly learn the time dependence

between successive observations. Therefore, out-of-sample prediction is not directly

possible. To solve this problem, the features can, on the one hand, be forecast using

the techniques presented in the section above. Then, these forecasts of the features can

be passed to the machine learning methods to predict future observations. In a similar

way, the original observations can be lagged and passed as features to the machine

learning algorithm. However, when using this technique, only a limited number of

predictions can be made, i.e., only as many as the minimum of the applied lags. On

the other hand, the labels can be created in such a way that they inherently contain

the time component. To come back to failure prediction, the target can be represented

as time to failure instead of binary (i.e., failure is present or not). Typical machine

learning methods are linear and logistic regression, decision trees, Naive Bayes [24],

Support Vector Machine [7], Random Forest [5], and gradient boosting algorithms,

such as eXtreme Gradient Boosting (XGBoost) [6].

10.2.3.3 Deep Learning Methods

Similar to the machine learning methods, the deep learning models also require

features. However, deep learning models require many more training samples to learn

the relationship between the features and the label. In return, these methods can

learn more complex relationships and require less feature engineering. Deep learning

methods consist of the family of neural networks, especially those with a large number

of nodes and multiple layers. The challenge in using deep learning methods is to find

a suitable network architecture and hyperparameter setting. There are many different

types of neural networks, such as feed-forward neural networks, convolutional neural



10 Towards a Self-Aware Prediction of Critical States 143

networks, and recurrent neural networks, including the currently highly popular long

short-term memory neural networks [12]. The advantage of recurrent neural networks

over the other types of neural networks is that they can model and learn the time

dependence explicitly. Finally, different neural network types can also be combined.

10.3 Research Questions

Starting from the vision of a meta self-aware system model for critical state prediction

along with the resulting challenges (cf. Section 10.1), we have posed the following

research questions for this PhD project:

RQ1: How do hybrid time series forecasting methods perform compared to state-

of-the-art individual time series forecasting methods?

RQ1.1: How can hybrid time series forecasting methods be developed?

RQ1.1: To what extent outperform hybrid time series forecasting methods state-

of-the-art individual time series forecasting methods?

RQ2: Which components of the LRA-M loop (cf. Section 10.4.1) must be adapted

in what way to integrate the critical state prediction into self-aware computer

systems?

RQ3: How can we derive current degradation states of industrial machines only

based on standard monitoring data without additional domain knowledge?

RQ4: In which way can we implement a proactive component to predict imminent

failure events of technical systems?

RQ4.1: How can we balance the numbers of instances for different failure

classes?

RQ4.2: How can we model the time-to-failure?

RQ4.3: Which machine learning models are applicable to critical event predic-

tion?

RQ5: How can we adapt our machine learning methods for critical event prediction

at runtime using newly incoming data?

RQ5.1: Which data should we use to re-learn our models?

RQ5.2: Should we only update our models or completely re-learn them?

RQ5.3: When should we trigger such an update strategy?

RQ6: Can the techniques be transferred from the technological domain to the

biological domain?

10.4 Vision of a System Model

This section presents the LRA-M loop concept of self-aware computing systems

(cf. Section 10.4.1) and the envisaged adjustments for predicting critical states (cf. Sec-

tion 10.4.2).
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10.4.1 Self-Aware Computing Systems

Based on [16], this section presents an introduction to self-aware computing systems.

The design of self-aware computing systems focuses on computing systems that use

monitoring data to learn models about themselves and the environment. In this way,

these systems gain knowledge and use it to reason and act based on these findings.

Throughout the entire operation, self-aware systems aim to fulfil higher-level goals.

The main concept of self-aware computing systems is the LRA-M loop with its main

components Learning, Reasoning, Acting, and Monitoring. This loop is also shown

in the top left corner of Figure 10.1. The self has several interfaces that are used to

monitor itself and the environment, and to receive the higher-level goals as input.

Then, it continuously learns a model based on the monitoring data. In this way, it

includes both initial offline learning and continuous online re-learning. These learned

models, the self itself, and the goals constitute the knowledge base. The reasoning

component uses this knowledge base and newly incoming monitoring data to derive

a finding that may trigger an action. The self monitors the action and its outcome,

which in turn affects the learning and reasoning of the self.

10.4.2 Meta Self-Aware Analysis for Critical State Prediction

In order to integrate proactive analysis for predicting critical states into self-aware

computing systems, primarily the learning component must be adapted. Figure 10.1

shows our vision of a meta self-aware analysis in the typical LRA-M loop with the

goal of predicting critical states.

10.4.2.1 Preprocessing

Within the learning component, the monitoring data is transferred to the learning

procedure of the critical state model. First, the raw data must be processed. The sys-

tem model contains several methods for this purpose. One method calculates general

characteristics directly on the raw input data, such as mean value, variance, skewness,

and kurtosis. These features are applicable to almost all scenarios. In addition, more

specific characteristics can be calculated for certain areas, such as RR intervals (i.e.,

the time between two successive heart beats) for electrocardiogram data. Before

calculating these features, the preprocessing step can also apply data transforma-

tion techniques, such as seasonal and trend decomposition, wavelet transform, and

log transformation, or it can detect different phases of the input signal and split it

accordingly.

10.4.2.2 Time Series Forecasting

In addition to the feature calculation, the system model can forecast the incoming data

to obtain estimates of future developments. This can then be used as an additional

feature for the main learning component of the model. Regarding forecasting, we

have already developed a novel method called Telescope [2, 36], which divides the
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Fig. 10.1. Vision of a meta self-aware system model for critical state prediction.

task into several smaller subtasks, each of which is solved by a different specialised

method. That is, the time series is split into trend, season, and remainder components

using STL decomposition. For this purpose, however, the frequency of the seasonal

pattern must be known. We have developed such a frequency estimation method

using spectral analysis (i.e., periodogram). This algorithm examines the frequencies

of the periodogram with the highest spectral values and compares them with a list

of reasonable frequencies. After decomposing the time series, the seasonal pattern

is continued, while an ARIMA model is fitted to the trend component to forecast it

separately. In addition, a multi-layer perceptron is trained on aggregated properties of

the time series to identify and forecast a potential second seasonal pattern. Finally,

an XGBoost model learns the relationship between the forecasts of the multilayer

perceptron, ARIMA, and seasonality with the original values of the time series. More

precisely, the XGBoost model has to learn the residual component, since this cannot

be predicted by a statistical model due to its non-stationarity and noise. Finally,

XGBoost provides the forecast of the univariate time series [36]. However, not all
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of the forecasting and preprocessing techniques need to be used when applying our

system model. Instead, the appropriate parts must be selected by the operator at design

time.

10.4.2.3 Model Learning

Afterwards, the raw data is transferred to the model learning component along with

the calculated features and the forecasts. Here, all information must be processed to

create a meaningful target. The choice of target type depends heavily on the context in

which the system model is used. To predict critical developments, the target is a future

value of the same time series and therefore, such a problem is designed as a regression

task. With regard to critical events, a useful target would be the time to failure or the

remaining useful life. This can also be modelled as a continuous regression task or as

a discretised classification task. The targets must then be mapped to the respective

training instances of the input data. Yet, before the machine learning (ML) or deep

learning (DL) model can be learned, a feature engineering process is required. For

this purpose, only those features relevant to the respective target are selected and

potentially transformed. Finally, the relationship between the selected features and

the target is learned using machine learning or artificial intelligence methods and a

model is returned containing this knowledge.

10.4.2.4 Meta Self-Awareness

As this process is rather static, a meta self-aware component (sometimes also called

“self-reflection”, see [29]) is integrated, which focuses on method recommendations

and hyperparameter tuning. Based on time series characteristics, this component can

select suitable forecasting and machine learning methods. We have already developed

and published these recommendation approaches [1, 35, 37]. The first two approaches

calculate several statistical characteristics of the time series in the training data set,

such as serial correlation, non-linearity, self-similarity, and chaos, and apply each

forecasting method in the recommendation pool to the time series. Based on these

results, the best forecasting method can be determined for each time series in the

training data set. Then, a random forest classification model is learned for each

forecasting method, which estimates whether the respective forecasting method could

perform best considering the time series characteristics. However, the classification

model does not directly provide the classes, but the class probabilities. Finally, it is

proposed to apply the forecasting method with the highest probability of being the

best method among all random forest models to the time series under consideration.

We have shown that this recommendation approach exceeds the current state of the

art in forecasting method recommendation [37]. In contrast, the latter approach is

not based on a large training set. Instead, the available data of the time series to be

forecast is shortened by the length of the requested horizon. Then, all forecasting

methods in the recommendation pool are applied to this shortened time series and

their accuracy is assessed based on the retained data. Finally, the forecasting method

that performs best on this part is suggested, since it is assumed that the actual horizon
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and this artificial horizon are as close as possible, so that the same method should

work best on both horizons. This method was used in a forecasting competition, where

it significantly outperformed individual methods and also outperformed most other

submissions, which is why we were invited to contribute a paper at the conference as

one of only four out of 27 competition submissions [35]. However, hyperparameter

tuning has not yet been developed.

10.4.2.5 Feedback Loop

To improve the performance of the model, the system model includes a feedback

loop that monitors the actual result and compares it with the predicted one. Thus,

this component is also responsible for ongoing learning. Based on a pre-defined

trigger, this component initiates a re-learning of the model based on the new data

received since the last model update. This trigger could be, for instance, simple time

spans (e.g., daily, weekly, etc.), deviations between the expected behaviour and the

observations (e.g., accuracy below 90%, runtime accuracy below 95% of training

accuracy), or a measure for determining a significant concept drift (i.e., the Hoeffding

Bound [9]). However, the data used for re-learning the model must also be analysed.

On the one hand, the easiest way is to use all available data for re-learning the models.

On the other hand, if there is a concept drift in the data so that older data does not

properly represent the new incoming data anymore, it might be advantageous to use

only the data gathered since the last update. Finally, it should be considered whether

the models should be updated (incremental learning) or completely re-learned (re-

training). While machine learning models can usually only be re-trained since they do

not support online updating, artificial intelligence models can also be updated using

the new instances.

10.4.2.6 Reasoning

The application of the derived critical state prediction model is performed in the

reasoning component. Here, the new monitoring data arrives, which is then forwarded

to the critical state prediction model, including potential preprocessing steps. The

model provides the previously defined type of prediction. These results are then

forwarded to a planning module to determine whether an adaptation is necessary.

However, this planning module is out of the scope of this work. Possible planning

approaches can rely on rules (e.g., [18]), models (e.g., [25]), goals (e.g., [17]), or

utility functions (e.g., [31]).

10.4.3 Limitations

Although the first results are very promising, the approaches included in the system

model still have certain limitations. First, the time series forecasting method we

proposed, Telescope, requires seasonal time series with a length of more than two

seasonal patterns. If this is not the case, Telescope simply fits an ARIMA model
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to forecast the time series. Second, the main part of the modeling requires a large

training data set to learn the relationship between the features and the critical states.

However, not only does the data set have to be large, especially the set of critical

states must be sufficient. Third, if there is a concept drift in the data, the model is

updated using the update strategies in the feedback loop, but still the performance of

the model decreases until the new pattern is significant enough in the new data.

10.5 Use Cases and First Results

Although there are many more potential use cases for such a meta self-aware system

model for the prediction of critical states, we present here only those where we have

already applied first versions of our system model or where the application is planned

in the near future.

10.5.1 Technology Domain

Typical use cases in the technology sector are machine failure prediction in In-

dustry 4.0 and disk drive failure prediction in cloud computing.

10.5.1.1 Industry 4.0

The concept of Industry 4.0 already includes continuous online monitoring, which

provides the necessary database for prediction methods. Furthermore, another goal

of Industry 4.0 is the reduction of human intervention. This fits very well with

the idea of self-aware computing systems. However, for a production plant to run

(semi-)autonomously, imminent machine failures must be known in advance so that

countermeasures can be initiated. This is where the critical state prediction component

comes into play.

We have already used some components of our system model for the autonomic

detection of tool degradation for CNC machines, which showed promising results.

We have also written a paper on this topic, which is currently under revision. In that

paper, we propose an end-to-end workflow based on machine learning, which is not

tailored to the specific machine, but is generally applicable to industrial multi-tool

machines. First of all, the workflow resamples the data, because typically, only little

training data is available. That is, the original signal is scaled down so that n new

signals can be derived from a single raw signal by using only every n-th value. The

workflow then segments the raw input data into material processing and tool changing

phases using k-means clustering. This step is followed by a kind of smoothing since

the cluster labels assigned to the timestamps of the raw data are rather noisy. Next,

statistical properties are calculated for each phase. This information is used as input

for a hierarchical clustering to map the same processing steps to each other. This

allows, for instance, to distinguish drilling phases from milling phases. This is a

crucial task since faulty tools can only be detected if they are examined individually.
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When analysing an entire manufacturing process, the effect of the faulty tool may

vanish due to the other good tools. Therefore, a broad range of features is derived

for each phase and used as input for the classification models. Thus, the machine

learning models classify each tool either as faulty or good. Based on measurements

on a real CNC machine, we evaluated our workflow and achieved an average F1 score

of almost 91%.

Furthermore, we have used a first draft of our system model to predict the time to

failure of a large-scale press. Here, we achieved a highly accurate classification and

are currently planning a further publication.

10.5.1.2 Cloud Computing

Another relevant area is cloud computing. According to Backblaze, hard disk drives

(the engine of cloud computing) have a comparatively low annual failure rate of

only about 2% [15]. However, with large cloud providers running several thousand

hard disk drives in parallel, this leads to daily hard disk drive failures. Still, these

cloud providers must provide fast and reliable services to end users. Therefore, cloud

providers must identify failing disk drives in advance based on monitoring data. To

this end, we have already published a paper based on components of our system

model that predicts the remaining useful life of hard disk drives with an F1 score of

approximately 98% [38].

Here, we used the so-called Self-Monitoring, Analysis, and Reporting Technology

(S.M.A.R.T.) monitoring data of hard disk drives. These data include various internal

parameters and operations, such as the head flying height, spin-up time, and drive

calibration retry count. Although the data set covers many more S.M.A.R.T. features

for each instance, we have included only the 25 most relevant ones in our experiments.

Besides these monitoring data, the data set contains a flag for each instance, which

indicates whether the respective hard disk drive is currently faulty or not.

However, since we wanted to predict upcoming failures, these labels had to

be changed. First, we calculated the time to the next failure (TTF) for each hard

disk drive. If the hard disk drive did not fail during the measurement period, we

set the TTF to infinity. For a binary evaluation of whether the hard disk drive will

fail within a week or not, the labels of each instance with a TTF of no more than

168 hours were set to 1, all other instances received label 0. As this led to a highly

imbalanced data set, we applied two different oversampling strategies, namely the

Enhanced Structure Preserving Oversampling (ESPO) and the Synthetic Minority

Oversampling Technique (SMOTE). Finally, we learned a random forest classification

model with 100 decision trees for each setting, i.e., unmodified (no oversampling),

ESPO oversampling and SMOTE oversampling. The results showed that ESPO

delivered the best results with an average F1 score of 95.93%, although it improved

the classification only slightly compared to the unmodified version.

The next step was not only to determine whether or not the hard disk drive would

fail within a week, but also to find out more precisely when the hard disk drive

would fail. Therefore, we defined a set of relevant TTF classes, each representing

a different failure time span: 0, (0,1], (1,2], (2,5], (5,12], (12,24], (24,48], (48,72],
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(72,96], (96,120], (120,144], (144,168], (168,∞). Thus, each of these labels represents

the interval of the TTF in hours, while the class label (168,∞) indicates that there will

be no failure within the next week. Due to this increased complexity, we have trained

the random forest model using 500 decision trees. Table 10.1 shows the resulting

confusion matrix with the predicted labels (Pr) shown on the columns and the actually

observed labels (Ob) on the rows. For the sake of simplicity and readability, we refer

to each of the TTF classes only by its upper limit, e.g., we refer to label 48 instead of

label (24,48]. The correct predictions are shown on the diagonal and marked in green.

Although this approach predicts the TTF much more fine-grained than the binary

approaches, this approach achieves a micro F1 score of even 97.63%.

Finally, we have also downscaled the multi-class classification approach to the

same two classes used for binary classification. That is, we have combined all classes

except ∞ into one large class, i.e., the class that indicates an imminent failure within

the next 168 hours. Evaluating the multi-class classification model on this binary basis

yields an even better F1 score of 98.02%. Thus, we have shown that our multi-class

classification method exceeds the binary approaches not only in terms of more detailed

predictions, but also for the binary case.

Table 10.1. The confusion matrix for the multi-class classification approach. The rows show

the actually observed (Ob) TTF classes, while the columns present the predicted (Pr) ones. The

value in each cell illustrates the number of instances predicted for that particular set of observed

and predicted class labels. The green colour indicates the correctly predicted instances. The

second cell from the left in the third row, for example, shows a single instance that is predicted

as “a failure will occur within the next hour”, while the failure actually occurred in the time

window of one to two hours after the measurement. The confusion matrix is taken from our

earlier work [38].

Ob

Pr 0 1 2 5 12 24 48 72 96 120 144 168 ∞∞∞

0 67 0 0 0 0 0 0 0 0 0 0 0 2

1 0 35 0 0 4 2 9 0 0 0 0 0 0

2 0 1 12 0 0 2 0 0 0 0 0 0 2

5 0 0 0 52 24 17 1 0 0 0 0 0 2

12 0 0 0 0 185 14 2 0 0 0 0 0 8

24 0 0 0 0 17 339 21 0 0 0 0 0 12

48 0 0 0 0 0 6 773 10 0 0 0 0 18

72 0 0 0 0 0 0 12 740 22 0 0 0 24

96 0 0 0 0 0 0 0 6 768 15 0 0 24

120 0 0 0 0 0 0 0 0 14 752 6 0 24

144 0 0 0 0 0 0 0 0 0 20 762 8 29

168 0 0 1 0 0 0 0 0 0 0 16 729 66

∞∞∞ 0 0 1 1 0 1 0 1 1 0 1 5 14143
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10.5.2 Biology Domain

Apart from the technology domain, critical states also occur in biology. Due to the age

of digitalisation, more and more data is monitored and stored online in this area as well.

One use case of our system model in biology is severe heart infarctions. In clinics,

it happens regularly that patients suffer a severe heart infarction. If this happens

outside the intensive care unit, these patients often die or suffer permanent damage.

For this reason, we work together with the University Hospital of Würzburg to predict

such severe heart infarctions. Here, a 30-second to 2-minute lead and an alarm that

reaches doctors and nurses would already help saving many lives. Another biological

application is the mortality of insects. Especially the prediction of the development of

bee colonies with regard to their population size. Since most agricultural and wild

plants are pollinated by bees, they are very important for our crops and biodiversity.

Studies have already shown that the biomass of flying insects in protected areas has

been reduced by an average of 2.8% per year over the last 27 years [22]. We therefore

work together with two bee institutes that have already implemented more than 300

bee colony scales all over Germany to monitor the weight development over the

years. On the basis of this data, we want to use our system model to predict critical

developments at an early stage so that the beekeeper can take timely countermeasures

to keep his beehive healthy.

10.6 Related Work

There already exist several approaches to predict failures for specific applications,

such as financial failures [28,34], bearing failures [11,23], or product failures [10,21].

For a general overview of methods for failure prediction, please see the overview of

Salfner et al. [26]. However, these methods only focus on failure events and are only

applicable to their particular use case. Although it is indisputable that one approach

cannot cover several application cases simultaneously, the literature lacks a system

model that is integrated into an autonomous computing system architecture and

provides functionality to cover this wide variety of use cases.

With regard to autonomous computing systems, there are several other design

concepts besides self-aware computing systems. One of them is autonomic compu-

ting [14], which was developed in the area of large IT infrastructures. The authors

pointed out that the management overhead of such computing systems is increasing

more and more and goes far beyond simple administration. In addition, the systems

are becoming increasingly interconnected, which massively increases the complexity

of handling these systems. For this reason, the authors present an automated backbone

component that enables self-management of the computing systems. This includes

self-configuration, self-optimisation, self-healing and self-protection. As a result,

autonomic computing systems support the administrators and operators by taking

over these tasks. Today, autonomic computing is often used as a summary of all

kinds of autonomous computing systems. Another design concept is organic compu-

ting [30]. Organic computing systems typically aim to shift traditional design time
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decisions to runtime [20]. Therefore, these systems must be able to make autonom-

ous decisions with little or no human intervention. Important properties for such

a system are self-healing, self-protection, self-stabilisation, self-improvement, and

self-explanation [30]. The typical structure of organic computer systems comprises

several layers. Layer 0 is the system under observation itself. Above this follows

layer 1, which performs the online parameter selection and applies the algorithms.

Layer 2 is responsible for offline learning, including parameter optimisation and the

generation of new rules for adaptation to new conditions.

10.7 Relation to Organic Computing

To put the vision of a meta self-aware system model for the prediction of critical

states into the context of organic computing, this section describes the connection

between them. A typical definition of an organic computing system is “a computer
system that acts without or with only limited manual intervention. It thereby achieves
and maintains a certain performance or utility even in time-variate environments and
distributed situations. In response to the dynamics, it adapts and improves behaviour
over time and interacts with other systems to achieve an individual and/or system-
wide goal” [30]. Parts of this definition are similar to the one of self-aware computing

systems (cf. Section 10.4.1) since both paradigms aim to minimise human intervention

and thus automatise computing systems. This also applies to the proposed system

model, since the operator only has to select the necessary components of the system

model at the beginning and afterwards, the system learns and optimises by itself by

means of the implemented feedback loop. For this reason, the proposed system model

also fulfils the last requirement of self-adaptation and self-improvement over time.

By analysing the predictions and comparing them with the actual conditions, the

system is able to re-learn and thus optimise with the goal of predicting imminent

critical states in advance. In addition, the system model is also intended to interact

with other systems. For instance, a system model for maintenance planning would

be required to fulfil a more system-wide goal, namely the minimisation of the total

cost of machine downtime and maintenance operations. Finally, the system model

preserves its utility in time-variant environments and distributed situations, as it is

able to adapt to unforeseen situations using the environment observation interfaces in

conjunction with the feedback loop.

To place the system model into the three-layer architecture of organic computing

systems, the observed environment (e.g., industrial machine, hard disk drive, bee

colony) can be considered as layer 0. As layer 1 is responsible for the parameter

selection and application of the algorithms, it refers to the initial generation and

application of the critical state prediction model. Lastly, the feedback loop, which

offers the possibility to optimise to current conditions or to adapt to new situations,

can be compared to layer 2 of organic computer systems.
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10.8 Conclusion

In this paper, we presented our vision of a system model for the prediction of critical

states based on the concept of self-aware computing systems. For this purpose, the

learning component of the LRA-M loop needs to be adapted to generate a critical

state prediction model based on the input data and some preferences defined by the

operator at design time. First, an initial critical state prediction model is learned

offline, and while the system is running and collecting further monitoring data, the

model receives feedback on its predictions and possible changes in the environment.

Based on this information, the model is continuously re-learned or updated. The

model is then used in the reasoning component to support the planning module in

making further decisions. However, the planning module is not part of this work.

Up to this point, we have already developed some of the components, while other

components and research questions still need to be answered. The first results of the

existing components are already very promising, as the predictions of the critical state

are highly accurate.
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Abstract. Personal devices such as smart phones are increasingly utilized in everyday life.

Frequently, activity recognition is performed on these devices to estimate the current user

status and trigger automated actions according to the user’s needs. In this article, we focus

on a novel combination of modeling sensor data and adapting classification systems: We

analyze acceleration time series by means of HMMs and use the characteristics as features

for a recognition system. That recognition system consists of a classifier that can be extended

during run- time with additional sensors. Using the data from the OPPORTUNITY benchmark

dataset, we were able to show improvements in the extended classification system, which was

trained fully autonomuously. For the evaluation we trained and eval- uated 288,540 classifiers

and showed representative results using representative measures.

Keywords: Hidden Markov Models, Organic Computing, Timeseries classification

11.1 Introduction

Ubiquitous activity and context recognition (e.g., [1, 14, 17]) is a well established re-

search field that aims to translate the information provided by simple sensors into high

level knowledge about human activities and the situation in the environment. Con-

crete examples range from using workers jacket with embedded sensors to recognize

individual steps of a maintenance task [53] through the use of home infrastructure
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to monitor the behavior of people with cognitive impairments [40] to various ap-

plications that leverage the sensors of a smart phone to analyze the user’s physical

activity [31].

Motivated by the fact that our environment is richly equipped with sensors, we

follow an approach where we leverage as much of the provided measurements as pos-

sible, i.e., we start with a subset of all available sensors and add further input sources at

runtime. This approach is also known as “Opportunistic Activity Recognition (OAR)”

and was first introduced in the ubiquitous computing community [47]. Given the

sketched scenario, the overall idea is to create Self-improving systems, that is, systems

that improve their performance with new input sources. Given the same techniques, it

is also possible to realize a form of Self-healing, where the system performance first

drops (e.g., due to sensor failure), and is afterwards regained (or even exceeded) by

selecting a replacement-sensor from the environment. Interpreting Self-integration as

a process where a system integrates another source of information autonomuously,

shows the third property relevant for our work These examples show, how such

systems realize Self-*properties from the field of Organic Computing (OC) [42].

Sensor data is usually temporal in its nature, i.e., it consists of a time series of

sensor readings. These are preprocessed and afterwards handled by some kind of

Machine Learning (ML)-algorithm. Two principal approaches can be pursued for

modeling. One are static approaches, where temporal information is not taken into

account. Methods where features are extracted from sliding windows and processed

afterwards fall within this category. Cohesion between successive data is completely

neglected, these features can be shuffled in order and the results stay the same. They

can be seen as
”
classical“ approaches. The second are dynamic approaches, model-

ing/capturing temporal information, e.g., by means of internal storage mechanisms

or via feedback mechanisms. Both cases can still be used as starting points for this

work, as we research the extension of the input space during runtime. Studies that

compare both kinds of methods are available (cf., e.g., [13, 23]) and discuss broadly

which approaches have been followed succesfully. We investigate a novel method

that comes from the second category, using timely information by means of a model

combination.

The remainder of this article is structured as follows. In Section 11.2, this work

is first put into context among other adaptation practices and narrowed down to the

specific field of OAR. Afterwards, Section 11.3 describes the modeling technique

we apply on the data, the model creation and the necessary label inference for the

adaptation step. This is accompanied by Section 11.4, which presents first results we

found after investigating the well known OPPORTUNITY benchmark dataset [48].

Finally, Section 11.5 summarizes the paper and gives an outlook to further research

activities.

11.2 Related Work

In the ubiquitous computing community there has long been broad consensus that

context recognition systems need to become more flexible and adaptive. However, the
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bulk of work performed so far concentrated on interoperability and service discovery

as well as on the ability to adapt to changes in sensor properties. The former includes

a variety of middleware concepts [6, 37] and systems as well as different sensor

self-description methodologies [28, 50, 51]. Examples of the latter include: 1. An

approach pursuing the choice of sensor combinations that are tolerant to different body

placements (e.g., [33, 39]). Along these lines different sensor fusion approaches were

exploited to minimize the impact of changes in sensor placement (e.g., [4]). 2. With

the wide-spread adoption of smartphones, different groups have investigated AR

methods that utilize smartphone sensors and are tolerant of the smartphone placement

(e.g., [18]). 3. On an abstract level there were attempts to treat changes in sensor

placement mainly as leading to shifts in the feature distributions. They then attempt

to track those shifts at run-time, (e.g., [11]) in unsupervised adaptive classifiers that

calibrate themselves using expectation maximization.

So far, there has been little work explicitly devoted to the use of new, previously

unknown sensors. In [29], the authors show how a new sensor can be trained using

existing ones so that it can “jump in” should one sensor fail. An information theor-

etic approach to dynamically selecting optimal sensor ensembles including sensors

appearing during run-time has been proposed in [12]. However, it assumes that the

new sensors are already “trained”. In [10], a methodology is presented that uses

sporadic interactions with primitive sensors together with behavioral assumptions

to confer AR capabilities to a newly discovered sensor. Related to the question of

using previously unseen sensors without additional training data is general research

on minimizing the amount of training in AR systems. In addition to more general

work in semi-supervised learning, active learning, and transfer learning described

below there has been some very interesting work in leveraging online resources for

training AR systems. For example, [32] proposes to use social network connections to

identify users whose behavior is similar enough to facilitate the sharing of pre-trained

classification models and labeled training data. Alternatively, activity models to be

used for a recognition system are mined from online information sources [54].

More concrete towards our application, the field of OAR was introduced [30, 36,

46, 47]. Specific work had a strong focus on robustness and adaptation of wearable

AR systems to changes in sensor properties. This included automatic calibration of

acceleration sensors [35], the ability of the system to recognize where on the body

a sensor is located [26] and how it is oriented [27], as well as methods for dynamic

feature selection as means of compensating device shift [25].

The research field from Organic Computing helps in formalizing the goal of

autonomuously adapting sensor systems. In our understanding, the transfer of Self-*

properties (Self-organization, Self-optimization, etc.) from design time to run-time is

one of the main research fields of OC [43, 55]. The concepts of Self-organization and

Self-healing were addressed in the PRISMATICA project. With the goal of enhancing

safety in public places, the surveillance took place with smart camera systems that

can adjust several degrees of freedom (e.g., their viewing angles) to cover certain

areas efficiently [19]. The system is able to detect and account for camera failures or

message loss during communication. Similar to our proposal, a highly varying input

space (different viewing angles) was examined, but the input space was not extended
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during run-time. Attempts to implement reconfigurations mainly cover systems with

multiple entities, such as many-core CPUs. Such computing entities are monitored

in order to shift load between them depending on certain criteria, considering, e.g.,

thermal stress (in the case of CPU cores [16]) or reliability (e.g., [52]).

Another example of Self-* property realization was investigated in the “Digital On-

demand Computing Organism for Real-time Systems” project (DodOrg) [7]. The work

focused on the term “on-demand”, with the goal of achieving a high responsiveness

to changes in the environment or the system itself. The issues of Self-protection and

robustness with regard to malformed or compromised input data do not lie within

our objectives. Maehle et. al [20] conducted a research project on robots with Self-

reconfiguration properties. Each leg of an insect-like-robot supplies input information

and is able to communicate with each other leg. The detection of malfunctioning

legs represents one change in the input space. Detection is possible by a continuous

monitoring process, whereas algorithms for handling are based on ideas from the field

of swarm intelligence. However, the adaptation by reconfiguration did not include the

extension of the input space.

Other approaches focus on modeling uncertainty in all contact points a system has

with its environment: input data, output data, or acquired knowledge. Another issue

is trustworthiness as a measure of user confidence [9]. Such approaches evaluate the

uncertainty of information within the system and are able to regulate their performance

depending on the approximated level of uncertainty. An architecture related to the one

we propose in this article was developed in a project that focused on the development

of a generic middleware that incorporates multiple layers of a system [49]. Those

layers were able to communicate with each other to achieve a system wide self-

organization. [41] shows how systems may react on observed changes in their input

space, e.g., by unsupervised search for new clusters in an input space with fixed

dimensions.

Preliminary work in the field of reasearch this paper lies in was mainly performed

by Bannach [2, 3]. The author investigated adaptation techniques from lower to

higher dimensional input spaces during runtime by extending decision trees and

proposing measures to estimate gain and risk for such adaptation-steps. The biggest

restriction of the work was the limited dimensionality of the input space. Following

those publications was another preliminary work [24], in which the same adaptation

datasets were investigated, however with totally different techniques, i.e., based on

Gaussian Mixture Models (GMMs). In addition, the problem of parameter complexity

was investigated in that paper. These works are the foundation for this publication. For

reasons of comparability, the same OPPORTUNITY-dataset as before is used [48],

but the feature modeling is totally different: In this work, the goal was to model

accelerometer-data and it’s timely behaviour using Hidden Markov Models (HMMs)

instead of classic features (e.g., mean and variance of sliding windows of data).

An interesting approach from Tsuda et al. [56] focuses on the usage of a generative

HMM to work in conjunction with a discriminative Support Vector Machine (SVM).

This is since then known as creating a TOP-kernel for SVMs and is one source of

inspiration for the method investigated in this paper.
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11.3 Method

In our approach we model temporal behavior by means of HMMs, which are used to

create features for further processing.

The input data we currently investigate comes from several accelerometer sensors

that were mounted to limbs and torso of subjects. In our case, the extension of the

system, i.e. the the self-adaptation of a classifier, is equivalent to adding k sources

to the input space with d input dimensions (resulting in a d + k dimensional input

space). Please note that we use the terms “sensor” and “feature” synonymously. This

is motivated by the fact that with one additional sensor (e.g. a temperature sensor)

and just one extracted feature (e.g. the mean temperature over the last four seconds),

it is an obvious one-on-one relation. Secondly, the distinction between sensor and

feature is transparent to the classifier, so that we would only emphasize the difference

if necessary.

HMMs are used to model stochastic processes, i.e., processes, that have a specific

state for each point in time. They were first introduced by Baum et al. [5] and model

time discrete processes, where states can change in every timestep with a certain

probability (transition probability). Successful applications involve, e.g., natural

language processing [22], handwriting recognition [38] or the analysis of biological

sequences [15]. Details about training and construction of these models can be found

in, e.g., [44]. Here, only a brief overview, necessary to understand the overall approach,

is given. Given a discrete number of possible states, the goal of the training process is

to find best estimates for transition probabilities between these states (stored in a so

called transition matrix) and output probabilities for specific observations (so called

emissions). Please note, that the current state of the HMM can not be seen, it can just

be estimated via the emissions.

Modeling data by means of a HMM and further processing it with a different

ML-algorithms was first introduced as the TOP-kernel for SVMs by Tsuda et al. [56].

However, when investigating that approach on Activity Recognition (AR) data, we

found two major issues: 1.) It is not directly applicable to multi-class problems and

2.) An adaptation from univariate to multivariate data is not as straight forward as

one might think. While the first problem can be overcome as usual, when going from

binary to multi-class problems (to create either several one-against-all or several one-

against-one-classifiers), the second overwhelmed us with the curse of dimensionality.

The outcome was, that the TOP-kernel lead to heavy overfitting, i.e., an acceptable

low training error, but a very bad generalization. Another drawback was, that even if

the SVM would have performed reasonably well, so far no adaptation to new input

dimensions is available, it boiled down to the (to our knowledge unsolved) question:

How can we extend a SVM to leverage new input sources? That is why we switched

our focus to still use a generative HMM to capture timely processes in AR data,

however, we switched the method afterwards to something more capable of adapting

to new sensors.

The conjunction we used for this work is sketched in Figure 11.1. Given the

d-dimensional training time series XTr, a generative HMM (denoted by G) is trained,

and afterwards used to process the training set, generating specific features TTr:
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Training
training

timeseries X(d)
Tr

HMM G features TTr classifier B
1. used to train

2. runs through 3. generates 4. used to train

Testing
test

timeseries X(d)
Te

HMM G features TTe classifier B

activity

class

5. runs through 6. generates 7. run through

8. predict

Fig. 11.1. Conjunction of generative data preparation and latter classification.

The characteristics of the HMM, i.e. transition probabilities and output probabilites

are the values that form the feature-vectors. These features are then used to train a

concrete classifier B. In our case, two paradigms are investigated: a Classifier based

on Gaussian Mixture Models (CMM) and a decision tree (DT). The former has been

chosen due to the marginalization property of the paradigm (cf., e.g., [21]), which is

necessary for the input-space-extension, while the second is a paradigm that has been

proven to work on the input-space-extension of AR systems (cf., e.g., [2]). For testing

purposes, the just created model G is used to create features TTe from the test-data,

which are then run through the trained classifier B. The class predictions are then

used for evaluation.

In the adaptation case, the adaptation data is used to train a HMM fully unsuper-

vised. The adaptation process is visualized in Figure 11.2. Given the observations

Adaptation

opportunistic

timeseries X(d+k) HMM GA

backprojected

features with

infered labels

classifier A
a) used to train

b) infer labels

from

classifier B

c) project

forward

d) use to train

Fig. 11.2. Overall adaption process, from opportunistic data in d + k dimensions, that extends

the original d-dimensional input space, to the adapted classifier A.

from the d input dimensions of the training time series and the additional k dimensions

of opportunistic data, a HMM GA is trained fully unsupervised. The resulting features

are backprojected into the d dimensional input space and labels are infered. In the

case of a CMM classifier, the backprojected data is labeled by the original classifier

(base classifier B), in the case of a DT, the labeling probabilities and similarities in the

higher dimensional space are used by means of a semi-supervised inspired algorithm,

where the original classifications from the training data TTr are propagated using the

similarities in the d + k-dimensional input space. The process is described in more
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detail in [45]. Finally, the labeled data is forward projected into the d+ k dimensional

input space, where the adapted classifier A can be trained fully supervised.

The evaluation then happens as described previously, with the difference of

issueing predictions from the adapted classifier A, after it processed X(d+k).

11.4 Evaluation

For the evaluation of our approach we relied on the OPPORTUNITY AR-dataset [48]

as in preliminary works by Bannach [2, 3]. We chose to evaluate the version with five

basic activities: lie, sit, stand, walk, null. These activities are also quite commonly

investigated in the literature and are expected to be well captured by the HMM-

based approach. The investigated data was recorded with 17 different sensors, which

were distributed over arms, torso and legs. Overall, data from four subjects with five

repititive sessions per subject. Evaluations took place via leave-one-session-out-cross

validations.

For our adaptation scenarios, we chose to split the training dataset (four sessions)

in halves, so that we have 50% of the data for actual training and 50% for the

adaptation process, to refine the model. To cover different evaluation scenarios, the test-

dataset (of dimensionality d + k) was either backprojected to the d dimensions of the

original system, or, it was left untouched to evaluate the adapted model. We considered

the F1-score as evaluation measure, as it contains statements about precision and

specifity of our approach and thus, more information than, e.g., the classification

accuracy.

The features we chose are actually descriptive properties of the HMM, that was

trained unsupervisedly on the data. We chose six states under the assumption that

the observed is normally distributed. However, we chose to restrict the forms of

the covariance matrices to spherical/isotropic (cf., e.g., [8]). This was due to the

problem, that otherwise (i.e., with the assumption of random, normally distributed

data), more degrees of freedom than available samples would have needed estimation,

thus it helped in bringing down the complexity. In the end, we just considered the

transition and output probabilites for our experiments. Besides the cross-validation,

we investigated all incremental combinations of sensors, i.e., going from one sensor

to two, from two to three, and so on. We aimed at testing each combination of

sensors as starting set and extending it by one, but the number of possibilities grows

exponentially (2 out of 17, leads to 136 combinations, 8 out of 17 leads to 24310

combinations), so instead we focused on a sampling strategy as proposed by Levine

et al. [34]. It denotes the number of necessary trials n∗, given a confidence (in form of

a z-score), a success probability of selecting a representative combination p and an

error margin ε as follows:

n∗ =
(z−score)2·p·(1−p)

ε2 ·N
(z−score)2·p·(1−p)

ε2 +N −1

With a minimal estimated success probability of 50% (0.5), an error margin of 5%

(0.05) and a 95% confidence interval (translating to a 1.96 z-score), the overall
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number of combinations to be investigated could be greatly reduced to just 14,427.

So, considering the number of subjects and sessions per subject, the overall number

of classifier trainings and adaptations was 288,540.

The absolute F1-scores are visualized in Figure 11.3, partitioned in three different

scenarios: a base case, with only the starting sensor configuration (d dimensions)

and the test-set being backprojected into the original input space (from d + k dimen-

sions to d dimensions), a comparison-case (base+opp), showing the potential of the

paradigm, if labeled information in d + k dimensions were available from the start,

and our method of improvement, either CMM-based (Figure 11.3a) or DT-based (Fig-

ure 11.3b). From the graphs can be seen, that the performance of the base system can

(a) Absolute F1-scores for CMM-based method. (b) Absolute F1-scores for DT-based method.

Fig. 11.3. F1-scores of base classifier, autonomuously improved versions and a best-case

comparison classifier.

be improved in some cases. Obviously, it is desirable to shift the overall distribution

of classifier performances further to the right, so that it better matches to the “upper

bound” (comparison, base+opp). In the case of a DT as basis, the improvements

are not as frequent; which is a challenge we currently address by fine-tuning the

parameters of the approach.

The relative improvements of our approaches can be seen in Figure 11.4. Again,

the results on the left (Figure 11.4a) show the mean improvement and distribution

of improvements over all experiments for the CMM-based approach, while the right

chart visualizes the same for the DT-based approach (Figure 11.4b). From these

graphs can be seen, how great the improvement can expected to be. In the case of

CMM, the expected improvements are 0.085 ± 0.113 on average, while in the case

of a DT as basis, the improvements are currently deteriorations with an average of

-0.040 ± 0.109, due to bad parameter choices (the approach is feasible as we know

from, e.g., [2]). It should also be mentioned, that the fairly high standard deviaton

for the CMM-based approach hints at a great deal of random influence, which is also

expected to be reducable with further parameter investigations.
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(a) Relative improvements with respect to the F1-score
for the CMM-based method.

(b) Relative improvements with respect to the F1-score
for the DT-based method.

Fig. 11.4. Relative F1-score improvements.

11.5 Conclusion & Outlook

In this paper we proposed an overall approach of using generative modeling techniques

to capture patterns in time series and enable different self-improving mechanisms

for AR-classifiers. We compared the improvements of CMM- as well as DT-based

methods with two comparison scenarios: One being a base case, answering the

question How would the performance of the system be without changes? and the

second comparison-case, answering the question What is the maximum achievable
performance, given all labeled samples from all input dimensions from the start?

As shortly discussed before, both approaches can still be improved by parameter

searches, as 1.) the CMM-based results show a rather high standard deviation (which

hints for random influences) and 2.) the DT-based results showing performance

degradations in some cases, while we see the applicability of DTs for improvement

scenarios given, due to preliminary work ( [2].

For our future work we will increase the parametrization efforts for our current

approaches and apply them to further benchmark datasets. Furthermore, we will apply

recurrent neural networks with Long Short Term Memory (LSTM)-components to

the problem, to gain more comparable results for these adaptation scenarios, but with

a fresh approach.
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10. Calatroni, A., Roggen, D., Tröster, G.: A methodology to use unknown new sensors

for activity recognition by leveraging sporadic interactions with primitive sensors and

behavioral assumptions. In: Proc. of UbiComp (2010)

11. Chavarriaga, R., Bayati, H., Millán, J.: Unsupervised adaptation for acceleration-based

activity recognition: robustness to sensor displacement and rotation. Personal and Ubi-

quitous Computing 17(3), 479–490 (2013)

12. Chavarriaga, R., Sagha, H., Millán, J.D.: Ensemble creation and reconfiguration for

activity recognition: An information theoretic approach. In: Proc. of SMC. pp. 2761–

2766 (2011)

13. Chen, L., Hoey, J., Nugent, C.D., Cook, D.J., Yu, Z.: Sensor-based activity recognition.

IEEE Transactions on Systems, Man, and Cybernetics, Part C (Applications and Reviews)

42(6), 790–808 (Nov 2012)

14. Clarkson, B., Mase, K., Pentland, A.: Recognizing user context via wearable sensors. In:

Proc. of ISWC. pp. 69–75 (2000)

15. Durbin, R.: Biological Sequence Analysis: Probabilistic Models of Proteins and Nucleic

Acids. Cambridge University Press, Cambridge, MA, USA (Apr 1998)

16. Faruque, M., Jahn, J., Ebi, T., Henkel, J.: Runtime thermal management using software

agents for multi- and many-core architectures. IEEE Design & Test of Computers 27(6),

58–68 (2010)

17. Gellersen, H., Schmidt, A., Beigl, M.: Multi-sensor context-awareness in mobile devices

and smart artifacts. Mobile Networks and Applications 7(5), 341–351 (2002)

18. Henpraserttae, A., Thiemjarus, S., Marukatat, S.: Accurate activity recognition using a

mobile phone regardless of device orientation and location. In: Proc. of BSN. pp. 41–46

(2011)



11 Top-based Self-adapting SVMs 167

19. Hoffmann, M., Wittke, M., Bernard, Y., Soleymani, R., Hähner, J.: Dmctrac: Distributed

multi camera tracking. In: Proc. of ICDSC. pp. 1–10 (2008)

20. Jakimovski, B., Maehle, E.: In situ self-reconfiguration of hexapod robot oscar using

biologically inspired approaches. Climbing and Walking Robots pp. 11–332 (2010)

21. Jänicke, M.: Self-adapting multi-sensor system using classifiers based on gaussian mixture

models. In: Organic Computing: Doctoral Dissertation Colloquium 2015. vol. 7, p. 109.

kassel university press GmbH (2015)

22. Jelinek, F.: Statistical Methods for Speech Recognition. Language, Speech and Commu-

nications Series, MIT Press, Cambridge, MA, USA (Jan 1998)

23. Jiang, J.: A literature survey on domain adaptation of statistical classifiers. URL:

http://sifaka. cs. uiuc. edu/jiang4/domainadaptation/survey (2008)

24. Jänicke, M., Sick, B., Tomforde, S.: Self-Adaptive Multi-Sensor Activity Recognition

Systems Based on Gaussian Mixture Models. Informatics 5(3), 38 (Sep 2018), http:
//www.mdpi.com/2227-9709/5/3/38

25. Kunze, K., Lukowicz, P.: Dealing with sensor displacement in motion-based onbody

activity recognition systems. In: Proc. UbiComp ’08. pp. 20–29. Seoul, South Korea

(2008)

26. Kunze, K., Lukowicz, P., Junker, H., Tröster, G.: Where am i: Recognizing on-body
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