
S. Tomforde | C. Krupitzer (Eds.)

S.
 T

om
fo

rd
e 

| 
C.

 K
ru

pi
tz

er
 (

Ed
s.

) 
  

  
 O

rg
an

ic
 C

om
pu

ti
ng

2020

Organic Computing
Doctoral Dissertation Colloquium 2021

9 783737 610148

ISBN 978-3-7376-1014-8



 
 
 

 

 

 
 

Band 20
 

Herausgegeben von
Prof. Dr. Bernhard Sick, Universität Kassel





Organic Computing

Doctoral Dissertation Colloquium 2021

S. Tomforde, C. Krupitzer (Editors)



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
This document – excluding quotations and otherwise identified parts – is licensed under 
the Creative Commons Attribution-Share Alike 4.0 International License (CC BY-SA 4.0: 
https://creativecommons.org/licenses/by-sa/4.0/). 
 
 
 
 
 
 
Bibliographic information published by Deutsche Nationalbibliothek 
The Deutsche Nationalbibliothek lists this publication in the Deutsche 
Nationalbibliografie; detailed bibliographic data is available in the Internet at 
http://dnb.dnb.de. 
 
ISBN 978-3-7376-1014-8 
DOI: https://doi.org/doi:10.17170/kobra-202202215780 
 
© 2022, kassel university press, Kassel 
https://kup.uni-kassel.de 
 
 
 

kassel
university

press  
 
 
Printing Shop: Print Management Logistik Service, Kassel 
Printed in Germany 
 



Preface

The Organic Computing Doctoral Dissertation Colloquium (OC-DDC) series [5] is

part of the Organic Computing (OC) initiative which is steered by a Special Interest

Group of the German Society of Computer Science (Gesellschaft für Informatik

e.V.). It provides an environment for PhD students who have their research focus

within the broader OC [6] community to discuss their PhD project and current

trends in the corresponding research areas, including, for instance, research in the

context of Autonomic Computing [2], Self-adaptive (Software) Systems [4], ProActive

Computing [7], Complex Adaptive Systems [1], Self-Organisation [9], Self-Aware

Computing [3], Interwoven Systems [8], and related topics.

Organic Computing postulates to equip technical systems with ’life-like’ proper-

ties. Technically, this means to move traditional design-time decisions to runtime and

into the responsibility of systems themselves. As a result, systems have a dramatically

increased decision freedom that leads to highly autonomous behaviour [12]. The

goal of this process is to allow for self-adaptation and self-improvement of system

behaviour at runtime [11]. Especially since conditions that occur at runtime can only

be anticipated to a certain degree, efficient mechanisms are needed that guide the sys-

tem’s behaviour even in cases of missing knowledge or uncertain environmental status.

Consequently, Organic Computing summarises a variety of aspects and techniques

that are needed to finally develop such mechanisms [10].

The main goal of the colloquium is to foster excellence in OC-related research

by providing feedback and advice that are particularly relevant to the PhD students’

studies and career development. Thereby, participants are involved in all stages of the

colloquium organisation and the review process to gain experience. Consequently,

they all have been invited to serve in the Programme Committee, being supported by

organisers (Christian Krupitzer from University of Hohenheim and Sven Tomforde

from Christian-Albrechts-Universität zu Kiel) and the members of the advisory board

(Christian Müller-Schloer from Leibniz University of Hannover, Jörg Hähner from

University of Augsburg, and Bernhard Sick from University of Kassel).

Contributions from all over Germany have been accepted — allowing the authors

to present their work. In addition, valuable input has been provided to the OC-DDC

by Prof. Astrid Nieße from University of Oldenburg as invited speaker. We would like
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to take this opportunity to express our gratitude to all participants and in particular to

the invited speaker.

This book presents the results of the OC-DDC 2021. Successful participants have

been invited to extend their abstracts submitted to the event towards a full book

chapter by taking reviews and feedback received at the event into account. Fourteen

participants prepared a contribution to this book, helped to perform a sophisticated

review process, and finally came up with interesting articles summarising their current

work in the context of Organic Computing. Hence, the book also gives an overview

of corresponding research activities in the field in Germany for the year 2021. The

collection of contributions reflects the diversity of the different aspects of Organic

Computing. In the following, we outline the contributions contained in this book.

The first contribution by Stefan-Andreas Böhm is entitled “Adaptable machining

process identification based on expert knowledge and artificial intelligence”. The

author describes his PhD concept which is in an early stage. The concept is motiv-

ated by the observation that production of goods is facing an increasing demand of

customisation, which leads to products of batch size one. The idea of the PhD is to

develop an automated extraction of machining processes from product data, which

then allows for an appropriate assignment to machines and an optimised self-adaptive

control of production processes.

The second contribution by Mischa Ahrens focuses on self-adaptive and smart

energy management systems in buildings with the goal to improve the resilience

against disturbances. The article is entitled “Increasing power grid resilience with a

multi-agent system of smart buildings” and describes a PhD project at a stage close to

maturity. The approach is based on a coordination of several buildings in response to

disturbed conditions, which also includes resilience against communication failures.

The third contribution by Aleksey Koschowoj is entitled “Towards a semantic

description for artificial DNA using ontologies”. The author presents his concept for a

PhD project which is at an early stage. The basic idea is to investigate a combination

of the well-established concepts of artificial DNA and ontologies using the framework

of an artificial hormone system as testbed.

The forth contribution by Chandana Priya Nivarthi is also concerned with the

energy domain. The article is entitled “Transfer learning as an essential tool for digital

twins in renewable energy systems” and describes a PhD project at a rather early

stage. The author motivates the need of transfer learning techniques in the field and

summarises the resulting challenges in the context of power forecasting.

The fifth contribution by Florian Heidecker is entitled “Detecting corner cases in

the context of highly automated driving”. The author presents a PhD concept that is

close to finishing the research work. He describes challenges for machine learning

in the application of autonomous driving and establishes the notion of so-called

‘corner cases’ to put an emphasis on hard tasks in learning. The approach covers the

identification and tackling of these cases.

The sixth contribution by Johannes Büttner describes a PhD concept at a

rather early stage of the research process. His article entitled “Utilising the ob-

server/controller architecture for a general game AI” presents a concept where a

self-adaptation of game processes is achieved using Organic Computing concept. The
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underlying idea is to allow for a self-optimising solution that can adapt to changing

game environments without external interention.

The seventh contribution by Kristina Dingel is entitled “Actively controlling

and redesigning experiments using the application case of free-electron laser pulse

characterisation”. She presents a PhD concept at an early stage that focuses on

moving control over physical experimentation processes from human researchers to

the self-adaptive experimentation system. The concept uses free-electron laser pulse

experiments as example and highlights the necessary research efforts.

The eight contribution by Simon Reichhuber presents a PhD concept that has

already produced some major finding. The article is entitled “Evolution of machine

learning algorithms in a marketplace-oriented environment” and presents a concept

to equip learning models with a meta layer, assuming to allow for a more robust and

adaptive learning process. Based on preliminary work on augmenting evolutionary

algorithms with betting mechanisms, the scope of the PhD concept is defined as

revisiting further connected concepts from the field of market mechanisms.

The ninth contribution by Zhixin Huang is entitled “Active learning in multivariate

time series anomaly detection”. The author presents a PhD concept that is already

supported by some initial results. Based on the scenario of developing a digital twin

for a photovoltaic energy generation system, the author describes an approach to

develop novel kinds of active learning schemes that are able to deal with multivariate

time series data rather than simple labels. This shift in the scope of the learning

problem increases the complexity for both, the active learning technique and the

oracle (i.e., a human annotator), resulting in several challenges to be addressed.

The tenth contribution by Yujiang He is again concerned with applications from

the field of energy systems. In his contribution entitled “Adaptive explainable continual

learning framework for regression problems with focus on power forecasts”, the author

presents a matured concept for his PhD project, including references to preliminary

work. Based on his ‘continual learning for regression tasks’ (CLeaR) framework,

he presents an approach where learning systems are enabled to extend their models

themselves and consequently to learn data successively.

The eleventh contribution by Sooraj K. Babu is entitled “A multi-layered user

guidance framework” and presents a PhD concept in a rather early stage. He outlines

an approach that makes use of recommender systems coupled with intelligent user

interfaces with the goal to guide a user of a complex software system effectively

through context-aware suggestions.

The twelfth contribution by Tuan Pham presents a well-established PhD pro-

ject in the context of active learning for intelligent systems. His article is entitled

“Stream-based active learning in changing environments under verification latency”

and describes the need of novel active learning methods that do not require immediate

responses to queries. Based on preliminary work the author shows that this closes a

gap towards real-world applicability.

The thirteenth contribution by Ferdinand von Tüllenburg is entitled “Challenges

of robustness evaluation of interdependent systems”. He presents a concept for his

PhD that continues work from the last years. The basic motivation is that energy and

communication grid depend mutually on each other, resulting in severe challenges for
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their resilience. Consequently, he discusses a concept to analyse and detect possible

limitations in the system setup taking both networks and their interdependencies into

consideration.

The fourteenth contribution by Ingo Thomsen is concerned with resilient traffic

control and management and presents a concept for a PhD that is already based on

some initial results. In the article entitled “Traffic flow based detection of incidents

in urban road networks” the author presents an approach to the detection of traffic

incidents using time series analysis. Typical incidents and their varying local and

network-wide effects are assessed, which should then be included in the signalisation

and route guidance strategies to improve resilience against disturbances and improve

efficiency.

We thank all authors for their contributions and we are looking forward to seeing

again very interesting OC research at the next OC-DDC.

Hohenheim, February 2022 Christian Krupitzer
Kiel, February 2022 Sven Tomforde
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1

Adaptable Machining Process Identification based on
Expert Knowledge and Artificial Intelligence

Stefan-Andreas Böhm1,2

1 Research & Development Department, Rosenheim Technical University of Applied

Sciences, Rosenheim, Germany

stefan.boehm@th-rosenheim.de
2 Chair of Robotics, Artificial Intelligence and Real-time Systems, Technical University of

Munich, Munich, Germany �0000-0003-4712-3473 ID

Abstract. The demand for product individuality increased enormously in recent years and

thus affects directly manufacturers and their employees. Due to the increasing demand for

batch-size-one production, every product needs specific manufacturing processes. Usually,

employees determine these manufacturing steps with provided product data. This research

proposal aims to contribute to the extraction of machining processes from product data and

their assignment to suitable machinery. We plan to develop an organic computing system

based on artificial intelligence methods to solve these problems by including customer-specific

designs and employee expertise. The overall objective is to support employees in manufacturing

facilities by simplifying the manufacturer and customer interaction.

Keywords: organic computing, artificial intelligence, reinforcement learning, internet of things,

manufacturing systems

1.1 Introduction

There have been several fundamental upheavals in the history of manufacturing. Its

development divides into three different stages. Craft manufacturing was the first

stage. It could fulfill all the specific customer requirements because of craftsmanship,

but with high costs. This stage was followed by mass manufacturing. The product

variety was small, but through automation technology with low manufacturing costs.

The third stage is called mass customization manufacturing and was initiated by

a high demand for product variety in the late 1980s. Mass customization relies

on automation and information technology. These stages are commonly known as

industrial revolutions [42]. In recent years, a new trend in manufacturing emerged.

This trend tries to meet increasing individual customer requests by focusing on

digitalization such as Cyber-Physical Systems (CPS) or the Internet of Things (IoT).

As part of a new high-tech policy, the German government named this trend Industry

4.0 (I4.0) [13]. It is understood as the fourth industrial revolution. I4.0 is driven by
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the needs of resource efficiency, short development times, and individualization on

demand [17].

Yoram Koren [16] argues that the reasons for this trend lay in globalization with an

endless variety of products. Due to this high variety of offers for customers, companies

have to focus strongly on maintaining existing customer relationships and at the same

time acquire new customers. One option to implement this is to guarantee batch-size-

one one to meet the customer specific requirements [29]. These requirements lead to

the job shop scheduling problem (JSSP). The JSSP is the allocation of a finite set of

jobs to a fixed number of machines in a specific order [6]. The mere assignment of

these jobs to any available machinery with matching capabilities is called open-shop

scheduling problem (OSSP) [9].

Employees, especially in small and medium-sized enterprises (SME), face the

OSSP on daily basis. The increasing batch-size-one one requirements for manufac-

tures make the OSSP also more complex then before. Constantly changing product

variations affecting the necessary manufacturing processes. Each batch-size-one

product needs a specific set of machine capabilities. Employees use their expertise

and knowledge about each machine to decide which has the necessary capabilities in

regard to the customer requirements [23], shown in Figure 1.1.

Fig. 1.1. Regular manufacturing planning of a batch-size-one product. The customer must

explain all requirements to the manufacturer. With experience, the manufacturer can decide

how to manufacture the batch-size-one product and which tools and machinery to use. Still, a

time and cost intensive exchange between customer and manufacturer is necessary.

Utilizing I4.0, the individual systems and machines of a manufacturing facility,

can be enabled to understand their capabilities. With the knowledge about their

own capabilities, such systems can autonomously adapt to the jobs at hand. Such

a self-adapting smart systems (SASS) can also interact with employees via IoT to

mimic the human decision-making [8]. This allows a simple knowledge transfer

between employees and an efficient way for solving the OSSP [20]. To resolve
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the OSSP, it is necessary to know every manufacturing process of every product.

For this purpose, an automatic deduction of geometric features from individual

three-dimensional topologies such as computer-aided design (CAD) data have to

be extracted. Feature extraction and OSSP are traditionally solved by employees

because of their expert knowledge [10]. In the future, feature extraction and OSSP

may be to expensive and time-consuming for employees because of ever-changing

customer requirements. The author plans on contributing to the research fields of

feature extraction and OSSP by developing an organic computing system (OCS) based

on expert knowledge and Artificial Intelligence (AI). The problem statement of this

contribution is the integration of employee expertise into machine learning algorithms

to extract geometric features from CAD data and allocate them to machinery with

fitting capabilities.

The remainder of this paper is organized as follows: the next section gives an

overview of organic computing (OC), AI, and feature extraction. In Section 1.3, this

paper presents the planned contribution and methodology for feature extraction and

OSSP research. Section 1.4 gives a summary to this paper.

1.2 Background

The author argues in Section 1.1 about the necessity of SASS and their advantages

in modern manufacturing facilities, above all to support employees in their daily

work. OC is one possibility to achieve a SASS. It describes OCS with attributes

such as self-configuration, -optimization, -healing, and -protection [21]. An important

capability of an OCS is its adaptability. To do so, the awareness of their capabilities is

important, which is referred to as self-x properties [40]. The autonomous behavior

of OCS offers significant engineering challenges, starting from the installation and

configuration up to autonomously upgrading itself [15]. AI methods are suited to

adapt to changes and considered base methods of OC [22].

It can be categorized into symbolic and sub-symbolic AI. Symbolic AI presents

expert knowledge in a system as intelligent algorithms or logic functions. Instead,

sub-symbolic AI works with the implicit implementation of expert knowledge into

a system. Sub-symbolic AI approaches -such as machine learning- find solution

strategies by training on given data [43]. In [39] machine learning is divided into

three categories: supervised-, unsupervised- and reinforcement learning (RL). Within

the supervised learning (SL) paradigm, a system learns from labeled training data.

The objective is to train the interpolation or generalization of given labels and to

identify abstract, non-linear patterns that can be used to label new, unforeseen data

sets. In contrast, unsupervised learning (UL) is based on unlabeled training data. UL

identifies the association of data instances such as grouping into cluster. The third

paradigm RL is not about learning specific labels but trying to maximize a reward.

An RL agent tries to train a certain behavior in an environment. For every action in

its environment, the agent gets a reward. Depending on the reward, the agent will

reinforce the behavior that led to the reward.
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Due to its generality, machine learning has a wide range of applications. It is

applied in 2D image processing for classification, detection, or segmentation tasks.

In [27], Ravi et al. argue about the importance of machine learning with three-

dimensional data. Three-dimensional Data is the key for feature extraction with

product data and thus the base for the OSSP. There is already some research on SL to

extract machining features from different CAD-Formats [25,38,45], but there are other

techniques for feature extraction such as rule, hint, or graph-based approaches [1].

and Methodology.texand Methodology.tex

1.3 Contribution and Methodology

Manufacturing in a batch-size-one setting is exceptionally complex and offers the

scientific depth for novel methodologies. Product design nowadays does not start

with a professional designer but with the customers at home. Shown in Figure 1.1,

the ideas and requirements of customers define the product design. Often, there are

inconsistencies between these ideas and the predefined manufacturer framework. This

inconsistency leads to significant time- and cost-consuming interactions between

customers and the manufacturer [25]. The author wants to contribute to this problem

by developing the in Figure 1.2 shown adaptable machining process identification

system.

Fig. 1.2. This figure shows a concept of an adaptable machining process identification system.

Customers upload their CAD data via the manufacturer’s website to the observer. The observer

is trained with geometric features configured by employees and additionally, can be trained on

customer-specific geometric features. The controller uses the analyzed geometric features to

suggest fitting machinery for the manufacturing process. Inspired by [28].

This system analyzes CAD data created by customers. The found geometric

features in the CAD data get allocated to machinery with fitting capabilities by the
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system. To classify the geometric features according to the specific designs of each

customer, the agent has to learn from them. The learning happens by interacting with

the customer over a web-based interface. Via the interface, customers are able to

update the basic geometric features for the agents training. Also, the system will be

able to evolve with the manufacturing facilities and their processes by tracking the

workers manufacturing decisions via IoT. The objective of this planned contribution

is to support employees in manufacturing facilities. The intention is to simplify the

manufacturer and customer interaction by setting up the following two-step processes:

feature extraction and open-shop scheduling.

For evaluation purposes, the methodology will be applied to a benchmark data

set and also to realistic use cases of the furniture industry. The main focus is on

the identification of geometric features in wooden boards and allocating them to

machinery with fitting capabilities.

1.3.1 Feature Extraction

Related Work For batch-size-one, an algorithm is needed which has basic manu-

facturing knowledge and is also able to adapt the unique designs of each customer.

Various algorithms exist for solving this problem. These algorithms can be divided into

rule-based and learning-based approaches [2, 3, 34]. Rule-based approaches demand

a high level of expert knowledge and time. Various features require different rules

and algorithms. Therefore, rule-based approaches are not able to learn new features

autonomously [2, 34, 38, 41]. In contrast, a machine learning approach is capable

to learn the extraction of new features. Three novel approaches in this area use SL

and UL to extract geometric features from CAD data: FeatureNet [45], MsvNet [34],

SsdNet [33]

All three approaches use the same data set of 24 classes with 6000 CAD models

each. Every model is a variation of the base models shown in Figure 1.3. To use the

three-dimensional models, they have to be transformed into a voxel representation.

FeatureNet directly uses the voxel representation of the CAD models. For multi-

feature recognition, in which a CAD model contains multiple features, FeatureNet

uses a combination of connected component labeling and a watershed segmentation

algorithm. The connected component labeling algorithm creates subsets of discon-

nected geometric features in the CAD model. The watershed algorithm segments

each disconnected subset into a single individual feature and passes it as input to the

trained FeatureNet [45].

Experimental results show that multiple view-based approaches outperform voxel-

based approaches in classification accuracy [26, 34, 36, 37]. A multiple view-based

approach uses 2D images from different positions and angles of a three-dimensional

object for tasks such as classification [36]. Shi et al. use such a multiple view ap-

proach to classify machining features in CAD data. 2D Images of the CAD models

from Figure 1.3 are taken from different angles and positions. The CAD models also

are cut in randomly placed planes vertical to the x-, y-, z- planes for sectional view

images of the model. These images are used to train a neural network which is called

MsvNET [34]. For multi-feature recognition, MsvNet uses a two-stage approach
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Fig. 1.3. Data set with 24 basic geometric features used to train FeatureNet, MsvNet and

SsdNet. Inspired by [45].

similar to FeatureNet. An UL algorithm named selective search separates intersecting

features and feeds them to the MsvNET for classification [34].

Since FeatureNet and MsvNET use UL algorithms for segmenting multi-feature

CAD models, it’s difficult to achieve accurate classification. Shi et al. present a

one-stage approach based on a single shot multibox detector named SsdNet. This

approach employs a multiple sectional view representation of the CAD model for

classification similar to MsvNet. But unlike MsvNet, SsdNet uses a SL one-stage

approach to build a three-dimensional bounding box over each feature in the CAD

model. SsdNet allows overlapped features to be distinguished from each other more

precisely. SsdNet not just classifies geometric features as machining processes, but

with the three-dimensional bounding boxes determines an approximate position of

each feature in the CAD model [33].

Planned Contribution Approaches sucgh as FeatureNet, MsvNet, or SsdNet can

learn customer-specific designs and not necessarily rely on defined rules but training

data. However, such deep learning algorithms are build with two-dimensional and not

specialized three-dimensional algorithms [27,33,34,45]. Therefore, the author argues

that all three SL approaches have the following limitations:

◦ Data Quality: Although SsdNet has with over 90% F-Score a significant better

classification accuracy as FeatureNet or MsvNet, there is room for improve-

ment [33]. The problem in these approaches is the data and its quality. In Fig-

ure 1.4a and Figure 1.4b this paper introduces a real world product and its geo-

metric features for a better understanding of the problem. With the transformation

from a CAD standard into a voxel representation, data quality strongly depends

on the voxel resolution shown in Figure 1.4c. Even with a high resolution of a

256∗256∗256 voxels, geometric features are still distorted. For the description

of a product, a data format that precisely describes geometric features is needed.
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(a) (b)

(c)

Fig. 1.4. Figure (a) shows the side board of a real dresser. Figure (b) gives an detailed overview

of all geometric features of the side board. Figure (c) shows the side board in a voxel and

vertices presentation.

◦ Feature Intersection: Intersecting features offer a great challenge for the de-

scribed problem. Without topological information, separating such intersecting

features is not possible. Often this topological information is missing or destroyed

due to data transformations [33]. Especially approaches such as FeatureNet or

MsvNet tend to classify intersected features falsely [33, 34, 45]. As one-stage

SL approach, SsdNet can be trained directly to recognise intersecting features.

Like MsvNet, SsdNet uses a multiple sectional view representation for geometric

feature extraction. It means that 2D images from different positions and cross sec-

tions of the CAD model are taken for feature extraction. However, this approach

cannot ensure the precised identification of the overlapping features position. It

needs an algorithm that searches for the exact geometry of a feature but can also

learn novel features.

◦ Feature Localisation: Apart from FeatureNet and MsvNet, only SsdNet can de-

termine the position of the feature found using the Single Shot Detection method.

SsdNet creates a three-dimensional bounding box that reflects the approximate
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position of the geometric feature [33]. For OSSP, the exact position information

of each geometric feature is needed. Individual machines can be restricted in their

movement due to facts such as limited number of axis. Therefore, an algorithm is

needed which determines the exact position of the features found. Only then, a

geometric feature can be allocated to a machine with fitting capabilities.

Methodology The author plans to develop an experience-based search algorithm for

the undertaking described above, that directly extracts three dimensional features

from standardized CAD data. Here, this paper focus upon CAD standards based

on vertices and surfaces such as obj, stl, or 3DS shown in Figure 1.4c to precisely

describe geometries [18]. Vertices of the above CAD standards are interconnected.

Machining features consist of a variable set of interconnected vertices. The goal of

the search algorithm is to find the vertices of each geometric feature. For a precise

determination, the process repeats until the algorithm has found a sufficient number

of vertices that are expressive to holistically describe the feature.

This paper considers such a search process as a markov decision process

(MDP) [39] and plans to use principles presented in [4] for an experience-based

heuristic search algorithm. This approach uses an RL agent to support an A* al-

gorithm for the path planning of autonomous guided vehicles. Regarding the given

constraints, the RL agent predicts the optimal junctures of the available routes. By

considering vertices as junctures, the above-mentioned approach is applicable to the

feature extraction problem. With abstract constraints for matching certain geometric

features and enabling employees to configure the training environment, algorithms

such as the Deep Q Network (DQN) [19] or Proximal Policy Optimization [30] can

be applied on the geometric feature extraction problem. The author wants to develop

a training environment that will allow employees to define machining processes based

on their machinery capabilities. The geometric features of these machining processes

are generated randomized in the training environment as synthetic data. During train-

ing, the RL agent learns the employee-defined machining processes in the synthetic

data.

Still, the RL agent needs to learn the customer-specific designs. Therefore, the

author plans to implement a web interface, that allows the customers to upload their

product data for analysis and enables them to configure the training’s environment

of the RL agent. Customer can create their own geometric features in the training

environment to update the RL agent to their specific requirements.

Evaluation To evaluate the experience-based search algorithm, the author will de-

velop an evaluation environment with state-of-the-art algorithms such as FeatureNet,

MsvNet, and SsdNet for the feature extraction task. This environment allows the

evaluation of requirements such as classification accuracy and runtime. As evaluation

data the author will use a existing benchmark data set from [45].

1.3.2 Open-Shop Scheduling

Related Work To solve the OSSP, knowledge about the features is not sufficient. The

capabilities of each machine have to be considered as well. A universal capability
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such as drilling a hole can complete the job at hand. However, a machine might be

able to drill a hole in a piece of wood but not in metal [24]. Constant changes in the

employee’s staff also impact the manufacturing process and must be considered [14].

Bin Hu et. al [12] describe that the manufacturing process is strongly dependent on

factors such as fatigue and the working methods of each employee.

Due to the above mentioned constraints, the OSSP in manufacturing can be

considered as a Multi-Agent Resource Allocation (MARA) problem in which every

machine and employee is an agent. In such a MARA environment, every agent may

have the capability to complete a job in some way. At first, it creates a immense

dependency network between each job and all manufacturing agents. To avoid an

interruption of the complete manufacturing process, it is more important to find a fast

and feasible solution than finding a machinery with optimal capabilities for a job [7].

There are several traditional approaches to solve the OSSP such as fuzzy logic,

neural networks, petri nets, feature-driven, and knowledge-based [32]. Since OSSP

in manufacturing can be considered as a MARA problem, agent-based approaches

can be applied. Shih and Srihari present such an agent-based approach. A distributed

AI framework plans the manufacturing process. The manufacturing process planning

divides into several sub-jobs. Each of these sub-jobs belongs to an individual agent.

Through the collaborative cooperation of each agent, the complete manufacturing

process planning is autonomous [32, 35]. Zhang et. al presents a more adaptive ap-

proach [32, 44]. One of the five agents performs part classification, resource mapping,

process planning, machine data retrieval, and employee planning. To coordinate

all agents, Zhang et. al utilize a contract net-based scheme. In contrast to a fully

automated approach as shown in [35], employees are involved in critical planning

decisions to make the system more adaptable.

Planned Contribution The OSSP addresses the task of allocating a job to available

machinery with fitting capabilities [23]. However, hardly any research has been

done on a realistic description of machine capabilities in adaptive manufacturing

systems [24]. Machine capabilities must be considered as constraints and are not

stored in machines by default [5]. It is worth mentioning that machine capabilities are

difficult to specify and usually need to be retrieved from human experiences to build

up heuristics. With the use of IoT, shown in Figure 1.5, the integration of employees

into a manufacturing system is already possible.

Hence, an Operator Support System (OSS) is needed that directly learns machine

capabilities from employees and can update its knowledge base autonomously. With

the knowledge about the geometric feature of a product and an understanding of the

available machining capabilities, this system can support employees with the OSSP.

◦ Standardised Machine Data Access: For the development of an OSS, machine

data such as equipped tools must be accessible in a standardized way, but a plug-

and-play principle for machinery is still not state-of-the-art, thus every machine

from a different manufacturers provide their data in a differently. An interface is

needed for standardized access of machine data. Such an interface must include

a standard description of capabilities and behavior patterns of machinery as it

is described in [46]. This interface must ensure a flexible IoT architecture by
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Fig. 1.5. Architecture of an adaptive manufacturing system. Inspired by [5, 8]

using communication protocols such as open platform communications unified

architecture (OPC UA) [11].

◦ Including Employee Expertise: In batch-size-one manufacturing, the handling

of each machine is specific to the manufacturer. This specific machine handling

must be considered for the OSSP as well. Hence, an algorithm is needed which

can actively learn from employees about the handling of each machine.

Methodology Especially in batch-size-one manufacturing, information about machine

capabilities depend strongly on the machine park configuration and the specific

handling of each machine.

Due to open access IoT communication protocols such as OPC UA, manufacturers

already supply their customers with important data about their machines. The author

wants to develop an interface for the OSS on basis of IoT in regard to defined standards

as it is presented in [46]. Such a standardized interface makes the adaptability and

flexibility of the presented system from Figure 1.2 possible. To ensure a realistic

OSSP, the specific machine operation of manufacturers have to be considered. The

author plans to utilize active learning approaches to teach an intelligent agent the

decision-making of employees [31].

Via a web-based OSS, employees configure their manufacturing environment

as a digital twin. With the standardized IoT interface, employees define machine

configurations and capabilities. To configure the specific machine handling, employees

will match randomly generated product data such as wooden boards with drill holes

via the OSS to fitting machinery of their manufacturing environment. The intelligent

agent surveys every employee’s decision and learns the preferred manufacturing

processes for given machining features. After successful training, the agent gets

implemented in an executive web-based application. In this web-based application,

the employees can use the information of the trained system to get suggestions from

the intelligent agent for how to solve the OSSP. To evolve to manufacturing changes,
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such as new machinery, the intelligent agent must survey the manufacturing processes

of each worker and update its knowledge base such as in a feedback loop. Therefore,

the agent must include the available IoT data from each machine.

Evaluation For evaluation purposes, the author plans to use a benchmark data set

as well as a rule-based manufacturing system of a real manufacturing facility as

a reference. The reference system has already been configured and tested for the

specific machinery of a realistic manufacturing environment. The intelligent agent

trains in the same environment. To verify the functionality, the intelligent agent has to

solve the OSSP based on real product data. The results are compared with the results

of the reference system. Therefore, a correct behavior of the trained agent can be

demonstrated.

1.4 Summary

This paper presents the problem of open-shop scheduling in batch-size-one manu-

facturing. This paper focuses on the fact that the job allocation to fitting machinery

is becoming increasingly complex due to the rising demand for individualization.

Without support, employees will no longer be able to solve the OSSP in the future.

Further, the author argues that the necessary first step before the OSSP is the ad-

equate feature extraction from CAD data and their allocation to machinery with fitting

capability. The author also points out that the integration of employee expertise, but

also customer-specific design patterns must be included in the process. This paper

proposes machine learning techniques from the fields of reinforcement and active

learning. The goal of this planned contribution is to simplify the interaction between

manufacturer and customer by solving the feature extraction problem and OSSP.
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29. Roblek, V., Meško, M., Krapež, A.: A complex view of industry 4.0 (2016)

30. Schulman, J., Wolski, F., Dhariwal, P., Radford, A., Klimov, O.: Proximal policy optimiz-

ation algorithms. arXiv preprint arXiv:1707.06347 (2017)

31. Settles, B.: Active learning literature survey (2009)

32. Shen, W., Wang, L., Hao, Q.: Agent-based distributed manufacturing process planning

and scheduling: A state-of-the-art survey. IEEE Transactions on Systems, Man, and

Cybernetics, Part C (Applications and Reviews) 36(4), 563–577 (2006)

33. Shi, P., Qi, Q., Qin, Y., Scott, P.J., Jiang, X.: Intersecting machining feature localiza-

tion and recognition via single shot multibox detector. IEEE Transactions on Industrial

Informatics 17(5), 3292–3302 (2020)

34. Shi, P., Qi, Q., Qin, Y., Scott, P.J., Jiang, X.: A novel learning-based feature recognition

method using multiple sectional view representation. Journal of Intelligent Manufacturing

pp. 1–19 (2020)

35. Shih, W., Srihari, K.: Distributed artificial intelligence in manufacturing systems control.

Computers & Industrial Engineering 29(1-4), 199–203 (1995)

36. Su, H., Maji, S., Kalogerakis, E., Learned-Miller, E.: Multi-view convolutional neural

networks for 3d shape recognition. In: Proceedings of the IEEE international conference

on computer vision. pp. 945–953 (2015)

37. Su, J.C., Gadelha, M., Wang, R., Maji, S.: A deeper look at 3d shape classifiers. arXiv

preprint arXiv:1809.02560 (2018)

38. Sunil, V., Pande, S.: Automatic recognition of machining features using artificial neural

networks. The International Journal of Advanced Manufacturing Technology 41(9),

932–947 (2009)

39. Sutton, R.S., Barto, A.G.: Reinforcement learning: An introduction. second edtion ed.

Adaptive computation and machine learning: The MIT Press, Cambridge, Massachusetts

(2018)

40. Tomforde, S., Prothmann, H., Branke, J., Hähner, J., Mnif, M., Müller-Schloer, C., Richter,

U., Schmeck, H.: Observation and control of organic systems. In: Organic Computing—A

Paradigm Shift for Complex Systems, pp. 325–338. Springer (2011)

41. Venuvinod, P.K., Wong, S.: A graph-based expert system approach to geometric feature

recognition. Journal of Intelligent Manufacturing 6(3), 155–162 (1995)

42. Wang, Y., Ma, H.S., Yang, J.H., Wang, K.S.: Industry 4.0: A way from mass customization

to mass personalization production. Advances in Manufacturing 5(4), 311–320 (2017)
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Abstract. The flexibility of buildings with energy generation and storage capacities, intelligent

appliances, and energy management systems can be utilized to prevent or reduce critical

situations in electricity grids arising from the ongoing adaptation of decentralized energy

generation and electric vehicles. This work outlines a multi-agent system that determines and

coordinates the responses of multiple buildings to such situations to increase the resilience of

the local grid. The utilized methods are designed to be resilient against communication failures

as well. The energy management systems used to facilitate the proposed methods are based on

the Observer/Controller-architecture. This enables them to work adaptively using centralized,

cooperative, or autonomous control schemes depending on the availability of communication

infrastructure.

Keywords: smart grid, ancillary services, smart building, resilient infrastructure, energy

management.

2.1 Introduction and Related Work

The transition from large power plants to decentralized and mostly renewable energy

generation as well as the electrification of the transportation sector entail new chal-

lenges for electricity distribution grids. Issues like overloading of grid equipment

and voltage problems can become more common, as existing grids were designed for

smaller, unidirectional, and less synchronous loads [17].

One way to reduce the burden on grids is to utilize the energy flexibility that

can be provided by distributed energy resources (DERs), such as modern buildings

with intelligent appliances and energy generation and storage devices. In the context

of buildings, energy flexibility is the possibility of changing the profile of energy

consumption and generation by adjusting the settings and run times of controllable

or programmable devices. Building energy management systems (BEMSs), which

are typically utilized to increase the self-consumption of locally generated energy, to

reduce energy costs and to partake in demand response, can also make a building’s

flexibility exploitable for grid stabilization. In the energy sector, the different services
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that can be provided using energy flexibility, for example voltage maintenance, are

called ancillary services [1].

In the literature, low-voltage grids where connected loads are managed to achieve

certain goals with respect to grid stability and power quality are often called microgrids

[21]. Comprehensive reviews of different control systems for microgrids are provided

in [6], [18], [23], [25], and [34]. Although decentralized control systems for microgrids

or the provision of ancillary services by DERs have been proposed, most approaches

like [12], [19], [31], and [33] assume that communication infrastructure facilitating

the proposed algorithms is available and functional, at least among neighboring DERs.

Research on the coordination of multiple energy management systems like in [9],

[10] and [14] often focuses on the minimization of energy costs in the context of

variable energy prices without considering local grid restrictions. Works that propose

or analyze methods taking into account both the provision of ancillary services as

well as communication effort like [27] and [28] often consider single types of DER

only, like batteries of electric vehicles.

Due to the aforementioned limitations of most existing research, we propose a

resilient multi-agent system (MAS) utilizing an adaptive communication scheme to

enable and coordinate the provision of ancillary services by smart buildings. The

scientific contributions of the research conceptualized in the following sections are the

design, implementation, and evaluation of this system. The utilized methods focus on

comprehensively exploiting the available flexibility using all grid status data that can

be gathered to prevent or reduce critical situations (CSs) in the local grid. In addition,

cascades of measures, which are based on the ones utilized by Kochanneck [19], for

each type of CS are proposed. The goal is to restrict the economical and autonomous

operation of buildings as little as possible and to preferably avoid more drastic

measures, such as load curtailment. In the proposed adaptive communication scheme,

the smart buildings autonomously adjust their operation and communication, so that

ancillary services are still provided during communication outages. This is highly

relevant due to the error-proneness of information and communication infrastructure

like the Internet [3]. The evaluation of the proposed system is expected to answer the

following research questions, which will be revisited in Section 2.3:

Research Question 1 To what extent can the exploitation of flexibility provided by

smart buildings improve the resilience of low-voltage distribution grids?

Research Question 2 To what extent can the necessity for load restrictions be reduced

by allowing for grid-supportive operation of smart buildings?

Research Question 3 How much communication is needed to exploit the available

flexibility for grid-supportive purposes?

This article is divided into the following sections. Section 2.1 motivates the work

in the research area of electricity grid resilience and introduces relevant concepts such

as energy management, microgrids, and ancillary services. Furthermore, it provides

links to relevant literature, briefly outlines the scientific contributions of the article,

and states the research questions to be answered by implementing and evaluating

the proposed adaptive grid resilience management system. Section 2.2 details the



Increasing Power Grid Resilience with Smart Buildings 17

fundamental aspects, methods, and functionality of this system. This comprises

descriptions of relevant problems in distribution grids, appropriate counter measures,

as well as different communication and coordination strategies. In Section 2.3, the

stated research questions are split into sub-questions, for each of which an evaluation

methodology is proposed. Section 2.4 shows and discusses first results for one of

the communication and coordination strategies that will be utilized in the proposed

system. Finally, Section 2.5 summarizes the contributions and findings of the article

and provides an outlook on future work.

2.2 Grid-Focused Energy Management

This section details appropriate counter measures to typical CSs in low-voltage grids.

Based on this, coordination mechanisms for a MAS consisting of the BEMSs of

multiple buildings, the local controller of a transformer, and the grid control system

of a distribution system operator (DSO) are proposed.

2.2.1 Critical Situations in Low-Voltage Grids

Typical CSs in low-voltage grids comprise critically high or low voltages as well as

critically high line and transformer load [17]. Voltages outside of the admissible range

can damage grid connected devices [30], while grid overloading can damage lines and

transformers, which may cause electricity outages [13]. Frequency problems cannot

be significantly influenced by an individual low-voltage grid connected to a large

integrated network. In the future, at least in Germany, it will be possible for small

DERs to partake in the power balancing markets via aggregators and thereby partake

in solving frequency problems in integrated networks [22]. However, since this work

focuses on potentially locally solvable CSs, frequency problems are not considered.

Buildings can improve the considered situations by changing the reactive power

setting of present power inverters and adjusting the active power profile resulting

from energy device settings and appliance run times. Active grid equipment, such as

voltage regulated distribution transformers (VRDTs), can improve critical voltages as

well [19].

2.2.2 Implementable Counter Measures (Ancillary Services)

In the following, ancillary services that can be provided by a VRDT and smart

buildings are detailed. The owners or residents of buildings usually have individual

objectives, like the minimization of energy costs. Therefore, cascades of measures,

with the objective of restricting the operation of buildings as little as possible, are

needed for each type of CS. Kochanneck [19] proposes a general order of measures

during CSs. While our proposed system uses this order, our concrete implementation

differs. While Kochanneck puts a strong focus on the economic interests of the

buildings and utilizes variable energy tariffs to incentivize grid supporting behavior,
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we utilize direct commands and targets and distinguish different use cases for reactive

power to exploit the available flexibility as much as possible. The implementations of

the cascades of measures also differ for the different decentralization levels, described

in Section 2.2.4. More details on these cascades of measures are published in [4].

Voltage If the voltage at a building’s grid connection is critical and the distribution

grid is supplied with a VRDT, the first step to take is the adjustment of the VRDTs

transmission ratio to bring the voltage back into the acceptable range. After exploiting

the VRDTs voltage range or if the transformer is not a VRDT, occurring critical

voltages can be influenced by adjusting the reactive power setting of inverters present

in the buildings. Voltages can be reduced by consuming inductive reactive power

and increased by feeding-in inductive reactive power [2]. Critical voltages originate

either from excessive power consumption or feed-in. Consequently, if the feed-in or

consumption of reactive power cannot resolve the CS, the objective function for the

optimization of the internal energy flows of a building should be modified. Instead

of an energy cost minimization, the new objective should be the minimization of the

consumed or fed-in active power.

Line Current If critically high currents occur on a grid line, the first advisable counter

measure is reactive power compensation. Here, a building’s inverter is used to com-

pensate reactive power consumed or generated by devices in the building. This lessens

the strain on overloaded lines, since it reduces the amount of reactive power that has

to be transmitted by the line. If reactive power compensation does not sufficiently

reduce the line load, the active power consumed or fed-in by the building has to be

reduced in the same way as for critical voltages.

Transformer Temperature The transformer temperature is reduced in the same way

as critical line currents, since it is mainly determined by the currents through the

transformer windings. However, there is an important difference between these two

types of CS. While high transformer temperatures can potentially be lowered by all

buildings connected to the grid that is supplied via the particular transformer, critical

line currents can only be reduced by buildings connected to the line with the particular

critical line segment.

If any CS cannot be resolved using the available flexibility, more drastic measures

have to be taken. The most impactful measure would be the restriction of the maximum

power generated by a photovoltaic (PV) system, which is by far the most prevalent

type of renewable energy generation in low-voltage distribution grids, at least in

Germany [7]. Such restrictions constrain a building’s autonomy, can entail energetic

and financial losses, and should be avoided.

2.2.3 Organic Computing for Building Energy Management

The BEMS and building simulation software Organic Smart Home (OSH) [5] provides

the basis for implementing the proposed methods for the improvement of grid resili-

ence. For an overview of different BEMSs and the specific advantages of the OSH,

see [24]. The OSH provides automated and event-based energy management for smart
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buildings. Its main objective is to minimize energy costs by scheduling appliance and

energy device settings and run times in the context of time-variable energy tariffs

while taking different energy carriers (electricity, gas, hot and cold water) into consid-

eration. Besides the application in real buildings, the OSH is capable of simulating

diversely equipped buildings and performing multi-building simulations as well as

power-flow studies.

The OSH is based on the principles of Organic Computing [26]. This enables

the automation of the interplay between energy related devices in a building, but

also the interaction with different OSH-controlled buildings and external entities

with minimal the need for human interaction. The latter is facilitated by interfaces

that allow the specification of target values like temperature settings or device run

times as well as the visualization of energy data for a building’s residents, while

encapsulating the complexity of device interaction and energy flow optimization. To

achieve a hierarchical self-organization of the energy devices in a building and, on

a higher level, the interaction among buildings and different entities, the OSH uses

the Observer/Controller (O/C)-architecture, which was developed in the context of

Organic Computing [32]. Each building has a global O/C-unit that is responsible

for the communication with external entities as well as the integrated optimization

of energy flows based on the data provided by lower level, device specific (local)

O/C-units. The local O/C-units observe, process, and communicate the data of the

respective devices and implement optimized control sequences communicated by the

global O/C-unit. For more information on the OSH’s energy management capabilities

and optimization algorithm, see [24]. For its multi-building and power-flow simulation

capabilities, see [19]. The OSH architecture for an individual building is shown in

Figure 2.1.

2.2.4 Multi-Agent Based Resilience Management

To enable appropriate and coordinated responses to CSs, the OSH needs to be extended

by various adaptive resilience management capabilities. The global O/C-unit of a

building has to be able to receive and implement commands from a superordinate

O/C-unit run by the DSO, to facilitate the coordination of multiple smart buildings,

and to react to locally measurable changes in grid stability fully autonomously. The

transformer’s O/C-unit has to communicate its state to the global O/C-units of the

buildings it supplies and in turn, if it is a VRDT, has to receive, process, and factor

in data measured and communicated by buildings when deciding on control actions.

These developments aim at preventing or reducing CSs, so that all influenceable grid

state indicators stay in acceptable ranges. They should also enable uncritical grid

operation if ancillary infrastructure, such as communication networks, fail.

To ensure resilient grid operation, even in the case of communication failures,

we propose an adaptive communication scheme comprising three different decentral-

ization levels, which, in the following, are simply referred to as levels. A diagram

of the adaptive communication scheme is shown in Figure 2.2. Further information

on Levels 1 and 3 is published in [4]. To utilize the first two levels in the real world,

a communication platform would be needed in addition to the OSH instances run
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Fig. 2.1. The layered Organic Smart Home architecture. OX and CX denote observer and

controller exchange communication objects. Reproduced from [24].

by the buildings, the transformer and the DSO. For the simulation results shown in

Section 2.4, this platform is simulated by the OSH.

Decentralization Level 1 This level is only possible as long as all communication

links as well as monitoring and control systems are functioning. The grid is operated

by the DSO’s O/C-unit. If it detects a CS, it derives counter measures and sends

corresponding commands to the global O/C-units of the buildings and to the O/C-unit

of the transformer. These in turn implement the commands using their currently

available flexibility. If this cannot resolve a CS, the DSO commands the buildings to

restrict the active power generation or consumption of devices that allow this. The

specific devices of a building stay hidden from the DSO. The latter only sends a value

between 0 and 100 % to the buildings, which then apply this value to each of their

devices that support curtailment.

Decentralization Level 2 This level becomes active, if the communication links to

the DSO have failed, while the links between the buildings and the transformer are

still intact. Each building sends locally measurable data like the bus voltage as well as

active and reactive power feed-in or consumption at its grid connection to all other

buildings and the transformer. The transformer communicates its load factor and

temperature to all buildings. Based on the data received from other buildings and

the transformer as well as its own measured data, each building regularly performs

load-flow studies to gain a complete understanding of the current grid status. This is

achievable without excessive computational power. As a point of reference, for the
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55-node grid simulated for results shown in Section 2.4, one power-flow calculation,

which is performed once every minute by each building, takes approximately 2 ms, if

run on a single core processor. In doing so, each building has the same information as

all other buildings and knows whether and how it should react to a certain CS. Since

all buildings have the same knowledge base, if the transformer is not a VRDT or

cannot resolve a CS, each building can determine its own capability to improve it and

communicate this to all others. If a building ascertains that its current flexibility puts

it in the group of buildings with the highest ability to improve a particular CS, it starts

to implement counter measures and informs the other buildings. If the situation is still

critical, the next group of buildings starts to intervene. This process continues until

the CS is resolved. If the CS is not resolved, but all available flexibility is exploited,

the buildings autonomously restrict the power generation or consumption of capable

devices and inform the respective other buildings.

Decentralization Level 3 If all communication breaks down, this level is used. A

VRDT now has no data on the current grid state and thus cannot act. Consequently,

the buildings have to detect and improve CSs on their own and without full knowledge

of the current grid state. The only data available to a building’s global O/C-unit is

the active and reactive power consumption or feed-in and the voltage at the grid

connection of the building it manages. If a building detects a local deviation from

the acceptable voltage range, it determines counter measures based on the magnitude

of the deviation and, if applicable, already implemented measures. Although the

buildings can only measure the local voltage, there are synergies with other CSs.

If the local voltage is critical, it is likely that voltages at other points in the same

grid line are critical as well. Furthermore, as long as all grid equipment is intact,

problematic voltages are caused by high magnitudes of simultaneous power feed-

in [8] or consumption [15], which also causes high currents that can overload grid

equipment [13]. Therefore, counter measures like reducing active power feed-in or

consumption triggered by local voltage problems can prevent overloading of lines or

the transformer as well. If a building cannot resolve a locally detected CS with its

available flexibility, it autonomously implements forcible load curtailment, just as in

Level 2.

For all levels, to prevent the reoccurrence of a previously resolved CS, all measures are

upheld for a certain amount of time and only gradually reduced, if the type of measure

allows this. The order in which different buildings reduce measures is determined by

the order in which the measures where originally started. Further information on the

utilized algorithms is published in [4].

Note that the current design of Levels 1 and 2 does not consider partial commu-

nication outages that only affect some of the buildings. In the future, we aim to handle

such communication outages as well. An approach could be to perform load-flow

studies based on a combination of the data of buildings that still communicate and

previously communicated data of buildings that do not currently communicate. Still

communicating buildings can then act based on these power-flow studies, while build-

ings that cannot communicate act according to Level 3. We expect this to be only

viable up to a certain point, at which the results of the power-flow studies deviate
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too far from the real grid status. To determine if this point is reached, the calculated

voltages resulting from the power-flow studies could be compared to the measured

voltages at the grid connections of still communicating buildings. If the deviation

between two corresponding voltages is above a certain threshold, all buildings start

acting according to Level 3.

Fig. 2.2. Adaptive communication between buildings, transformer and DSO. O and C indicate

observers and controllers. The interlocking rings symbolize the transformer. The square with

diagonal lines represents the superordinate grid level.

Automated Adaption of Communication To be able to adapt their behavior in the

case of communication failures, the buildings and the transformer have to detect these

failures autonomously. They can achieve this by continuously monitoring the local

grid conditions on their own and communicating relevant data not only to the DSO,

but also to other buildings and the transformer. Based on the locally measured data

and the data received by the other participants, the buildings and the transformer are

able to make their own decisions if a CS occurs. If no command is received by the

DSO after a certain waiting period, the buildings and the transformer can start to

decide on counter measures cooperatively, which corresponds to Level 2. Since this

way of communication failure detection entails continuous communication among the

buildings and the transformer, an even more comprehensive failure that also interrupts

the communication among these entities would be easily detectable. If no data is

received from other buildings or the transformer, a building can almost immediately

adapt, switch to Level 3, and exclusively act based on locally measured data. The
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same is true for the transformer, if it is a VRDT. If it does not receive data from the

buildings any more, it switches to a neutral setting.

2.3 Evaluation Methodology and Research Questions

The multi-building and load-flow simulation capabilities of the OSH can be used

to evaluate the proposed MAS, the adaptive communication scheme, and the per-

formances of the grid management for the different levels. To cover a wide range of

scenarios and different intensities of CSs, different grid and building configurations

can be simulated for all seasons and times of the day.

The building simulation runs with a temporal resolution of one second per time

step. Simulations with different temporal resolutions for the load-flow studies can

be performed to determine which resolution is needed to detect all CSs. Since the

communication of commands and messages between the entities introduces time

delays, especially in cases where optimization is used, these methods do not aim

at preventing possible CSs arising from sub-second changes in the utilization of

grid equipment. Those CSs have to be handled by conventional and quickly reacting

installations, such as circuit breakers and power electronics.

For the evaluation of the automated level switching, different communication

disturbances can be introduced during the run time of the simulations.

All proposed counter measures to CSs can be switched on and off. This allows to

quantify their impact individually and in combination.

In the following, the approaches to answering the research questions posed in

Section 2.1 are presented. While we can already answers some sub-questions, we

describe suitable evaluation methodologies for the others.

2.3.1 Research Question 1

To what extent can the exploitation of flexibility provided by smart buildings improve

the resilience of low-voltage distribution grids?

Sub-Question 1.1 - How can the resilience of a low-voltage grid be defined?

The resilience of a grid can be defined as its capability to operate within the technical

specifications of the grid equipment and the devices powered by the grid even in

the presence of certain disturbances. Note that resilience in this context can also be

described with the term robustness, which is used in the context of Organic Computing.

Robust behavior is achieved, if an adaptive system has flexibility and uses it to operate

correctly in the presence of changing conditions [29]. The relevant quantities have

been described in Sections 2.2.1 and 2.2.2. If any of these quantities reach values

outside the admissible ranges, electricity outages will likely occur. Another aspect of

a grid’s resilience is its dependence on functioning communication infrastructure. If

the electrical resilience of a grid depends on communication to be undisturbed, its

overall resilience may be limited.
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Sub-Question 1.2 - How can the resilience of a low-voltage grid be quantified?

The resilience of a grid can be quantified by dividing the sum of the durations of

individual outages by the total duration of the considered time window. The maximum

resilience is achieved if this ratio amounts to zero.

Sub-Question 1.3 - Which evaluation scenarios are representative of realistic
situations that require an increase in resilience?

Increases in resilience tend to be most needed for older grids, which were not designed

to support a large number of PV systems and electric vehicles [17]. The reference

scenarios developed by Kochanneck et al. in [20] provide a good starting point.

Sub-Question 1.4 - By how much can the operation of a low-voltage grid in the
chosen evaluation scenarios be improved with respect to the developed resilience
definition and quantification?

The answer to this question refers to the use of the OSH as a BEMS and for the

O/C-units of the transformer and the DSO. Results for different systems may devi-

ate. Therefore, the results achieved when using the OSH should be seen as a lower

boundary of the achievable resilience improvement. Using the scenarios chosen for

Sub-Question 1.3, multi-building simulations and power-flow studies can be per-

formed using the OSH, which will be extended with the proposed MAS. Different

communication configurations (decentralization levels) will evaluated comparatively,

including a scenario in which building flexibility is not used in a grid-supportive man-

ner as a reference. The results of the power-flow studies will enable the calculation and

comparison of the resilience. First results for Levels 1 and 3 are published in [4]. These

results show that both evaluated levels can lead to substantial resilience improvements

for the considered grid and building configurations. Future evaluations will comprise

additional grid topologies and more heterogeneous building configurations.

2.3.2 Research Question 2

To what extent can the necessity for load restrictions be reduced by allowing for

grid-supportive operation of smart buildings?

Sub-Question 2.1 - Which evaluation scenarios are representative of realistic
situations that require restricting the maximum load to ensure reliable grid
operation?

Scenarios that require load restrictions to ensure stable grid operation fully overlap

with scenarios that require an increase in resilience. In these scenarios, if flexibility is

not used and the grid equipment is not upgraded, the only options to prevent outages

are load restrictions like the curtailment of PV power.
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Sub-Question 2.2 - How much more energy can the grids in the chosen evaluation
scenarios transmit before load restrictions have to be implemented if building
flexibility is utilized?

The chosen scenarios can be evaluated by simulation in a similar way as for Sub-

Question 1.4, by additionally using power curtailment in all simulated scenarios. The

differences in the amounts of energy transmitted by the grid can then be calculated

from the results of the power-flow studies.

2.3.3 Research Question 3

How much communication is needed to exploit the available flexibility for grid-

supportive purposes?

Sub-Question 3.1 - How can communication be quantified in the context of flexibility
exploitation?

The amount of communication can be quantified by the number of bits transmitted

between the buildings, the transformer, and the DSO divided by the duration of the

considered time window. This metric enables the comparison of the different commu-

nication configurations (levels) presented in this article with regard to communication

effort.

Sub-Question 3.2 - Which scenarios for the communication among buildings and
external entities are realistic?

Different communication scenarios are possible. The focus will be put on centralized

communication (see Level 1), decentralized communication (see Level 2), and no

communication at all (see Level 3).

Sub-Question 3.3 - Can grid resilience be upheld during communication outages?

Dedicated simulation studies will be performed, in which different types and durations

of communication outages will be introduced. The results will enable the assessment

of the proposed adaptive MAS’s ability to ensure resilient grid operation during these

outages.

Sub-Question 3.4 - Is there a point of diminishing returns when increasing
communication effort and where is it?

The communication metrics defined in the answer to Sub-Question 3.1 can be applied

to the results of the comparative performance evaluation conducted to answer Sub-

Questions 1.4 and 2.2. Thereby, the different communication configurations can be

compared with regard to communication effort as well. If, for example, Level 3 would

perform similar to or better than Levels 1 and 2, the answer to this question would be

that communication is not needed at all to achieve the exploitation of the available

flexibility.
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2.4 First Results for Decentralization Level 2

In the following, first results for Level 2 are compared to the results for Level 1. The

building, grid, power-flow study, optimization algorithm, and random seed config-

urations used are the same as in [4], where Levels 1 and 3 were first evaluated. The

algorithms for the grid-supportive use of reactive and active power in Level 2 are

very similar to the ones used in Level 1 in [4]. The control parameters, criticality

criteria, and active power flexibility ranking algorithm for Level 2 are equal to the

ones used by the central controller in Level 1, which are described in [4] as well. The

key difference is that each building uses these algorithms locally and in coordination

with all other buildings and the transformer, as described in Section 2.2.4. Since

Levels 1 and 2 utilize very similar control algorithms and data, their performances

are expected to be similar as well. Deviations might occur due to differences in the

timing between control measures. The buildings have to detect that the DSO does not

send commands during the first occurring CS, before they start reacting on their own.

If the DSO does not send a command within a certain time frame after the buildings

have detected a CS, it assumes that the communication has failed and starts acting

according to Level 2. For the following results, this time frame is provisorily set to

three minutes. An optimal value will be determined in future work.

Figure 2.3 shows the maximum grid node voltage, transformer temperature, and

line current profiles for the simulated day July 1. This particular day is chosen due

to the high PV power generation resulting from particularly sunny weather, which,

without counter measures, results in substantial overloading of the considered grid.

The voltages and line currents are each normalized to their nominal values. The

profiles for no grid-supportive intervention are given as a reference. The red lines

indicate the maximum or minimum permissible values. For the voltages, the limits

are ±10 % around the nominal voltage as specified in [16] and for the transformer

temperature the limit is 120 °C according to [11].

Figure 2.3 shows that the buildings, as expected, are able to keep the voltages in-

side the permissible range, regardless of whether Level 1 or 2 is used. The transformer

temperatures are lowered for both communication configurations as well, but still

violate the maximum permissible temperature. Here, a curtailment of PV power would

be necessary to stay below the limit for the utilized transformer. Level 1 performs

slightly better in this regard, which could, however, be different for different days and

random seeds. The use of a VRDT lowers the transformer temperatures further, as no

additional reactive power has to be transmitted by the grid to control voltages. The

maximum line current is increased in comparison to the scenario where the buildings

do not react to CSs. This is due to the additional load put on the lines by the reactive

power that is used to keep the voltages in the permissible range, if no VRDT is used.

As a consequence, reactive power either should only be used if the lines of a particular

grid are dimensioned to support the resulting higher currents or if load curtailment can

be used. The latter would also decrease the transformer temperature further. Another

option is to utilize a VRDT, if one is available, to maintain voltages without additional

reactive power. If a VRDT is used, the figure shows that currents are also slightly
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Fig. 2.3. Comparison of Decentralization Levels (DLs) 1 and 2. Both reactive and active power
flexibility are used. Profiles without grid-supportive behavior are given as well. All shown
profiles are based on the same random seed configuration. Limits at which electricity outages
may occur are indicated by red, dotted lines.
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higher compared to using no voltage control at all, since lower voltages entail higher

currents if the same power is transmitted.

To give an overview of the performances of Levels 1 and 2 in terms of numbers,

we performed simulations for the first week of July with five different random seed

configurations analogously to the simulations performed to compare Levels 1 and 3

in [4]. The other configuration parameters are the same as in [4] as well. The results

are shown in Table 2.1. The outage time is calculated by dividing the number of time

steps in which admissible grid status value ranges are violated by the total number of

time steps, while the relative change represents the change in outage time relative to

the configuration in which no measures are used. For the voltages and line currents,

the outage times given in the table are the average values per grid node or grid line

respectively.

Table 2.1. Simulation results for Decentralization Levels 1 and 2. Q denotes reactive power

and P active power. DL 1 and 2 denote Decentralization Levels 1 and 2.

Control strategy Control options

Only Q flexibility Only P flexibility Both

Outage Relative Outage Relative Outage Relative
time change time change time change

Voltages outside of admissible range (±10 %)

None 3.3093 % − 3.3093 % − 3.3093 % −
None + VRDT 0.0212 % -99.36 % 0.0212 % -99.36 % 0.0212 % -99.36 %

DL 1 0.0032 % -99.90 % 2.9302 % -11.45 % 0.0034 % -99.90 %

DL 1 + VRDT 0.0216 % -99.35 % 0.0121 % -99.63 % 0.0139 % -99.58 %

DL 2 0.0051 % -99.85 % 2.9305 % -11.45 % 0.0055 % -99.83 %

DL 2 + VRDT 0.0231 % -99.30 % 0.0172 % -99.48 % 0.0203 % -99.39 %

Admissible transformer temperature (120 °C) exceeded

None 7.3313 % − 7.3313 % − 7.3313 % −
None + VRDT 10.7500 % 46.63 % 10.7500 % 46.63 % 10.7500 % 46.63 %

DL 1 11.3512 % 54.83 % 3.8472 % -47.52 % 8.7401 % 19.22 %

DL 1 + VRDT 10.7321 % 46.39 % 8.1726 % 11.47 % 8.0694 % 10.07 %

DL 2 11.5476 % 57.51 % 3.9266 % -46.44 % 9.5635 % 30.45 %

DL 2 + VRDT 10.7798 % 47.04 % 8.1706 % 11.45 % 8.0218 % 9.42 %

Rated current of lines exceeded

None 0.0366 % − 0.0366 % − 0.0366 % −
None + VRDT 0.1481 % 304.33 % 0.1481 % 304.33 % 0.1481 % 304.33 %

DL 1 0.7541 % 1958.03 % 0.0050 % -86.46 % 0.7060 % 1826.71 %

DL 1 + VRDT 0.1457 % 297.56 % 0.0649 % 77.26 % 0.0662 % 80.69 %

DL 2 0.7650 % 1988.00 % 0.0056 % -84.75 % 0.7381 % 1914.35 %

DL 2 + VRDT 0.1483 % 304.87 % 0.0607 % 65.70 % 0.0583 % 59.12 %
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As expected, Table 2.1 shows that Levels 1 and 2 perform very similarly. The

use of a VRDT also yields very similar results for both levels. This indicates that

the central controller might not be necessary to fully exploit the available flexibility.

The results also allow to give a partial and preliminarily answer to Sub-Question 3.4.

The point of diminishing returns for communication, at least in this scenario, might

be at Level 2. Exclusively using Level 2 requires fewer messages and data points

per message than using Level 1 for undisturbed communication and switching to

Level 2 if communication is partially disturbed. However, a DSO may want or be

obligated to retain control of the grid and therefore still prefer to use Level 1 as long

as communication is undisturbed.

2.5 Conclusion and Outlook

This work presents methods to increase the resilience of distribution grids by utilizing

the energy flexibility of connected smart buildings, even with constrained, malfunc-

tioning, or unimplemented communication. Furthermore, it details corresponding

research questions and an appropriate evaluation methodology. The proposed adaptive

MAS is currently being implemented. First results presented in this work are prom-

ising with regard to the increase in distribution grid resilience against both electrical

and communication disturbances.

Future work will determine appropriate parameters for the different control mech-

anisms. Methods for automatically adapting the communication scheme if commu-

nication failures occur will be fully implemented. Load curtailment algorithms for

situations where the utilization of flexibility is not sufficient to resolve a CS will be

implemented as well. After the definition of suitable evaluation scenarios, the evalu-

ation of the implemented systems according to the presented evaluation methodology

is expected to yield comprehensive answers to the specified research questions. In

addition, it could be explored whether and how the developed methods might be

transferable to BEMSs other than the OSH.
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Abstract. Real-time embedded systems have become commonplace nowadays. Organic Com-

puting leads to advantages like increased adaptability, robustness and reduced development

efforts for such systems. In order to maintain functionality even in the presence of operational

failures and faults, safety-critical real-time applications in particular need even more robust

and more adaptable embedded systems. However, semantic knowledge is required to properly

react to such failure scenarios. The described research project focuses on the development,

implementation and evaluation of a semantic description for a middleware architecture based

on Artificial DNA (ADNA). The focus of this paper is to provide an overview on the research

project’s aim: The development of a semantic description layer for the ADNA and its relation

to other research on the ADNA in the areas of self-degradation and self-optimization, self-

diagnosis and ADNA development. Furthermore, we describe the first step towards a semantic

description of the ADNA: The development of an ontology that represents knowledge about

the system, e.g. requirements, functionality and interactions of the ADNA components. This

ontology will lay the foundation for an ability to modify the building plan of the system encoded

in the ADNA at runtime. As a consequence, this will pave the way for flexible adaptation and

degradation concepts in case of failures that would otherwise be critical.

Keywords:
Artificial DNA, Ontology, Organic Computing, Embedded Systems

3.1 Introduction

Nowadays, embedded real-time systems can be found in different areas, including cars

and household appliances. Furthermore, these areas have a need for more complex

systems with even higher levels of adaptability, safety and robustness. In order to

manage these requirements in the future, the design methods employed have to evolve.

A key component in this regard are bio-inspired, organic mechanisms that mimic the

behavior of biological systems. These organic mechanisms exhibit various so-called

self-* properties such as self-improvement, self-organization and self-healing [33].

The Artificial Hormone System (AHS) as described in [6] is a representative of such

a mechanism. With its hormone control loop, the AHS provides a decentralized,



Towards a Semantic Description of Artificial DNA using Ontologies 33

self-organizing, self-healing and self-optimizing mechanism to assign tasks to pro-

cessor cores in a distributed system. The Artificial DNA (ADNA) was developed to

provide the AHS with some basic understanding of the provided system. It includes

information on the system’s building blocks, which are each represented by a task,

including their structure and parameterization as well as the available processing cores

and their suitability to execute an assigned task respectively to implement a building

block. Thus, the ADNA serves as a blueprint of the required system for the AHS.

With this knowledge, the AHS is capable of constructing the described system

autonomously, to optimize the assignment of tasks and — in case of a partial failure —

to reconstruct the system as quickly as possible by reassigning task to the remaining

processor cores. However, neither the ADNA nor the AHS have any knowledge on

the actual semantic functionality or interdependencies of tasks besides their commu-

nication structure and any implicit related knowledge. This PhD project focuses on

this aspect with the goal of developing a semantic description of the ADNA. In order

to reach this goal, an ontology compactly representing the expert knowledge on the

ADNA has to be developed. The ontology and semantic description enable the con-

struction of new, more complex ADNAs with less development effort, higher levels

of automation when designing appropriate systems and serve as basis for diagnosis

and adaptation techniques.

This paper is structured as follows: First, to motivate the project, a description

of the ADNA’s current state of the art is provided (Section 3.2). Afterwards, the

project’s main goal and related objectives are described and related to other work in

this research area in Section 3.3. The following section focuses on the first research

steps as well as some initial decisions. Finally, Section 3.5 provides both a recap and

an outlook onto the next research steps.

3.2 Artificial DNA

This chapter provides a brief overview on the AHS, the ADNA and the level of

knowledge the ADNA provides the AHS with. For further information, please refer

to [6] and [4].

The AHS is a decentralized, self-organizing, self-configuring, self-optimizing

and self-healing mechanism for the assignment of tasks to processing elements

in embedded real-time systems. Akin to the hormone system of higher mammals

where cells communicate by sending hormones via the bloodstream, the embedded

system’s processing elements (PEs) send short messages, so-called hormones, to

communicate and decide the task assignment among themselves. These hormones

convey a PE’s eagerness to take a certain task (eager values) and signals for a PE

to raise (accelerators) or decrease (suppressors) its eagerness to take various tasks.

The assignment of each task happens in a control loop as seen in Figure 3.1. First,

the hormones for each task are received. Next, for each task, the suppressors and

accelerators are subtracted from or added to the local eager value. This result is called

the modified eager value and denotes a PE’s suitability to take this task in the current

control loop. A PE wins a task if it has the highest modified eager value amongst all
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Fig. 3.1. The AHS Hormone Loop, from [24]

PEs and may start executing the task in turn. Finally, each PE sends out its modified

eager values for all tasks as well as suppressors and accelerators for all tasks running

on the PE.

On its own, the AHS has no knowledge of the system it has to realize. The ADNA

provides the system’s blueprint including the required tasks, their communicative

interconnections and the PEs’ initial suitability for each task. The ADNA’s core idea

rests on the observation that most embedded systems can be assembled from a limited

number of basic elements, e.g. arithmetic/logic units, filters, senors, etc. By combing

a suffient multiset of these and providing a fitting parameterization for each element

it is possible to compose a given embedded system. The structure of such a basic

element is shown in Figure 3.2. Besides its parameters, each basic element connects

to other elements via two types of communication channels: The outgoing channels,

collectively referred to as the DestinationLink, are used to send requests or values to

other elements and the incoming channels, collectively referred to as the SourceLink,

await requests or values from other elements. Finally, each basic element is given a

unique arbitrary Id. Figure 3.3 shows an example block realizing a PID controller.
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Fig. 3.2. Structure of a basic element, from [8]
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Fig. 3.3. Exemplary basic element, a PID block, from [8]

A closed control loop as shown in Figure 3.4 is a simple embedded system that

can be realized with ADNA. The according ADNA’s netlist and parameterization are

shown in Figure 3.5. As argued in [4], this representation is compact, thus allowing to

store a copy of the ADNA in each PE, analogously to how a copy of the biological

DNA is stored in each cell. This enables the realization of the system at run-time: As

a first step, a local ADNA builder instance on each PE generates a task that pends

assignment from the AHS for each basic element. Next, the AHS assigns each task to

the most suitable processor. This results in the system architecture shown in Figure 3.6.

If a processing element fails, the knowledge from the ADNA allows the remaining

PEs to reintroduce the lost tasks to the AHS. Thus, the ADNA has extended the

AHS’s self-organization and self-healing properties by also being self-building and

self-repairing.

All in all, the ADNA provides the AHS with a rudimentary understanding of the

system by replicating a building block’s behavior, but it lacks the knowledge of

the building block’s purpose within the system. Likewise, the AHS has no ability

to relate a building block (task) or group of tasks to a specific functionality of the

system. If it had such knowledge, the AHS could trace a failure more accurately to

the related building blocks or it would know what task could be dropped without

serious consequences to the system’s overall functionality, if a certain functionality

becomes too taxing or infeasible. In a nutshell, the AHS lacks knowledge on the

meaning (semantic) of the tasks and their system. Therefore, a semantic gap between

the describable system and the ADNA’s description exists. This leads to the project’s

main goal to bridge and shrink the semantic gap between the system described by the

ADNA and the system realized by it.
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Fig. 3.4. A closed control loop consisting of basic elements, from [8]
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1  = 70  (1:2.2) 100 25    // constant setpoint value, period 25 msec
2  = 1   (1:3.1) -         // ALU, control deviation (minus)
3  = 10  (1:4.1) 4 5 6 25  // PID (4, 5, 6), period 25 msec
4  = 600         1         // actor, resource id = 1
5  = 500 (1:2.1) 2 25      // sensor, resource id = 2, period 25 msec

ADNA line:       linenumber = id destinationlink parameters //comment
destinationlink: (destchannel:destlinenumber.sourcechannel...)

Fig. 3.5. The netlist and parameterization of the closed control loop from 3.4, from [8]
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Fig. 3.6. ADNA System architecture, from [3]

3.3 Scope and Aim of the Research Project

In order to achieve the project’s aim, the shrinking of the semantic gap, the AHS and

ADNA need an additional semantic layer of description. This layer would provide

the AHS with a wider range of knowledge on the system to be realized. Such a layer

not only enables the development of more complex algorithms for self-diagnosis and

self-adaption/self-optimization, but also provides a way to streamline and automate

the development of new ADNAs, furthering the improvement of already existing

and igniting the creation of new tools for ADNA design. The following subsections

provide a broad overview on the main and side goals of the project and especially

their relation to the semantic description.
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3.3.1 Semantic Description

A semantic conveys knowledge on the meaning and relations of terms between two

entities. Therefore, the primary aim of semantic description of the ADNA would

be to describe the use of each individual task (their meaning) and their functional

relations. Thereby, the semantic description would provide expert knowledge, privy

only to the developer, to both the AHS and other users, thus achieving a higher level

of abstraction.

physical domains
⎫⎪⎪⎬
⎪⎪⎭
shared

mathematical operators
hardware resources

ADNA construction logic
functionalities

⎫⎬
⎭specificbuilding block instances

parameters

Fig. 3.7. Overview on shared and specific knowledge

The knowledge required by the AHS can be split into two categories. A brief

overview is shown in Figure 3.7. First, there is specific knowledge confined to a certain

ADNA. This includes knowledge on the structure, like the used building blocks, their

connections and parameterization as well as knowledge on the available functionalities

and which sets of building blocks they are realized by. The ADNA in its current form

already provides the structural knowledge. However, the functional knowledge so far

is only given by comments in the ADNA that can only be interpreted by a human

designer. Secondly, there is shared knowledge applicable for a larger group or even all

ADNAs. On one hand, this includes knowledge on the underlying hardware, e.g. what

sensors and actuators are available, knowledge on other existing building blocks and

relations between known implementations for given functionalities. On the other hand,

the shared knowledge includes meta knowledge like construction rules for ADNAs,

the dependencies between physical units acted on and measured or relations between

mathematical operators.

3.3.2 Degradation Algorithms

In its current implementation, the AHS cannot degrade a realized system, but will

keep the system running without breaking real-time constraints as long as there is a

sufficient amount of processing power available.

If the AHS had knowledge on a task’s relevance, it could decide to drop nones-

sential tasks. A first approach for an AHS that utilizes priorities on a hormone level

can be found in [22]. The described approach uses static predefined priorities and

assumes no dependencies between task executions. Therefore this approach cannot be

transferred directly to the ADNA level. A system’s tasks (building blocks), described
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in the ADNA, often depend on each other and collectively form a certain functionality

within the system. As a result, it is of utmost importance to know which functionalities

are provided by which tasks and how relevant they are for the whole system’s survival.

A semantic description might enable the use of priorities on the level of the ADNA

by providing the AHS with knowledge on a functionality’s relevance as well as its

realization in ADNA. With priorities bound to functionalities, the AHS could deduce

the task’s priorities and even adapt them, if a the ADNA is changed partially.

Another of the ADNA’s current limitations that limits the degradation process is

its inflexibility. A given ADNA cannot adapt at run-time by e.g. deciding to simply

drop a specific task. Thus, the ADNA also cannot utilize substitution algorithms. First

attempts on a more flexible ADNA, the conditional ADNA, are developed in [20].

In the context of ADNA adaptation, a semantic description would again provide the

relations between tasks and functionalities as well as alternative implementations for a

given functionality, that demand less processing power, but in return are less accurate.

All in all, a semantic description would lay the foundation for assessment al-

gorithms that could deduce the priorities and computational demand of tasks in a

given ADNA, thus providing the AHS with knowledge on possible degradation ap-

proaches in order to keep the system as long alive as possible in the presence of

failures.

3.3.3 Failure Detection

In its current state, the AHS’s failure detection and handling are mainly limited to

detecting the failure of a processing element and self-healing the system after this

failure [7]. Research on an extended fault diagnosis at the hormone level can be found

in [26]. Among others, this approach can detect faulty hormones and combat them

analogous to an immune system.

However, currently no such approach exists at the ADNA level. By means of

knowledge on the relations between functionalities and building blocks, the semantic

description would enable the AHS to create its own plausibility checks for calculated

values and to notice inaccuracies of sensors or incorrect behavior of actuators. In

many systems, redundant sensors, processing units and actuators are used in order

to compensate for failures or inaccuracies. However, resources are often scarce in

embedded systems, thus requiring other methods to realize said redundancy. With

a semantic description, the AHS would know which actuators and sensors affect

respectively are affected by the same or similar physical phenomena (e.g. velocity).

As a result, the AHS could deduce dependencies that replicate the redundancy.

As an example, consider an ADNA for a vehicle that includes a step counter,

an accelerometer and a motor that accelerates or decelerates the vehicle. Since the

acceleration is the second derivation of the distance, the AHS might add another

calculation method for the acceleration to a given ADNA, utilizing the step counter.

Similarly, the motor affects the vehicle’s acceleration. The AHS could now utilize

the knowledge that all three building blocks relate to the physical phenomenon of

acceleration and use two of those building blocks to verify the third’s behavior.

Suppose the motor gets a command to accelerate in the direction measured by the
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accelerometer, then it is to be expected that both the accelerometer and the alternate

acceleration calculation via the step counter pick up a rise in the vehicle’s acceleration.

If, however, the accelerometer sends a lower value then previously, it can be suspected

that the accelerometer might be faulty.

Thus, the semantic description enables the AHS to autonomously generate dia-

gnosis procedures at runtime. First approaches utilizing ontologies in this process are

described in [27].

3.3.4 ADNA Design

Currently, there exist some tools that can be used for developing and verifying ADNAs.

Among these tools are the DNAEditor [23] for creating ADNAs using a graphical

user interface, a hormone simulator [10] that can simulate an ADNA’s hormone

communication and several simulation environments, like [2] and [9] for automotive

systems or a simulator for an ADNA controlled robot vehicle [3].

Since a semantic description should provide more knowledge than already avail-

able in a DNA-File, it is a necessity to create new tools or expand the existing ones

in order to allow adding such knowledge efficiently while designing a new ADNA.

On a similar note, there is the need for transferring knowledge from an already ex-

isting ADNA to a semantic description and generating an ADNA from a semantic

description. For these tasks, the development of a ADNA to semantic description

and semantic description to ADNA parser becomes relevant. These editing tasks are

crucial side objectives of this research project.

While the semantic description requires new tools in order to be used efficiently,

it also affects the design process of ADNAs itself. On the one hand, it would provide

a common vocabulary for communication between different projects and ADNAs

and also provide a steadily growing background library of knowledge. On the other

hand, it may allow to take the development process to a more abstract level, the

level of functionalities, such that new ADNAs could be created autonomously by

only specifying the needed functionalities and generating an ADNA based on the

knowledge from already known implementations.

3.4 Initial Research Steps

As mentioned in Section 3.3.1, knowledge for the semantic description can be either

knowledge shared between multiple ADNAs or knowledge confined to a specific

ADNA. Under these circumstances, an approach for constructing the semantic de-

scription for a given ADNA would be to enrich the shared knowledge with knowledge

specified in a given ADNA. Thus, the first step is split into two main tasks. First, the

development of an ontology to represent the shared knowledge and provide constructs

to represent specific knowledge. And secondly, the development of a parser that

transfers the specific knowledge encoded in an ADNA into the ontology.

The following sections provide a broad introduction on the topic of ontologies

and a short overview of ontologies that deal with similar topics, followed by a brief

glimpse into the ontology and parser that are currently being developed.
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3.4.1 Ontologies

There are several definitions of the term ontology. Ontologies have been studied in

philosophy since ancient times where, according to [19], research is focused on the

questions:

1. What objects exist?

2. How are two objects related?

3. What objects are implied by the existing objects and their relations?

4. How to interpret a given ontology?

Especially the first two questions resonate in the areas of information science [18] with

the definition of an ontology as a formal specification of shared concepts in a specific

domain. Ontologies are used to convey knowledge on the domain utilizing concepts,

instances and relations. In order to encode this knowledge into machine-readable

structures, specialized ontology languages like OWL [30], KIF [14] or F-Logic [25]

can be used. These languages guide the interpretation of the ontology, thus providing a

partial answer to the fourth question. Finally, specialized software, so-called semantic
inference machines or reasoners, is used to infer knowledge from a given ontology

based on a combination of decidable predicate logic and the semantics of the used

language.

3.4.2 Related Ontologies

Since one of the ontology’s primary focuses are physical systems, ontologies in

this domain can be used as a starting point for further research. PhysSys [1] is such

an ontology. It has served as an inspirational basis for other ontologies in even

more specialized sub domains like OntoCAPE [28] for process engineering, [11] for

biophysical properties and [12] for flight simulator evaluation. Because it predates

the conception of OWL, KIF is used as the knowledge representation language.

Still, it provides several aspects like a separation into specialized sub ontologies

for different views of the same system. These sub ontologies include the system

description ontology, which focuses on the mereological and topological structure

of a system. This ontology even considers the connections between two building

blocks as instances instead of relations. Another one of those sub ontologies is the

physical process ontology. This ontology focuses on a system’s physical and chemical

behavior. Finally, the mathematical concepts are provided by the even older ontology

for engineering mathematics [16]. It provides a common communication framework

for both fundamental mathematical concepts and physical units and domains.

While OntoCAPE [28] deals with the domain of computer aided process engin-

eering with a strong focus on chemical and fluid mechanical systems and thus is

not fully applicable to embedded systems, it still provides a good insight into the

extent and development of an ontology on a similarly specialized domain. Especially

the supporting and meta concepts are — to a certain degree — also applicable in

an ADNA ontology. Thus, they can serve as a guideline for the shared knowledge

ontology.
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Since a system described by an ADNA interacts through sensors and actuators

with its surroundings, the Semantic Sensor Network ontology [17] seems like another

relatable source. However, it has a stronger focus on the measurements and considers

the measuring system as a single monolithic block. Still, it may give some pointers for

the depth of knowledge on sensors and measurement procedures when constructing

the ADNA ontology.

3.4.3 ADNA Ontology and Parser

After defining ontologies as well as looking into some related ontologies, it is now

possible to outline a draft of the ADNA ontology’s structure. First thoughts on this

structure have been presented in [8]. The paper provides a hierarchical classification

of building blocks, which can be used as a starting point for constructing a taxonomy

of the different building block concepts as shown in Figure 3.8.
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Fig. 3.8. Taxonomy of building blocks
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In this taxonomy, the block order separates the different building blocks according

to their influence on the system’s signals. The computational block concept represents

building blocks that compute an output according to their input(s). Their block families
group them by their operations. In this context, the concepts of an arithmetic and logic
block and a calculus block represent blocks performing the eponymous mathematical

operation. Since certain special filters, like Kalman Filters and Complementary Filters,

are usable not only as filters, but also for the fusion of sensor input, the concept of

a filter and fusion block unites both categories. This concept unites all blocks with

operations that process multiple inputs from one source over a period of time (filter)

or combine different inputs utilizing more than one arithmetic operation (fusion).1

The concept of a transport block represents building blocks that only forward

their input under specific conditions. The selection block concept includes blocks

where a selection signal decides which input to forward to which output. The range
block concept consists of blocks where predefined bounds limit the range or domain

of a signal. Finally, the memory block concept represents building blocks that can

forward previously stored inputs instead of the current input.

The I/O-block concept unites all build blocks that can be seen as data sources and

data sinks in the network. The internal block and resource block concepts consist of

data sources and data sinks on the same level as the network and data sources and

data sinks that communicate with the outside world respectively. The concept of a

AHS and ADNA block includes building blocks for AHS and ADNA specific tasks

like checking if the whole system is set up.

Besides this, the different described types of operation and functional modes lay

a foundation for both operator and block behavior concepts. A brief overview of

some concepts is shown in Figure 3.9. The operation concept describes the operations

mainly available to the computational blocks. The sub concepts of fusion operation
are categorized by their sensor configuration as described in [13]. On the one hand,

the behavior concept includes common behavior found among most building blocks,

e.g. if the build block actively produces an output or only reacts when new input

is available (responsiveness). On the other hand, it includes block specific behavior
describing the behavior encoded in a building block’s mode, e.g. the interpretation of

the output signal. Since the information encoded in the behavior is more potent than a

simple attribute, it is represented by specialized concepts.

In addition, concepts for the available hardware components2 are required. This

first draft will primary focus on knowledge about the demonstration vehicle’s hardware

as described in [5] and [3].

Akin to [1] and [28], a small sub ontology for physical phenomena and their

relations is added to the ontology of shared knowledge. Furthermore, the connections

between two different building blocks are added in the form of a concept instead of

1 In a later development step, this relation between sensor fusion and signal filtering might

justify a separation into block subfamilies that categorize between pure filters and filters

with sensor fusion applications.
2 In this context, available hardware components refer to the sensors and actuators provided

by the underlying system.
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Fig. 3.9. Sketch of a classification for Functional Property Concepts

being only represented by a relation between two instances of the building blocks.

The ontology is implemented utilizing OWL 2 as the knowledge representation lan-

guage with the RDF/XML syntax. This provides the opportunity to use the vast tools

available in the semantic web community, like Protégé [29] for editing and visualizing

the ontology efficiently or the reasoners [15] and [32]. In the current development

process, these reasoners are used to verify the consistency of the ontology in each

development step. Furthermore, Protégé’s open source API [21] already provides

a foundation for an ADNA to OWL parser, thus supporting a contemporaneous

development towards a semantic description.

3.5 Closing Remarks

In this paper, we have described the state of the knowledge the ADNA provides the

AHS on the realized system. We have shown that there is more available knowledge,

such as a building block’s purpose in the system, that currently cannot be provided to

the AHS. In addition, we have given a brief overview what this knowledge includes

and how it could affect and be affected by research in the areas of system degradation,

failure detection and ADNA development processes. These research directions ac-

cumulate in the research project’s declared aim: to bridge the semantic gap between

the system described by the ADNA and the actual system realized, providing the

AHS with a wider range of knowledge on the managed system. Furthermore, this

paper presents the first development efforts on the semantic description in form of
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an ontology and other related tools, like ADNA to ontology parsing, thus laying the

foundation for a more expressive ADNA.

In the future, we plan to flesh out the needs of the ontology in accordance with

the areas of failure detection, degradation algorithms and development processes by

testing and evaluating the usability of a prototypical ontology and semantic descrip-

tion. Out of the different approaches described in [31], we strive for a task-based

evaluation that primarily focuses on the applicability of the ontology’s knowledge.

For instance, a number of ADNAs may be described by the ontology in order to

investigate both the range of transferable knowledge and suitability of concepts and

constructs already within the ontology. In this context, examining the information

loss and the complexity of the constructs used to represent the information can be

applied as a metric for the assessment of the applicability. Some basic queries, e.g.

a query verifying the adherence to construction rules in a described ADNA, and

the formulation’s complexity could also be used to measure the ontology’s quality.

Furthermore, we plan to adapt the existing test and simulation environments in order

to being able to utilize the ontology and semantic description.
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Abstract. Transfer learning (TL), the next frontier in machine learning (ML), has gained much

popularity in recent years, due to the various challenges faced in ML, like the requirement

of vast amounts of training data, expensive and time-consuming labelling processes for data

samples, and long training duration for models. TL is useful in tackling these problems, as it

focuses on transferring knowledge from previously solved tasks to new tasks. Digital twins

and other intelligent systems need to utilise TL to use the previously gained knowledge and

solve new tasks in a more self-reliant way, and to incrementally increase their knowledge base.

Therefore, in this article, the critical challenges in power forecasting and anomaly detection

in the context of renewable energy systems are identified, and a potential TL framework to

meet these challenges is proposed. This article also proposes a feature embedding approach

to handle the missing sensors data. The proposed TL methods help to make a system more

autonomous in the context of organic computing.

Keywords: Transfer Learning, Digital Twins, Renewable Energy Systems.

4.1 Introduction

In recent years, machine learning (ML) has achieved great success in many practical

applications. Nonetheless, it still faces limitations for certain real-world scenarios.

The primary challenges include lack of availability of sufficient labeled instances

for training the models and the fact that future unseen instances of test data might

be drastically different from train data. However, collecting and labeling sufficient

training data is often expensive, time-consuming, and even unrealistic. When the

training and test data have different data distributions, the traditional ML approach

shows a degradation in the performance of the model [5].

Transfer learning (TL) can help resolve these challenges inherently, and hence it

is considered as ML’s next frontier [13] by the research community. TL aims to utilize

the existing knowledge of ML models and transfer it to new models where sufficient

training data is not available.

TL can be considered analogous to a human’s approach when doing tasks. Just

as we apply knowledge gained from one task to do another related task, similarly
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an intelligent system needs to use TL to utilize the knowledge from one task while

solving another. This has motivated extensive research in TL and its applications in

various domains.

TL is also gaining popularity in the fields of Computer Vision [7] and Natural

Language Processing (NLP) [3], where the data are primarily images and text, re-

spectively. In these domains, TL is mostly applied on ML classification problems,

like image classification or sentiment classification of texts. In existing literature,

TL methods are not often applied to regression problems, especially in the field of

renewable energy systems.

Digital Twins (DT) for renewable energy systems like a wind power plant or a

solar power plant create an evolving profile of the plant and record data throughout

the life-cycle of plant, which helps to give insights on the operations, maintenance

and configurations of the plant. When equipped with ML-based predictive capability,

these DT substantially increase the efficiency and accuracy with which real-time

decisions are taken.

ML is primarily useful in predicting the day-ahead power generation or detecting

anomalies in power plants, both of which require historical data. But often when a new

plant is installed, we do not have training data available, and the internal and external

influences on the power plant change over time. However, one would like to predict

the power generated by that new plant as quickly as possible and to consider the

changing conditions. Here TL is essential, as we can transfer the knowledge gained

from similar existing power plants to the newly set up ones.

The remainder of this article is structured as follows. Section 4.2 gives a general

overview of TL terminology and summarizes the related work and literature related

to this field. Section 4.3 details this article’s research direction towards TL framework

and applications of TL in relevant use cases. Section 4.4 summarizes the current

progress in our research and gives an outlook on future work.

4.2 Related Work

In this section, TL notations, definitions, and a general overview of TL are discussed

in subsection 4.2.1. Then, we introduce existing literature on TL applications in

renewable energy systems in subsection 4.2.2.

4.2.1 Notations and Definitions in Transfer Learning

In this subsection, we will briefly discuss the notations used in the TL research

community [12, 13]. Before defining TL, we define the terms domain and task in the

context of TL.

A domain D = {X ,P(X)} is defined by two components: a feature space X and a

marginal probability distribution P(X), where X ∈ X . If the source domain, Ds and

target domain, Dt are different, then they either have different feature spaces (Xs �= Xt )

or different marginal distributions (P(Xs) �= P(Xt)).
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Given a specific domain D , a task T consists of a label space Y and a conditional

probability distribution P(Y |X) and is represented as T = {Y ,P(Y |X)}, or T =
{Y , f(·)}, where f(·) is learned from the training data consisting of input X ∈ X and

output Y ∈ Y . If the source task, Ts and target task, Tt are different, then they either

have different label spaces (Ys �= Yt ), or different conditional probability distributions

(P(Ys|Xs) �= P(Yt |Xt)).

4.2.1.1 Transfer Learning

Given a source domain, Ds and corresponding learning task Ts, a target domain Dt
and learning task Tt , the objective of transfer learning is to learn the conditional

probability distribution P(Yt |Xt) in Dt with the information gained from Ds and Ts,

where either Ds �= Dt or Ts �= Tt [13].

4.2.1.2 Transfer Learning Problems Categorization

In the literature, TL problems are categorized in many different ways. Traditionally,

TL problems are categorized based on the similarity between domains and on the

availability of labeled and unlabeled data [12] into Inductive TL, Transductive TL and

Unsupervised TL. When labeled data is available only in source domain, it is called

Transductive TL and when labeled data is available in both source and target domain,

it is called Inductive TL. When there is no labeled data in both source and target

domain, it would be called Unsupervised TL. However, in the recent years, a flexible

taxonomy [7] has emerged, which is based on the domain similarity irrespective of the

availability of labeled and unlabeled data, as Homogeneous TL and Heterogeneous

TL. In Homogeneous TL, the source and the target domain both have the same feature

space (Xs =Xt and Ys =Yt ), whereas in Heterogeneous TL, source and target domains

have different feature spaces(Xs �= Xt and/or Ys �= Yt). In surveys [12] and [7], the

authors divide the general TL methods based on the relationship between the source

and the target domain and give a summary of the literature on TL including details of

classic TL methods.

4.2.1.3 Transfer Learning for Organic Computing Systems

Organic Computing (OC) systems aim to adapt themselves to situations that have

not been foreseen by the designers. To enable this self-adaptation in OC systems,

self-learning capability is desired. ML helps in achieving the self-learning properties

for a system to adapt and learn from different conditions and environments. The

relation to ML for an OC system, and a clarification of different terms in the context

of these research fields is given in [9]. When a process observed or controlled by

an OC system changes or when the OC system is faced with a new situation, TL

plays an important role, to enable the system to adapt to changes quickly based on the

previously acquired knowledge. TL also helps in making a system more autonomous

and to achieve the self-learning capability.
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4.2.2 Transfer Learning in Renewable Energy Systems

The TL literature on renewable energy applications is still in its early stages. In [14],

the author describes a TL framework for providing power forecasts throughout the

life-cycle of wind farms and provides a taxonomy for this application, whereas in [11],

authors use Multi-Task Learning (MTL) autoencoders for short term wind speed

predictions using TL. In [8], authors describe anomaly detection application using

autoencoders for energy systems. In [1], [2] the authors present the coopetitive soft-

gating ensemble (CSGE) method, which weighs the ensemble members’ predictions

in a hierarchical two-stage ensemble prediction system.

4.3 Research Proposal

This section provides details of the research proposal in different aspects as subsec-

tions. In subsection 4.3.1, we outline the TL framework using three basic What, When,

and How questions in the context of TL. We also provide applicable examples from

the renewable energy domain. Then in subsection 4.3.2, we describe TL for regression

problems based on the use case of wind power forecasting. In subsection 4.3.3, we

describe TL for anomaly detection and in subsection 4.3.4, we detail an use case on

missing value handling for anomaly detection problems. By discussing these aspects,

we evaluate the applicability of TL in renewable energy systems.

4.3.1 Transfer Learning Framework for Renewable Energy Systems

In this section, we propose a framework for TL based on What, When, and How

questions to any domain. 4.1 shows the exemplary application of the framework to

the energy system related use cases as described previously.

Table 4.1. Transfer learning framework for renewable energy systems applications

Power Forecast Anomaly Detection
What to transfer? The most important and relevant in-

formation for Tt among the features

of Ds

Selecting and picking anomaly free

samples from the labeled source do-

main Ds data to train a TL model

When to transfer? When the similarity between differ-

ent wind parks based on input fea-

ture spaces Xs, Xt and label spaces

Ys, Yt exceed certain threshold

When the similarity between extrac-

ted features of anomaly free data set

and evaluation data set exceed cer-

tain threshold

How to transfer? Using TL methods like para-

meter transfer, feature representa-

tion transfer and instance transfer

between Ts and Tt

Using feature representation trans-

fer to establish the Model of Nor-

mality (MoN) based on anomaly

free samples of Ts.
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4.3.1.1 What to transfer?

The answer to this question involves determining which part of the knowledge can

be transferred from Ds to Dt to improve the performance of Tt . For wind power

forecasting application, we need to identify which among the Xs are available in Xt
and which of them are relevant for Tt . For anomaly detection in solar power inverter

data, the first objective is to establish the MoN using anomaly free data samples [4].

So, we need to pick the anomaly free samples from the source domain data Xs, Ys, to

train a TL model.

4.3.1.2 When to transfer?

The answer to this question involves evaluating and deciding when TL is beneficial

for a particular use case. For wind power forecasting and for anomaly detection in

solar power data, a similarity evaluation between features of Xs, Xt and between label

spaces of Ys, Yt is needed to determine if TL would be beneficial. The similarity

between source and target tasks is then compared to a certain threshold. If it exceeds

that threshold, TL can be helpful for that scenario.

The objective of TL should always be to improve the performance of the target

task, but in some cases when the source and target domains are not closely related, TL

leads to degradation of target task performance. This is usually termed as Negative
Transfer and such scenarios could be avoided by evaluating the answer to this question.

4.3.1.3 How to transfer?

The answer to this question involves the actual methods to transfer knowledge from

source to target, which is done by adapting existing source task models to the target

tasks. The general TL methods are instance transfer, parameter transfer, and feature

representation transfer [7]. These methods are applicable to all TL scenarios.

◦ Parameter transfer: This method of transfer tries to find shared parameters,

which are used to transfer knowledge from Ds to Dt . This approach assumes that

models of related tasks share some parameters or a prior distribution of hyper

parameters. In general, there are two ways to share weights among neural network

models, Hard-Parameter Sharing and Soft-Parameter Sharing. In hard-parameter

sharing, all hidden layers of neural networks are shared between source task

and target task while using different output layers [15, 16]. In soft-parameter

sharing, a deep neural network is trained on source domain data and the model’s

weights are fine-tuned using the target data. Parameter transfer is also applicable

in MTL methods, where multiple tasks are learned at the same time. An example

of MTL application in renewable energy systems is when an ML model is trained

to predict the power generation of multiple wind farms at once.

◦ Instance transfer: In an ideal scenario of TL, knowledge from the source domain

can be directly reused for the target domain, but in most cases the knowledge can

not be used directly, instead some instances of source domain can be reused along

with target domain data to improve results. The idea behind instance-based TL
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methods is to reweigh the source instances so as to lower the marginal distribution

differences [10, 18]. With this reweighing, the source data points (Xs, Ys) that are

most relevant to the target domain are used along with target task data Yt to train

a model.

◦ Feature representation transfer: This method of TL aims to find a represent-

ation of input features by reducing the gap between source and target feature

spaces and can be used for both homogeneous and heterogeneous TL. Based

on the availability of labeled data, both unsupervised and supervised methods

can be applied for feature representation transfers. An autoencoder [11], which

is an unsupervised learning strategy, is popular for this type of TL. It tries to

encode or compress the input features to lower dimensions and then decode the

original features from the compressed representation. This process of encoding

and decoding enables an autoencoder to learn the common feature representation

between source and target domains. An autoencoder can also be used for MTL

tasks, where it learns a generic source representation from all tasks, which is then

fine tuned to a specific new target task.

4.3.2 Transfer Learning for Power Forecast

The power prediction for different wind power plants require, a separate model for

each plant, which uses local numerical weather data to predict the power under the

characteristic conditions of each plant. This makes it suitable for TL. In this section,

we evaluate the application of TL for power forecasting with a focus on wind power

plants.

Fig. 4.1. Input data and transfer learning methods for wind power forecasting

4.3.2.1 Challenges:

There are primarily two challenges that motivate the research in this direction and are

listed below:
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◦ In TL scenarios, the amount of available target data usually varies.

◦ The research in TL for regression tasks, especially in renewable energy applica-

tions, is still not mature.

4.3.2.2 Approach:

Generally, there are three different types of data sources available for wind power

plants generally and there are two different scenarios that can arise depending on the

available amount of target task data. This section deals with handling both of these

scenarios using TL.

4.3.2.3 Data Sources:

◦ Numerical Weather Prediction Data (ND) - This is generated by weather models,

which is comprised of measurements like wind speed, wind direction, air density,

wind pressure, temperature, relative humidity. There could be multiple weather

models providing data, but the weather features provided would be almost similar

for all of them.

◦ Historical Power Generation Data (HD) - Historical wind power generation data

is only available for existing wind farms, while the ND and MD will be mostly

available for all plants, be it newly set up or existing plants.This data will not

be available for newly setup wind farms, as there won’t be any historical data

recorded for them. The historical data contains information regarding the power

generated by a particular wind farm over a period of time.

◦ Wind Turbine Metadata (MD) - This data usually comprises physical character-

istics of wind turbines like rotor diameter, make and model of turbine, hub height,

total height, rated capacity, and year of installation. This data set is generally

available for all kinds of wind farms starting from newly installed wind farms

to long existing wind farms, as it is provided by the manufacturer of the wind

turbines. However, there could also be scenarios where this data is lost or not

recorded for very old wind farms.

4.3.2.4 TL Scenarios:

The pictorial representation of these scenarios is given in Fig.4.1

◦ When there is no historical power data (no HD): In this scenario, the target

wind farm is newly set up and there is no historical data available for power

forecasting. In this case, we find a similar wind farm as a source task, based on a

similarity measure. Then we use the source task model to do TL and adapt to a

new plant using MD and WD. We propose Zero-Shot Transfer Learning (ZSTL)

methods for this scenario.

Zero-shot learning is interpreted as unsupervised transductive TL [6]. It is trans-

ductive, as typically there is no labelled historical data available for the target task.

In this setting, the metadata information (MD) is used to determine similarity

between source and target task and decide which source task is to be considered
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for transferring the knowledge to the target task. ZSTL becomes more challenging

if the meta information of tasks is also unavailable. There is a need for research

here, as most of zero-shot learning (ZSL) literature is on classification problems

related to computer vision and NLP. Here for renewable energy systems, spe-

cially for power forecast applications, we are interested in solving for regression

problems.

◦ When there is little amount of historical power data (little HD): In this scenario

the target wind farm has been set up for a very short duration and we have some

power generation values recorded for this plant. Here, again, we find the most

similar wind farm as a source task and during TL, in addition to MD and WD, we

also use little or the small amount of HD available, for adapting it to the target

plant. We propose Few-Shot Transfer Learning (FSTL) methods for this kind of

scenario.

Few-shot learning refers to scenarios where are only few labeled samples are

available for model training. Similar to ZSTL, this is also a less explored area

of research for regression problems. However, it has been well researched for

classification problems [17]. Domain adaptation is one feasible solution for FSTL

when the target domain data has same features as the source domain data.

4.3.3 Transfer Learning for Anomaly Detection

Anomaly detection (AD) usually deals with learning the patterns of anomalies in

labeled training data and predicting upcoming failures or anomalies based on the

learned patterns. Anomalies are infrequent, irregular, unexpected, and limited. The

occurrence of anomalies is rare and getting labels for these is difficult. TL serves

helpful in this case, as we use the label information available at plant A and transfer

them to construct an AD algorithm for plant B, for which we do not have any labeled

data.

In this section, we first outline the general process of anomaly detection using

transfer learning and then describe current progress in handling missing data for AD

problems.

4.3.3.1 Anomaly Detection Process

The anomaly detection process flowchart shown in Fig 4.2, is proposed initially in [4]

for anomaly detection in images data. Here, we are applying it to detect anomalies

in solar inverter sensor data. As a first step, we need to pick normal (anomaly-free)

samples from the labeled data of normal and anomalous samples available for the

source task, and feed only normal samples into the pretrained TL model. This is done

to learn the pattern of normality from these anomaly free samples. The pre-trained

TL model, usually a deep neural network, is trained on all inverter data and acts as a

feature extractor. Features extracted from the anomaly free samples are then used to

create a MoN that learns normality pattern. For any evaluation sample, which is new

inverter data, the features are extracted by the TL model and compared to the MoN.
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Fig. 4.2. Anomaly detection using transfer learning [4]

Using a similarity measure, anomaly score is calculated based on which anomaly will

be detected if anomaly score is above certain decision threshold.

We aim to do experiments using different types of pretrained TL models that can

be used for feature extraction and compare the performances.

4.3.4 Use Case on Missing Sensor Data for Anomaly Detection

In other ML problems generally, we either ignore missing data or impute it, but for

AD applications, we can not do that as missing data itself serves as an indicator to

detect anomalies or failures. In some of the AD problems, the failures in sensor data

will be denoted by missing values. We describe below our first approach for dealing

with missing data along with the current results. The work on this use case is still in

progress.

4.3.4.1 Challenges

There are primarily three challenges that motivate the research in this direction, which

are listed as follows. These challenges are observed in the field when dealing with

solar power inverters data that has labeled failure times for inverters.

◦ How to handle missing time series sensor data for an AD use case?

◦ How to deal with variable input feature space, when some sensors exhibit missing

data?

◦ How many of the available sensors are related to each other?

4.3.4.2 Approach:

All the above-mentioned challenges are interlinked and can be solved in some form

with the method below.
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4.3.4.3 Data Source:

We generated a synthetic data set of 1000 samples with pairs of inputs Xi and target Y .

For each sample, ten input features X1 to X10 are generated from two latent features

Z1, Z2, such that they belong to three groups of features. The latent features Z1 and

Z2 are related to target Y according to Equation 1

Y = sin
π
4
(Z1 +Z2)+ cos0.7π(Z1 −Z2) (4.1)

The latent features Z1, Z2 are i.i.d sampled from a standard normal distribution

Z ∼ N (0,1). The first group of features is formed according to eq (4.2), while the

second group of features is formed according to eq (4.3) where ε ∼ N (0,0.1).
Furthermore, the third group is formed by Xi ∼ N (0,1) ∀ i ∈ {7,8,9,10}.

Xi = Z1 + ε ∀i ∈ {1,2,3} (4.2)

Xi = Z2 + ε ∀i ∈ {4,5,6} (4.3)

To create the missing values in this data, during training, features are removed

randomly with a probability of 0.2 from the binomial distribution.

4.3.4.4 Feature Embedding Experiment:

This approach deals partially with the problem of missing input features and par-

tially with the problem of training with variable input lengths of features. Instead

of adopting a fixed input vector length, this approach tries to generalize the concept

of input features, by describing their properties and relevance for the task at hand

with individual feature embeddings. The architecture of the neural network for this

approach is given in Fig. 4.3.

Here, the feature index, i in Xi is an input to embedding layer and then each feature

is represented with its value concatenated with the output of the embedding layer,

which is an embedding vector. These concatenated features are now processed in two

hidden layers. Up to this point, the features are processed individually in per-feature

neural networks which are termed as feature encoders. The outputs of these feature

encoders corresponding to all available features are now averaged in the global pooling

layer similar to global averaging in CNN networks to get a representation, independent

of the current number of input features. The resulting averaged representation is then

further processed to compute the final model output, with respect to the task at hand.

The embeddings are learned along with other parameters of the neural network and

serve as task-specific latent representations of input feature space.

The neural network training with this method, on synthetic data generated with the

above mentioned equations, derived the two-dimensional embeddings. The features
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Fig. 4.3. Neural network architecture for feature embedding method

can now be easily interpreted with Fig. 4.4. In this figure, we can observe that the

related features are located closer to each other, creating groups of features in the

latent space. Here, we can see that groups of features are clustered and that these

clusters are appropriate, as we already know the features of Group1 are related,

since they are generated from same latent feature Z1. The observations for Group2

are similar. The plot helps in understanding which features are contributing similar

information to the model. We are also exploring other ways of solving the challenges

mentioned above using embeddings with different neural network architectures.

The feature embedding method provides the expected results on the synthetic data

set. The next step is to evaluate this approach on real-world renewable energy data

sets to further assess the feature embedding methodology.
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Fig. 4.4. Visualisation of 2-D feature embedding

4.4 Progress Description and Summary

In this section, we summarize our preliminary work towards the research proposal

of section 4.3. Currently, different TL methods for wind power forecasting and solar

inverter data anomaly detection are being tested on real world datasets. The broader

aspects of future work are outlined below.

◦ Evaluating Similarity Measures for deciding which source task is most similar

to a certain target task

◦ Task Embeddings for multi-task learning methods of TL

◦ Zero-shot and Few-shot TL methods for scenarios of transfer with low amounts

of data for the target task

Conclusively, this article proposes a TL framework and methodologies for re-

newable energy system power forecasting and anomaly detection. We also propose a

feature embedding approach, which can potentially solve problems with regards to

missing data. This proposal is an initial step towards exploring the opportunities of

applying TL in renewable energy systems. Further, the TL methods in this proposal

are helpful for building OC systems’ self-learning capability. This cross-domain

applicability of TL methods further motivates the research in this area.
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Abstract. This article introduces a research proposal that aims to define, detect, and evaluate

corner cases in the context of machine learning (ML) systems and highly automated driving.

Corner cases are scenarios or data in a dataset that are recorded only very rarely and therefore

only available in small quantities or not at all in the dataset. However, corner cases are very

important for model training, as they are needed to improve the model performance in these

rare scenarios. On the other hand, in safety- and security-critical applications, such as highly

automated driving, corner case data is extremely important for testing and verifying the ML

system.

The research proposal addresses these challenges and focuses on the definition and categor-

ization of corner cases. Based on this, ML methods for corner case detection are developed,

focusing on object detection for automated driving and trajectory data for intention detection of

pedestrians and cyclists. Finally, the research proposal addresses corner case metrics and the

evaluation of the developed detection models.

Keywords: Corner Case Detection, Machine Learning, Highly Automated Driving

5.1 Introduction

Imagine a car equipped with sensor-based assistance systems is driving on a residential

street. Suddenly, behind a parked van, a child walks onto the road. The car driver can

brake just in time because he reduced his speed preventively due to his many years of

experience. In the future, autonomous vehicles will have to overcome such critical

situations. In the same way as an experienced human driver, a machine learning (ML)

system should react to the child’s appearance and behave according to the situation

and learn from this experience. The perception, prediction, and situation awareness

required for this are often developed based on ML methods.

Besides highly automated driving, more and more systems and applications in the

financial, industry, medical, private, or mobility sectors are equipped with artificial

intelligence systems. An increasing amount of data is needed to train, improve, and

validate these artificial intelligence systems and the contained ML methods. This data

is generated synthetically or recorded in reality. However, this often results in a huge
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(a)

(b)

Fig. 5.1. Corner case examples. (a) Corner case due to overexposure and reflection. As a result,

the oncoming vehicle was not detected (red bounding box). (b) The model recognizes the

shadow of a cyclist as a cyclist.

amount of data (Big Data [32]), which must be elaborately prepared for ML, analyzed,

and labeled. Extensive research is being conducted to optimize and reduce this effort,

both in terms of time and money. From new storage technologies and database

concepts for fast access via new processor technologies (e.g., GPGPU [45, 46]) to

more sophisticated selection strategies [23] as well as new/extended algorithms with

less demand in terms of storage and/or computation power.

However, it is not useful to collect and store huge amounts of data for many use

cases because the so-called corner cases are far more relevant than storing redundant

data. Corner cases are rarely or never recorded situations and are therefore not

available in the datasets in sufficient quantity or not at all for model training and

testing [20]. The form and characteristics of the corner case can be very different. In

Figure 5.1a, the corner cases are caused by reflections and very bright headlights that

prevent the detection of oncoming vehicles. Besides advertising boards, signs [29] or,

as in Figure 5.1b, the shadow of a cyclist can cause false detection of the model. On

the other hand, many corner cases occur in combination with critical situations, as in

the child running onto road example.

Therefore, the challenge lies in the fact that critical and thus particularly important

corner case situations for the model training are very rare or cannot be generated easily,

e.g., on test tracks. Simulations are a way to generate data for specific scenarios and
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hazardous situations. However, it is only possible to simulate a corner case scenario

if we already know the corner case and require more samples for training or testing.

But we cannot generate or record any data for corner cases that we are not aware of.

Therefore, the identification and detection of corner cases and the development of the

underlying model is an essential aspect of this research proposal.

On the other hand, real and authentic corner case data compared to synthetic

data are indispensable for ML model validation and evaluation. Driving around with

the necessary sensor and recording equipment generates a huge amount of records

resulting in datasets that consist predominantly of boring and repetitive situations,

e.g., driving/following a car on a straight road under ideal weather conditions. Figure

5.2 illustrates this circumstance, where one side has a large amount of data with

low variance and corner case number. The opposite side has hardly any data, but

the variance is relatively high, and thus corner cases occur significantly in the data.

Moreover, the challenge is to identify and detect these few recorded corner cases and

make them available for further model improvement. However, if a model is trained

and evaluated without this corner case data and deployed, it is only a matter of time

before an unknown event occurs and the model fails. This failure, in turn, could lead

to a failure of the entire system, which could result in a severe accident with injuries

on both sides.
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Fig. 5.2. Illustration of the number of corner cases in relation to the data quantity [48] (image

modified).

Using a fleet of vehicles equipped with the appropriate equipment [3,44], it might

be possible to collect the needed traffic data for the model training processes. A

sufficient amount of corner case data should be provided in this fashion, even in rare

situations. According to [34], under the current test conditions for fully automated

driving, 6.62 billion test kilometers must be covered to release a vehicle with such a
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fully automated system. However, such a time consuming approach is associated with

considerable difficulties and expenses for various reasons, such as costs, bandwidth

availability, and data storage. Besides, it is neither practicable nor desirable to collect

large quantities of sensor data from a large vehicle fleet in everyday operation on

a long-term and continuous basis. Even if someone makes an effort to collect such

huge amounts of data, to identify, detect and score relevant data such as corner

case scenarios in a tractable and efficient manner. To do this manually would not

be economical in the long term, if at all possible. Therefore, the development of

algorithms and models for detecting corner cases is an important step that we address

in this research proposal. Ideally, these techniques should be applied to every driven

kilometer in the future to improve the data situation continuously.

The detection of corner cases or the related techniques to detect that the ML model

is not able to recognize certain objects, classes, or similar reliably is a important

contribution of the research proposal. The awareness of the model not being able to

predict or detect something is referred to as self-awareness. Self-awareness as well

as self-healing or self-configuring is part of organic computing [35, 36], whereby we

focus in this research proposal mainly on self-awareness, i.e., the detection of corner

cases.

The considered use case in this research proposal is perception for highly auto-

mated driving, which provides a wide range of relevant aspects for investigating

corner cases in the ML context. These include corner cases in LiDAR (light detection

and ranging) and image data caused by, e.g., pixel or reflection errors, light effects

(low sun), or occlusion. To limit this abundance of possible application scenarios, we

consider primarily vulnerable road users (VRUs), such as pedestrians and cyclists,

and secondarily vehicles and other objects in road traffic. For this purpose, two use

cases were selected in this research proposal:

1. corner cases in object detection

2. corner cases in trajectories of VRUs (exclusively)

The remainder of this article is structured as follows; Section 5.2 provides an overview

of related literature on the topic of corner cases. After that, in Section 5.3, we describe

the research question of the research proposal in detail. Finally, a brief summary of

the research proposal is given in Section 5.4.

5.2 Related Literature

In the literature, the term corner case is strongly influenced by the area of software

testing, hardware testing, and validation. The two views of how corner cases can be

interpreted are compared in [22]. First, there is the understanding that corner cases

result from a rare combination of parameter values [27], or secondary from erroneous

or incorrect behavior [39] of the model. Another definition of corner cases, especially

for images based corner cases, can be found in [6]: ”A corner case is given, if there is a

non-predictable relevant object/class in a relevant location.” Each of these definitions

has its justification in the respective application or domain. While it is possible and
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helpful to transfer them to others in some cases, a general corner case definition is not

known to us.

An overview of different detection methods for images, combined with a sys-

tematization of different corner cases for perception in highly automated driving, is

presented in [7, 8]. Here, the considered corner cases detection methods are classified

into different levels: pixel, domain, object, scene, and scenario level. This systematiz-

ation neither covers other sensors such as LiDAR and RADAR (radio detection and

ranging) nor the associated methods.

The literature contains a wide range of methods for detecting corner cases, often

referred to as an unusual event, outlier, anomaly, and novelty detection [12, 16, 40].

The calculation of a residual error to infer a corner case is an often used approach [6],

where autoencoders are increasingly used [2, 11, 17]. Comparable to this are models

that use GANs (generative adversarial network) [15] to resynthesize the data and

then also calculate an error value [31, 43, 50]. Another opportunity is the usage of

out-of-distribution detection models [21, 30] to identify novelties or corner cases

in a given dataset. Rather newer approaches use evidential deep learning to detect

objects unknown to the model (corner cases) [10, 47]. In most of these methods, the

uncertainty is never taken into account, e.g., how reliable is the model with respect

to the prediction [25, 37]. However, approaches that estimate model uncertainty

[13, 28, 33] and use this knowledge to detect corner cases or data that are difficult to

classify for the model have not yet been comprehensively investigated.

5.3 Research Questions

Figure 5.3 comprises the three core research topics regarding the definition, detection,

and evaluation of corner cases in the context of highly automated driving within this

research proposal.

The first part of the research proposal is the corner case definition, which deals

with developing a taxonomy or categorization for corner cases, their description, and

a distinction between human- and machine-driven corner cases. Furthermore, criteria

elaboration and operationalization for the quantification or assessment of corner cases

are investigated.

The second part addresses the detection of corner cases. Methods are developed

and investigated to detect corner cases in object detection tasks, e.g., new and/or

unknown objects. In addition, the detection of corner cases in trajectory data is

investigated. To increase the performance of the developed models, we take context

information, such as weather or location, into account.

The final part of the research proposal deals with evaluation metrics and assesses

the developed corner case detection methods’ performance. The evaluation also

includes the assessment of corner cases, where we aim to quantify the corner cases

with a value that indicates or expresses their relevance and importance.
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Fig. 5.3. Overlap/connection points of the research questions.

5.3.1 Corner Case Definition

The term corner case is not sufficiently defined in the field of ML yet. A clear

definition in the ML context and comparison to related terms such as outlier, novelty,

and anomaly is also unresolved and a part of this research proposal. With [7] it is

currently possible to structure and classify camera and image corner cases, but various

types of corner cases, e.g., from LiDAR or trajectory data, and the corresponding

identification methods are not covered. The reason or source which triggers a corner

case within an ML system could provide a possible basis for corner case structuring

and definition across multiple sensors and method domains, taking into account the

existing structuring of [7]. Faulty pixels of an input image, for example, can have a

negative influence on the object recognition model. At the same time, new objects or

unknown states of a process or system can also cause wrong detections and decisions

of the model. Additionally, anomalies or domain shifts in time and space also influence

the occurrence of corner cases.

Typically, corner cases represent situations that were not included in the training or

test dataset at model training time. As mentioned in the introduction, these situations

can represent critical and very rare situations whose data are of great importance

for the model training because only a trained model can handle these situations

in the future and decide according to the seen data during the training. Moreover,

corner cases are of great importance for validating the ML methods since they can

be evaluated under extreme conditions. A definition for corner cases together with a

taxonomy that covers different aspects is therefore necessary. It should reflect that

corner cases obvious for a human are not necessarily relevant for an ML system. This

leads to two sub research questions:
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How to define corner cases in ML?

With the definition of corner cases, a clear conceptual distinction to existing terms in

ML shall be established. It is important to distinguish between human-driven corner

cases and machine-driven corner cases and consider them accordingly. Human-driven

corner cases are corner cases that a human perceives as such, like the shadow of a

person misclassifying the model, as shown in Figure 5.1b. Machine-driven corner

cases are those that arise from the ML model or an adversarial sample [15] and

are not obvious to a human. The goal of developing a taxonomy is to distinguish

and categorize corner cases in the context of highly automated driving. With it, the

methods can be classified accordingly and highlight which corner cases the existing

models can detect.

In [20], we presented our first result on a distinction between corner case and other

terms in ML. We also introduced a sensor-driven categorization of corner cases for

camera, LiDAR, and RADAR into several layers and levels: Starting with the sensor

layer for sensor-related corner cases, a content layer for corner cases within a single

image frame or data sample, and a temporal layer for all corner cases with a temporal

aspect. Each layer is divided into several levels to clarify the different corner case

types within one layer. The content layer, for example, is divided into the domain level,

object level, and scene level. In this manner, we can assign the corner cases to one of

the categories, e.g., a corner case caused by rainy weather conditions belongs to the

category content level, domain level. We also introduced method-level corner cases,

which are generated by the method itself and strongly depend on topology, design,

and deployment. Besides, we distinguished between single-source and multi-source

corner cases to address the different levels of data fusion.

Which criteria are needed to clearly quantify corner cases?

For quantifying corner cases, criteria have to be identified to describe their nature and

value. Our goal is to make corner cases measurable and develop various criteria based

on the characteristics of corner cases, which allows a quantification or assessment of

the corner cases. These criteria include, for example, novelty, criticality, uncertainty,

reliability, predictability, and many more. Subsequently, these criteria have to be

formulated as measurable quantities, if possible, so that an algorithmic implementation

and widely automated quantification of corner cases becomes feasible.

In order to describe certain criteria and corner case characteristics, a description

language for scenarios [5] is needed. However, this research proposal does not cover

this but uses an already existing description language, the Pegasus level [38, 49],

which was developed for describing, e.g., street conditions, traffic infrastructure,

traffic participants, weather, and daylight.
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5.3.2 Corner Case Detection Methods

In this second part of the research proposal, we focus on the corner case detection

methods. The taxonomy is used to develop detection methods for specific types of

corner cases. Within this research, we address the following two use cases:

1. We investigate VRUs and vehicles in the context of object detection and classi-

fication, focusing our attention on the identification and detection of associated

corner cases. In this use case, corner cases can arise, for example, when novel

or unknown objects/classes appear in the data that the model cannot detect or

classify or situations with poor visibility due to pollution or low-standing sun.

An example of this could be a person carrying a huge parcel with only the feet

visible in the image material, a person in a wheelchair, a disguised person, and

persons on advertising posters who are recognized incorrectly as VRU.

2. We also examine VRU trajectory data and the detection of corner cases in relation

to intention detection or trajectory prediction models. Here, corner cases can arise

when unusual motion patterns are present that cannot be adequately processed

by the prediction model because such a motion pattern was not included in the

model training or evaluation.

In this context, uncertainty-based detection [18] and novelty detection methods

[16,19] are used and further developed to detect corner cases. The image, LiDAR, and

trajectory data needed for the research proposal comes from freely available datasets,

and the KI-DT project [26], which records real data and also provides synthetic data.

For object detection, we will rely on datasets such as BDD100k [51], A2D2 [14],

nuScenes [9], and KI-DT. From KI-DT we will obtain specific data with and without

corner cases. The number of corner cases in free available datasets is rather small.

Other datasets like Canadian Adverse Driving Conditions [42] (winter weather) or

datasets with unknown objects such as RoadAnomaly [31] and Lost&Found [41] are

better sources for some tasks but smaller in size.

For the VRU trajectory data, we will mainly use data from previous projects [1,4],

and the data recorded and provided in the KI-DT project. A recorded scene consists of

image and LiDAR data. Besides, there are metadata and context information, referred

to as context in the following, which can provide additional information about the

particular scene. The context can include the following additional information: time

of day, weather, location, and information about the scenario content like city, suburb,

village, farmstead, road or off-road, the number of lanes, kind of intersection, signs,

and many more. The use of context is expected to improve the corner case detection

model. This results in the following three sub research questions:

How to detect corner cases in object detection?

To detect novel or unknown objects with respect to object detection and classifica-

tion, we want to use uncertainty-based detection methods to identify existing corner

cases by modeling the aleatoric and epistemic uncertainty. The aleatoric uncertainty
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describes thereby the uncertainty in the data, and the epistemic uncertainty is the

uncertainty of the model parameters caused by a lack of knowledge [24]. We want

to compare them with novelty detection methods, which we also investigate. The

transferability of the developed approaches to trajectories is another goal of this

research project.

How to detect corner cases in trajectories?

We want to use novelty and uncertainty-based detection methods to detect corner

cases in trajectory data, e.g., unusual behavior in context of intention detection or

trajectory prediction. The aim is to analyze to what extent previously developed

detection methods for object detection and class identification can be transferred to

trajectory data. Since corner cases in a trajectory can cover longer or shorter periods,

we will investigate their start and end.

How to use contextual information to improve the performance of corner case
detection model?

A dirty camera lens or glass panel in front of the camera or glare, e.g., a bright

sun, make it difficult even for a human to see objects in some situations. These

environmental or physical effects are additional information that should be considered

in this research by detecting them and providing the knowledge to the uncertainty-

based detection model.

Additional context information (e.g., time, weather, location) is a rich source to

improve the detection of corner cases. Sometimes, the context itself relates to and is

a corner case on its own, e.g., low-standing sun, because this kind of image data in

the context of highly automated driving is rare, and detection models are not used

to process them. Additionally, how significant the influence of the different context

information is and which context is highly relevant for the detection model.

5.3.3 Corner Case Assessment and Model Evaluation

A big challenge in the evaluation of corner cases is that there are no available bench-

marks specific for corner cases by which we can evaluate and compare our developed

detection methods. What exists are the datasets for object detection like Road Anom-
aly [31], and Lost&Found [41] which contains unknown and sometimes strange or

unidentifiable objects on and besides the road.

Based on these datasets or another and the necessary adjustments made for our

purposes, it is then possible to evaluate and compare the performance of the detection

methods. To be able to distinguish whether the detected or not detected corner case is

of essential importance in the present case and to enable a targeted optimization of

the model, we apply the developed metrics for the quantification of corner cases from
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Section 5.3.1. In addition, we can introduce a cost function, whereby corner cases

involving people are weighted higher than, for example, a plastic bag blown across

the street by the wind. This results in the following three sub research questions:

How to evaluate the detection of corner cases when the truth is not known?

The goal is to enable the evaluation of models for corner cases detection. The de-

velopment of our benchmark dataset or the modification of an existing dataset is

therefore planned as well as developing metrics and methods to compare our corner

case detection models.

How to validate that the corner case detection works?

To evaluate the performance and uncertainty of the developed corner case detection

methods. We have to consider the observation’s uncertainty, contextual information

such as poor weather or lighting conditions, and the novelty and relevance of the

observed scene or scenario. Also important is the evaluation of the reliability of

detection and repeatability, i.e., the same result even with slightly varying data.

How to determine the value of an corner case?

To determine the value or importance, we use the operationalized criteria from Section

5.3.1. It should be possible to determine the corner case’s value for the ML system by

combining the identified criteria values and weighting. However, this needs further

analysis. As a best case scenario, the value could be used to estimate the corner

case’s significance and relevance. As a further aspect, training data size and over- and

underrepresentation of a class could be taken into account.

5.4 Summary

In this article, we discussed the proposed research proposal on corner case detection

in the context of highly automated driving. The research questions on this topic

are divided into three main sections: corner case definition, detection, and model

evaluation. In each of these three sections, two or three core research questions are

addressed in more detail. The definition of corner cases contains a taxonomy and

criteria for quantifying corner cases, which we are working on. Methodically, the

research questions elaborate the detection of corner cases on image, LIDAR, and

trajectory data where uncertainty based and novelty detection models are investigated

to detect corner cases in the context of object detection, classification, and trajectory

prediction. To evaluate these methods, we analyze and develop metrics for our corner

cases detector.
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The next steps of the research proposal consist of two main points. First, the

definition of corner cases in the context of ML and Autonomous Driving will be

finalized. Secondly, the work on uncertainty based corner case detectors with a focus

on object detection will be continued, whereby the current work is based on [18] and

has already started. Closely related to this is the development of metrics to evaluate

these methods.
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Abstract. As part of the research regarding Organic Computing, the observer/controller ar-

chitecture was developed. This architecture enables quick adaptation of complex technical

systems’ behaviors. We propose that the principles of this architecture can be translated to

the realm of game-playing artificial intelligence, due to the similarly complex environments

of games. An adapted version of a multi-layer observer/controller architecture is proposed.

The architecture is designed to enable human-readable rule-based representations of behavior

devised by reinforcement learning. By providing the system with rules crafted by experts, it is

possible to kickstart its training process. After being confronted with a new game environment,

the system is capable of adapting its behavior and applying previously learned rules to the new

problem.

Keywords: General Game AI, Organic Computing, Learning Classifier Systems, Reinforce-

ment Learning, Observer/Controller Architecture.

6.1 Introduction

In recent years, there has been great progress regarding game-playing artificial in-

telligence (AI). DeepMind’s AlphaZero [21] has achieved super-human abilities in

multiple games, where reliably beating human experts was previously impossible,

due to the complex structure of these games. This complexity is similar to that of

technical systems, which are a focus of Organic Computing. This area of research

concentrates on the construction of robust, safe, flexible and trustworthy computer

systems. To achieve this goal, technical systems should act independently, flexibly

and autonomously, similar to natural systems. In nature, complex systems are often

self-organizing, self-configuring, self-healing, self-protecting and self-explaining. To

orient technical systems towards the human, Organic Computing researchers focus

on creating systems with the same characteristics. In short, the goal of Organic Com-

puting is to transfer principles of natural systems to complex technical systems [14].

In this context, the observer/controller architecture was created. It enables quick ad-

aptation of behavior in the dynamically changing environments of complex technical

systems. Due to the similarity of the complex technical systems in Organic Computing



Observer/Controller Architecture for a General Game AI 75

and the complex structure of many games, we suggest that the proposed architecture of

Organic Computing is transferable to the field of game-playing artificial intelligence.

One component that can be used in the observer/controller architecture is a learn-

ing classifier system (LCS). An LCS provides human-readable rule-based machine

learning [5]. This allows to easily manipulate the generated rules by building on a basis

of pre-defined expert rules or injecting expert rules later on. The observer/controller

architecture combines multiple learning approaches to cover different needs. It is

able to reactively apply rules from its rule-base, use reinforcement to refine existing

knowledge, and utilize evolution to introduce new knowledge.

In this paper, we present a new approach to a general game AI that is able to adapt

itself to different game contexts by using reinforcement learning (RL) in a multi-level

observer/controller architecture.

The remainder of this paper is structured as follows. In Section 6.2, we provide an

overview of relevant research on reinforcement learning, learning classifier systems

and the observer/controller architecture. In Section 6.3, we present the structural

design of our proposed framework. In Section 6.4, we describe our initial experiments

and the preliminary results. In Section 6.5, we discuss the ideas resulting from our

initial experiments. We conclude this paper with a discussion of the presented work

and possible future work.

6.2 Related Work

In this section, we describe work related to our research topic including reinforcement

learning in games, learning classifier systems and their usage in games as well as the

general observer/controller architecture.

6.2.1 Reinforcement Learning for Game AI

Reinforcement learning, especially if combined with artificial neural networks, is

an integral tool in the realm of game-playing artificial intelligence and has proven

to be very successful [12, 13]. As it has been a prominent field of machine learning,

there are many resources on the theory behind deep reinforcement learning (DRL) [7].

The basics of RL rely on learning tasks by receiving rewards, depending on the

quality of decisions the AI makes. This way, tasks like playing a game can be learned

by repeatedly interacting with the given environment. Specifically in the field of

learning to play games, RL is used extensively and specific methods like self-play

have emerged. This method, where an agent learns by playing against itself, has

proven to be very successful [17].

6.2.2 Learning Classifier Systems

In contrast to artificial neural networks, learning classifier systems provide rule-based

machine learning. This enables a human-readable representation of learned behavior.
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Additionally, learning classifier systems are flexible and adaptable. They are flexible,

as they can easily be used for different learning methods, such as reinforcement learn-

ing or supervised learning. They are adaptable, since all of the included components

can be extended or exchanged. Therefore, they provide an overarching framework

for general machine learning techniques that can be combined with other approaches,

such as deep learning [23]. Recent research in learning classifier systems includes

fusion with neural networks, improvements and extensions of the framework [15] and

implementations of well working techniques of DRL such as experience replay [22].

6.2.3 Extended Classifier System

The eXtended Classifier System (XCS) [28] is built to receive input about an envir-

onment’s state through detectors and return an action to change the environment’s

state (see Fig. 6.1). This action is then rewarded, which updates the inner mechanisms

of the XCS. Original implementations of the XCS used binary strings as input. As

real-world problems often need to be represented by real values, there has since been a

lot of research to enable such a representation in the XCS [9,24,29]. This development

is an also important requirement for the use of the XCS in games.

The XCS holds a population [P] that consists of classifiers. These classifiers

consist of a condition and an action and save multiple variables, which are updated

periodically. These values include:

◦ the prediction which represents the expected reward,

◦ the prediction error that holds information about the difference between the

prediction and the actual reward,

◦ and the fitness which represents the accuracy of the prediction.

After an input is given to the XCS, the match set [M] is constructed from all matching

classifiers. If [M] is empty, a covering mechanism generates a classifier for this

situation proposing a random action. A best action is found by comparing the average

of the classifiers’ predictions weighted by their fitness. Each classifier proposing this

action is added to the action set [A] and the action is returned to the environment.

Then, all classifiers in the action set are reinforced by receiving an according reward

from the environment. Additionally, a genetic algorithm selects classifiers based on

their fitness as parents and uses them to create better fitting classifiers.

6.2.4 XCS in Game Environments

So far, only a few attempts at utilizing a learning classifier system for a game-playing

AI have been made. The authors of [19] implemented an AI playing Starcraft by

learning with an XCS. Different agents were trained and evaluated against each other.

Interestingly, an agent with a more complex architecture that consisted of different

XCS instances for each unit type had the highest win rate overall. For more traditional

game-playing, different publications detail their XCS-based approaches to learn e.g.

the game Othello or generally zero-sum Markov Games [6, 10]. Overall, the XCS-

based approaches were able to outperform human players and showed similar learning
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Fig. 6.1. Architecture of an XCS, adapted from [8].

performance to neural network based algorithms, while providing the advantage of

easily interpretable action selection rules.

While relatively little research has been done in this direction, the referenced

publications show promising results on which further research can be built.

6.2.5 Observer/Controller Architecture

Technical systems are often of complex structure, which makes it hard or sometimes

impossible to predefine each component’s behavior for every possible scenario. To

solve this problem, the observer/controller architecture was designed to give freedom

for self-organised behavior in such a complex system [18]. This architecture observes

the current state of the system, acknowledges its objective and actively interacts with it

(see Fig. 6.2). The observer component identifies the current status of the system under

observation and control, and predicts its future status. The steps in this process can be

modified depending on the system at hand, but typically include pre-processing of

observed data and storing measured data for later analysis. The controller component

receives the observed data from the observer and uses it to select the best action for

the current situation from a given set of rules. This action is subsequently sent to

the system under observation and control. Additionally, the controller keeps track of

history data and analyses it to learn new behavior. For this purpose, machine learning

methods like artificial neural networks or learning classifier systems can be utilized.

To prevent system failure, the controller is able to simulate the system and test newly

learned behavior before applying it to the real system under observation and control.

For a more thorough explanation of the observer/controller architecture, please refer

to [18].
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Fig. 6.2. Visualization of the observer/controller architecture, adapted from [18]

6.3 Observer/Controller Architecture in Games

Games such as Chess and Go are complex environments that until recently were

difficult for machine learning agents to master due to their huge branching factor.

Deep reinforcement learning has proven to be very successful in learning such games

to a super-human level [21]. While these feats are impressive, DRL does have some

caveats. The approach taken by these successful agents is to learn completely from

scratch. Training an agent without previous knowledge just to get to human ability

level takes a huge amount of time and computing power. Thus, the question must be

asked, whether learning from scratch is really the best way to train reinforcement

learning agents. Compared to the results of learning from scratch, it might be possible

to achieve similar or even better results in vastly fewer steps by utilizing existing

knowledge to kickstart training [20]. To go even further, transfer learning focuses on

applying knowledge learned from one problem to another. This approach can kickstart

the training process of a reinforcement learning agent even without having previous

knowledge about the problem at hand. Combining these possible improvements to the

current standard approach to reinforcement learning leads to our goal: since current

state-of-the-art DRL systems can learn to play many different games but only one

at a time [2], we propose an improved AI architecture that is able to learn and play

multiple different games concurrently.

For this purpose, we use the XCS. Its rule-based machine learning approach easily

allows injecting expert rules made by humans before starting to train. This way, the
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learning process can be kickstarted without needing to rely on previously generated

data or learned behavior of different agents. The XCS provides a general framework

for AI. To further improve its effectiveness, it can be supported by other machine

learning approaches. As a result, the XCS still has a lot of potential to be further

developed, e.g. a combination of the XCS with the already well-researched artificial

neural networks would be feasible. To extend the functionality of the XCS, we plan

to incorporate it into an observer/controller architecture. As the observer/controller

architecture was developed to control behavior in complex technical systems, applying

its principles to the complex environments of games could lead to improvements

in game-playing AI. The proposed framework, shown in Figure 6.3, is composed

of several layers that perform different tasks as part of the AI. Layer 0 denotes the

system under observation and control, in this case the game the AI is currently playing.

The game needs to provide an interface to the AI that enables sensing data about the

current state of the game and changing the game state by accepting a set of actions.

Layer 1 of the framework is composed of an observer component and a learning

component. The observer component collects and processes data from the game.

Subsequently, the processed data is given as input to the learning component. The

therein contained XCS chooses the next action according to its current rule-base. By

analyzing the following game state, an adequate reward function rewards the XCS.

Using the reward, the XCS adapts its rule-base accordingly, thus learning how to play

the game. By storing the data in a history, the system is able to additionally apply

experience replay, which is a commonly used technique in reinforcement learning

problems [22].

Layer 2 is a reflection layer, similar to the one proposed in [26]. This layer enables

the ability to learn multiple games at once. To achieve this, it saves the input vector,

given by the observer component, and its fitting rules. By means of the reward function

it detects when the current rule-base is not applicable anymore. At this point, the

rule-base needs to be adapted by both changing existing rules and evolving new

ones. Existing rules learned from another game that can also be applied to the new

environment need to be analyzed. If they lead to poor rewards in the new environment,

they are too generic and have to be made more specific so that they only apply to

the environments in which they work well. To assist evolving rules fitting the new

environment, the minimal discrepancy between old environments and the new one

can be analyzed. By knowing which parameters of the environment have changed

and which are similar to a previously seen environment, the framework again enables

transferring learned knowledge to a new problem to kickstart training.

To summarize, we plan on building a machine learning framework utilizing the

multi-layer observer/controller architecture that is able to adaptively learn and apply

rules to multiple different game environments without needing to retrain for each

game.
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Fig. 6.3. Visualization of the proposed multi-level observer/controller architecture, adapted

from [27]

6.4 Game Experiments

We have conducted initial experiments to build the foundation of our proposed

architecture. For this we used reinforcement learning and self-play methods to train

an agent based on an XCS to play in a competitive snake environment [1]. In this

competitive version of the game, a second snake is added to the environment. One

snake is declared winner of a match if either the opposing snake crashed into any

snake or the edge of the world, or after 3 minutes, if it ate more apples than the

opposing snake. An example of the game’s interface can be seen in Fig. 6.4. While

the environment provides four actions an agent can take – one each for moving up,

down, left and right – we simplified them due to the fact that moving backwards

always results in an immediate loss. Therefore, the three actions our agent can take are

moving forward, turning left and turning right. The environment provides complete

information about the current state of the game. This includes the position of the

agent, the opposing snake, the size of the map and the current coordinates of the apple.

These values were used to calculate 14 booleans, which were then used as input for

our agent:

◦ whether the agent can move freely forward, left or right

◦ whether an apple is directly in front, left or right of the snake’s head

◦ whether the apple is generally in front, behind, left or right of the snake’s head
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Fig. 6.4. The game’s interface.

◦ whether the opponent’s head is generally in front, behind, left or right of the

snake’s head

Since all of the input values are relative to the snake’s position and direction only

and no information about the map is given, the resulting behavior can be used on any

map, regardless of size or shape.

For the reinforcement learning, we used a general reward of 100 for winning a

match and -100 otherwise. Additionally we used small rewards to improve the initial

learning rate and reduce the time to learn basic game rules:

◦ +1 if the agent moves closer to the apple’s position, -1 otherwise and

◦ +10 for eating an apple.

To enable learning of sequences of multiple steps, rewards were propagated backwards

with a discount factor of γ = 0.71, taken from the original proposal of the XCS [28].
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The resulting AI had learned to play snake to an acceptable level. It could reliably

navigate towards its goal and dodge obstacles on its way. But since the AI had

no possibility to simulate the game, it often maneuvered into situations where the

immediate action did not result in a loss, but no action afterwards could lead to a win

anymore, i.e. the snake circled in on itself.

The average prediction error and the average fitness over the course of learning

can be seen in Fig. 6.5. Both indicate an improving prediction accuracy. For more

information, see [4].

Overall, our preliminary experiments show promising results that we plan to

extend on in the future. However, the AI tends toward at an average prediction error

between 60 and 65 and direct drawbacks of the methods used have been identified.

Without the ability to simulate actions and thus plan ahead, the agent is limited by

design. Therefore, a combination of the XCS with a planning feature like a search

mechanism is needed to improve our preliminary results.

6.5 Planning in Game AI

To create a good game AI, it must not only react to the current state of the game

but must also be able to plan ahead. In recent years, very good results have been

achieved by combining function approximators like artificial neural networks trained

by reinforcement learning with search mechanisms like the Monte-Carlo tree search .

For example, Google’s AlphaZero uses Monte-Carlo tree search (MCTS), with an AI

evaluating how good a certain state is for the agent, to play different games like Chess

or Go on a super-human level without the need of any previous knowledge about

the game’s tactics. Also in the context of general game AI both the use of MCTS

and reinforcement learning seem to yield very good results [25]. Therefore, it might

be worthwhile to follow a similar path as previous works by replacing the artificial

neural network as function approximator with a rule-based approach like the XCSF

Fig. 6.5. Average fitness and prediction error of each rule
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[30] to achieve hopefully similar results, but still provide the benefits of rule-based

artificial intelligence. Such a combination of the learning component with a planning

component could then be included in layer 1 of the proposed observer/controller

architecture.

6.6 Conclusion and Future Work

The functionality of the presented concept and especially the interplay of the proposed

layers have yet to be tested and the structure is subject to change. The presented

concept still leaves many options for the individual components of the framework.

While a reinforcement learning component using the XCS was described, it could be

changed to other machine learning methods, such as artificial neural networks or a

combination of both.

To enable reinforcement learning on any given game, the reward function needs to

be maximally general. One possibility is to give a reward of 1 for a win, -1 for a loss

and 0 otherwise, which is an approach that has proven successful in learning different

games. Therefore we plan on testing such a general reward function. Still, the overall

effectiveness in combination with the proposed framework has to be determined in

future experiments and the design of both the reward function and the framework may

need to be adjusted.

The preliminary results of our first experiments have been promising but also

highlighted problems that have yet to be solved. It has been shown, that the inclusion

of a planning mechanism into our proposed architecture is necessary to bring game-

playing AI to its full potential.

Our next steps include further research about combining rule-based machine learn-

ing methods with search mechanisms like MCTS, which can then be included in the

proposed architecture. Afterwards we are going to implement the complete framework

and validate it on simple RL tasks, such as the ones provided by Openai Gym [3].

Afterwards, we plan on training the AI for different games with platforms such as

OpenSpiel [11] or RLCard [31] and comparing its results with that of established

RL methods. As our ultimate goal is to create a general game AI, in our last step

we are going to use the GVGAI framework [16] to train and evaluate our proposed

architecture in a multitude of games.

References

1. de Araujo, L.J.P., Brown, J.A., Grichshenko, A.: AI Snakes 2021. https://agrishchenko.

wixsite.com/aisnakes2021 (2021)

2. Badia, A.P., Piot, B., Kapturowski, S., Sprechmann, P., Vitvitskyi, A., Guo, D., Blundell,

C.: Agent57: Outperforming the atari human benchmark (2020)

3. Brockman, G., Cheung, V., Pettersson, L., Schneider, J., Schulman, J., Tang, J., Zaremba,

W.: Openai gym. arXiv preprint arXiv:1606.01540 (2016)



84 J. Büttner
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Abstract. Experiments are the elective tool for developing new technologies, testing hypo-

theses, and designing new materials in many scientific fields. Thereby, it is state-of-the-art

to create experiments traditionally, starting with a hypothesis leading to the product or rel-

evant data after several experiment cycles. There are some techniques such as automation,

parallelization, or inverse design to accelerate experiments. Particularly interesting, however,

is the approach to integrate immediate data analysis into the experiment cycle. By analyz-

ing experiment output data on-site using, e.g., neural networks, one can make inferences

regarding the experiment’s current settings at run-time and furthermore improve them. In the

following research project, the goal is to develop and incorporate a data analysis stage into an

experimental setup, which can be actively adapted and designed on-site. To demonstrate the

developed method, the experimental design of a self-amplification of spontaneous emission
pulse characterization experiment at a free-electron laser will be used to show to what extent

the experiment can be adapted and optimized.

Keywords: Adaptive experimentation, Intelligent experimentation, Active experimentation,

Close-loop experimentation, Automated workflows, Free electron laser, Pulse characterization.

7.1 Introduction

In all kinds of scientific fields, experiments are a significant tool for advancing re-

search. From fundamental research to application-specific optimizations, experiments

are required to confirm or reject previously stated hypotheses. It is quite common for

experimentation to involve considerable planning, effort, time, and expense, which is

why optimizing experimental workflows is a priority.

A beamtime at free-electron lasers (FEL) is an exaggerated example to illustrate

the importance of experiment optimization. Currently, years may pass from submit-

ting a beamtime proposal to finally acquiring knowledge from collected data of the
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actual experiment. Additionally, during FEL experiments, it is essential to set up

the equipment correctly before collecting relevant data. In most cases, however, the

adjustable parameter space is vast, so that setting up the experiment may cost a lot

of time and resources. Therefore, the focus in such experiments remains mostly on

collecting data only, as online or almost-realtime data analysis is not implemented in

the experimental setup.

The optimization of scientific experimentation often focuses on techniques such as

automation or parallelization. However, knowledge gained from the experimental data

itself may also contribute to optimizing the experiment or its settings. Due to high com-

puting power and novel evaluation algorithms the possibility of strongly influencing

scientific experiments themselves by analyzing the data on-site instead of analyzing it

afterward exists. This allows for drawing conclusions about the experiment’s settings

immediately and even changing them or their assembly.

All these demands are well-known in the organic computing (OC) community [21],

which deals with self-organizing systems that adapt to changes in an environment.

OC systems have self-x properties, namely self-configuration, self-optimization, self-

healing, self-explanation and self-protection. Another goal of OC is to move design-

time decisions to run-time, allow for autonomous decisions, and letting distributed

entities interact and cooperate with each other. This makes it all the more interesting

to investigate developed OC techniques and apply them to the intelligent design of

experiments (DoE). In this context, the Self-Improving System Integration (SISSY)

initiative [3] is particularly noteworthy, as its aims are to improve automation and

integration of complex technical system environments and move integration-related

decisions from design-time to run-time.

Machine learning (ML) techniques such as deep learning prove to be suitable

approaches toward rapid data evaluation in other fields. Nowadays, it is state-of-

the-art to utilize deep learning for conventional computer vision problems such as

object detection and classification [26]. This is evident when looking at the amount

of pre-trained networks like VGG-16 or ResNet that are utilized to get good results

quickly by using, e.g., transfer learning [36] or continuous learning [33]. In the world

of experiments, ML approaches are relatively innovative and certainly not common.

But it is explicitly possible to learn from, e.g., state-of-the-art computer vision cases

and similarly use ML techniques to adaptively control scientific experimentation. The

potential of ML techniques to assist in data analysis as well as in (re-)planning of a

scientific experiment is investigated in this article.

First, we will dive into current scientific DoE and focus on its limitations (Sec. 7.2),

which will lead to three research questions requiring further investigation (Sec. 7.3).

Potential answers to these questions are shown on the basis of the use case of self-
amplification of spontaneous emission (SASE) pulse characterization during free-

electron laser beamtimes (Sec. 7.4).



88 K. Dingel

7.2 Scientific Design of Experiments

In general, experiments are performed to investigate characteristics of a system, which

should be analyzed according to the objective(s) under investigation. Several factors,

e.g., input parameters, affect the experiment, which leads to the fact that there are

several possible combinations that are more or less appropriate. The DoE aims to

detect an experiment workflow that satisfies one or more objectives, whereas the

analysis of the outcome is determined by various factors. Classical DoE has been

utilized for several years [25].

Fig. 7.1. A traditional experiment workflow (inspired by [25] and [31]). Black arrows demon-

strate the (linear) experiment progress, the pink arrow indicates the end of an experiment cycle

and its potential to influence the experiment’s planning stage.

Fig. 7.1 displays a general pipeline of an arbitrary experimental setup. The plan-
ning stage includes the process from the initial idea to the experiment’s design. During

this process, prior knowledge from past experiments or simulations can be used before-

hand (inverse design [31]). The experiment may incoporate several stages, such as

synthesis, processing, and characterization. An experiment in general may not always

result in data output. But in cases where this applies, it is feasible that data processing
has to be done immediately after the experiment. This includes not only acquiring

but also storing, reducing, and converting data to a further processable format [35],

which is especially necessary when a lot of data is involved (big data). Only after

this stage, data analysis can start. This may be arbitrary complex. It is evident that

after data analysis, inferences are made regarding the question of how to optimize

the experiment for the next experiment cycle, cf. Fig. 7.1 pink arrow. However, this

process may be lengthy as successful data analysis needs to be implemented and

performed first.

This is not the only issue with classical DoE though. There are some options

to restrict the allowed parameter range, e.g., blocking [5], but many of them still

lack to incoporate previous knowledge such as physical constraints. Furthermore,

an initial experiment parameter combination without incorporating prior knowledge

can lead to the experiment taking a correspondingly long time to adjust as optimal

parameters may be necessary to perform an experiment successfully. Another helpful

tool to save valuable time is to end an experiment after a certain time or a number of
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repetitions if a certain criterion is met. Extracting this point of time is not necessarily

straightforward without immediate data analysis.

Stein et al. [31] show several possibilities to successfully accelerate an experiments

workflow. These not only include automation and parallelization but techniques

such as automated reasoning, the usage of data repositories and ML, especially

active learning [20, 22]. The idea and benefit of using closed-loop-experimentation

is discussed in the article by Sanchez-Lengeling and Aspuru-Guzik [28]. Stach et

al. [30] dive even further in their review article. By means of some examples from

the field of materials science, they illustrate how different techniques, including

reinforcement learning, transfer learning, and Gaussian processes, are already being

used to implement automated experiments. Häse et al. [16] additionally provide a

perspective on how next-generation experimentation will look like with self-driving

and therefore fully automated laboratories. For this, Roch et al. [27] provide a portable,

modular, and versatile toolbox named ChemOS for self-driving laboratories to assist

in deploying and operating self-driving laboratories. It consists of six independent

modules, namely interaction with researchers, databases handling and managing,

robotics, characterization, learning procedures, and analysis.

There is some research investigating the potential for incorporating ML into DoE

[6, 12]. Moreover, applying ML to the DoE introduces some challenges. ML models

require suitable training data to, e.g., recognize patterns within the data. Especially

when utilizing supervised learning, experimental data alone are not sufficient as their

associated characteristics to be learned need to be provided as well. Solutions to this

may be provided by using appropriate simulation data. To safely apply ML models for

data analysis, a measure for the uncertainty of the model, but also of the data needs

to be provided. Only with a reliable prediction of the ML model the experiment can

be influenced appropriately. Furthermore, it is necessary to reach a certain degree of

explainability as a human, especially an experimenter, wants to understand how the

ML models derive to its conclusion. Explainability in general can be reached with

simple visualization techniques up to concepts from the field of explainable AI [14].

The next section deals with three issues that need further investigation to support

the incorporation of ML into scientific DoE.

7.3 Research Questions

The general research question that should be answered in upcoming research is: How
to utilize machine learning to reliably control or redesign experiments on-site in
the field of experimental physics? This question refers to the pink arrow placed in

Fig. 7.1. However, this research question can be split up into three sub-questions in

order to grasp the full extent. Fig. 7.2 visualizes the questions:

7.3.1 How to use Simulation and Experimental Data Simultaneously?

To train ML models in a supervised manner, (perfectly) labeled data are required.

As this type of data is rarely available in reality, optimally one has an associated
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Fig. 7.2. Potential workflow to connect the data analysis stage with the (re-) planning of an

experiment. The numbers correspond to the research questions in Sec. 7.3.1, 7.3.2, and 7.3.3,

respectively.

simulation environment in addition to real data from the experiment. However, it is

often not straightforward to view both data sources concurrently, cf. Fig. 7.3. In many

cases, especially in physics, models with correct physical constraints are available.

However, these do not include artifacts that are common in reality, namely sensor

failure or difficult to model noise. This may not only lead to a lack of information, but

also suggest information that is not a real signal. That is why, e.g., a neural network

trained with perfectly simulated data is likely to produce unreliable results. How

to still use simulation data to pre-train ML models will be clarified in this research

question.

Some approaches allow using both real and simulated data for adaptive experi-

mentation, as shown in [1]. However, in most cases it may be indispensable to utilize

additional approaches such as denoising autoencoders [34] to reduce noise in exper-

imental data or, e.g., a SimGAN [29] to make simulation data more realistic. The

difficulty, though, with altering data is that the simulation data must only be changed

in such a way that it is still correct in its physical information. Here, neural networks

can be possibly equipped with physical information.

7.3.2 How to use the Precision of the Neural Network’s Predictions as
Feedback?

Since an output of the neural network by itself is often not sufficient to determine

whether a ML model’s prediction is reliable, techniques to estimate the uncertainty

are of importance. When utilizing neural networks, there are several ways to estimate

the uncertainty. A distinction is made between aleatory (representative of unknowns

differing for each experiment run) and epistemic (things one could know but does
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(a) Real experimental data where time-of-flight spectrometers 1 and 2 failed.

(b) Perfectly simulated data with no noise added.

Fig. 7.3. Exemplary output from the angle-resolving electron spectrometer with 16 time-of-

flight spectrometers showing the distribution of electrons in each (a) in contrast to perfectly

simulated data (b). Both images do not show the same shot. They are just supposed to be

representatives.
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not in reality) uncertainty. There are several ways to quantify these two types of

uncertainty. One can use dropout [13] or batch-normalization [32] to assess the

epistemic uncertainty or combining both uncertainty types as shown in [19]. However,

these types of uncertainty are not the only ones concerning this framework.

After implementing these techniques, one should be able to distinguish the per-

formance of the online analysis and to make reports regarding the network’s training

stage. If predictions are poor, this could mean that the neural networks are not trained

properly yet or the experiment settings have changed, e.g., damaged sensors, and

retraining is necessary, cf. online learning [11] or continual learning [24]. This means

that continuous training must be possible at all times. By implementing such an ML

feedback loop, one can ensure that the system analyzes its current prediction precision

and makes recommendations.

7.3.3 How to use the Data Analysis Stage to Evaluate the Experimental Setup?

This research question kicks in once the prior research questions have been answered

at least initially. As soon as a reliable analysis of the experimental data is feasible,

the data analysis stage can be integrated into the DoE. This raises some interesting

further research questions.

1. How and at which point can the data analysis stage be incorporated into the
experimental setup? Therefore, the link between the data analysis and planning

stage needs to be further investigated, cf. Fig. 7.2. Here, we need to monitor the

integration status by using another feedback loop. This is particularly important

to assess the current health status of the connection to the experiment. Further-

more, there are some requirements. To react to ever-changing environments, it

is inevitable to automate the experiment or at least provide a defined interface

between the data analysis stage and the experiment. Moreover, it must be feasible

to generate and process results from the data analysis stage as quickly as possible.

For this, the data processing stage must be sufficiently developed. Especially for

this question, concepts from the SISSY community [3] could provide helpful,

initial approaches.

2. What are the optimal experiment settings to start the experiment? In this

case, techniques such as active learning and reinforcement learning can possibly

detect suitable initial combinations. Furthermore, evolutionary algorithms are

suitable candidates for exploring the parameter space [18].

3. Are the experiment settings (still) correct? Answering this question should not

only significantly shorten the time it takes to set up the experiment parameters

correctly. It will also help to check how the integration status of the data analysis

currently is. This question forms the interface between the second and third main

research questions and consequently should be able to answer on the basis of the

extracted knowledge of both instances.

4. When to stop collecting data for a specific experiment? By answering this

question, more relevant and diverse data can be extracted from the experiment

due to significant time-saving. Often it is difficult to determine the exact moment
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of stopping. Ideally, this should be the case as soon as enough meaningful inform-

ation has been collected. Successfully implementing such a stopping criterion

will prevent lengthy experimentation or wasting too much time on a target that

has already been achieved. Especially well suited for implementing this is the

technique of active learning [20].

All of these questions can be applied to many use cases. A possible approach

for the use cases X-ray diffraction experiments or particle transport in liquids have

already been proposed [7]. There, we claim that, at least in theory, these questions

can be applied to all SISSY-based experiments in general.

In this article, however, the focus is on another specific use case, namely the

characterization of SASE pulses in free-electron lasers.

7.4 SASE Pulse Characterization

First, the origin of the data and thus the experiment setting will be discussed in more

detail. Then, the use case will be linked to the previously stated research questions.

7.4.1 Experimental Setup

A long-standing goal in laser and X-ray research is to enable measurements providing

both temporal and spatial real-time information about structural changes on a mo-

lecular level with element-site specificity. For this, a suitable ultrashort X-ray pulse

duration is essential. Unfortunately, this is difficult to achieve and therefore measure.

Yet many other characteristics depend on it [2, 4, 23].

For the purpose of providing a full temporal and spectral characterization of

every single X-ray FEL (XFEL) pulse, a completely novel and versatile approach

for the characterization of the temporal and spectral X-ray pulse structure has

been developed—that is the application of the “attoclock” technique to the field

of XFELs [10, 15]. The experimental results provide direct information about the full

time–energy distribution of the stochastic X-ray pulses with attosecond resolution on

a single-shot basis.

For this new technique angle-resolving electron spectrometers are used [9, 15]. In

the present case, an array of 16 individually working time-of-flight (TOF) spectromet-

ers is arranged in a ring-like structure around the target region, perpendicular to the

propagation direction of the incoming X-rays [15]. Together with a co-propagating

circularly polarized optical laser, which is spatially and temporally overlapped with

the XFEL at the target region, this setup enables angular streaking. For this method,

atoms from a target gas are ionized with the XFEL pulse and the emitted electrons

are swept, i.e., streaked, in energy and angle by the concomitant rotating optical

laser field. Given sufficiently many electrons to ”report” on their temporal origination

within the SASE pulse, the such displaced emission patterns yield the information of

the full time-energy structure of the ionizing XFEL pulse with attosecond resolution.
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In the experiment under consideration, a time trace is measured for every X-ray

shot and each TOF spectrometer. Hence, 16 traces at a rate set by the repetition fre-

quency of the XFEL are generated in combination with the overlapped streaking laser.

For single-shot spectroscopy, a trace represents the number of electrons arriving after

specific flight times. These time-domain traces can be converted to the energy domain

by taking into account the length of the flight path and potential additional electric

fields along their path, which are routinely used for dispersing the electron further

in time and thus enhancing the achievable energy resolution. In their accumulated

representation over all angles, cf. Fig. 7.3, they are then put side-by-side, forming an

image with 16 columns, representing the respective detector angles, and several rows

corresponding to the range of electron energies detected in the specific measurement.

During beamtime experiments at an FEL, a huge amount of data needs to be

analyzed as every few femtoseconds new data can be produced. Online data analysis

is currenty not implemented though first results show that it is feasible [8]. Applying

online analysis of the data that results in inferences on how to optimize the experi-

ment settings could lead to potential, crucial improvements even during the ongoing

experiment.

7.4.2 Concrete Approaches

Preliminary Work

Initial results to extract several SASE pulse characteristics such as the pulse duration

or structure are described in the following article by Dingel et al. [8]. Here, for

each characteristic to be predicted convolutional neural networks were trained on

simulation data. The results are encouraging as the models in general have the ability

to predict all required characteristics within the simulation data. Furthermore, the

results lead to dependencies between several pulse characteristics, which can be

used to build an appropriate data analysis pipeline. For example, these models can

successfully distinguish streaked shots from unstreaked shots and therefore filter the

data in advance. That is why the first research question can be addressed immediately.

Closing the Gap between Simulation and Reality

As evident in Fig. 7.3, a simulation environment representing the physical processes

of the experiment is available. However, these do not represent outputs of real experi-

ments. Significant amounts of noise and the failures of TOF sensors are constantly

part of the experiments. There are initial experiments to recover the information

from failed TOF sensors or to denoise experimental data using generative adversarial

networks in such a way that they look similar to those from the simulation. However,

for a precise evaluation we must check how similar these newly denoised images

correspond to the underlying reality. For this purpose, additional parameters from the

experiments such as displayed in [17] will be used for validation.
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Data Analysis Feedback

First advances have been made in this area as well, namely including the imple-

mentation of an uncertainty framework. This framework can be used to predict both

aleatoric and epistemic uncertainties along with pulse characteristics. The next step is

to test how well this type of uncertainty specification can respond to changes within

the experiment. This is to be determined during one of the next beamtimes at an FEL.

Data Analysis Integration

As in the step before, this research question can only be successfully tested during an

upcoming beamtime and therefore experiment. After successful integration, we hope

that influencing the experiment such as setting the experiment parameters properly

will be feasible. This will probably require some other steps such as analysis of

correlations of various setting parameters with the pulse characteristics. However,

even without actively interfering with the experiment, this experiment should be

able to be used as an initial diagnostic tool for all possible FEL setups and therefore

enhance scientific experimentation in this area.

7.5 Conclusion

During this research project, the main goal is to utilize machine learning such that data

analysis is feasible almost online during experiments. It is to be used to adaptively

and reliable control and redesign experiments in a fast way. This results in challenges

such as appropriately combining simulation and experimental data, using the output’s

precision as feedback for the neural networks, and incorporating the data analysis

stage into an experimental workflow. An initial solution for these challenges will be

demonstrated for the use-case of SASE pulse characterization during beamtimes at

FELs.
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Abstract. We introduce a new concept for learning systems in a marketplace environment,

aiming to exploit emergent effects of marketplace mechanisms such as self-stabilisation or

self-healing. From the perspective of traders, we derive a new meta problem asking the question

of pricing solvers to outsource the task of problem solving. Furthermore, we suggest two

architectures for learning in marketplace environments: On the one hand, we enrich classical

Machine Learning agents with an additional marketplace component. This allows agents

to benefit from market mechanisms while solving a specific task. On the other hand, we

consider the separated case where traders solve only trading problems and solvers solve only

classical Machine Learning tasks. In both cases, trading affects the classical Machine Learning

model. Through market mechanisms an elaborated market value is emerging for the solver

which represents its success before and during learning. Finally, we present the first showcase

of evolutionary algorithms equipped with a self-controlling betting strategy to optimise the

evolution of individuals over successive generations. For this purpose, each individual is given

a betting parameter to be co-optimised, which allows him to improve his chances of “survival”

by betting. We analyse the behaviour of our approach compared to standard procedures by

using a reference set of complex functional problems.

Keywords: Organic Computing, Online learning, Evolutionary Algorithms, Marketplace

Mechanisms

8.1 Introduction

Free market mechanisms were drivers for the transformation of entire societies [6].

The possibility for each individual to participate in the capital market broadened the

diversity of companies. Analysis and exploitation of these effects observed in real

market systems have been studied in many different areas of math and economics, like

Game Theory [16] or Investment Science [11]. In the light of the Organic Computing

initiative [14, 15] these complex systems are understood as self-organised systems

with emergent phenomena like price stability. Although, marketplace mechanisms

have been optimised with the help of iterative learning, or optimisation algorithms like

Evolutionary Algorithms (EA) [19] or Particle Swarm Optimisation (PSO) [21, 24],
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they have not yet been used to optimise the learning algorithms themselves. There-

fore, we aim at meta-optimising the (hyper-)parameter of existing Machine Learning

algorithms with the help of marketplace-oriented mechanisms. This means under a

population of diverse-parametrised algorithms, the pressure of market and the evolu-

tionary pressure guides the search for a more optimal algorithm. For this reason, we

consider the following two targets: First, the problem-specific performance (in the

case of a classification task for example accuracy.) and second, the efficiency of the

goal achievement, i.e., after which duration or computational effort a satisfactory per-

formance has been achieved. The main objective of the population-based optimisation

is to find a single individual that solves the ML Task with optimised performance.

We first make a short literature review in Section 8.2 and identify a research gap.

Next, in Section 8.3 we present concepts for our new methodology, introduce a gener-

alised idea of meta problems, such as betting, bidding, pricing, or other marketplace

mechanisms. Subsequently, in Section 8.4, we are proposing two architectures as blue-

prints for the implementation of novel marketplace learning models. In Section 8.5,

we present a showcase where both architectures have been implemented. In the end,

we finalise the paper with a summarisation in Section 8.6.

8.2 Background and related literature

Our approach is categorised into the class of population-based incremental learning

(PBIL) [2]. From the perspective of Organic Computing, a PBIL method can be

understood as controlled emergence as it is explained in [14]. That is, we control

the process of evolution with the help of a fitness function and additionally we

add marketplace mechanisms to steer the evolution of our population. Finally, the

optimal solution emerges from the evolutionary process after a stop criterion is

triggered. In the literature, there are some iterative population-based optimisation

methods published that differ in multiple characteristics, like different communication

graphs, agent complexity, or degree of decentralisation: Evolutionary Algorithms

(EA) [1] Differential Evolution (DE) [22] Particle Swarm Optimisation (PSO) [9]

Simulated Annealing (SA) [10]. In contrast to the marketplace mechanisms, the

latter algorithms have simple agents without many attributes (for example only the

position of the particle in PSO or the chromosome encoding in EAs). To enrich agents

as they are defined for EAs, DE, PSO, or SA with the capabilities of marketplace

actions, like bidding or selling, we have to enrich them with further functionality.

Numerous marketplace mechanisms have already been studied in the context of

Machine Learning. For example, Richter and Sheble’s bidding was applied to Genetic

Algorithms to find the optimal bidding strategy in the end of the 90s [19]. Instead of

simulating artificial marketplaces modelled with the help of Game Theory, real stock

market predictions have been objective of applied Machine Learning papers. Since

the real market is known as a chaotic system, models that are even slightly better

than random guesses are published. For example, the authors in [5] reached a 74%

chance of guessing good or poor stocks or an 80% hit rate in the binary classification

problem of predicting an increase or no increase of the daily closing price of the Hang
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Seng index [17]. In the area of autonomous driving, the configuration of software

components are optimised using marketplace mechanisms [12].

8.3 Methodology of marketplace mechanisms applied to
multi-agent learning

We introduce a new methodology of learning in a marketplace environment. That

means, given a task from classical Machine Learning, instead of solving this task

directly, we additionally let the models compete in a free marketplace. In our approach,

models with decision-making capabilities (solvers) are offered as a service and can be

purchased by other models equipped with marketplace investment strategies (brokers).

8.3.1 Meta problem perspective

Instead of directly learning how to solve problems, we allow learning systems on

which solver they might invest in a marketplace environment. This means that we

shift the main problem to a meta problem as illustrated in Figure 8.1. As in classical

Machine Learning, the question becomes: How do we solve the problem, directly?
Identifying the problem as a classification task, a regression task, or a Markov Decision

Process that has to be solved, the Machine Learning expert has to make multiple

design decisions, such as model selection or hyperparameter tuning, to come up with

an adequate solution. As these decisions are made at design time, they are leading to

serious problems when drifts or anomalies are occurring at run-time. This requires a

re-evaluation of found solutions. This re-evaluation is the key task of the marketplace.

Here, the following question is present: How do we outsource the problem-solving?
Both stages try to solve the main problem but with different strategies. We assume

that the combination of both stages and a continuous answering of both questions

over multiple iterations converge to a robust, fast, and optimised solution to the main

problem.
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Fig. 8.1. Relation between Machine Learning main object (Main Problem) and derived Meta
Problem.

In Figure 8.1 the relation between the main problem and the meta problem is

visualised. In general, the meta problem can be extracted for a given main problem

to be indirectly solved using marketplace mechanisms. A possible justification for

adding the meta problem on top of the main problem can be experimentally shown

by comparing the final solution with other popular meta learning, like [3, 7] or

hyperparameter optimisation methods like Genetic Algorithms [23] or Bayesian

Optimisation [20].

From the meta problem perspective, the question arises of how to rate the solvers

of the main problem. One can test all trained solvers on a test set and then begin rating.

But this strategy would not influence the learning itself. There must be a control loop

that communicates between the two layers during training. Our suggested architecture

for this control loop is shown in Figure 8.2.

An initialisation step in Step 1 creates the main and meta-problem solvers. In Step
2, the meta-problem solvers observe the current status of the main problem population

to collect enough information for a detailed evaluation of the market place situation

(Step 3). This enables the meta-problem solvers to choose their top solvers in Step 4.

In the end, the learning of the main-problem solvers is continued in Step 5. Steps 3-5
are then repeated until a termination criterion is fulfilled and the best found solver is

returned in Step 6.

8.3.2 Marketplace mechanisms

Before we can introduce market mechanisms, we first have to define the following

key components: market participants, products, interest, and pricing (cf. [8]). A
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Fig. 8.2. Learning procedure of evolving main-problem solvers from a meta problem perspective

by steering their evolution with marketplace-oriented mechanisms.

well-functioning marketplace is a communication system where market participants
can express their interests in goods by valuing them with a certain amount of money

in a predefined currency. The currency is limited and can be used to formulate

interest in products in a quantitative manner. If the product owner (seller) agreed

in the formulated interest of a buyer the product and the offered money can be

exchanged between both. This one-to-one communication can be extended to a 1-to-n
communication between a seller and multiple buyers, as is the case, for example in

auctions and n-to-n in betting systems. In the latter, products are based on trust in

particular predicted event. If the prediction of the event is true or not, a transfer is

made between a group of bettors who trust in this event and another group who do

not.

8.4 Marketplace learning architectures

From the former, we have derived two objectives: the main Machine Learning object-

ive and the marketplace objectives. Since marketplace mechanisms require multiple

agents that are participating and the value of the market is represented by the degree

of satisfaction of the main problem, the only architecture that naturally arises is a

multi-agent environment for both, the marketplace agents and the main problem

agents.
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The next questions is which agents are allowed to participate in the market and

whether an agent should be designed to simultaneously meet main objectives and

meta objectives, or whether a clear separation between main-problem solver and

market problem solver is meaningful. The pros and cons of the pure market agent

architecture, which we introduce as external marketplace architecture, and those of

the hybrid agents (integrated marketplace architecture) is discussed in the next two

sections.

8.4.1 Integrated marketplace architecture

ML solvers are enriched with an integrated Marketplace Component (IMC) that

enables agents for taking part in the marketplace (see Figure 8.3). The latter means,

agents are allowed to make/accept offers, buy options, or publish enquiries.

Agent B

Market

IMC

Agent A

IMC

Agent C

IMC

make offers
publish enquiries

accept offer
buy option

Fig. 8.3. Visualisation of the integrated marketplace architecture with three agents in a multi-

agent environment using their Integrated Marketplace Component (IMC) to solve the main

objective while participating in the market.

8.4.2 External marketplace architecture

Pure meta problem traders influence the main-problem solvers via a marketplace.

Permanently the traders’ estimate the value of the main-problem solvers. These traders

have the same task as the main-problem solvers but are not able to solve this task.

They have to buy services from the main-problem solvers. In return, they influence

the learning of the main-problem solvers by providing learning resources, such as

computing time or training data (see Figure 8.4).

The decoupling of betting leads to different types of agents. For example, in the

case of betting, the bettor and the solver. And furthermore, depending on whether

a good (poor) bettor bets on the success of a good (poor) solver four betting events
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Main problem solvers

Solver A

Solver C

Solver B

Meta-problem solvers

Solver A

Solver C

Solver B

Influence learning
procedure
by providing:

Computing time
Training data

Fig. 8.4. Visualisation of the External marketplace architecture with two populations, the

main-problem solvers and the meta-problem solvers. The latter observes the performance of

each main-problem solver and provide resources depending on an investment strategy.

can be identified as seen in Figure 8.5. Given the risk that low performance lead to

an elimination of solvers or bettors, a solver that is running low on performance can

either try to trust on the performance metric and bet with a low risk on the

A finer categorisation, that goes beyond the terms high performance and low
performance, is found in the Boston Consulting Matrix (BCM). The BCM was

invented by Bruce Henderson in 1970 and is frequently cited in business literature

[4, 13]. The general intention of the BCM is to analyse the investment strategy of a

firm and to categorise their products regarding their market share and growth rate into

four boxes. As seen in Figure 8.6, the four categories are: Question marks, Dogs,

Stars, and Cash cows.

Question marks (low market share – high growth):

An investment in these products is necessary because they can evolve to the next Stars
in the future. Nevertheless, since it is not clear whether their growth will be stuck and

they evolve into Dogs, the investor shall always analyse the potential of the Question
marks.

Dogs (low market share – low growth):

Two mali means there should not be invested very much. Investments here are very

risky but for the sake of the last chance or an explorative investment strategy (compare

Figure 8.5), small spreads in this category can be justified.
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Fig. 8.5. The bettor/solver performance (BSP) matrix is an overview of the four different betting

events depending on which type of bettor (poor or good) bets on which type of solver (poor or

good).
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Fig. 8.6. The Boston Consulting Group (BCG) matrix adapted for an Evolutionary Algorithm

setting. The term market share is replaced by fitness and market growth is replaced by fitness

growth.
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Stars (high market share – high growth):

Two Pros means the market is aware of these Stars. An investment is very meaningful.

Following an exploitative investment strategy, most of the products shall be made in

this category.

Cash cows (high market share – low growth):

With a high market share and a low growth the Cash cows decrease their own flexibil-

ity to invest in an explorative manner. But since the minority of the market participants

are sharing these products, Cash cows might be helpful to stabilise the market position.

Our approach is to transfer these economical thoughts to the idea of Evolution-

ary Algorithms where the market participant’s strategy is encoded as a chromosome.

Additionally, we replaced the terms market share and market growth with the terms

fitness share and fitness growth (see Figure 8.6).

The BCM matrix is similar to the BSP matrix: firms (bettors) invest (bet) on

different qualities of products (solvers). Though, there is an important difference: the

BCM matrix considers the investment strategy for a single firm, only.

Our suggestion is therefore to combine both matrices and create an architecture

where each bettor is acting according to the BCM matrix. Then, the totality of all

bettors can be positioned into the BSP matrix. There are investment strategies that

tend to be more or less risky. This can be seen in Figure 8.7 where the BCG matrices

of trader a) to d) is increasing in risk. Whereas trador a) has many low risky Cash
cow products, the trador d) almost only invests in Question marks.

Fig. 8.7. The Boston Consulting Group matrices of trador a), b), c), and d) sorted by their

investment risk. The investment risk of the tradors a), b), c), and d) increases from the left to

the right.
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8.5 Showcase: bet-based evolutionary algorithms

We applied both architectures and introduced bet-based Evolutionary Algorithms

[18] where bets influence the fitness of individuals of one generation. Given the

task of optimising constraint multi-dimensional real-valued functions, the fitness of

the chromosomes is influenced by bets to increase the diversity of the population.

In this scenario, we denote the integrated marketplace architecture as self-betting
Evolutionary Algorithms (self BEA) and the external marketplace architecture as

external-betting Evolutionary Algorithms (external BEA).

8.5.1 Self-betting evolutionary algorithms

The integrated marketplace architecture is called self-betting Evolutionary Algorithm

(self BEA) and their individuals are called self BEA agents. Both, the optimal solution

of the main objective and finding the optimal betting strategy is part of the search

space. Therefore, the self-betting agents are encoded in two disjunct parts as shown

in Figure 8.8.

  

Self BEA Crossover 

Fig. 8.8. Encoding of a self-betting Evolutionary Algorithm (self BEA agent) with three main

objective parameters and the two betting parameters, cwager and cin f luence.
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8.5.2 External-betting evolutionary algorithms

For the separate case, we defined a one-to-one mapping between the offspring of the

main population and the external bet population as seen in Figure 8.9.
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Fig. 8.9. Encoding of the main population and external population of an external betting
Evolutionary Algorithm (external BEA) with M betting agents and N solvers and only one bet

parameter to model the predicted fitness value of the next generation.

The coordination of the main population and the bet population as explained in

Section 8.3.1, has to be defined in detail for every implementation. This procedure

can be seen in Figure 8.10. The two classical Evolutionary Algorithms are influencing

each other using the betting mechanism. On top of the fitness of the main population,

there is added a term called Winnings from the bet population. This term is then used

for the fitness calculation of the bet population. Finally, not only the chromosomes

that seem to are the best solvers are brought to the next generation but also those

that are bet on by the bet population. In summary, this leads to an enlarged diversity

of the fitness distribution and serves highly increasing chromosomes that are on the

way to the global optimum but which are not yet assigned to a high fitness value. In

experimental tests over a set of benchmark functions, we have shown the extensions

external BEA and self BEA outperform the classical EA. Comparing the found

solution after 500 generations, among 22 diverse test functions, the external BEAs

wins in 12, the self BEAs in 6 and the classical EAs in 4 of the cases.
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Fig. 8.10. Bet procedure for External bet-based Evolutionary Agents.
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8.6 Summary

In this paper, we have introduced a new marketplace-oriented learning methodology,

for which we identified a meta problem that can be solved in the marketplace. We also

presented two designs for implementing such systems and described the mechanics of

marketplaces and how agents can utilise them. Finally, we showed an implementation

of bet-based Evolutionary Algorithms. The further goals are more elaborated models

for the learning and the marketplace mechanisms. For example, the stock markets can

be presented. This allows the model to decide between stabilising their positions in the

market (which promises existence guarantees and might enable risky exploration of

the main problem in the future) or mainly focus on the main problem (which increases

other traders’ interests).
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Abstract. Multivariate time series anomaly detection is an important research field of industry,

science, and finances. In practical applications, unlabeled data is abundant, and labeled data is

rare. Experts’ experience plays a key role in data labeling, while experts often have limited time,

are expensive, and are concerned primarily with finding the potential anomalies. Active learning,

which has been widely used to select the most informative data for labeling through experts,

can improve training with less labeling effort. However, most active learning algorithms have

not been evaluated on datasets with imbalanced class frequencies, such as anomaly detection.

Although some semi-supervised and active learning methods were proposed to handle univariate

time series data, not much work has been done on multivariate time series classification.

Therefore, this article identifies critical challenges and proposes potential solutions for active

learning in multivariate time series anomaly detection. We combine all possible solutions into a

framework that conforms to the scope of the observation/control system in organic computing.

Keywords: Active Learning, Multivariate Time Series, Anomaly Detection.

9.1 Introduction

In recent years, many machine-learning-based anomaly detection methods have

been proposed, including supervised [25] and unsupervised methods [14, 21, 26].

Unsupervised learning methods can deal with a large amount of data as they do not

require labeled data. However, in the real-world application, the anomaly detector

has a high false-positive rate [28]. Although supervised learning methods can achieve

higher accuracy than the unsupervised counterparts, manually labeling instances is

time-consuming and expensive, and sometimes even impossible. Therefore, making

better use of unlabeled data to improve the performance of classification is critical.

Active learning (AL) strategies could efficiently reduce annotation costs and ef-

fectively handle this issue. For that purpose, a selection strategy chooses the most

informative labeling candidate from the pool-based or stream-based unlabeled in-

stances and acquires the expert’s corresponding label. However, the following three

barriers lead to few active learning papers that have touched multivariate time series

anomaly detection (MTSAD):
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1. How does AL select the most informative and valuable time series instances?
Time series data is contextually related, every single point could not be inde-

pendent. Multiple features often determine anomalies in multivariate time series

(MTS) data, and the individual analysis of each feature cannot accurately locate

the anomalies [21].

2. How to design AL selection strategies that are sensitive to imbalanced labels
and heterogeneous prediction costs? In anomaly detection, the skewed data

distribution can make AL strategies fail [2]. Due to the lack of labeled data, the

model cannot concentrate on the minority instances, as the model is unaware of

which instances to focus on [20].

3. How to build an AL framework for MTSAD in practice? Another difficulty is

applying the AL model in practical scenarios. According to Attenberg et al. [2],

only a few AL techniques are applied to real applications, which means human

experts are involved in manually labeling data. If so, the selection strategies

should also consider the costs of false positives and false negatives given by the

model in anomaly detection. False positives are expensive since experts have

to understand the reason and verify if the anomaly is real. While reducing the

number of false positives, we also need to ensure that as many anomalies can be

detected.

Organic computing is computing that behaves and interacts with humans in an

organic manner [16]. The term ”organic” is used to describe the system’s behavior

that the system equipped with sensors and actuators, aware of their environment,

communicate freely, and organize themselves in order to perform the actions and

services [29]. Based on the above research problems, the in this paper proposed

solutions will be integrated into an automatic MTSAD framework to interact with

experts. Experts can use professional knowledge to help the framework improve

anomaly detection accuracy. The framework is expected to conform to the definition

of observation/control system in organic computing [15, 24]. The observer and the

controller are responsible for appropriate surveillance and feedback. In our scenario,

the anomaly detector serves as the observer to select suspected abnormal time series

to an expert. As a controller, the expert gives feedback to update the anomaly detector,

which improves detection accuracy.

The remainder of this article summarizes the related works close to our topic

in Section 9.2. Then we detail the research directions in Section 9.3 and describe a

specific use case of MTSAD in Section 9.5. We close this article with a summary and

give an outlook on our future work in this field.

9.2 Related Work

In this section, we detail the related work relevant to the research proposal in Sec-

tion 9.3. First, Subsection 9.2.1 gives a general overview of multiple methods for

MTSAD. Afterward, we summarize the current studies applying AL to anomaly

detection in Subsection 9.2.2 and introduce existing selection strategies for time series

classification in the last subsection.
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9.2.1 Time Series Anomaly Detection

Univariate time series anomaly detection only considers whether there is a significant

difference between data value and the overall distribution. The traditional method

uses mainly hand-made statistical and temporal features [36] to model patterns of

normal and abnormal events. The existing MTSAD methods can be divided into

two categories [21]: (1) Univariate-based anomaly detection, where the univariate

algorithm analyzes each time sequence separately, and the results are summarized to

make the final judgment. (2) Direct anomaly detection, where multiple features are

analyzed at the same time. LSTM-VAE algorithm [18] is an LSTM network based

on an encoder-decoder to reconstruct time-series error and detect anomalies. He et

al. [21] proposed a multi-scale convolution and graph attention network to capture the

temporal feature patterns, which also made significant progress. In the research field

of AL [20,36], the most adopted methods are distance-based to measure the similarity

between two multivariate time series instances.

9.2.2 Active Learning in Anomaly Detection

Anomaly detection can integrate the expert domain knowledge to increase detection

accuracy. The feedback-guided anomaly detection method [28] uses an online con-

vex optimization algorithm framework, defines a convex loss function for experts’

feedback, and applies this framework to the Isolation Forest model [14]. The Active

Anomaly Discovery (AAD) [4] algorithm uses an ensemble of anomaly detectors

based on random linear projections combined via update weights through feedback.

The goal of rare-category detection [19] is with experts’ help to uncover at least

one instance from each set of unknown categories as quickly as possible, which can

zoom in on an anomaly set containing a few tens of points in a dataset of hundreds of

thousands. Ferdowsi et al. [8] proposed an unsupervised score to track and predict the

performance of individual instance selection techniques that shows good performance

for imbalanced data. This score is used in an online learning approach that compares

different selection strategies at each iteration and then selects the best candidate to

label. However, the methods mentioned above are not applied yet to MTS data.

9.2.3 Active Learning in Time Series Classification

According to current literature, only a few articles are published on active learning

for time series classification. He et al. [9] provided a metric for MTS that includes

the classifier’s uncertainty and similarity of Eros distance between time series. How-

ever, [9] doesn’t consider imbalanced class distribution. Peng et al. [20] designed

an informativeness metric applying to the multi-classification task that considered

uncertainty and utility of time series data. But this algorithm was only tested on some

small and univariate time series datasets.
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9.3 Research Proposal

In Section 9.2, we summarized the relevant technologies close to our research top-

ics. Most existing algorithms can hardly overcome the three barriers mentioned in

Section 9.1 simultaneously. The following subsections provide details of the research

proposal which could cope with these challenges. To build a practical AL framework

for MTSAD, we consider the pool-based AL for retrospective failure analysis and the

stream-based AL for an online monitoring system. Furthermore, continual learning

and deep probabilistic techniques will be applied to the proposed framework.

9.3.1 Active Continual Learning

This research proposal will build a MTSAD system to achieve an optimization goal

as prescribed by the human user through AL. The system is expected to have the

properties of self-optimization and self-robustness like human beings to learn new

knowledge. We call such systems organic computer systems. In practical applications,

time series data will grow rapidly. The distribution changes slowly over time, such

as temperature changes with seasonal cycles or voltage value decrease caused by

aging photovoltaic modules. In each AL iteration, the model is retrained through

the historical labeled data combined with new samples containing concept drift. For

no-open datasets, historical data could be removed due to privacy issues, which makes

it much more difficult for AL process, as it can not access historical labeled data.

To address these challenges, the technologies of continual learning (CL) [11] are

introduced to our research. CL is a concept to learn a model for a large number of tasks

sequentially without forgetting knowledge obtained from the preceding tasks. We

propose an active continual learning approach that enables learning-based anomaly

detection to learn from streaming data and actively ask for expert experience when

needed, drastically reducing the required amount of data for training. Further details

are introduced in Section 9.3.4.

9.3.2 Deep Probabilistic Active Learning

Deep learning (DL) has a strong learning ability to process high-dimensional time

series data and extract features automatically [23], while DL is often very greedy for

data [12]. Active learning is concerned with reducing annotation costs effectively

and ensuring a predetermined level of accuracy. However, a major challenge in

AL is its lack of scalability to high-dimensional data [30]. Therefore, an approach

that combines DL and AL will significantly expand their application potential. This

combined approach referred to as deep active learning (DAL), mainly contains two

parts: the AL query strategy on the unlabeled data set and the DL model training [23].

Many DAL [1,10,17,22] methods use the uncertainty sampling (US) strategy directly.

For this reason, Deep Bayesian Active Learning is a fundamental topic to research. The

model must be retrained from scratch for each iteration in the traditional AL process,

which is unacceptable in the DL model training context. A simple solution would use

newly selected data to train the model incrementally [23]. To our knowledge, there
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(a) Initial deep probabilistic neural network train-

ing after isolation forest classification.

(b) The result after 20 AL iterations.

Fig. 9.1. A visualized example combines Isolation Forest and AL for anomaly detection.

Isolation Forest could be used to classify the anomalies roughly. A deep probabilistic neural

network is trained based on the rough classification results and experts’ experience to optimize

the detector with less labeling effort. The green color shows the uncertainty scores, which

indicates how useful a selection strategy considers a region. Darker areas are considered more

valuable than brighter areas. The corresponding selection strategy has selected 20 labeled

instances marked with gray squares. Thereby, one can see the current decision boundaries

illustrated by black lines and how the usefulness is spatially distributed to select the next

instance for labeling.

are few literature mentioning the DAL [34] applied to time series anomaly detection.

However, it will be meaningful to research further to produce unbiased estimates on

imbalanced data using deep probabilistic models.

9.3.3 Pool-Based Active Learning

This setting assumes that there is a large pool of unlabelled time series data. Instances

are then drawn from the pool according to the proper informativeness measures. Only

a few papers proposed the selection metric for time series [9, 20]: the classifier’s

uncertainty, the similarity to known anomalies, and the utility of the overall update

gain. Besides, the selection strategies need to consider the sensitivity to anomaly

instances. The AL model lacks an understanding of the data space at initial training

that rarely selects the minority class to label, such as anomaly data. Unsupervised

learning algorithms such as Isolation Forest (IF) [14] could be used to classify the

anomalies roughly. The AL model is then trained based on the rough classification

results and experts’ experience to optimize the AL model with less labeling effort.

Fig. 9.1 visualized the basic flow of the algorithm through two-dimensional data.

Another method illustrated in Fig. 9.2 is to perform data augmentation on anom-

aly time series [32]. The basic methods include (1) time-domain operations such
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Fig. 9.2. The methods of time series augmentation.

Fig. 9.3. Pool-based active learning for time series anomaly detection. The original and

augmented anomaly time series data are mixed to update the classifier.

as cropping and flipping [13, 32]; (2) frequency domain transformations, e.g., the

amplitude adjusted Fourier transform (AAFT) [27]. Besides the transformations in

different domains for time series, some advanced methods are proposed, including

decomposition-based methods [31, 33], model-based methods [3], and learning-based

methods. The learning-based methods can be divided into embedding space through

autoencoder [5] and deep generative models (DGMs) [7, 35]. Fig. 9.3 shows the basic

workflow of pool-based AL on time series data. The unsupervised learning method

could be used in the initial stage of AL to distinguish anomalies roughly and train the

initial supervised learning classifier. The original and augmented anomaly time series

data are mixed into the anomaly pool. Then the selection strategy chooses the best

sample based on the evaluation and ranking of the entire large data set. The annotated

samples are used to update the model and improve the data acquisition for the next

AL iteration.
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Fig. 9.4. The solution of univariate-based anomaly detection. The blue lines are the AL

process, and the yellow dashed lines indicate the continuous learning process. The deep

probability model is used for training and is represented by the green line.

9.3.4 Stream-Based Active Learning

In this setting, each unlabeled time series instance is examined sequentially based on

its informativeness and allows the AL model to decide whether to query the expert

for the instance’s label. The AL model trained by pool-based settings could serve as a

warmup model for stream-based sampling in an online monitoring system. We will

research this method for MTSAD in two directions:

• Univariate-based anomaly detection Each time series is separately analyzed by

an individual model, and the results are summarized to give the final judgment.

It can make the analysis simpler than MTS. The identified anomaly is more

explanatory. For example, if only one of the sequences occurs abnormal, the

expert can quickly determine the type of anomaly. The anomaly detector uses

a Bayesian dropout approximation neural network (BNN) to predict the time

series data of every single sensor. As shown in Fig. 9.4, the specific process is

forecasting the output signal at the next time point by continuously introducing

new input signal data. The parameters of BNN are sampled T times to get a

Monte Carlo estimate of the predictive probability distribution on the prediction

value as the average regarding a new timestamp. The actual value of the sensor is

subtracted from the predicted value to obtain the residual sequence. The α times

standard deviation of the prediction will be used as the confidence interval. The α
will be adjusted by experts continually according to the actual application. When

the absolute value of the residual is greater than α times of standard deviation, it

indicates that the sensor is abnormal at this time point. Suppose many anomalies

that occurred in one sensor during a fixed time interval indicate novel events. The

system will query experts to synthesize the results of all anomaly detectors to
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Fig. 9.5. The solution of multivariate-based anomaly detection. The blue lines are the

AL process, and the yellow dashed lines indicate the continuous learning process. The deep

probability model is used for training which is represented by the green line.

determine which category the novelty belongs to and respond accordingly. When

the novel event is concept drift, it indicates that the predictions and the actual

value of the sensor continue to deviate, so the model needs to be continuously

updated to obtain accurate predictions.

• Multivariate-based anomaly detection In a single time series solution, each

output signal is predicted by an individual model, and experts have to adjust

the threshold for each model to detect anomalies. But in practical applications,

multiple time series usually depend on each other. The individual analysis will

lose correlations information. Direct anomaly detection where multiple features

are analyzed at the same time would be a potential solution. As shown in Fig.9.5,

we train only one deep probabilistic neural network to predict all output signals.

We use the Isolation Forest Algorithm for the Stream Data method (IFASD) to

detect anomalies [6]. IFASD is a variant of IF specific for multi-dimensional

time series. IFASD uses a sliding window to deal with streaming data. On the

current complete window, IFASD executes the standard IF method to get the

random forest. IFASD method can deal with concept drift in the data stream by

maintaining one input desired anomaly rate. A concept drift occurs if the anomaly

rate in the considered window is higher than the threshold set by experts. Hence,

IFASD deletes its current IF detector and builds another one using all the data in

the considered window.

Besides, the selection strategies should consider the cost of false positives if human

experts are involved. False positives are expensive since experts have to understand

the reasons and verify them. Instead of only assigning the correct label, experts could

also give negative feedback to the model for false positives to regulate the AL model

to reduce the false-positive rate.
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Fig. 9.6. The AL solutions proposed for MTSAD are applied to the Digital Twin Solar project.

The down-sampled sensor signal enters the AL-based MTSAD system for analysis. The

suspected abnormal high-dimensional time series are translated into human-understandable

form by the explainable model to present to experts. Experts feedback the results to the MTSAD

system based on their experience to update the detection models.

9.4 Use Case

In the above section, we proposed the potential directions to research. However, it

isn’t easy to do general research on a sizeable theoretical field without actual use

case support, such as time series. Our goal is to propose a concrete and effective AL

solution for MTSAD in the Digital Twin Solar project.

The Digital Twin Solar project deals with solutions tailored to develop digital

twins’ components in anomaly detection for photovoltaic inverters. Solar panels

cannot create alternating current power (AC) by themselves, and they need the support

of a solar inverter. The solar inverter converts direct current electricity (DC) from

solar panels into AC that can be transferred to the grid. Each inverter contains more

than 180 sensors to indicate the working status of the inverter. Our goal is to analyze

sensor data focusing on prediction capabilities to detect early-stage failures and,

consequently, reduce maintenance costs. The experimental dataset is collected from

more than 100 inverters which are distributed in global solar plants. Each inverter

includes more than 180 sensors and at least 180 days of high-resolution (1 sample/sec)

MTS sensors data.

In addition to the three challenges mentioned in Section 9.1, this use case also

faces the following real-world challenges: (1) High resolution makes MTS data

training more difficult. Data down-sampling could speed up the training, while the

anomalies may hide in short data intervals. Besides, selecting an AL model with

high training and detection efficiency to face the rapidly growing data should also be

considered. (2) Self-explanation is one of the important characteristics of the system

defined by organic computing. How do human experts understand the data? Assume

hundreds of sensors as the only information, which are received by experts to decide

if it is an anomaly or not. It will take a lot of time for experts to understand why

the model selects current MTS as an anomaly. Toward this vision, it is necessary
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to propose a novel paradigm of explainable active learning (XAL) by introducing

techniques from the explainable AI (XAI) into AL settings. Fig. 9.6 shows the basic

plan for how to apply our research to this specific use case.

9.5 Conclusion

In this article, we introduced the potential value of active learning in the scenario of

multivariate time series anomaly detection. But because of the challenges mentioned

in Section 9.1, few studies have touched on this topic. We proposed the possible

directions and available technologies in Section 9.3 to research and apply them to an

actual use case mentioned in Section 9.4.

Scenarios like MTSAD require interdisciplinary support. The premise of creat-

ing a stable AL algorithm is to take a deep insight into time series anomalies in a

specific practice scenario. Beside, as mentioned in Section 9.3, AL can be organ-

ically combined with continual learning, unsupervised learning, and deep learning

to process massive increasing time series data. Making human experts understand

high-dimensional time series data in practical applications is also a worthy topic to

study.

At present, the research regarding AL and DAL in MTSAD has just begun, but

initial findings show the applicability and motivate further research in this area. It is

challenging to integrate different technologies and apply them in practical application,

but it is destined to improve MTS analysis significantly.
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Abstract. Compared with traditional deep learning techniques, continual learning enables

deep neural networks to learn continually and adaptively. Deep neural networks have to learn

unseen tasks and overcome forgetting the knowledge obtained from previously learned tasks

as the amount of data keeps increasing in applications. This article proposes two continual

learning application scenarios, i.e., the target-domain incremental scenario and the data-domain

incremental scenario, to describe the potential challenges in this context. Based on our previous

work regarding the CLeaR framework, which is short for continual learning for regression tasks,

models will be enabled to extend themselves and to learn data successively. Research topics

are related, but not limited, to developing continual deep learning algorithms, strategies for

non-stationarity detection in data streams, explainable and visualizable artificial intelligence,

etc. Moreover, the framework- and algorithm-related hyperparameters should be dynamically

updated in applications. Forecasting experiments will be conducted based on power generation

and consumption data collected from real-world applications. A series of comprehensive

evaluation metrics and visualization tools are applied to access the experimental results. The

proposed framework is expected to be generally applied to other constantly changing scenarios.

Keywords: Continual Learning, Non-stationary Data Stream, Explainable AI, Power Forecasts,

Smart Grids

10.1 Introduction

Organic Computing (OC) aims at constructing a trustworthy and safe system with the

properties, such as self-organization, self-adaption, and self-protection [25, 34]. The

system can interact with humans in an organic manner, i.e., collecting and analyzing

data from the sensors surrounding humans, and adjusting itself to fulfill the instant

requirements of users. To achieve the goal of Organic Computing, we should consider

the flexible deployment and self-evolution of the system when developing it. It rises a

challenge in common deep learning technology. Therefore, Continual Learning (CL)

has been proposed as an initiative in the research field of deep learning for overcoming

the challenge.

Training successful deep neural networks usually depend on a massive amount

of data. With one-time design and training, deep neural network models can be
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easily deployed to solve specific problems. In recent years, a lot of research has

proven that such a traditional data-driven training method can quickly optimize

hyperparameters of deep neural networks with the help of massive datasets and

supercomputing resources. Models can obtain or even exceed human-level cognitive

skills in numerous application scenarios. However, even such a common training

method has three main disadvantages:

1. Insufficient samples: a training dataset with sufficient meaningful samples is the

prerequisite for training a successful model. Data collection and preprocessing

are extremely time-and-money-consuming. Meanwhile, the tedious process can

prolong the preparation phase in a practical project. Sometimes, we have to

postpone the beginning of training models due to a lack of data.

2. Static models: in this training setting, it is always assumed that the underlying

data generation process is static. Therefore, we can evaluate models’ general-

ization by comparing the errors among training, validation, and test datasets in

the training phase. However, this static model is not always applicable to the

constantly evolving and developing world. In this article, the context can be

defined as a non-stationary scenario, where the generative probabilistic distri-

bution of both the input data P(X) or the target data P(Y |X) changes over time.

Changes can be grouped into three families, i.e., short periodical, long periodical,

or non-periodical [12]. Insufficient samples involving periodical changes can re-

strict the model from obtaining the information of the entire sample space during

training. Non-periodical changes could be caused by changes in the objective

environment, broken physical devices, or unavoidable measurement errors. Deep

neural network models should continually learn the data with these periodical

changes to improve their cognition, similar to the learning process of humans.

Because the non-periodical changes are hardly predictable and repetitive, we

need to detect them and make the correct decisions for processing them.

3. Post-deployment changes: the structure of the deep neural network model is

generally fixed after deployment. This setting is unrealistic and inflexible in real-

world applications because new targets can appear as the application environment

keeps evolving. The model should extend its structure by increasing the number

of outputs in this case. A new target can be a new label in classification tasks or a

new predicted object in regression tasks. To take power forecasts in the context

of smart power girds as an example, we can train models to provide forecasts

regarding energy supply and demand for managing a regional power grid. With

the extension of the power grid, new power generators and consumers must be

added to the list of forecasting targets. Training an individual model for the new

target might also be a solution. However, in this case, we have to reconsider the

first problem, i.e., we can not start training in a traditional way until sufficient

samples are collected.

Continual Learning, also known as Continuous Learning, Incremental Learning,

Sequential Learning, or Lifelong Learning, aims to solve multiple, related tasks and

lead to a long-term version of machine learning models. While the term is not well

consolidated, the idea is to enable models to continually and adaptively learn about
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the world and overcome catastrophic forgetting. The knowledge of models can be

developed incrementally and become more complex. Catastrophic forgetting refers to

the phenomenon that models could forget the knowledge for solving old tasks while

learning new tasks [22, 29]. This forgetting problem raises a more general problem in

traditional neural networks, i.e., the so-called stability-plasticity dilemma [23], which

means that models should find a trade-off between accumulation and integration

of new knowledge and retention of old knowledge. Numerous valuable research

work focused on CL algorithms [1, 19, 35, 36], application scenarios [20], evaluation

metrics [4] for classification tasks, etc. However, the necessity of CL for regression

tasks seems to be ignored.

This article can be viewed as an abstract for the author’s Ph.D. thesis with a

focus of continual learning applied to the regression scenario, especially in the field

of power forecasts. Meanwhile, the proposed continual learning framework is also

expected to be a promising solution of self-evolution of systems to contribute to OC.

The main contributions of the final thesis can be summarized as follows:

1. Prove the necessity and importance of CL for regression tasks.

2. Give an overview of the relevant research literature, including, but not limited to,

CL algorithms, detection of novelty and non-stationarity in the data streams and

explainable artificial intelligence (AI);

3. Explore the applicability of well-known CL algorithms for regression problems.

4. Analyze the shortcomings of common experimental setups as well as restrictions

of general evaluation metrics.

5. Summarize relevant research challenges being faced for our proposed CL frame-

work [13] and develop it further.

6. Develop explainable CL using visualization techniques and comprehensive evalu-

ation metrics.

7. Show how the CL framework works in power forecasting experiments with

real-world datasets.

The remainder of this article will start with an overview of the requirements and relev-

ant research questions of CL for regression problems in Section 10.2. In Section 10.3,

we will propose a visualizable CL framework for regression problems and introduce

the application in the two proposed CL scenarios with instances. Then we will present

three experimental datasets, which can be used to design power forecasts experiments

to assess the proposed solutions. This article will end with a brief conclusion.

10.2 Continual Learning for Regression

10.2.1 Continual Learning Scenarios

CL has been widely applied to classification problems for learning new tasks sequen-

tially and retaining the obtained knowledge. Three CL scenarios for classification

problems are proposed in [20], focusing on object recognition:



128 Y. He

• New Instances: new samples of the previously known classes are available in

the subsequent batches with novel information, such as new poses or conditions.

In other words, these new samples own novel information but still belong to

the same labels. Models need to keep extending and accumulating knowledge

regarding the learned labels.

• New Classes: new samples belong to unknown classes. In this case, the model

should be able to identify the objects of new classes as retaining the accuracy of

old ones.

• New Instances and Classes: new samples belong to both known and new classes.

Therefore, a new task in the context of classification problems can be defined as

learning new instances belonging to known labels or learning to recognize new labels.

However, one obvious difference between classification and regression problems is

the models’ targets, which are discrete labels in classification and continuous values

in regression.

Two CL scenarios for regression are proposed in [11]:

• Data-domain incremental (DDI) scenario refers to the situation where the un-

derlying data generation process is changing over time due to the non-stationarity

of the data stream. Either the change of the probability distribution regarding

the input data P(X) or the target P(Y |X) can trigger updating the model trained

on data from the outdated generation process. The model learns to extract latent

representations of the input data from a changed generation process in the updat-

ing phase. Moreover, the model needs to adjust its weights to find a new proper

mapping between the new latent representations to the targets. The changes of

distribution could result from insufficient samples in the pre-training process or

external objective factors.

• Target-domain incremental (TDI) scenario refers to the situation where the

structure of the network model is extended as the number of prediction targets

increases. Assume that using a multi-output deep neural network to forecast

several independent targets based on the same input data, the neural network

owns a shared hidden sub-network for learning non-linear latent representations

and multiple-output sub-networks for prediction. The model will add a new sub-

network for the new target when it appears. The TDI scenario is a joint research

topic among multi-task learning, transfer learning and continual learning. On

the one hand, the obtained knowledge of the shared network can be transferred

to train the additional sub-network quickly, even without sufficient samples. On

the other hand, CL algorithms can avoid decreasing the prediction accuracy of

the previously handled tasks while learning the new task by utilizing the free

weights of the shared network. The free weights are generally unimportant for

other targets.

For example, renewable power generation can be predicted based on regional

weather conditions. Figure 10.1 illustrates the two proposed CL scenarios to power

forecasts of regional renewable energy generators. As described above, the model has a

shared network to learn the latent representations and several prediction sub-networks

for these targets.
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Fig. 10.1. An illustration of a neural network applied to learn new tasks in both CL application

scenarios. Red dots and lines indicate the new samples and new sub-networks. The cases,

marked as 1.a and 1.b, correspond to the DDI scenario, where the distribution P(X) and the

mapping P(Y |X) change respectively. The right case, marked as 2, corresponds to the TDI

scenario where new targets are added to the prediction list.

The weather conditions are time-variant features, which fluctuate periodically

over time. Therefore, a gradual change can exist in the weather data X due to climate

change, dynamic behavior of noise from the weather prediction model, or other

foreseeable factors. Such smooth change is usually referred to as concept drift [10].

The case in Fig. 10.1, marked as 1.a, visualizes this challenge, which will lead to

a negative impact on prediction accuracy, especially when sufficient samples are

unavailable for pre-training.

The cases of 1.b are corresponding to power generation capability, which is time-

dependent and can be affected by, such as, upgrading or aging of the device in the

long term or the changes in the environment. Besides, residential power demand

forecasting is another example that needs to be considered in this scenario. Generally,

we predict the overall power demand of a residential area in a low-voltage power grid

rather than the power demand of every single consumer in this region. The mapping

P(Y |X) is sensitive to the change of these consumers’ power demand or consumption

habits. Sometimes, we have to update the prediction model due to these unpredictable

factors. In the DDI scenario, models should continually collect data and accumulate

knowledge by learning newly collected data. Regarding the TDI scenario in Fig. 10.1,

the prediction sub-network for an additional photovoltaic generator is added to the

prediction model.

In the proposed setting, a new task can thus be defined in one of two ways:

1. Learning non-stationarity of the data stream, including the input data generation

and the output data generation with given inputs.

2. Integrating new sub-networks to the existing model for predicting new targets

without any negative effects on the prediction accuracy of other known targets.
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The red dots and lines in Fig. 10.1 correspond to the new tasks in both scenarios,

respectively.

10.2.2 Research Questions

In the common CL experimental setting for classification tasks, the dataset D contains

T disjoint subsets, each of which is assumed to be separately sampled from an

independent and identical distribution. One subset represents a task, and the dataset D
is not independently and identically distributed, which is different from traditional

supervised learning. Neural network models need to learn these unseen, independent

tasks sequentially as the identification information of these tasks is given. Some CL

algorithms allow models to revisit the previously learned tasks without restriction

while learning a new one. It is called replay CL strategy which will be introduced

below in detail. The replayed data can be a subset of samples storing the previous

tasks in raw format or generated by a generative model. This setting can not represent

the case in the real world, though it is feasible to evaluate and compare various CL

algorithms.

First, the appearance of a new task is usually unpredictable in real-world ap-

plications, which means that the prior knowledge of the new task is unavailable. A

detection mechanism should be set to identify the appearance and the type of the new

tasks. Second, data streams in real applications are infinite and contain both known

and unknown tasks which might not appear separately and orderly. The model could

identify the new task and update itself immediately or store the samples until there is

a sufficient amount of samples for an update, which depends on the adopted updating

strategy. Third, unrestricted retraining on old tasks enables the model to remember

the obtained knowledge and might be prone to overfitting. Besides, storing all old

tasks might be a burden to storage overhead and violate privacy laws.

Farquhar et al. introduce five core desiderata for evaluating CL algorithms and

designing classification experiments [5]. It inspires us to propose five suggestions for

designing CL regression experiments in [13]:

1. New tasks resemble the previous tasks;

2. The neural network model utilizes the single output for predicting the correspond-

ing target and learning the changes in DDI scenario;

3. New tasks appear unpredictably in DDI scenario, and the prior knowledge regard-

ing the appearance should be identified rather than informed;

4. Considering privacy law and revisiting the previous dataset with restriction;

5. Learn more than two tasks continually, either in DDI scenario or TDI scenario.

These suggestions will guide the development of updating methods and the design of

experiments. Furthermore, the following research questions should be answered in

the proposed thesis.

Question 1: When to trigger an update?

The trigger condition is the prerequisite for CL and determines the starting point of

an update. According to the definition of a new task in Section 10.2.1, this question
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is more valuable to research in the DDI scenario. New tasks of the DDI scenario

appear unpredictably, compared to the TDI scenario where new tasks depend on

the objective requirements of projects and are added manually. For answering this

question, my research will focus on novelty detection (concept shift and drift) using

deterministic and probabilistic methods. For example, in [13], the trigger condition

depends on the number of newly collected novel samples. Besides, updating could

also be triggered due to the estimation of new samples’ entropy. The design of update

trigger conditions is the first significant step affecting the updating results and the

model’s future performance.

Question 2: How to update models?

Updating methods are the core for learning tasks sequentially and continually. CL

algorithms can be briefly categorized into three groups [2] depending on how data is

stored and reused:

• Regularization-based approaches: The goal of these algorithms is to reduce

storage demand and to prioritize privacy by avoiding to revisit old data as the

neural network learns new tasks. A penalty regularization term is added to the

loss function for consolidating the weights which are important for previous tasks.

Delange et al. further divided these approaches into data-focused approaches [19,

28, 37] and prior-focused approaches [1, 16, 36].

• Replay approaches: These approaches prevent forgetting through replaying the

previous samples stored in raw format or generated by a generative model. Both

can be named as rehearsal approaches [3,30] and pseudo rehearsal approaches [18,

32], respectively. The model’s inputs contain the subset of these previous samples

and the unseen samples. The former is viewed as a constrain during optimizing

the loss function and the latter is the new task for continual learning.

• Parameter isolation approaches: The concept of these approaches is to arrange

a subset of the model’s parameters to a new task specifically. For example, one

can adjust the model’s structure by expanding a new branch to learn a new task if

no constraint is required for the model’s size [31]. Alternatively, the shared part

of the network for all tasks can stay static. The parts regarding the previous tasks

are marked out while the network learns new tasks [6, 21].

Some previous works [17, 24, 26] solve the forgetting problem using Bayesian Neural

Networks, which can also be grouped into one of the above families.

Note that not all well-known CL can directly be applied to regression tasks. For

example, Li et al. use Knowledge Distillation loss [14] in their Learning Without

Forgetting (LWF) algorithm to consolidate the obtained knowledge for previous

tasks [19]. The loss function is a variant of cross-entropy loss, which is inapplicable

for regression tasks. Thus, the author plan to review these well-known algorithms

and then analyze their advantages and applicability. Moreover, further work proposes

novel CL algorithms based on the current CL and the proposed experimental setup.

Another interesting topic is ensemble CL, which investigates the collaboration of

various CL algorithms to improve the models’ performance.
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Question 3: How to evaluate the updated models?

Common evaluation metrics for regression tasks, such as Mean Square Error (MSE),

Root Mean Square Error (RMSE), and Mean Absolute Error (MAE), can assess the

fitting and prediction ability of the model. However, more specific metrics are required

for evaluating the updated models comprehensively in the CL setting. In [12, 13], the

models are evaluated in terms of fitting error, prediction error, and forgetting ratio.

We also consider training time as a significant evaluation factor [11], especially in

real-time applications. Besides, Dı́az-Rodrı́guez et al. [4] propose algorithm ranking

metrics according to different desiderata, including accuracy, forward/backward trans-

fer, model size efficiency, sample storage size efficiency, and computational efficiency.

Moreover, they fuse these desiderata to a single CL score for ranking purposes. A

series of wide-ranging evaluation metrics can make CL explainable. It is the basis of

visualizing the updating process and dynamically adjusting hyperparameters.

Question 4: How to explain the updating process?

The training process of either typical supervised learning or CL is generally a black

box, where results of the solution are untransparent and incomprehensible for humans.

Explainable artificial intelligence, also called XAI in literature, refers to the technique

used to help humans understand and trust machine learning models’ results. It has

been applied to many sectors, such as medical diagnoses [15] and text analysis [27].

Due to stochasticity in re-learning, some updates could fail and lead to a worse

predictive ability. XAI can visualize the updating process and interpret the reasons

for failures. Experts can monitor the updating process and analyze the updated model

based on the given evaluation criterion. Furthermore, they can more easily decide

to accept successful updates or reject failures, and take the following actions. For

example, rolling back the failed model to the previous version, assembling multiple

updated models for ensemble learning, or adjusting hyperparameters dynamically for

a further update.

10.3 Visualizable Continual Learning Framework for Regression
Tasks

The V-CLeaR framework (Visualizable Continual Learning for Regression tasks) in

Fig. 10.2 consists of three main parts: (1) preprocessing block, (2) CLeaR framework,

and (3) explainability utility. The preprocessing block is responsible for processing

the incoming data, including removing outliers, filling missing values, and scaling.

Due to concept drift in the data stream, the parameters of the used scaler might have

to be updated, for example, the maximum and minimum of the min-max scaler or the

mean and variance of the standard scaler.

CLeaR is a continual learning framework based on buffered data [13] that is

categorized as novelty and familiarity by the deterministic or probabilistic novelty

detector and stored in the corresponding buffer. The novelty from the infinite data
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Fig. 10.2. An illustration of the visualizable continual learning frameowrk for regression

tasks. It consists of three parts: (1) preprocessing module, (2) CLeaR framework, and (3)

explainability module. The dashed line means that the Truth Y is optional.

stream indicates what the trained model cannot predict accurately and should continu-

ally learn. The familiarity is defined as data that the model is familiar with. It could

be obtained from the infinite data stream or the stored historical samples in a raw

format, or generated by a generative model. Storage and usage of these buffered data

are dependent on the adopted CL strategies.

Figure 10.3 illustrates the CLeaR instances in both proposed CL scenarios. In this

instance, the model consists of an autoencoder as the shared network for extracting

the latent representations of the input and fully connected networks as the predictors.

Meanwhile, the two sub-networks are used for detecting the changes in the input

distribution P(X) and the goal distribution P(Y|X), respectively. Either novelty or

familiarity is determined by comparing the MSE between the prediction Ŷ (or re-

construction X̂) and the ground-truth Y (or X) to the preset dynamically changeable

threshold. The novelty buffer has a limited size, and the familiarity buffer is infinite.

Updating the sub-network is triggered when the corresponding novelty buffer is filled.

After updating the sub-network, the corresponding threshold will be adjusted depend-

ing on the updating results, and the CLeaR framework’s both buffers will be emptied.

The core of this framework is the flexibility and customizability of these modules,

including the novelty detector, storage of the data, the available CL strategies, and

the type of neural network models. Users can select the optimal components of the

framework for their own applications.

The explainability utility is designed as a visualization tool focusing on visualizing

the updating process and explaining the updated model using the proposed evaluation

metrics. The updating process is also supervised by experts, who can input instructions

to assist the model in making decisions for the next move. Here a decision is defined

as what will affect the CLeaR instance to take the following actions. For example, the

CL-algorithm-related hyperparameters are adjusted for re-updating when the current

updating results are not ideal. The framework-related hyperparameters will be changed

to make a trade-off between forgetting and prediction in the future update. Considering

these factors, such as storage and computational overhead, experts can decide to store

or drop the updated models. The development of the V-CLeaR framework can answer

the four research questions listed in Section 10.2.2.
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(a) The CLeaR instance in the DDI scenario.

(b) The CLeaR instance in the TDI scenario.

Fig. 10.3. The illustrations of the CLeaR instances in the two CL scenarios, originally derived

from [12]. Threshold a, Buffer a, Threshold p 1 and Buffer p 1 are the framework-related

hyperparameters for the autoencoder and the predictor 1, respectively. All sub-networks that

need to be updated in application own a series of framework-related components and hyper-

parameters.

10.4 Datasets & Experiments

In this thesis, the author plan three experiments in the context of power forecasts

based on three real-world public datasets to assess the framework’s performance.

The datasets contain time series data, the probabilistic distributions of which change

periodically/non-periodically over time. Besides, the mapping relationship between

the weather conditions (inputs) and the power measurements (outputs) might also

change in a long-term usage due to aging/damaging/upgrading of devices. Therefore,
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Fig. 10.4. The locations of the European wind farms dataset.

the datasets are more useful for analyzing and evaluating the performance of the

proposed continual learning framework and can highlight its advantages.

In the remainder of this section, the author will briefly introduce the selected

datasets and the experimental setup.

10.4.1 Wind Power Generation Forecasts

The EuropeWindFarm dataset [7] contains the day-ahead power generation of 45

wind farms (off- and onshore) scattered over the European continent, as shown in

Fig. 10.4.

The dataset contains hourly averaged wind power generation time series for two

consecutive years and the corresponding day-ahead meteorological forecasts provided

by the European Centre for Medium-Range Weather Forecasts (ECMWF) weather

model. The meteorological features contain (1) wind speed in 100m height, (2) wind

speed in 10m height, (3) wind direction (zonal) in 100m height, (4) wind direction

(meridional) in 100m height, (5) air pressure, (6) air temperature, and (7) humidity.

All features are scaled between 0 and 1. Additionally, the power generation time series

is normalized with the wind farm’s respective nominal capacity to enable a scale-free

comparison and to mask the original characteristics of the wind farm. The dataset is

pre-filtered to discard any period of time longer than 24 hours in which no energy has

been produced, as this is an indicator of a wind farm malfunction.

V-CLeaR models can be built with the weather features as the input to predict

the wind power generation at the corresponding time points [9, 13]. One model is

trained for each prediction target, i.e., the wind power generator. This experiment can

simulate the DDI scenario.
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Fig. 10.5. The locations of the German solar farms dataset.

10.4.2 Solar Power Generation Forecasts

The GermanSolarFarm dataset [8, 9] contains 21 photovoltaic (PV) facilities in Ger-

many, as shown in Fig. 10.5.

Their installed nominal power ranges between 100kW and 8500kW. The PV

facilities range from PV panels installed on rooftops to fully-fledged solar farms.

Historical numeric weather prediction (NWP) data and the produced power in a three-

hour resolution for 990 days are available for each facility. The weather prediction

series in the dataset are scaled between 0 and 1 using the min-max normalization.

Besides, there are three temporal features, the hour of the day, the month of the

year, and the season of the year, which are normalized in the range of 0 and 1 using

cosine and sine coding. The target variable, i.e., the measured power generation,

is normalized using the nominal output capacity of the corresponding PV facility.

Therefore, it allows the comparison of the forecasting performance without taking the

size of the PV facilities into account.

The experimental setup is the same as the setup of the wind power generation

forecasts experiment. Namely, the NWP features are used as the input of V-CLeaR

instances for forecasting each generator in the DDI scenario.

10.4.3 Power Supply and Demand Forecasts in a Regional Power Grid

The regional power grid dataset [12] is collected from a real-world German regional

flexibility market, including two-year NWP data, the low-/medium-voltage power

generation (e.g., wind and solar power generation) and consumption (e.g., residential

and industrial consumption) measurements in the same period, and the geographic

and electrical information of the power grid as shown in Fig. 10.6.

The NWP data contains 13 24-hour-ahead numerical weather features with a 15-

minute resolution. The power data contains historical samples of 11 renewable power

generators, 55 local energy consumers, and 36 low-voltage residential consumers.

Such as the NWP data, the power data ranges from March 1, 2019, to March 31, 2021,
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Fig. 10.6. An illustration of the regional power grid dataset. The green block represents the

electrical substation of the city and the blue circles represent the regional power consumers and

generators, i.e., the prediction targets.

with a 15-minute resolution. NWP and power data are scaled between 0 and 1 using

min-max normalization.

The power grid information records all information regarding the regional energy

market, such as the energy generators and consumers’ parameters, the topological

structure of the power grid, and the connection points to higher or lower power grid

levels, etc. It can help to create a virtual power grid using the open-source python

library, pandapower [33], to analyze the power grid’s state and optimize power supply

and demand.

Because all generators are located in the same region, the NWP features are viewed

as the identical input for predicting all power targets in the power grid. Therefore, we

can build a multiple-output neural network with a shared sub-network that extracts

public representations, as shown in Fig. 10.1, to assess the V-CLeaR framework in

the DDI and TDI scenarios. Additionally, the virtual power grid can help to analyze

the effect of continually updated prediction models on power grid management and

optimization.

10.5 Conclusion

Conclusively, this proposal aims to present the existing research questions related

to continual deep learning for regression tasks. Based on these questions and re-

quirements from real-world applications, this article proposes an explainable neural-

network-based CL framework for solving data-domain or target-domain incremental

regression tasks. Currently, the work is in the progress of developing the modules of

this framework and evaluating the functionality of each module in the application

scenario of power forecasts. The V-CLeaR framework is expected to be modularized.

Users can utilize the single module or customize the framework for their requirements.
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Our previous works have proven the applicability and necessity of the proposed

framework.
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with bayesian neural networks for non-stationary data. In: International Conference on

Learning Representations (2020), https://openreview.net/forum?id=SJlsFpVtDB
18. Lavda, F., Ramapuram, J., Gregorova, M., Kalousis, A.: Continual classification learning

using generative models. arXiv preprint arXiv:1810.10612 (2018)
19. Li, Z., Hoiem, D.: Learning without forgetting. IEEE transactions on pattern analysis and

machine intelligence 40(12), 2935–2947 (2017)
20. Lomonaco, V., Maltoni, D.: Core50: a new dataset and benchmark for continuous object

recognition. In: Conference on Robot Learning. pp. 17–26. PMLR (2017)
21. Mallya, A., Lazebnik, S.: Packnet: Adding multiple tasks to a single network by iterative

pruning. In: Proceedings of the IEEE Conference on Computer Vision and Pattern

Recognition. pp. 7765–7773 (2018)
22. McCloskey, M., Cohen, N.J.: Catastrophic interference in connectionist networks: The

sequential learning problem 24, 109–165 (1989)
23. Mermillod, M., Bugaiska, A., Bonin, P.: The stability-plasticity dilemma: Investigating

the continuum from catastrophic forgetting to age-limited learning effects. Frontiers in

psychology 4, 504 (2013)
24. Minka, T.P., Xiang, R., Qi, Y.: Virtual vector machine for bayesian online classification.

In: Proceedings of the Twenty-Fifth Conference on Uncertainty in Artificial Intelligence.

pp. 411–418 (2009)
25. Müller-Schloer, C., Tomforde, S.: Organic Computing-Technical Systems for Survival in

the Real World. Springer (2017)
26. Nguyen, C.V., Li, Y., Bui, T.D., Turner, R.E.: Variational continual learning. In: Interna-

tional Conference on Learning Representations (2018)
27. Qureshi, M.A., Greene, D.: Eve: explainable vector based embedding technique using

wikipedia. Journal of Intelligent Information Systems 53(1), 137–165 (2019)
28. Rannen, A., Aljundi, R., Blaschko, M.B., Tuytelaars, T.: Encoder based lifelong learning.

In: Proceedings of the IEEE International Conference on Computer Vision. pp. 1320–1328

(2017)
29. Ratcliff, R.: Connectionist models of recognition memory: constraints imposed by learn-

ing and forgetting functions. Psychological review 97(2), 285 (1990)
30. Rebuffi, S.A., Kolesnikov, A., Sperl, G., Lampert, C.H.: icarl: Incremental classifier and

representation learning. In: Proceedings of the IEEE conference on Computer Vision and

Pattern Recognition. pp. 2001–2010 (2017)
31. Rusu, A.A., Rabinowitz, N.C., Desjardins, G., Soyer, H., Kirkpatrick, J., Kavukcuoglu, K.,

Pascanu, R., Hadsell, R.: Progressive neural networks. arXiv preprint arXiv:1606.04671

(2016)
32. Shin, H., Lee, J.K., Kim, J., Kim, J.: Continual learning with deep generative replay.

In: Proceedings of the 31st International Conference on Neural Information Processing

Systems. pp. 2994–3003 (2017)
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Abstract. Using a complex software system can pose a difficult challenge for its users, es-

pecially for those without technical backgrounds. This paper outlines a concept to deploy

Recommender Systems coupled with Intelligent User Interfaces as an effective mechanism

to guide a user of a complex software system through context-aware suggestions. More con-

cretely, we focus on an authoring tool that our research draws motivation from and will find

opportunities for evaluation—it is a platform that aims at empowering medical professionals to

create virtual reality experiences to help their work. This paper elaborates on the envisioned

concept and the plan for implementation and evaluation.

Keywords: Recommender Systems, Learning Classifier Systems, Intelligent User Interface

11.1 Introduction

Mastering a sophisticated software platform can be challenging for any new users,

especially if they are not exposed to using computing aids to assist their daily

routines [16]. Researchers have approached this problem in several ways. Start-

ing from conventional methods such as text-based tutorials, creating guidelines for

effective user experiences [8], to introducing intelligent technologies such as chat-

bots [9] and conversational agents [10] to name a few. In this paper, I present the

concept of a multi-layered framework that (1) draws from simple to sophisticated data

representations and algorithmic approaches in the back-end and which (2) captures

the user’s contexts and needs in the front-end to deliver effective support, accord-

ingly. Recommender Systems (RSs) and Intelligent User Interfaces (IUIs) are the

generic placeholders in this framework to address these first and latter perspectives,

respectively.

Though a RS has many definitions depending upon its application domain, the

one which suits the context of this paper is a system that guides the users in a

personalized way by exposing the most interesting and useful options of a large space

of choices [1]. The first-generation RSs were introduced as tools to assist users to sort

rapidly growing data as per their preferences [18]. Over time, with the rapid growth

of the amount of both users and data, second-generation RSs were developed that
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could make recommendations considering contextual information of users such as

their behavior towards items of interest [17]. Current development practices include

considering the emotional and psychological status of users and many other verticals

of their contexts [19]. Personalizing the recommendations has become the key factor

in using RS-powered systems.

Considering the nature of RSs and following the informal definition of IUIs, i.e.

as interfaces that improve the efficiency and effectiveness of the Human-Machine

Interaction by making it natural and easier by applying artificial intelligence tech-

niques [13], any RS front-end would qualify as an IUI. However, it should not only

provide input from the user to the RS and feedback its results, but do it intelligently as

well: For instance, an IUI could analyze the user’s input similarly to driver software for

unreliable input hardware that relies on Hidden-Markov Models to close information

gaps. It could filter the input data to avoid extreme suggestions induced by outliers.

It could systematically query certain information from the user to maximize the

information gain to quickly arrive at a comprehensive solution for the user. Similarly,

the RS could use the input data to simply match them with a set of guidance rules

that provide some needed bits of information similar to tool-tips popping up when

one hovers over a button for a bit too long, apparently not knowing which purpose it

might serve. Next to contextual information, RS could offer concrete data that could

accelerate the authoring process, e.g. by starting with given templates or providing

access to diverse assets that might be of great interest for a certain goal. It could try

to infer the user’s goals and propose according solutions, offer various alternative

solutions that have been automatically optimized with respect to criteria identified as

high-priority goals of the user, etc.

In this paper, we will briefly sketch out the authoring steps using a specific platform

that is currently under development. It empowers medical experts to conceptualize,

compose and use virtual reality (VR) experiences, especially considering training,

prevention, therapy, and rehabilitation. These authoring steps find analogues in other

authoring contexts. The outlined steps will motivate our concept for a multi-layered

framework to guide the users based on RS and IUI technologies. We conclude with

a discussion of the presented concepts and an outlook at the next steps we intend to

take towards its realization.

11.2 Related Work

RSs have become an essential tool in everyday life when we consider the pile of data

being generated over time. Without such a tool, chances are high that lots of users can

get lost while searching for the information or the specific things they need. That’s

why commercial giants such as Google and Amazon are investing a large portion of

their money and resources in developing their recommendation algorithms to provide

the user with what they need in very little time [2, 7, 20]. Though this is the case

with commercial internet-based platforms, there is extensive scope for research in

the application of RS-IUI duo in the context of user assistance/guidance. On discrete

medical sub-domains such as well-being, González et al. [4] worked on a platform
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where doctors can author non-immersive exergames/fitness games for rehabilitation

and the engine assists the users to select those exergames depending on their profile.

This platform recommends exercises to users according to their behaviour with the

system. They utilize a content-based recommendation approach and a match is made

by comparing the skill scores assigned to each exergame by the designers with that of

the users which get updated as they advance through each game. A work by Elena et

al. [3] describes how RS can be used to assist people with disabilities. Researchers

in specific healthcare domains have used RSs to support their work. Felix Graßer et

al. [5, 6] used collaborative filtering and demographic-based filtering approaches to

recommend therapies to patients suffering from a skin disease called psoriasis. From

the literature, it is evident that different recommendation approaches are being used in

different commercial and research domains. But there is a visible research gap where

a RS-IUI duo is being used as a user assistance mechanism, especially in a healthcare

context. Through this work, I intend to address this research gap by introducing a

learning classifier system as a RS to assist a user to use a complex authoring platform.

11.3 System Model

VR has proven effective in the field of medicine [14]. But creating a VR experience

requires experience in 3D design, interaction design, programming, and considerable

time investment, which barres most medical experts from realizing such experiences.

Also, just modifying an existing VR experience to customize it for another patient or

a slightly different training task might not easily be possible. The VIA-VR platform

(referring to the resulting virtual adventures) addresses these challenges using various

high-level software components and design facilities [12].

Exemplary Authoring Steps:

VIA-VR offers a simple and clear web-based user interface, which takes the user

through several steps to arrive at the desired VR experience: (1) The simplest solution

would be to re-use a previously composed experience, which VIA-VR offers to save

locally, share online, and import right away. (2) In case there is no according solution

yet, the user can use a drag and drop editor which is seamlessly integrated with

online 3D asset databases such as Sketchfab 1 to intuitively design or modify a 3D

environment. (3) By means of a scripting editor, interaction sequences and events

that the VR “player” can experience are quickly composed. (4) A digital avatar of

the player can be scanned using a regular smartphone and imported through the

platform [22]. (5) Further, a default dashboard-like screen is offered for a supervisor

that accompanies the experience and can also be configured by means of gragging

and dropping. By default, it shows what the player sees, his/her location on a scene’s

blueprint, and the player’s physiological measurements such as heart rate or GSR

data through various sensors as the situation demands. It also allows the supervisor

to change parametric design elements of the virtual environment at run time. All

1 https://sketchfab.com/feed
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Fig. 11.1. Addressing user requirements with a learning classifier system, and a combined

approach with recommendation algorithms

the steps outlined above makes the VR authoring process straightforward and easy.

However, the targeted users who are not well-versed in modern technologies may find

most of the steps overwhelming if the user experience is not elementary or the users

are not supported whenever they confront any difficult situations.

11.4 Multi-Layered Guidance Framework

During the authoring steps outlined above, a RS could support the user of the platform

in various interaction tasks. For example, supporting the log-in process, accessing VR

experiences shared online over pre-selection of according templates, useful assets,

over automatic, i.e. procedural generation of 3D environments or interactive plots to

triggering the deployment of the designed experience. It could even support the user

beyond the authoring process, and for instance, guide the player in VR, support the

supervisor to remain in control while the experience is running, or help to evaluate

the acquired data afterwards.

In addition to data provided a priori, the software can gather data (if the respective

permissions are granted) from the user of the platform during authoring or from the

supervisor and/or the VR player during the experiences. Accordingly, access-protected,

locally or online stored personalized profiles could help in proactively giving help and

making recommendations. Besides, if permitted, closely specified levels of user data

–from design preferences down to the concrete input steps– associated with the users’

goals might be fed into the widely available online database for recommendations.

Figure 11.1 shows an outline of the combined approach where a classifier system

is used together with recommendation algorithms. A learning classifier system alone

would be enough to assist the user in cases like template recommendations as outlined

above. For example, if a healthcare practitioner wants to use VR to treat a person

with the fear of heights, the RS can capture contexts such as the contents in the user’s

profile, along with ’fear of height’ and ’environments’ as the conditions to match

with the rule-population for appropriate environment suggestions as to actions. While

this can be considered as a simple use case for using a classifier system alone as
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Fig. 11.2. Architecture of the multi-layered classifier system

a RS, more complex cases might need the support of appropriate recommendation

algorithms such as collaborative filtering or content-based filtering to generate accurate

recommendations. For example, the 3D asset recommendations while creating a

virtual environment. The accuracy or recommendations can be increased with an

established algorithm like collaborative filtering [11]. In such cases, the contextual

information needed might be more as different RS approaches that need different

parameters.

Concerning processing the user data and harnessing it at several levels, we propose

a multi-layered framework for user guidance and support. In particular, we foresee

the following four layers.

Level 0:

At the most basic level, an employed classifier system will help the users with advice

depending upon their needs, such as navigation through the platform or getting assist-

ance in any given scenario. The set of classifiers when combined with the contextual

data captured through IUI and a fitting RS approach will make the recommendations

timely and accurate. As seen in Fig 11.3, contextual data can be broadly classified into

user-based and application-based. Each user will have a corresponding dynamic user

profile which gets updated over time with information such as interaction patterns,

experience with the system, environments created etc. if there are enough permissions

from the respective users. The data from this user profile, along with the contextual

information from the application’s side such as details of the models/environments,

click data, UI interaction pattern etc. depending on specific scenarios that will be used

to form rules to be compared with the population. The system under observation and
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control (SuOC) is the user interface, i.e. observing the user and controlling the output.

Figure 11.2 represents the proposed multi-layered classifier system architecture.

Level 1:

Level 1 would serve as a user-mimicking rote-learner. It would primarily be used

to bootstrap the database by providing initial rules to give advice at level 0. To this

end, the SuOC just needs to be observed. At each point in time i, the state of the

software si would be captured. The complete time series of states S of a user’s session,

S = [s0, ...,send ], is tagged with an additional meta-information vector u� about the

use case, yielding a use-case related time series of system states Su = [s0, ...,send ,u� ].
Ideally, u� contains data about the area of application of the envisioned VR experience,

as well as the concrete roles and goals of the VR player and the supervisor, in case the

latter is part of the modeled experience, as well as other data that allows understanding

the level of expertise of the user. Each triple < si,s j,u� > could now serve as an initial

rule to guide another user pursuing a use case matching u� that is stuck in a situation si
by recommending steps leading to s j. Of course, such recommendations should only

be made, if Su eventually led to success. Again, heuristics could be developed to infer

overall success, e.g. the frequent and extensive use of the resulting VR experience. In

fact, such events could be used to incrementally reinforce the rules inferred from Su,

similarly to distributing rewards across multiple steps by means of degraded weights.

However, one could also try to retrieve some explicit ratings by the users. This is a

delicate issue since the system should ask proactively rather rarely not to hinder the

user from pursuing the tasks at hand. Another challenge is posed by the potentially

large number of candidates for rules based on single time series Su. One approach to

handling this challenge would be to keep all Su in the background, in a data format that

allows for quick O(1)-look-ups to extract next system states on-demand. Considering

numerous Sμ
u with analogue meta vectors u� , or even numerous Sμ

ω featuring potentially

diverse use cases, sorting these data along different dimensions could allow for quick

help in arbitrary situations. Whenever use case data are close, the respective Su could

be merged. Here, merging operators not only rely on the frequencies of sub-sequence

occurrences but also the users’ expertise as well as the overall success of the respective

sessions.

Level 2:

When deployed at level 0, the rule set (learned and extended by means of mimicry

at level 1) can be reinforced while the users iterate through different contexts, work-

ing on the established classifier attributes prediction value and accuracy. This can

happen at level 2 of the multi-layered framework which not only hosts the according

reinforcement learning component but also needs to ensure that an accurate reward

value is captured or inferred from the contextual interplay of recommendations and

user behavior. If the user does not take up any of the recommended solutions, a

negative reward is introduced. Whereas the selection of recommended choices, while

the option to manually search for or create alternatives is given, may trigger a positive
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Fig. 11.3. Contexts based on user and application

reward. However, it is not clear at this point, whether and to which extent the pro-

position really matches the user’s expectations, unless explicit quantitative feedback

has been provided. According functionality that allows the user to rate individual

recommendations should, therefore, always be made available–as an unobtrusive

but easily reachable option accompanying the user interface elements that deliver or

enclose the respective (partial) solution. While these deliberations provide for a clear

reward policy for conservative RS situations, i.e. where a large space of options is

narrowed down in accordance with the user model, they do not apply to situations

in which the RS would guide the user in stepping through specific interaction tasks,

e.g. the placement of 3D assets while composing the virtual environment, taking the

next step in the deployment process, or the player navigating in 3D space. In such

cases, the time series of user inputs, including selected options, pressed buttons, etc.

in the context of the proposed recommendations, will have to be evaluated. Metrics to

align the recommendations and the users’ behaviors have to be defined based on the

general user interaction categories of selection, control, navigation, and manipulation

as well as their sub-categories.

Level 3:

While level 1 always allows to extend the learning classifier/RS database by means

of innovative use cases, and the potentially growing set of classifiers refines their

prediction values and gains in accuracy in level 2, the 3rd level would fill the need

to evolve and cover situations previously not experienced. Depending on the actual

representation of the system states, pro-actively generating new viable sequences Su
might not be feasible—only thinking, for instance, of the hundreds of thousands of

available 3D assets and their potential combination to arrive at a virtual environment,

describing a sub-state of si. Hence, instead of evolving arbitrary new viable but

highly speculative states, we suggest to focus on recombination of existing Sμ
ω and

associated classifiers and to restrain genetic mutation to the respective use case vectors

u� , only. For covering, we anticipate the usual approach of learning classifier systems
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to work well, and suggest generating new rules from a newly reached state/use case

combination on-demand, associating it with the subsequent situation si+1 whose

antecedents si best matches the given, new situation (and to resort to prediction value

and accuracy next).

Higher levels of the multi-layered user guidance framework could, for instance,

recognize goals based on certain state sequences S, which, in turn, could be used to

trigger heuristics for the evolution of novel Su, or classifiers respectively, as well as

feed into approaches of procedural content generation for various sub-tasks, including

environment design, physiological measurement definition, the configuration of a

supervision monitor, or scripting of interaction scenarios. Level 1 to 3 makes the

platform an organic computing system by organising itself to new situations according

to the formal definition of Organic Computing, i.e., a technical system that perceives

its environment and dynamically manipulates it to impact the system’s utility [15, 21].

11.5 Implementation & Evaluation

Level 0, and level 1 of the proposed multi-layered classifier system are being imple-

mented in a web-based 3D environment editor. The editor allows the author to create

3D environments by importing assets from online databases such as Sketchfab and

use them in any way the author wishes according to their creativity. Even at this level,

multiple contextual data can be collected just by monitoring user interaction with the

asset import window alone. For the prototype-level implementation of the RS at level

0, only the names of the 3D assets used to create an environment are captured. These

captured names are framed as attributes of an instance, and this instance is compared

with a set of rules which are already defined with possible 3D model combinations

as conditions, and another 3D model as action, which can be suggested to the author

upon a possible match. Further, a new usage pattern is recorded as a new rule in the

population. Level 2 and level 3 of the proposed model will be implemented upon the

existing prototype.

The evaluation of RS and IUI on the above-mentioned authoring platform in

terms of effectiveness will be carried out through user studies during difference

stages of development. The intended user group will be allowed to iterate over the

platform features and assess recommendations and evaluate the usefulness and ease

of use. Such studies and interviews will be carried out throughout the research and

development process to understand the impact of the platform on the target group.

An acceptance study was already conducted before starting the development with

a mock-up of the planned model to understand how users perceived the envisioned

RS along with other tools included with the authoring platform. The proposed model

was well received by the end users. This study was beneficial since the users were

also able to specify the requirements outside the scope of the envisioned system. This

resulted in revising the contextual information needed for the classifiers.
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11.6 Discussion & Next Steps

We proposed a multi-layered framework to employ RS and IUI for guiding users in

utilizing an authoring system that combines several interwoven design tasks. The

user interface itself becomes the SuOC. At level 1, the framework can learn the users’

interactions associated with user/use case data by heart. At level 2 the rules to guide

from one system state to the next are reinforced. Level 3 completes a typical learning

classifier system, implementing the covering and evolutionary components for coping

with novel situations.

Table 11.1. Recommendation approaches to be used according to RS application areas

Application Recommendation approaches

Personalisation

LCS + Context based RS

- Understand user profile

- Activity awareness

- Session awareness

UI Navigation

LCS + Context based RS

- Understand user behavior

- Session awareness

Feature suggestion,

Scene composition

LCS + Hybrid RS

- Understand scene being created

- Identify users of same role/domain

- Session awareness

Live support - Author

Hybrid RS

- Match user profiles

- Activity/session awareness

- Psychological measurements

Situational awareness - Client
Context based RS

- Physiological measurements

Table 11.1 broadly explains the possible RS application areas within the VIA-

VR ecosystem with a corresponding combination of recommendation approaches. A

hybrid approach, which is a combination of one or more recommendation approaches,

is appropriate in most of the application areas because of the kind of functionality each

setting should provide. For example, feature suggestion and scene composition are two

application areas where hybrid RS has to be active along with a Learning Classifier

System (LCS). Because it needs to consider multiple verticals of contexts such as

(1) user groups with similar interests, which will be processed by a Collaborative

Filtering recommendation algorithm, (2) metadata of the 3D models and other assets

being used to create an environment, which will be processed by Content-Based

recommendation algorithm, and (3) content from the user profiles and situational

awareness such as physiological measurements of the users will be handled by Context-

Based recommendation algorithms. However, partial functionality is possible with

a classifier system alone, but to get accurate recommendations, we plan to combine

different established recommendation algorithms along with the classifier system.
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In order to prove the viability of the proposed framework, several programmatic

design challenges still have to be solved. For instance, proper policies or heuristics

need to be in place as to which state series are learned, how they are represented

and efficiently queried. Next, the need to recommend not only selections of artefacts

but also to suggest interaction paths requires the classifiers/rules/state sequences,

the associated recommendations, as well as the IUI’s means of communication to

exhibit certain flexibility. Diverse non-functional prototypes should be crafted to

cover the resulting design space comprehensively. Extensive research, as well as user

studies, could elucidate how the postulated omnipresent yet unobtrusive rating widget

for arbitrary recommendation targets, incl. interaction paths should look like. User

studies will also be required to ensure that each layer of the proposed framework

works effectively. Due to a lack of competing systems, such evaluations would best

be conducted based on expert interviews instead of quantitative comparisons.
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Abstract. Labeling data often requires human interaction, which is slow and costly depending

on the required expertise. Stream-based active learning reduces the cost of labeling for data

stream mining by only querying the labels for instances that improve the classifier the most.

However, state-of-the-art stream-based active learning strategies assume that verification latency,

i.e., the time between a query and the availability of the queried label, is negligible. In reality,

this is usually not the case as the experts who provide such labels are not available all the time,

and the labeling process itself requires time.

This article investigates the impact of verification latency within a stream-based active

learning scenario for changing data streams. We focus on two different types of changes that

occur over time, i.e., changes in the number of features and changes in the distribution of

instances and/or labels. In particular, we identify challenges that occur due to verification

latency and propose ideas to overcome these problems within a stream-based active learning

strategy.

Keywords: Stream-Based Active Learning, Verification Latency

, Change Detection, Unsupervised Heterogeneous Domain Adaptation.

12.1 Introduction

In stream data classification, labeled data is required to infer a classifier. However,

the available instances are generally unlabeled. The goal of active learning (AL), or

more specifically stream-based active learning (SAL) for data streams [14, 19, 29,

39], is the reduction of costs induced by annotating unlabeled data. The strategies

identify the instances whose labels would improve the classifier the most, i.e., the

labels with the most utility. These labels are queried by asking an oracle to label the

respective instances. Depending on the application, such an oracle can be an expert or

a simulation. The newly labeled instances are added to the training data to improve

the classifier. In this introduction, we use the following example to illustrate the

different problems. Imagine a text-based social media sentiment analysis where posts

are analyzed with regard to whether the users like a product or not. An expert has to

read and understand the social media post to provide labeled data in this scenario. As
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these posts come in as a data stream with a potentially high volume, labeling all posts

is not feasible.

A research field that has not been addressed appropriately in SAL, although it is

highly relevant, is verification latency [25, 30, 36]. In an SAL scenario, verification

latency is the delay between querying a label and receiving it. In the social media

sentiment analysis example, a non-negligible delay might occur with a single expert

who is only available during working hours. A queried label only benefits the classifier

once it is available. If there is no verification latency, as assumed by the state-of-

the-art, the classifier used for the utility assessment is the same classifier that will

be trained with the queried label. However, if verification latency is present, that

classifier will change during the verification latency. Hence, the actual utility for

the queried label changes throughout the verification latency and deviates from the

initially estimated utility. Thereby, SAL strategies should estimate the utility based on

the classifier just before the labels are available.

Another research field that has not been addressed in the SAL research is that

the number of sensors or features might change over time. In the example above,

this might be the case if the social media platform allows new types of media to be

posted. These allow to include additional features that would improve classification

performance. As the already available labeled data does not contain the novel features,

new labeled data needs to be collected. Additionally, traditional classification models

need to be adjusted to handle the novel features and relearn everything from scratch.

These types of changes are researched in heterogeneous domain adaptation (HDA)

[2, 4, 15, 16]. Even though HDA and AL have a similar goal, i.e., improving the

classifier with only a small amount of data, there has been no research in combining

SAL and HDA. So far, only pool-based AL and HDA have been combined [35].

Finally, concept change, i.e., a change in the instance and/or label distributions

over time, is highly relevant as well. Regarding the example above, a concept change

might occur with a competing product arriving at the market that offers a unique new

function. Customers might change their sentiment and their word choice towards

the monitored product. The state-of-the-art omits outdated training data that would

otherwise impact the resulting classifier negatively. There are two popular ways

to achieve that. Blind adaptation, such as bounding the training data with a sliding

window, allows discarding old data without any assumptions about the underlying data.

A more sophisticated family of methods are change detection (CD) methods [1,24,28]

which identify changes such that outdated data can be discarded more selectively.

However, only little research for concept changes in AL has been done.

All three research fields are challenging problems within the data stream mining

research. However, under the scarcity of labels in stream-based active learning, these

challenges become even more challenging while new problems emerge. As a con-

sequence, the selection of beneficial labels is even more critical. The SAL strategies

must be made aware of the present verification latency, the changes in the number

features, and the concept changes that occur. Hence, we investigate the influence
of the occurring changes and verification latency on AL strategies. We propose
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ideas to mitigate the emerging effects when verification latency and sensor or
concept changes are present.

The challenges proposed in this article fit within the scope of Organic Computing
[31]. The resulting system can self-adapt in changing environments, i.e., changing

number of features and concept changes. Incorporating active learning in such a

system allows querying labels specifically to improve the adaptation. Additionally,

the system does not need any computer-human interaction besides the interaction

necessary to provide queried labels and is even aware of verification latency.

12.2 State of the Art

This section presents the state-of-the-art for research fields that are relevant to solve the

presented challenges for classification tasks. Those are data stream mining, handling

concept changes, AL, HDA, and handling of verification latency.

In data stream mining, often also referred to as online or stream learning [7],

instances or batches of instances are processed sequentially over time. This poses

the challenge that the accumulated data is unbounded. Hence, the time and space

complexity for data stream mining methods to infer a classifier must be constant.

Another challenge is that data streams can be non-stationary. This phenomenon is often

referred to as concept shift, concept change, or concept drift [17,38]. Thus, an integral

part of data stream mining methods for non-stationary data streams is the adaptation

to changes. Gama et al. [8] provide a taxonomy for such adaptation techniques. They

distinguish these techniques based on four characteristics. The first distinction is based

on how the classifier is inferred. Gama et al. refer to this characteristic as Learning

Mode and distinguish techniques that update the old classifier incrementally or infer a

new classifier from scratch. The second characteristic is Adaptation Methods, which

differs between initiating adaptation in an informed or blind manner. Furthermore,

Model Adaptation distinguishes between model specific and model independent

adaptation techniques, while Model Management describes which classifiers are

maintained, i.e., a single classifier or an ensemble of classifiers.

Labeled data is needed to infer a classifier. However, labeling all data within a

data stream may not be possible, as labeling cost, i.e., annotation cost, might be too

high. The goal of AL is the reduction of such annotation costs. The stream-based
active learning strategies process each instance from an unlabeled data stream to

assess its utility for the classification model. This article focuses on SAL strategies

that manage their queries according to a predefined budgeting constraint. Given such

a budget that specifies the percentage of instances whose label might be queried, the

AL strategy has to query the instances that benefit the classifier the most. Žliobaitė

et al. [29] propose SAL strategies that work similarly to the popular pool-based AL

strategy Uncertainty Sampling [26]. Žliobaitė et al. use the classifier’s probabilistic

prediction to infer the classifier’s confidence. For Fixed-Uncertainty a confidence

threshold is defined based on the allowed budget. The confidence threshold for

Var-Uncertainty is dependent on the ratio between the number of queries and the

expected number of queries. Ran-Var-Uncertainty and Split introduce randomization
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into Var-Uncertainty that increases exploration, which is especially important in the

presence of concept changes. Similar to Ran-Var-Uncertainty, Ienco et al. [14] propose

DBALstream that takes the classifier’s confidence into account and uses a randomized

threshold. However, DBALstream only allows querying labels for instances within

locally dense areas. Contrary to Žliobaitė et al. and Ienco et al., Kottke et al. [19]

distinguish between spatial (i.e., importance within the feature space) and temporal

utility (i.e., importance at a certain point in time). They propose an SAL strategy that

uses Probabilistic Active Learning [23], a pool-based AL strategy, to assess a label’s

spatial utility. This spatial utility is processed by the Balanced Incremental Quantile

Filter, which considers the temporal utility. The Balanced Incremental Quantile Filter

maintains a sliding window over the past spatial utilities. This sliding window is used

to infer a threshold for the spatial utility, such that only labels with the highest spatial

utilities are queried. Furthermore, the difference in the actual number of queries and

the expected number of queries is used to balance the threshold. There are also other

types of SAL strategies, for instance, the strategies proposed in [13, 21, 43] process

instances in batches.

Acquiring labels generally is not an easy task as experts are needed. There is a

latency between querying a label and receiving the label from the annotator. This

latency is often referred to as verification latency [30] or label delay [24]. Plasse

et al. [36] introduce a taxonomy for verification latency. They distinguish different

types of latencies. Delay mechanisms cause latency independently from the data, such

as constant delays. Lag magnitudes depend on the data itself. As as an example, the

difficulty can vary for different cases in fraud detection which affects the time to

acquire labels. In contrast, Souza et al. [40] propose a taxonomy that focuses on the

length of such latencies. There are two extreme categories that Souza et al. introduce.

Null latency depicts the absence of verification latency, while extreme verification

latency represents the case that the latency is infinitely large, i.e., only the initially

labeled data are available. The last type of verification latency is intermediate latency

that is finite and may not be known prior.

The first method to address this challenge was proposed by Kuncheva et al. [25]

and is limited to static data streams. A reference set of misclassifications is used to

infer a one-nearest neighbor classifier. To assess misclassifications under the presence

of verification latency, the label for the second nearest neighbor is compared to the

label of its second nearest neighbor. Given a match, it is assumed that the classifier’s

prediction is correct. Given a mismatch, the prediction is treated as a misclassification.

The authors propose three strategies: doing nothing, replacing, or forgetting the

delayed labels in the reference set.

Krempl and Hofer [20, 22] propose the first approaches to handle verification

latency for non-stationary data streams. They model the various distributions and the

transitions between them using so-called drift models. These models allow for extra-

polation, i.e., changes can be anticipated. Hofer et al. [12] show that Gaussian Mixture

Models can be trained using labeled data and later updated using unlabeled data. This

allows the model to track density changes in the feature space. Krempl et al. [20]

propose to track those changes by formulating a minimization problem that maps the

components of mixture models of different time steps onto each other. Dyer et al. [5]
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propose Compacted Object Sample Extraction to track changes under verification

latency by combining semi-supervised learning and a geometry-based approach to

estimate α shapes, a generalization of convex hulls, that are defined by a single

class. Using this combination of semi-supervised learning and the geometry-based

approach, unlabeled data is used to infer a classification model. Furthermore, given

an unlabeled instance within an α shape of a certain class, that instance is assumed

to be of that class. There exist various adaptations to this approach, such as a faster

version proposed in [41] or one that can handle imbalanced data in [6].

Research on the evaluation of classification models under the presence of verifica-

tion latency has been proposed by Souza et al. [40]. They propose a modification to

the Kappa Statistic that better represents the effect on performance under verification

latency. Bifet et al. [9] propose a method that allows assessing the evolution of the

model’s performance during the verification latency. Furthermore, Umer et al. [42]

published a comparative study on approaches that handle verification latency.

Žliobaitė et al. [28] assess which changes are detectable under verification latency.

The authors distinguish various changes and the requirements to be able to detect

such changes. Furthermore, Parreira et al. [33] show that intermediate verification

latency impacts the classifier performance negatively.

Change detection methods are techniques that can detect concept changes in an

informed manner. Detecting changes in an uninformed manner, such as bounding

the training data with a sliding window, is referred to as blind adaptation. Changes

can either be concept shifts or concept drifts, i.e., abrupt or gradual changes. After

detecting a change, outdated data can be discarded to train a better performing

classifier. Unsupervised CD assesses whether the instance distribution changed and

only requires unlabeled data. Furthermore, supervised CD can detect changes in the

label distribution. Ditzler et al. [3] propose to divide CD methods into hypothesis

tests, change-point methods, sequential hypothesis tests, and change detection tests.

For this article, we focus on hypothesis tests and change-point methods. Hypothesis

tests encompass techniques that employ statistical testing to validate hypotheses,

e.g., two sequences of data come from the same distribution. One such technique for

unlabeled data is proposed by dos Reis et al. [37] where an incremental version of the

Kolmogorov-Smirnov test is used. The authors use this statistical test to compare the

classifier’s training data to the most recent data bounded by a sliding window. Change-

point methods determine at which point in time a change might have happened. For

this, all possible partitions in a fixed-size sequence of samples are analyzed. Thus,

these techniques can assess if and when a change has happened. ADWIN2, proposed

by Bifet et al. [1], is a supervised CD technique that detects changes within a sliding

window. Given two partitions of the sliding window, the authors propose to employ

a statistical test to detect a significant difference in averages. This statistical testing

is done for each new incoming instance for various time points at which the sliding

window is split into two partitions. Hammoodi et al. [10] propose a technique that

can detect changes while also identifying the features responsible for such a change.

Domain adaptation is used to transfer knowledge from a source domain to a

target domain and is a special case of transfer learning. Therein, the source and target

domain differ, but the task within both domains, i.e., source and target domain tasks,
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remain the same [32]. Pan et al. [32] refer to this as transductive transfer learning

in their extensive transfer learning survey. This article focuses on Heterogeneous

Domain Adaptation (HDA), where the number or type of some features for source

and target domain differ [4]. Such a change in features might occur when additional

sensors are incorporated. Depending on how labeled data from the target domain is

used, HDA can be categorized into supervised, semi-supervised, and unsupervised

heterogeneous domain adaptation [2, 16, 27]. Due to the nature of AL scenarios, there

are initially no labeled data for the target domain is available. As a consequence, we

focus on semi-supervised and unsupervised HDA.

Jänicke et al. [15] propose an HDA method that uses a classifier based on an

unsupervised density model, i.e., a Gaussian Mixture Model. The mixture model is

inferred in the target domain. Its components are projected into the source domain,

where the class probabilities for each component are inferred. Using these class

probabilities, classification is possible in the target domain without having labeled

data from the target domain itself. For the projection into the source domain, this

approach assumes that the source domain is a subspace of the target domain. This

approach has been extended by Pham et al. [35] to be capable of semi-supervised

HDA. This approach can incrementally incorporate new labeled data, such that it is

suited for a pool-based AL scenario. The estimated class probabilities from the source

domain are used as prior knowledge and included in the class probability estimation

within the target domain. Besides this method, the only approach that we are aware of

that works incrementally, and therefore suited for data streams, is proposed by Wu et

al. [11]. The authors propose incrementally updating the transformation from source

and target domain into a common subspace, where labeled data is exploited to infer a

classifier.

For the remainder of this article, we assume that the task is to classify incoming

instances from an unlabeled data stream. SAL is used to acquire labels and needs

to manage a predefined budget. Furthermore, verification latency is present but is

known during utility assessment. The stream may change over time. For this article,

we assume to have either changing sensors handled by HDA or concept shifts handled

with blind adaptation or a CD method.
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12.3 Research Question and Challenges

We identified five challenges that need to be solved for AL in changing environments

under the influence of verification latency. The challenges can be divided by the

type of occuring changes. Challenge 1 and 2 focus on the changes in the number of

features while Challenge 3 to 5 focus on the changes in label and data distributions.

An overview of all challenges and a summary of how they can be solved are shown

in Fig. 12.1. In summary, the research question is: How can we improve label
acquisition in SAL in changing environments under verification latency?

How can we improve label acquisition in SAL
in changing environments under veri cation latency?

Challenge 3:
SAL with Sliding Windows 
under Veri cation Latency

forget labels pushed out of the sliding
window during the utility assessment

Challenge 4:
SAL with Unsupervised Change 

Detection under Veri cation Latency

forget labels for likely change points
during the utility assessment

Challenge 5:
Active Change Detection

assess  labels based on their utility
to help detect changes

Challenge 2:
Improving Unsupervised HDA

using SAL under Veri cation Latency
simulate still unavailable (delayed) 
but queried labels

Challenge 1:
Improving Unsupervised HDA 

using Pool-Based AL
query labels with AL after 
unsupervised HDA

Concept changes

Changing numbers of featuresChanging numbers of features

Fig. 12.1. Overview of all challenges presented in this article.

Challenge 1: Improving Unsupervised HDA using Pool-Based AL

The first challenge is to improve the inference of a classifier after the number of

features changed. The domains where data originate from are called source and target

domain, i.e., the domain before and after the change in features. Instead of training

classifiers from scratch, unsupervised HDA can be used to infer a classifier with

the already available labeled data. For simplicity, we assume that the data for both

domains are available as two static datasets for this challenge.

For unsupervised HDA, Jänicke et al. [15] propose to use a classifier whose

classification is based on unsupervised density estimation. The unsupervised density

model is inferred from the unlabeled data from the target domain. This density model

is projected into the source domain, where the classification rule is inferred. The same

classification rule can be reused with the density model for the target domain. Thus,

the classifier is able to predict instances from the target domain.
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Imagine that the text-based social media platform from the introduction for senti-

ment analysis allows for attaching an image to a post. Detecting sarcasm based purely

on text is difficult, even for humans, but might be relevant for accurately assessing the

sentiment. The images may provide additional context to assist in detecting sarcasm.

Hence, incorporating labeled data from the target domain can improve classification

performance. Pham et al. [35] extend the strategy proposed by Jänicke et al. [15]

by combining it with pool-based AL. The classifier is extended such that it allows

learning from new labeled data from the target domain. They adapt Multi-class

Probabilistic Active Learning [18] to select the most beneficial instances for such a

classifier.

Challenge 2: Improving Unsupervised HDA using SAL under Verification
Latency

The second challenge is to investigate the influence of verification latency on unsuper-

vised HDA in combination with AL.

The labeled data from the source domain is already available. The verification

latency only marginally impacts unsupervised HDA as only the most recent labels

from the source domain may be unavailable. Therefore, we focus on the impact of

verification latency on AL. So far, SAL strategies assume that oracles provide labels

immediately, which is not the case when verification latency is present. State-of-the-art

SAL strategies generally assume that the classifier or the training data incorporates all

queried labels. That makes SAL strategies unaware of their recent queries if the label

is not available yet. These strategies are likely to redundantly query labels for similar

or even duplicate instances. Thus, labels are queried while only gaining marginal

performance improvements.

To solve this challenge, Pham et al. [34] propose to make SAL strategies aware of

their queried but unavailable labels. The authors simulate these labels and incorporate

these simulated labels into the training data. Such a simulation may use the predicted

class probabilities as fuzzy labels or employ a bagging approach where the labels are

drawn randomly according to the predicted probabilities. Using the simulated labels,

a classifier can be inferred, such that the SAL strategy is now aware of its recent

queries. Thus, reducing redundant queries.

Challenge 3: SAL with Sliding Windows under Verification Latency

Challenge 3 is to investigate the impact of verification latency on using sliding

windows to handle concept shifts in an SAL scenario. Here, we use sliding windows

to bound our training data to a fixed size. This size might be defined as a time window

or as a number of stored instances. To simplify this scenario, we assume that the

sliding window has a constant size and that each label’s arrival date is known during

the SAL assessment.

State-of-the-art SAL strategies assess a label’s utility based on the currently

available training dataset. Duplicate queries, as mentioned in Challenge 2, might

occur. We propose to evaluate a label’s utility, not with the predictions of the classifier
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fitted on the currently available data but data that will be available once the label

arrives. Similar to Challenge 2, we propose to simulate labels that are queried but have

not arrived yet. Additionally, we need to incorporate that instances will be forgotten

due to the sliding window. As we know the exact arrival date for the instances and the

sliding window size, we can accurately assess which labels will be available once the

assessed label arrives. Removing the labeled data that would have been forgotten by

the time the assessed label arrives makes the SAL strategies aware of the forgetting

introduced by the sliding window.

Challenge 4: SAL with Unsupervised Change Detection under Verification
Latency

Challenge 4 assumes using an unsupervised change detection instead of a sliding

window to handle concept shifts in data streams. Thanks to the fixed-size sliding

windows, we could accurately assess when a label is available and how long it will

be used within the training data in Challenge 3. This is not possible with change

detection, as a label’s lifetime is dependent on the change detection’s assessment. For

this challenge, we assume that the change detection algorithm can provide likelihoods

for potential change points. Similar to Challenge 3, we propose to simulate the training

data that will be available when the assessed label arrives.

As the label’s lifetime is dependent on the change detection’s assessment, it is not

exactly known beforehand which data will be forgotten until the assessed label arrives.

Hence, the forgetting of obsolete instances once the label arrives needs to be adapted.

As we assume that the change detection provides likelihoods for potential change

points, we propose to assess the label’s utility by discarding all available training data

before the potential change point for each of these change points. Furthermore, we

assess the utility based on the assumption that no change happens, i.e., no data is

discarded. All assessments are aggregated according to their probability of occurrence.

This allows the SAL strategy to be sensitive towards the used unsupervised change

detection and the verification latency.

Challenge 5: Active Change Detection

State-of-the-art supervised change detection assumes that the data processed by the

supervised change detection is representative (unbiased) of the current data stream.

Therefore, it is infeasible in an SAL scenario due to the SAL strategy’s sampling bias

within the training set. However, changes that occur only in the label distribution can

only be detected with supervised change detection. For instance, changes within a

region that is neglected by the SAL strategy, e.g., as the classifier’s certainty is high,

might remain unnoticed, as no labels are queried.

We propose the idea of active change detection, which actively queries labels that

would benefit a supervised change detection strategy. Utilities for labels might be

high when an imminent change is suspected, or in infrequently queried regions. Such

a strategy allows for supervised change detection algorithms to be used instead of the

unsupervised strategies in Challenge 4.
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For active change detection, we propose to use a classifier that partitions the

feature space, e.g., a decision tree. For each partition, we use Adaptive Windowing [1]

to detect changes in class probabilities. We assess the utility each label might provide

to the change detection. The utility should be high in regions where a change is

suspected. Furthermore, utilities should be high in regions where only old labels are

available to verify whether those labels are still representative.

Using active change detection allows us to use supervised change detection for

Challenge 4. Thus, allowing the detection of changes in the label distributions, which

were not detectable before.

12.4 Discussion

In this section, we critically discuss potential problems that are relevant to the proposed

ideas and challenges. In general, the impact of verification latency is dependent on

the lengths of these latencies. Given smaller latencies, the impact might be negligible.

The proposed methods to handle verification latency offer a high degree of flexibility,

as many already researched SAL strategies can be used. However, a dedicated SAL

strategy might perform better for specific problems.

For Challenge 1, we assumed that the data sets for the source and target domains

are available. Thus, collected data from the target domain needs to be already available.

Hence, some time has passed since the inclusion of the new sensor. Deciding when to

trigger the domain adaptation means finding a balance between the inference of a new

model that can take advantage of the new data and using the old features to gather

data for the domain adaptation.

In Challenge 2, we assume the data stream to have a static data and label dis-

tribution, despite the general assumption that these change over time. Hence, the

proposed idea is only feasible in real-world applications when combined with change

detection such that changes in the distribution are known. Furthermore, if a failing

sensor needs to be replaced, this sensor likely provides distorted data that contradicts

this assumption. Another scenario that might occur is that multiple sensors are added

in a short time frame. This leads to having insufficient knowledge for the previous

domains. One might merge multiple domains by omitting some sensors to obtain a

source domain with more data.

For Challenge 3, a sliding window is assumed to handle non-stationary data

streams. The sliding window allows inferring the exact time when an instance is

outdated. While being effective in excluding outdated data, this might limit the

classifier’s performance. Rarely occurring instances might be discarded solely based

on their timestamp, while it would have been beneficial to use them in the future.

Another problem resulting from a small sliding window is that the SAL strategy

might not refine the classifier’s decision boundary as it is constantly in a cycle of

compensating for the discarded data. However, an oversized sliding window cannot

perform well in the presence of concept changes as outdated data is used for the

classifier’s training longer.
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To solve Challenge 4, we propose to simulate the forgetting, similarly to Chal-

lenge 3, of the most likely split points provided by the change detection. However, a

weighted sum is used to aggregate the SAL assessment with and without forgetting.

Finding an appropriate weighting is essential. Prioritizing forgetting too highly might

result in constantly trying to make up for data falsely assumed to be obsolete while

neglecting the forgetting results in focusing on exploitation even though concept

changes are imminent.

The proposed concept of Active Change Detection for Challenge 5 might be

beneficial in scenarios where changes are frequent. Imagine a scenario where the

changes within a data stream only affect the classification performance marginally,

i.e., where changes occur sparsely and change the data only minimally. Maintaining a

supervised change detection model and querying additional data for it might come at

the cost of querying data that would benefit the classifier.

12.5 Conclusion

This article identifies five challenges in applying SAL for changing data streams under

verification latency. We focus on two possible changes, i.e., changes in the number of

features and changes in data and label distribution. Each of these occurring changes

influences the SAL strategies differently. We propose to incorporate the verification

latency into the label utility assessments. We simulate the delayed labels and forget

the data that will be unavailable when the assessed label would arrive. Thereby,

the utility assessments reflect the actual benefit for the classifier more accurately.

Furthermore, we present the idea for a new paradigm we refer to as active change

detection. Contrary to SAL, the objective is not to improve the classifier by querying

training data but rather instances from which the change detection strategy benefits

the most.

So far, Challenge 1 (Improving Unsupervised HDA using Pool-Based AL) and

Challenge 3 have been investigated [34,35]. Future work will include research on the

remaining challenges, i.e., Challenge 2, 4 and 5. Furthermore, solving these chal-

lenges enables the investigation of softening further assumptions. Possible research

directions are estimating the verification latency in scenarios where it is unknown,

identifying and reusing old data after a concept change, or querying data specifically

to identify faulty sources of features such that they can be excluded.
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Abstract. Systems consisting of multiple subsystems which are forming mutual couplings

and complex interactions are denoted as interdependent. Such systems are created to provide

extended functionality and improved services to their users and are generally considered

difficult to control because of their complex behaviour. Today, such systems can also often be

found in the area of critical infrastructures, such as power grids. In that particular area, however,

it is of importance to ensure the secure and reliable operation of those systems. Closely related

to this is the need to assess the robustness of interdependent systems. Here, robustness is

denoted as the ability of a system to provide its intended function without limitation in periods

of malfunctions and failures and is clearly distinguished from the term resilience which implies

a potential recovery of a system from a limited operational status going along with an internal

change of the system state. Robustness, therefore, can understand resilience without the need

for an internal change of state. This paper shows the challenges in assessing the robustness of

such systems in case of the occurrence of faults or unpredictable events. In some aspects, the

organic computing paradigm could help to solve these challenges.

Keywords: Interdependent Systems, Robustness Assessment, Organic Computing.

13.1 Introduction

Interdependent systems consist of two or more subsystems, which are concerning each

other in the manner that each of the subsystems provide essential services to the other

subsystem. Often, the interdependent systems are created by interconnecting systems

with the goal to provide an added value in form of new services or improved efficiency,

reliability, or service quality. An example for this is the smart grid where the electrical

distribution network is augmented with sensors and actuators to make the grid ready

for the fundamentally changing grid usage in future. At the first glance, the digitisation

of the grid only makes the electrical infrastructure dependent onto the information

and communication (ICT) infrastructure, hence, creates a one-directional dependency.

However, once the ICT infrastructure is supplied by the electrical infrastructure in

place with the necessary power, a dependency in reverse direction from the ICT

infrastructure onto the electrical infrastructure is established. Thus, the infrastructures
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count as interdependent as they are mutually dependent on each other. In cases of

coupling more than two systems, not all systems are necessarily in direct bidirectional

relation regarding their dependencies in order to create an interdependent system as a

whole.

Fig. 13.1. Shown is the concept of an interdependent system consisting of two subsystems

which exchange services via a service interface.

Figure 13.1 shows the concept of an interdependent system consisting of two

subsystems for instance a electrical supply system (EPS) and an ICT system. Both

subsystems provide services to the respective other via a so-called service interface.

The interactions between the subsystems coupled in this way tend to exhibit complex

behaviour. Through the interdependencies, events occurring in one subsystem may

lead to events in the coupled subsystems. The reactions to the event in the coupled

subsystem, in turn, may directly or indirectly lead to events and new reactions in

the first subsystem. The final results of such cascades are difficult to estimate or

even predict, which contains major risks and has been shown as reasons for severe

outages [11].

In interdependent network theory [10], it is established that through existing first-

order phase transitions a system can get into a completely uncontrollable state almost

suddenly beginning from a healthy state. Hence, particularly for operators of critical

interdependent systems, such as the power infrastructure, it is important to know,

how resistant their systems are against dangerous interactions and cascading failures

between the interdependent systems to estimate the systems operational security and

safety.

According to the disciplines such as interdependent network theory, software

engineering, and system engineering, this resistance can be denoted as robustness:

if this resistance means that a system tolerates an external influence without a state

change, it is denoted as robust against that external influence. Usually, whether a sys-

tem can resist a disturbance additionally depends on the magnitude of the disturbance.

According to this, we understand systems as robust, if influences onto the system do

not lead to a change of the provided service. This means in particular that no active
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mitigation or recovery is necessary neither manually nor automatically/physically to

restore the normal operation state of the dependent system.

Given that definition, interdependent systems are considered robust, if that also

holds for the services exchanged between the coupled subsystems in addition to the

services provided by the overall interdependent system. Additionally interesting is to

what particular type and intensity of a disturbance a system is robust.

A metric describing the robustness of interdependent systems is seen as a helpful

tool for system operators supporting decision-making and improved system awareness.

The latter, however, would require an online assessment of the system robustness. This

is particularly important to cover the dynamic and emerging behaviour and unanti-

cipated events occurring in interdependent systems. In traditional system designs,

countermeasures have been implemented as a result of failure analysis or experience

and common knowledge made by experts. As countermeasures are particularly im-

plemented to act against known and anticipated events, it is questionable, if they are

effective against continuously arising behaviour.

This is where Organic Computing principles could provide particular insights. Or-

ganic Computing denotes the approach to adapt the self-adapting and self-organising

behaviours of organic systems how they are observable in nature into computing

systems. In this way, computer systems are to be created that exhibit life-like pro-

perties, which enable them by adaptation of variable operation parameters to adapt

independent to changing environmental conditions. Organic Computing systems par-

ticular self-x properties self-organization, self-configuration, self-healing, etc. for

that purpose [2, 3]. In the past decade, the Organic Computing paradigm has been

successfully applied to many technical challenges such as optimisation of computer

communication protocols [18], traffic control [15] or even in the area of energy

systems [13].

13.2 Related work

Relevant related work is found in two particular research areas: interdependency

modelling and fault propagation modelling used for qualitative and quantitative risk

assessment.

13.2.1 Interdependencies in smart grids

The analysis of interdependencies is based on a series of theoretical work developed

in context of critical infrastructure analysis.

One of the first initial research efforts on the subject of interdependencies between

critical infrastructures in general has been conducted by Rinaldi et al. [17] who

initially developed a methodology for describing interdependencies based on a set

of definitions and concepts and different dimensions. Although not being related

to smart grids specifically but for interdependencies in critical infrastructures in

general, these definitions are also used in our work. Furthermore, one of the goals of
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this project is the development of a methodology to examine, describe and analyse

interdependencies based on that concepts.

An analytical approach for evaluating the robustness of infrastructures that show

interdependencies is given by Buldyrev et al. [4]. Here, robustness is related to the

probability that a cluster of nodes within the infrastructures exists, which spans the

whole infrastructure and keeps the infrastructure operational if nodes are removed.

The model is based on the percolation theory describing the behaviour of networks

if nodes and links are removed and is based on a recursive process for solving the

robustness analysis. Another graph theoretical approach has been examined by [14]

using critical node identification. In our work, network and graph theory plays an

important role for the robustness estimation due to randomly occurring failures.

However, Buldyrev et al. stayed with their analysis at a static system model and

does not changing environments into account. At this point this work will extend the

existing work.

One of the first approaches for modelling how failures in either the EPS infra-

structure or the ICT infrastructure affects the other one through interdependencies is

given by Laprie et al. [12]. The authors describe the constraints cascading, escalating

and common cause failures put onto the other infrastructure. Those constraints are

described in terms of general events that could appear and operational states an in-

frastructure could enter (weakened, lost, outage, etc.). The model describes how the

considered failure-types of the EPS or ICT infrastructure lead to a state change of the

other infrastructure. In contrast to our work, the model provided by Laprie et al. is

rather general and does not differentiate between different types of components and

equipment (generators, power lines, device controller, communication system) that

could fail nor how those failures might affect the operation of the other infrastructure

in detail. Our approach, will allow to analyse the robustness of specific power systems

regarding deviations of particular operational parameters, such as frequency or voltage

stability.

Chiaradonna et al. propose a more technically oriented modelling approach for

interdependencies between the electric infrastructure and the corresponding ICT

infrastructure [5, 6]. The model-based framework presented by the authors is for

analysing propagation and impact of malfunctions in electric power system. For the

quantification of impacts and propagation stochastic activity networks are used. Com-

pared to other models, this one considers more technical details of the corresponding

subsystems. The electrical infrastructure is modelled as a logical topology consisting

generators, substations, loads and electrical conductors. Regarding the ICT system,

the model focuses on the teleoperation system required for monitoring and control

operations of remote equipment. The considered teleoperation system is modelled as

a hierarchical system out of local control systems and regional control systems. Both

are different in criticality and locality of decision-making. The proposed approach

allows the simulation of specific failure scenarios, not for prediction of risks. However,

the modelling of logical relations between ICT equipment and electrical equipment

might provide an approach to complete the interdependency modelling approach of

this project. The planned approach goes beyond looking at topology changes but also
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evaluates possible effects on frequency stability and voltage variation. Additionally,

sudden load shifts are considered as dynamic elements (not only topology changes).

13.2.2 Qualitative and quantitative robustness assessment

Robustness assessment involves creating a sufficiently accurate model of the interde-

pendent system, commonly utilising expert knowledge on which different scenarios

are examined (e.g. by simulations) to draw conclusions onto the robustness of the

overall system.

Classical logical diagram methods such as fault tree analysis or reliability block

diagrams have been used for examining the robustness of a given system. Those ap-

proaches, however, are unable to capture dynamic changes of the system environment

over time. For that purpose, researchers discovered Baysian belief networks as an

alternative to the conventional logical diagram methods with the ability for captur-

ing uncertainties based on conditional probabilities. Hossain et al. applied Baysian

networks to assess and model the resilience of smart grids against cyber-physical

attacks [9]. Traditionally, Baysian networks are limited when modelling dynamic

processes such as continuously changing environmental conditions. Here, hybrid

approaches such as Baysian stochastic Petri nets come into the play. This approach

allows to alter otherwise static probabilites for elementary events based on external

influences that are captured using Petri nets. In our work, similar a similar approach

is required but should be specifically designed towards interdependencies between

electrical power infrastructures and related ICT.

13.3 The differential protection scenario

The challenges of robustness evaluation will be discussed by means of a power

supply system example. In this example a differential protection (DP) application

is considered. DP is used in power systems if a certain section of the power grid is

especially secured against voltage or frequency deviations. This is often necessary, if

in such sections particular sensitive electrical apparatus is located. The relevant grid

section is secured by special protective devices that trip as soon as a critical deviation

of voltage or frequency is detected. In case of DP, multiple (usually 2) measurement

values of different protection devices are compared before the protective device trips.

Figure 13.2 depicts an exemplary topology of a differential protection application.

The protected grid area is located in the bottom centre of the figure and secured by a

power switch on each side of the power line. The power grid is supplied by a single

power source and a power network. Inside the protected grid area a sensitive load is

present and outside the protected area another load is situated. Each switch is connec-

ted to a Relay device responsible for voltage/frequency measurement. Regarding the

ICT system, the Relay devices are connected to the grid control data communication

network consisting of the depicted Field network, Operation network and Enterprise

network. In this case the communication network holds real-time capabilities which

are required for the correct functioning of the differential protection application.
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Fig. 13.2. Schematic of a differential protection installation showing several involved compon-

ents. Essential for differential protection are IEDs/Relays, the differential protection control,

and the communication network in between.

Details are omitted here, except for that the DP application demands, that all measure-

ment values are required to arrive at the central protection control system in-time and

in-order, which is maintained by the real-time capable communication network. The

Relay devices execute measurements synchronously and send the measurement values

to the protection control application. This application checks if there is a deviation

between the two synchronously taken measurements and sends a release signal to one

of the Relays as it detects a critical deviation. The communication is time critical. In

addition to that other data services use the same network, for instance, transferring

video camera signals of a intrusion detection system. That signals may potentially

interfere with the real-time traffic.

13.4 Research questions

Solving the robustness evaluation for interdependent systems requires that the interde-

pendencies between the subsystems are fully understood. Here, several challenges

either for each system and also for the combination of the systems arise. The crucial

challenge is to model the interdependencies between systems by keeping the balance

between generality and accuracy while being complete, meaningful, and computa-

tionally manageable for fast reactions. In this section, the challenges are grouped

into three categories: describing interdependencies, uncertainty and system dynamics,

assessment of system robustness.
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13.4.1 Description of interdependencies

Subsystems can be interdependent in different ways. This needs to be considered as

different forms of interdependencies imply different risk potentials. The starting point

is to identify the different classes of interdependencies that are present in the system

under consideration. Manual analysis and the use of expert knowledge (in the domain

of application as well as in interdependency modelling) is the means of choice for that

classification. The couplings between the systems manifest their interdependencies,

thus, the following belongs to the initial challenge in this aspect:

(RQ1.1) If two subsystems are interdependent, how are the subsystems

coupled in terms of dependency classes?

Besides the first challenge in order to classify the mutual connection between

interdependent systems, another challenge that needs to be mastered is to denote the

functions and components, which are forming particular dependencies. Thus, the

second challenge is:

(RQ 1.2) How can the components and functions be identified which are

relevant for interdependencies?

Going even further beyond the pure systems modelling and analysis, it is the

challenge to learn how subsystem state changes lead to state changes in coupled

subsystems through the existing interdependencies. This is necessary to describe how

one system might influence a dependent subsystem at a logical level.

(RQ 1.3) How to unveil how system states of subsystems are functionally

correlated through the interdependencies?

13.4.2 Influence of uncertainty and dynamic operation conditions

Solving the challenges of the preceding section gives a static and technical view of

the potential mutual influences between the interdependent subsystems. However,

dynamic effects such as external influences acting on the systems, system-internal

random processes, and continuous modifications of the systems remain unnoticed

but create uncertainty regarding the existing interdependencies. Wear of components,

changes in the use and utilisation of components, or changes in the user behaviour

lead to the modification or even appearance of new, mainly logical or functional,

interdependencies. Consequently, the following challenge arises:

(RQ 2) How to detect and identify uncertainties and system dynamics influen-

cing interdependencies?
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13.4.3 Assessment of the system robustness

Regarding the actual robustness assessment process, the question to answer is how

dangerous the current situation is. To achieve this, the monitoring data needs to be

evaluated in alignment with the information about interdependencies and how system

states are correlated to each other. Therein lies the following challenge:

(RQ 3.1) How to rate a current situation or occurring event regarding the

influence on the overall system robustness?

However, the robustness assessment is not only required to be accurate but also

quick. As the systems change over time and with the implementation of new applica-

tions also affecting the behaviour of the system (emerging behaviour) and, thus, have

an impact on the interdependencies, the assessment must be achieved online and in

time. Thus, the final identified challenge is:

(RQ 3.2) How to achieve a quick evaluation of the current situation suitable

for an online robustness assessment?

In the next two sections first an Organic Computing system model is presented

providing a conceptional and technological structure for solving the stated research

questions. How the system model is used to solve the individual questions and which

challenges occur follows in section 13.6.

13.5 Organic Computing system model

A general approach for covering the given challenges can be modelled using an

Organic Computing approach. Here, a particular focus is given to the part of evaluating

the current state of system robustness. The approach is based on the observer/controller

(O/C) paradigm as has been described by Mauser et al. [13] particularly for energy

systems and in general by Richter et al. [16].

A graphical representation of that approach is shown in Figure 13.3. At the bottom

of the figure, the interdependent System under observation and control (SuOC) is

shown which is in the given case composed of the EPS system and the ICT system.

According to the general O/C paradigm raw data from the system is fed into the

observer component for processing. In the given case it can be assumed that the re-

quired raw data can be retrieved from the SCADA system of the EPS and the network

management system (NMS) of the ICT system. Besides the required monitoring cap-

abilities, the SCADA system and the NMS also include control capabilities allowing

reconfiguration to improve the overall system robustness.

The available raw data include topology information of the EPS and the ICT

system, describing mainly a connectivity graph of both subsystems, data about the

utilisation of certain power and communication lines, the present network traffic

regarding critical (real-time) and less-critical data streams that are present in the
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Fig. 13.3. Observer/controller model focussing on the observer part which holds the necessary

functional blocks for the assessment of the system interdependency.

communication network, and certain grid metrics such as frequency- or voltage levels

and power supply coverage in the given grid.

Within the observer component the data sources are initially preprocessed for

fitting predefined data formats and possibly stored to a historical database. Further-

more, the raw data stream can be interlaced to create additional measurement values

also called virtual metering. On an interdependency model, which has been defined

during the initial interdependency description, the data is filtered and formatted. Fur-

ther, preprocessing of the raw data includes the selection and filtering of the data

according to the current system situation described by the interdependency model in

order to identify unanticipated events and their effects on other dependent systems.

This is necessary as interdependencies are not always obvious, and uncertainties

and unanticipated events occur eventually. A good strategy to start may be to focus

on general key performance indicators describing the overall performance of the

SuOC. Based on this analysis, potential system dynamics can be derived and analysed

before the actual robustness assessment / evaluation would take place. The current

assumption according the robustness assessment (the robustness rating) is passed to

the Optimisation / Control block of the O/C paradigm, where certain known to be

safe optimisation operations can be applied for reconfiguration of the ICT and EPS

system in order to improve the overall system robustness. In unknown situations it is

necessary to probe the reconfiguration carefully, in order to avoid misconfiguration

and system failures in the overall failures.
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13.6 Challenges and approaches

This section continues with the discussion about challenges and approaches when

finding answers to the stated research questions. It is pointed out in particular where

the described Organic Computing approach comes into play.

13.6.1 Identification and description of interdependencies

Corresponding to the first research question (RQ 1.1), we follow nowadays widely

accepted classification of possible dependencies introduced by Rinaldi et al. This

stated work distinguishes physical, cyber, geographical, and logical dependencies [17].

According to this, physical dependencies describe the exchange of material output

between the dependent subsystems such as electrical power. Cyber-dependencies arise

when subsystems rely on information input from another subsystem, while geograph-

ical dependencies denote situations where elements of the different subsystems are

located in close spatial proximity and events such fires of one component may affect

the surrounding equipment belonging to another subsystem. Logical dependencies

are finally characterised by influences between two subsystems which appear on

higher-level system functions. For instance, if civil emergency services are affected by

an overload of the mobile communication network during an environmental disaster

situation. Thus, couplings can also be described to occur at different layers. While

logical interdependencies often couple systems through the behaviour arising from

functions of one or multiple components, physical, cyber and geographic interdepend-

encies couples systems usually at a component level as certain physical components

are involved.

The classes of interdependencies also hold some information about the type of

coupling between the subsystems. For instance, physical and cyber interdependencies

imply that two systems are coupled through direct exchange and need a physical

connection, while geographic interdependencies imply that the systems are coupled

by the locations of the components. Logical components imply that two systems are

coupled in a less obvious and even more behavioural way.

In the presented example situation in Figure 13.4, particularly three interdepend-

ency types can be identified. First, a physical dependency occurs through the supply

of the ICT equipment with electrical power through the electrical power system (de-

picted in green circle 1). Second, a logical dependency occurs through the information

exchange between the function of the controller devices (IEDs) and the backbone

communication network specifically at the communication protocol layer to maintain

the real-time data exchange (green circle 2). Third, geographical dependencies occur

through the co-location of power switches and IEDs within a single transformer

station. A cyber dependency is not necessarily present in the example (green cricle 3).

The information from this analysis needs to be formalised and provided to the

controller component, which requires the information for the interpretation of raw

data retrieved from the Network Management and SCADA systems.

With regard to RQ 1.2, the challenge arise that while physical and geographical

dependencies between components are comparably easy to identify through system
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Fig. 13.4. Circle 1 represents a physical dependency, circle 2 a logical dependency and circle 3

cyber dependency.

analysis, in particular the functional dependencies are unequal harder to grasp. Despite

this, it is necessary to precisely identify the very functions and components that

form dependencies for the evaluation of their particular role for the overall system

robustness. This, in turn, is relevant for adjusting the system monitoring functions in

later steps. Similar to RQ 1.1, a first approach is to consult particular domain experts

from all subsystem domains.

In the given example, geographical dependencies exists for all ICT and EPS equip-

ment which is co-located within a building and/or compound similar to the situation

with power switches and power switch controllers (IEDs). Physical dependencies oc-

cur at the connection points between the EPS and the device power supply of the ICT

equipment. Logical dependencies manifest in the real-time capable network devices

and the controller devices. Regarding the O/C paradigm proposed the information

will be integrated into the interdependency model of the observer component.

Finding the correlations of systems states through interdependencies, relates to

above state RQ 1.3 and is the continuation of RQ 1.1 and RQ 1.2.

Based on system modelling techniques for the initial RQs, graph theoretic methods

based on interdependent networks research, and percolation theory has been proven as

promising candidates for the description of interdependencies between systems [7,20]

also in case of RQ 1.3.

The given example exhibits two particular system state correlations. Power out-

ages in the EPS system results in state changes in the ICT system, as, for instance,

aggregates and uninterruptible power supply (UPS) devices jump in to maintain power

supply. Furthermore, ICT systems might move into particular power saving system
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states. In case of communication system outages the operation of the EPS could move

into an excited system state, as power quality might leave the nominal operation area.

With respect to the O/C paradigm this relates also to the interdependency model.

Information given from the interdependency description and the relevant functions

and components are supposed to be analysed using graph theoretic algorithms for

detection of correlations between the subsystems.

13.6.2 Identification of uncertainties and system dynamics

For the evaluation of the robustness, it is necessary to consider the sensitivity of

components and functions regarding uncertainty and system dynamics (RQ 2). This

is also tightly related to the question of how intensive an influence must be to affect

a dependent system. Types of uncertainties can be identified using system theoretic

methods. In particular processes such as control loops are in the focus of the investig-

ation including the description of possible influences onto other parts of a system or

on a dependent system. System theoretic process analysis (STPA) [19], which is a

method for safety analysis based on control theory provides an approach in that aspect.

However, STPA only allows for a qualitative description of uncertainties and possible

risks to a system. Another approaches for detecting uncertainties and unknown system

dynamics is based on machine learning and interdependent network theory [7], which

potentially can also be combined with STPA.

In the given scenario, an overall change of the power system, for instance, through

increased demand for e-vehicle charging or additional renewable energy sources, can

be expected as dynamic system change over time. In particular gradual changes are

not easily detectable as those are slowly developing. Regarding the ICT subsystem,

particularly the wear of equipment lead to ongoing dynamic changes as well as envir-

onmental conditions that could have effects onto the quality of mobile communication.

This information is also retrieved by employing expert knowledge.

According to the O/C model this part belongs to the block ”System dynamics

analysis” which implements methods (e.g., based on STPA) in order to describe and

analyse potential system dynamics.

13.6.3 Rating the current situation and quick evaluation

RQ 3.1 and RQ 3.2 deal with the evaluation of the current robustness situation in a

timely manner.

Proposed approaches for rating robustness use mathematical models to describe

the current intensity level based on the observed sensor data with the maximum

magnitude concerning specified influences [1].

The controller component of the O/C pattern would be in charge of that aspect. The

idea is to use the controller component again for probing the SuOC to continuously

learn different scenarios. A currently observed situation might be compared to the

learned situations by the observer component using machine learning techniques such

as Neighbourhood Components Analysis [8] or K-nearest neighbours.
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Implementations of such approaches belong to the ”Robustness assessment and

prediction” block of the observer component. At the current state of this work, it

is rather unclear which viable approaches exist for the robustness assessment and

prediction component, as a particular challenge will be to develop an approach which

provides quick and precise decisions in order to allow optimisation and control action

taken at a reasonable time.

13.7 Conclusion

This work summarises the particular challenges of evaluating the robustness of in-

terdependent systems. Here, the term robustness is defined as the property of the

dependent systems to be able to tolerate influences coming from other systems through

interdependent links. Three groups of challenges have been identified: The challenges

to describe existing interdependencies between systems and their state correlations,

the challenges to deal with uncertainties and system dynamics, and the challenges

to assess the current robustness of interdependent systems. For these challenges,

approaches for mastering these has been provided and particular focus has been given

to the potential of the organic computing paradigm and how it could be applied for

dealing with uncertainties and online robustness assessment.
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Abstract. The control and management of urban road networks can be challenging due

to overall rising traffic volumes, fluctuating demands within the network, and unforeseen

disturbances caused by traffic incidents. This all can lead to congestion problems which might

be difficult to be managed by centralised approaches that react only to the traffic without

assessing the underlying incidents. This PhD project engages in the development of the resilient

management system InTURN. An integral aspect of this is the detection of traffic incidents

using time series analysis. Typical incidents and their varying local and network-wide effects

have to be assessed, as well as how they can be detected using relevant features of the time

series traffic data.

Keywords: Organic Computing, Traffic Management, Organic Traffic Control, Traffic Incid-

ents, InTURN

14.1 Introduction

Due to an unbroken demand for public and individual mobility day to day road traffic

is increasing. As indicated in [6], this can lead to serious congestion problems in urban

traffic, such as additional costs and loss of time. Massive amounts of vehicles put high

demands on management systems due to time-dependent changes. This is aggravated

by traffic disturbances with varying characteristics, such as duration, location, or

severity, as well as the behaviour of individual drivers. Traffic management systems

are often limited to reacting only to observed traffic without detecting and assessing

underlying incidents.

As presented in [8], the project Incident-aware Resilient Traffic Management for
Urban Road Networks (InTURN) aims for the development of a self-adaptive and

self-organising (SASO) system. It tackles the complexity of controlling by distributing

the decision-making process among autonomous agents, which in turn cooperate with

each other to achieve system-wide goals without centralised ruling. In this context, the

agents are autonomously acting intersection controllers which have access to detectors

at incoming and outgoing road segments and are able to alter the intersection’s traffic
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light controllers (TLC). The InTURN project as depicted in Figure 14.1 pursues

several objectives. These sequential goals are:

• Intersection-oriented incident detection: Lane-based techniques are complemen-

ted by novel detection methods based on time series analysis. The classification

of the incident types is then improved with reinforcement learning.

• Collaborative incident detection and validation: Information exchange between

neighbouring intersection controllers is employed to further decrease false alarm

rates (and detect faulty detectors)

• Incident-aware traffic management: Confirmed incidents are considered in the

self-adaptation process of the intersection controllers.

• Capacity-aware traffic management: As local optimisation strategies can have

network-wide effects, a hierarchical component shall assess the road network

utilisation and whether route recommendations benefit drivers.

• Evaluation: Using larger real-world traffic models, e.g. from existing inner city

networks, an in-depth analysis and assessment of the implemented InTURN

system is conducted.

Observer Controller

Destination

Intersection

Road segment

Sub-network

Road to other
intersection

Intersection 
with O/C tandem

Detector

route suggestions
        (via VMs)

Fig. 14.1. Illustration of the self-adaptive InTURN system. The traffic network consists of road

segments and connecting intersections which are equipped with control components. These

intersection controllers observe and detect traffic and incidents in the connected road sections.

Optionally, by using cooperation, they control the TLCs and issue route recommendations for

drivers using variable message signs (VMS).

A principal contribution of this PhD project towards the envisioned InTURN

system is the constant assessment of traffic incidents. The basis for this is an under-

standing of possible traffic incidents and their local – and potentially network-wide –

effects on the traffic. The aim is to base this on time series analysis. To this end, the

relevant features in the signal flow have to be identified.

The remainder of this proposal is organised as follows: The subsequent Sec-

tion 14.2 presents basic aspects of urban traffic model and of the preliminary work as
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a basis for InTURN. Section 14.3 then focuses on incidents and their characteristics,

followed by Section 14.4 depicting the actual simulation experiments. The outline of

an analysis approach in Section 14.5 is then concluded by a summary in Section 14.6.

14.2 Preliminary Work

This section briefly describes the model of urban road networks and the Organic

Traffic Control (OTC) [5] as the underlying work for InTURN. To simulate the actual

traffic and to test out new behaviour, OTC employs a commercial traffic simulator

named Aimsun Next 20 [1]. As this incident detection is intended to be used in this

context, Aimsun Next is used to develop the incident detection as well.

14.2.1 Urban Road Networks

The urban road networks consist of road sections connect junctions (intersections),

each equipped with industry-standard traffic light controllers (TLC) for each incoming

section. They follow a phase-based signalisation schedule. The incoming and outgoing

sections are equipped with detectors that are able to count vehicles (e. g. induction

loops in real life). These traffic lights are managed by an OTC controller (see below)

which is aware of its immediate neighbourhood. Also, all incoming and outgoing

roads are equipped with variable message signs for route recommendations. For

the initial analysis of traffic incident, regular networks are considered (e. g. fully

connected Manhattan grids), followed by more complex (real-world) networks. The

traffic demands used (see Section 14.4.2) are modelled using the common approach

of describing origin and destinations: How many vehicles per hour traverse from

every origin to every destination? The actual routes are not specified but chosen by

the simulator. This can be used to model rush hours.

14.2.2 Organic Computing

The aim of Organic Computing [3] is to create technical systems with “life-like” beha-

viour which are inspired by processes in nature. To this end, conventional design-time

decisions are transferred to runtime, increasing the system’s capability for autonom-

ous behaviour. Common techniques include applying the Observer/Controller design

pattern, reinforcement learning, or self-adaptation. Organic Computing systems can

exhibit other so-called self-* properties, such as self-configuration (change of system

parameters based on user goals) or self-organisation (autonomous self-restructuring

to achieve goals).

14.2.3 Organic Traffic Control

The basis for InTURN is the Organic Traffic Control, which adopts the observer/controller

paradigm from Organic Computing using multiple layers: a productive part at layer
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0, the System under Observation and Control (SuOC) is observed and controlled by

another component. The SuOC itself is able to carry out the intended tasks within the

limits of its designed capabilities. The controlling layer 1 then adapts dynamically to

this changing environment and interacts with it. The self-* properties exhibited by

the OTC are self-organisation, self-configuration, self-optimisation, self-healing, and

self-protection. These are achieved in conjunction with level 2 which uses simulations

to find and assess new control strategies. OTC uses a decentralised approach where

each junction is represented as a SuOC and is equipped with layer 1 and 2 components.

This implies that these layers have access only to the detectors respective to this node

and can only influence directly the traffic signalisation at this junction.

The base for this multilevel architecture (ML-O/C) is outlined in Figure 14.2,

and its implementation in OTC offers multiple features: Management of traffic light

signalisation, route guidance as described in [7] and the formation of progressive

signal systems. These are also called “synchronised traffic lights” or “green waves”.

OTC includes an additional distributed approach called Decentralised Progressive

Signal Systems [9].

Fig. 14.2. Overview of the multilevel OTC architecture based on [9]. It consists of the SuOC

and the “online” control layer 1 on top of that. This rule-based control is realised as a Learning

Classifier System (LCS). To adapt to changing situations, the “offline” can optimise the LCS;

new rules are created using evolutionary algorithms (EA), which are evaluated in a simulator.
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14.3 Incidents

To enable an incident-aware traffic management, incidents have to be classified. In [8],

a collection of typical traffic incidents is presented with subtypes, descriptions, and

possible effects (see Table 14.1). Only cars, heavy load traffic, and public transport

are taken into account (no pedestrians, bikes, or crossing trains). With respect to these

incidents, several properties can be defined which fall into 3 groups: spacial, temporal,

and attribute properties.

Table 14.1. Excerpt from [8] to illustrate possible incidents and which subsequent incidents

they might cause. Other disturbances include: gauge reduction, blocked roads or junctions,

escorting traffic, speed reductions, rescue vehicles, stopping buses, road works, loading and

unloading vehicles.

type subtype descriptive example possible effects

light broken down vehicle slow vehicles, blocked lane

accident severe collision slow/rescue vehicles, blocked lanes

critical severe accident heavy/rescue vehicles, full block

slow single “Sunday driver”

vehicles multiple gawker or convoy

heavy duty heavy duty trucks escorting traffic

. . . . . . . . . . . .

road weather frost or heavy rain accidents and

condition pollution spilled cargo slow vehicles

14.3.1 Spatial Properties

These incident properties specify spatial aspects with regard to the road networks.

Table 14.2 lists how these features map to the incidents under consideration.

14.3.1.1 Locality

describes how sections and intersections are potentially affected; independent of

the actual network topology or traffic demand: intersection, (whole/partial) section,
anywhere
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14.3.1.2 Location

in contrast describes certain places within a particular network where this incident

can happen: restricted, fixed, anywhere

14.3.1.3 Breadth

of an incident in a section is expressed as the number of affected lanes: single, multi,
full

14.3.1.4 Movability

of an incident within the road network: stationary, section, across intersections, partial
network, anywhere

Table 14.2. Spatial features of the incidents outlined in Table 14.1.

Spatial

type subtype locality location breadth movability

light single

accident severe anywhere anywhere multi stationary

critical full

slow single

vehicles multiple anywhere anywhere single anywhere

heavy duty restricted

. . . . . . . . . . . . . . . . . .

road weather anywhere anywhere any stationary

14.3.2 Temporal Properties

The second class of properties deals with the temporal aspects. This is a coarse

classification, since especially the duration is dependent on the simulation (time) in

question and varying distributions might be necessary (see Table 14.3).

14.3.2.1 Duration

of the incident: quick, medium, long, permanent
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14.3.2.2 Regularity

of the times an incident occurs: periodic, special, random

14.3.2.3 Time

when the incident (usually) occurs: daytime, nighttime, mornings, afternoon, evenings,
fixed, anytime

14.3.3 Attribute Properties

These properties go beyond the spatial as well as the temporal aspect and could

potentially be taken into account for the dynamic road guidance (Table 14.3).

14.3.3.1 Subject

describes who or what is involved in the incident: one, multiple, road

14.3.3.2 Predictability

denotes whether the time of an incident occurrence is known or can be reasonably

predicted: full, partly, none

Table 14.3. Temporal and attribute properties of the exemplary incidents in Table 14.1.

Temporal Attribute

type subtype duration regularity daytime predictability subject

light medium one

accident severe long random any none or

critical persistent multiple

slow single one

vehicles multiple medium random any none or

heavy duty multiple

. . . . . . . . . . . . . . . . . . . . .

road weather medium random any partly roads

condition pollution to long daytime none road
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14.4 Simulation Experiments

This section outlines the simulations used to obtain the vehicle flow data. For these

initial experiments a limited set of networks, non-fluctuating traffic demands and

incidents (one at a time), are chosen.

14.4.1 Networks

Two fully connected Manhattan networks were constructed using the Aimsun Next

simulator [1]. These are regular grid-like road networks, originally inspired by urban

street layouts (such in Barcelona or Manhattan, New York). The 2x2 and 3x3 models

in Figure 14.3 have road sections of 150m length with 2 lanes each plus a separate

50m lane for left turning traffic. The vehicles turning right share the rightmost lane

with the straight on traffic.

Each node is controlled by a TLC with a fixed cycle time of 90s for the 4 non-

conflicting signal groups: “vertical to left” (10s), “vertical to right and straight on”

(25s), “horizontal to left” (10s), “horizontal to right and straight on” (25s). Each

group is separated by a 5s interphase when no vehicle is allowed to cross the node.

This represents a typical prioritisation of traffic streams which was used in previous

experiments as well (see [9]).

14.4.2 Traffic Demands

The traffic volumes applied in the simulations are based upon O/C matrices that define

the total number of vehicles driving from each origin to each destination – called

centroids in Aimsun – during the course of the simulation. These centroids (at the

edges of the networks in Figure 14.3 ) are the only locations where the simulated

vehicles enter the network through the connected sections.

The time interval for the whole simulation is 90 in all cases. For each network a

base demand (BD) is defined as shown in Table 14.4. Some combinations between

the 8 resp. 12 centroids have higher vehicle numbers to simulate varying intensities

of travel demand: The 2x2 network exhibits two demands (primary and secondary)

of slightly different height in the two East-West directions and a significantly lower

demand in North-South direction (tertiary) – all along the straight street courses.

Within the 3x3 network there is a strong eastward and a less intense westward demand.

Again, the tertiary traffic volume is in North-South direction. Due to the higher number

of north/south combinations some of the traffic streams do not go in a straight line. To

evaluate significant higher traffic volumes, simulations of both grids were conducted

with the BDs doubled (2xBD) and tripled (3xBD).

14.4.3 Simulated Incidents

Section 14.3 describes the qualitative properties of the incidents under consideration.

In the context of the simulations four types are chosen as representatives for the
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Fig. 14.3. The 2x2 and 3x3 Manhattan networks. The positions determine the intersection

names: top left (TL), top middle (TM), . . . , middle middle (MM), and bottom right (BR). The

centroids are named based up the compass directions Consequently the connecting pairs of
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Table 14.4. The base traffic demands (BD) for the 2x2 resp. 3x3 network. The total demand

consists of these higher demands and “ground demand” of 10 vehicles per hour for every

complementary centroid pair not explicitly defined.

base traffic intensity pairs of vehicles total

demand and direction centroids per pair demand

primary W1 ↔ E1 400

2x2 secondary W2 ↔ E2 200 2360

tertiary N1 ↔ S1 150

(north/south) N2 ↔ S2 150

primary (eastward) W1,W2,W3 → E1,E2,E3 400

3x3 secondary (westward) E1,E2,E3 → W1,W2,W3 200 4680

tertiary (north/south) N1,N2,N3 ↔ S1,S2,S3 50

spatial properties. These are described below and represent a broad variety of possible

incidents. But not all properties outlined in Section 14.3 are covered here. In particular,

the movability of disturbances through the network as well as the regular or irregular

recurrence of incidents are not considered until a robust and sensitive enough detection

is devised.

14.4.3.1 Section Closures

are the most straightforward incidents: No vehicles are allowed to enter the entire

section. Cars already within the section can leave, however. When the closure is

activated and left turning cars have already entered the intersection, the simulator

might not be able to emulate an appropriate response. The resulting deadlock situation

is shown in Figure 14.4b together with additional turn closures to address the problem.

14.4.3.2 Lane Closures

represent the closure of one (or possible more) lanes of a section, while the others can

be used normally. Also, towards the node vehicles can cross the closed lane, e. g. to

reach the left turning lane. The incidents simulated in this context always close off

the second lane.

14.4.3.3 Section Incidents

block only parts of lanes; unlike lane closures. This results in a blocked rectangle as

in Figure 14.4a. which could represent an accident with multiple vehicles. Here, a

section of 50m in the middle of the second lane is blocked off.
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14.4.3.4 Turn Closures

represent the complete obstruction of traffic across an intersection. This could happen

due to an accident within the junction (see again Figure 14.4b). For the 3x3 network,

only a subset of all possible turn closures (left, right, straight on) was simulated.

(a) In case of a section incident only a part of

a section is blocked and it can spans one or

more lanes.

(b) To avoid a deadlock of cars still trying to

enter a closed section the 3 turnings toward

the section are blocked as well.

Fig. 14.4. Section incidents and non-blocking section closures.

14.4.4 Data Collection

As described in Section 14.2.3, the base for traffic management in OTC are detectors

at the junctions which allow the calculation of traffic flows for each incoming and

outgoing section. To this end, the mean flow per section as the base measurement was

collected for every second. Also, as OTC uses a decentralised, node-centric approach,

the data is collected per node. In Aimsun Next, the simulations are organised in

“experiments” which each consist of a number of pseudo-random actual simulation

runs (here 5 each), called “replications”, and an “average” calculated based on these.

14.5 Analysis Approach

In this section the representation of traffic flows is described which are used for

clustering to detect incidents in the network. This is partly done using the scikit-

learn [4] framework.

14.5.1 Traffic Flow

Within the current approach of OTC the traffic flows are based upon detector readings

and are analysed from the perspective of each node. Due to the traffic lights at each
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junction there are always intervals with no traffic: the red light phases. One way

to avoid misinterpreting those as incidents is to average the flows. Compared to

other representations, such as differences of raw flows or polynomial features, the

mean flow works well when applied to a time period consecutive of 90s which is the

synchronised signalisation cycle for all traffic lights. The mean worked better than

other representations such as polynomial features or delta of raw or aggregated flows.

Figure 14.5 shows these means for the exemplary node TR of the 2x2 model in

Figure 14.3 in conjunction with a full section closure. The drops in flow are quite

prominent for the affected section but less so in the other incoming and outgoing

sections. For increased primary and higher base demands, section closures can be

easily recognised.

Fig. 14.5. The mean traffic flows for the incoming and outgoing sections of the node TR in the

2x2 model. A complete section closure is simulated after 30 min that lasts for 30 min. It occurs

in the incoming TL>TR section with the normal (primary) traffic demand BD1 present.

This is not quite the case for the other incident types: While lane closures can at

least be spotted in cases of high traffic volumes, section incidents and turn closes are

indistinguishable, visually at least. Figure 14.6 shows the same node again, now with

a lane closure during high traffic demand. It also exhibits at section TR>E1 a fringe

effect due to a certain simulation behaviour towards the edge of the network: Traffic

from and to centroids do not always behave as if a “real” network, possibly also with

traffic lights, is connected. Cars simply appear more or less regularly and can always

disappear without restrictions.

14.5.2 Clustering

An established clustering approach is the Density-Based Spatial Clustering of Ap-

plications with Noise (DBSCAN) [2]. This algorithm identifies core samples of high

density and builds up clusters by reaching out towards nearby data points. DBSCAN
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Fig. 14.6. As in Figure 14.5, an incident within section TL>TR at 30 min is simulated: a

closure of the middle lane with the triple demand BD1 is applied. Generally, lane closures tend

to be pronounced at higher demands and less so in sections with lower traffic volumes. Also, a

fringe effect due to the simulator can be seen in the outgoing section towards the centroid E1.

also finds noise and works well for clusters of similar density, as in the case here.

The clustering is influenced by some parameters, most importantly ε (maximum

distance between samples be neighbours), min samples (minimum required number

of neighbouring sample to be considered a core point) and the distance metric.

Based on the assumption that flows during (and maybe after) an incident differ

significantly from those before or after, separate clusters of means should form along

the time axis. In the case of at most one expected incident, this ideally means 3

clusters at the most for one incident, as illustrated in Figure 14.7.

For the flow means appropriate parameters for DBSCAN were manually estab-

lished: ε = 0.6, min samples = 3 and the Euclidean Distance.

The clustering above is applied on the flow means collected for the whole simula-

tion time. For the real-time incident detection this has to be done incrementally. After

each signalisation cycle, the respective flow mean is added for clustering. Figure 14.8

depicts a problematic behaviour. With an increasing number of samples the count

of clusters does not necessarily increase monotonously. This introduces the problem

that intermediate higher numbers of cluster can be misinterpreted as starts or ends of

non-existing incidents.

14.6 Conclusions

A complete analysis of all possible incident situations to construct a fully comprehens-

ive model is challenging. For instance, the combinations of demands and incidents

outlined in Section 14.4 result in 288 (2x2 matrix) + 558 (3x3 matrix) = 846 experi-

ments, each with 5 replications. And as indicated, other aspects (e. g. different number

of section lanes or layouts, moving or reoccurring incidents and their combinations,
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Fig. 14.7. Clustering of flow means after the normalisation to unit norm. The simulations are

the same as in Figures 14.5 and 14.6. The upper graphs show the 3 clusters (one separate colour

per identified cluster) for the incident affected section and the one for the unaffected opposite

direction. The lower left graph shows the fringe effect that results in improper clustering. The

last graph clarifies the need to apply clustering per section: Here the 480 samples from all

sections instead of 60 per section are clustered. The “incident cluster” is not clearly separated.

Instead, the two crossing primary and tertiary traffic demand can be discerned.

Fig. 14.8. For the upper two cases in Figure 14.7 these graphs show the development of the

cluster counts when the clustering is applied incrementally with one flow mean added every

cycle. Although both end up with the desired cluster numbers – 3 after an incident occurred

and 1 in the unaffected case – the intermediate counts do not all match the intended values.

Peaks in the left graph suggest the premature occurrence and disappearance of a cluster while

in the unaffected case on the right these could be interpreted as incidents.
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dynamic demands, . . . ) have not yet been addressed. For this reason, an exhaustive

coverage of all feature manifestations is not possible. This, combined with the para-

metrisation of further algorithms, such as e. g. Gaussian Mixture Models (GMM)

clustering, for detecting and classifying incidents calls for a more automated approach,

e. g. using autoencoders for feature learning or an automated hyperparameter search.

At the time of writing, a software migration of OTC has been addressed, as

InTURN will be based on a modified software architecture. Also, scripts for the auto-

matic creation of experiments for Aimsun Next were developed to efficiently prepare

larger number of traffic demands, incidents and their combinations. The further goal

of InTURN is a self-adaptive and self-organising system of intersection controllers

that can reliably detect and classify traffic incidents of neighbouring sections, possibly

by cooperation, while improving the performance employing reinforcement learning.

The basis for this is an automated assessment of possible road incidents and how their

effects can be detected as time series features.
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